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Abstract

Modern machine learning systems are rarely trained on clean labels alone. Instead, supervision
often comes from imperfect teachers and takes an indirect form: pairwise preferences for aligning
language models, rules and heuristics from domain experts, or human explanations. This thesis
develops principled answers to two questions. The first is how these indirect signals teach a model.
We begin by developing a constraint-based view of weak labelers, interval targets and explanations,
with generalization guarantees for each. We then investigate the mechanism by which multiple
weak sources of information, such as weak labelers and unlabeled data, can be combined into a
stronger supervision signal. Finally, we look at pairwise preference data and characterize what
preference learning actually recovers from the data, even when the underlying preference model
is misspecified, and derive design principles for constructing more informative preference datasets.
Imperfect supervision at training time has a natural counterpart at test time: once deployed, a
model may face conditions that differ from those it was trained on. This leads to our second question,
what can we guarantee when the test environment is non-ideal, under adversarial perturbations or
distribution shift? In this line of work, we introduce robustly-reliable learners that certify when an
individual prediction is provably correct, and we analyze adversarial training as a two-player game.
Across all of these projects, we use learning theory as the main tool to clarify what can be learned,
under which assumptions, and what guarantees we can make.
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Chapter 1

Introduction

Modern machine learning systems are rarely trained on clean labels alone. Language models
are aligned using pairwise preferences from human annotators [1, 2]; domain experts supervise
models through rules and heuristics [3]; and users can communicate desired model behavior through
explanations [4]. In other applications, measurements may provide only intervals or other partial
information about a target. These signals are not merely substitutes used when labels are unavailable.
They are often the natural way that people, tools, and environments communicate knowledge to a
learning system.
We view each such source of supervision as an imperfect teacher. A teacher may abstain, make errors,
specify only a range of plausible targets, or compare two outputs without assigning either an absolute
score. Nevertheless, these signals contain useful structure. A central challenge in modern machine
learning is therefore to determine what information each teacher provides, which assumptions make
that information useful, and how it can be translated into a learning objective with meaningful
guarantees.
Classical supervised learning provides a useful baseline for this question. In supervised learning,
models learn from instance-label pairs that are assumed to be drawn independently and identically
distributed (i.i.d.) from an underlying distribution. A prominent strategy is Empirical Risk
Minimization (ERM), which finds a hypothesis that minimizes empirical risk on the training data.
This framework enjoys strong theoretical guarantees, and large-scale labeled datasets such as
ImageNet [5, 6] have helped drive major advances in computer vision [7, 8] and natural language
processing [9–11]. The perspective of imperfect teachers broadens this classical framework by
treating supervision itself as an object to be modeled and understood.
The first central question of this thesis is thus: how do imperfect teachers teach a model? We study
weak labelers, explanations, interval-valued targets, and pairwise preferences as distinct forms of
indirect supervision, together with unlabeled data as complementary side information. For each,
we ask what the observed signal reveals about the target, under which assumptions it can improve
learning, and how multiple sources of information can be combined.
Imperfect supervision at training time has a natural counterpart at test time: once deployed, a
model may encounter conditions that differ from those represented by its teachers. The mismatch
may arise from a natural distribution shift [12, 13]; for example, a model trained on data from one
hospital might underperform in another. In the worst case, an adversary may intentionally perturb
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test points to alter the model’s predictions, a vulnerability that is well documented for deep learning
models [14–18]. This leads to the second central question of this thesis: what can we still guarantee
when the test environment differs from the training environment?
We organize the thesis into two main parts: Learning from Imperfect Teachers, which studies
how models learn from indirect and imperfect training signals, and Learning in Imperfect Test
Environments, which studies what we can still guarantee under distribution shifts and adversarial
perturbations. Throughout, we use learning theory to make precise what information is conveyed,
what can be learned from it, under which assumptions, and with what guarantees. The next chapter
summarizes the individual contributions and explains how they fit together.

Thesis Overview and Contributions

This chapter provides a self-contained overview of the thesis. Rather than reproducing the technical
development of the individual paper chapters, it explains the information available in each setting,
the assumptions that make learning possible, the main results, and the connections among the
projects. The organizing perspective is that modern machine learning systems learn from imperfect
teachers and must then operate in environments that may differ from those represented during
training.
The first part studies imperfect teachers directly: each project asks what an indirect supervision
signal communicates and how a learner can use it. The second part studies the natural test-time
counterpart: what can still be guaranteed when a learned model encounters distribution shifts or
adversarial perturbations.

1.1 Learning from Imperfect Teachers

Here, a “teacher” is interpreted broadly: it may be a domain expert who supplies a heuristic or
explanation, a measurement process that supplies an interval, or a data-collection process that
supplies preferences. The first two projects express a teacher’s knowledge as explicit constraints.
The next two use geometric or functional smoothness to resolve ambiguous labels and targets. The
final two study relative preference feedback and show how the process used to collect comparisons
affects what can be learned.

1.1.1 Learning from Weak Labelers

We examine the use of weak labelers, which are functions that either abstain from labeling or provide
noisy labels for inputs. These weak labelers can be derived from logical rules or heuristics provided
by domain experts [3, 19–26]. For example, labeling any email containing the phrase “subscribe
me” as spam is a heuristic that doesn’t apply to every instance (leading the weak labeler to abstain)
and might incorrectly label some non-spam emails (providing noisy labels). However, these weak
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labelers can be useful under limited labeled data, where we may use them to provide noisy labels for
any unlabeled data points and leverage them to train a machine learning model accordingly.
To learn from weak labelers, most prior works draw from developments in related fields such as
crowdsourcing [27, 28], employing latent generative models that model the joint distribution of
the weak labels and the latent “true” label. Conditional inference on the true label then provides a
natural approach to aggregate multiple noisy labels to less noisy “pseudo-labels” that provide an
estimate of the true label. However, this relies on the implicit inductive bias since non-parametric
mixture models are known to not be identifiable without any further assumptions [29, 30]. For
example, Snorkel [3, 20] imposes both (a) conditional independence assumptions among the weak
labelers and the true label, (b) parametric assumptions on the latent generative model. However,
these assumptions might not be applicable and are, in general, difficult to validate with domain
experts. In addition, the denoising step does not take advantage of modern hypothesis classes such
as deep neural networks. Instead, it is common to follow a two-staged approach: a denoising step to
estimate pseudo-labels and then train a neural network using these pseudo-labels.
We also note that learning from weak labelers is closely related to a subfield of learning with noisy
labels that also faces a denoising problem [31–33]. Here, we assume that a noisy label is obtained by
passing the unknown true label through a noise channel that is usually assumed to be independent
of the input [33]. There is also a general noise model that could depend on the input called Massart
noise [34] which is known to lead to a computationally hard learning problem [35, 36]. However, we
remark that results from learning with noisy labels are not directly applicable to our setting since
the levels of noise induced by our weak labelers do not satisfy the amount of structure needed by
these works. For example, the noise from weak labelers are deterministic.
Contribution: We explore how to learn from weak labelers from the first principle. With an
inspiration from recent works on constrained-based learning in the learning with noisy label literature
[37, 37–40], we consider a natural and explicit inductive bias that domain experts might provide, a
bound on the accuracy of each weak labeler (similar to a bound on the fraction of corrupted data
in the learning from noisy label setting). Our first contribution is to develop a constraint-based
approach to aggregate weak labelers by viewing the accuracy bound as a constraint and accordingly
impose this constraint on the model to be learned. If we know that a weak labeler has an error at
most η, we constrain our classifier f to differ from the weak labeler with probability at most η.
We propose to learn the simplest hypothesis f (with respect to a regularization functional R(f)) that
satisfies all of these constraints. We provide a rigorous analysis of our constrained estimator, provide
a scalable optimization algorithm, and demonstrate its effectiveness on a popular weak supervision
benchmark [41] in the paper. The paper is a joint work with Vishwajeet Agrawal, Nina Balcan and
Pradeep Ravikumar and is published at the International Conference on Learning Representations
2025.

3



1.1.2 Incorporating Human Explanations

We explore incorporating human explanations as side information. The key challenge here is to
translate the human explanations into a format that can be useful at the training time. One
approach is based on a growing literature on explainable AI. Explainable AI focuses on generating
explanations of complex black-box models so that humans may better understand their decisions.
These can take the form of feature importance [42, 43], counterfactuals [42, 43], influential training
samples [44, 45], etc. By having the model’s explanations, domain experts can assess their validity,
potentially modifying the model or deciding whether to deploy it. For instance, if the model relies
on sensitive attributes like gender or race, we may need to revise it.
Since these tools are designed to be interpretable to humans, one may argue that we can use them to
encode a particular form of “human explanations” and leverage them as side information. This idea
has been studied in a recent line of work that incorporates explanations as a regularizer, ensuring
the model also exhibits the same explanations as the given explanations [4, 46–48]. For example,
Rieger et al. [46] penalize the feature importance of spurious patches on a skin-cancer classification
task. These methods lead to models that inherently satisfy “desirable” properties and, thus, are
more trustworthy. In addition, some of these empirical results suggest that constraining models via
explanations also leads to higher accuracy and robustness to changing test environments. However,
there was no prior work that provided a theoretical analysis to explain when and how explanations
can help.
Contribution: In this paper, we provide an analytical framework for learning from explanations
to reason when and how explanations can improve the model performance. We first provide
a mathematical framework for model constraints given explanations. Casting explanations as
functionals that take in a model h and input x (as is standard in explainable AI), we can represent
domain knowledge of how models should behave as constraints on the values of such explanations.
We can leverage these to then solve a constrained ERM problem where we additionally constrain
the model to satisfy these explanation constraints. We can capture the benefit of learning with
explanation constraints by analyzing the generalization capabilities of this class of model that satisfies
the explanation constraints in expectation. This analysis builds off of a learning theoretic framework
for semi-supervised learning of Balcan and Blum [49, 50]. Another key contribution of our work is
concretely analyzing this framework for a canonical class of explanation constraints given by gradient
information for linear models and two-layer neural networks. We focus on gradient constraints as
we can represent many different notions of explanations, such as feature importance and ignoring
spurious features. Our result clearly illustrates that restricting the hypothesis class via explanation
constraints can lead to fewer required labeled data. The paper is a joint work with Dylan Sam, Zico
Kolter, Nina Balcan and Pradeep Ravikumar and is published at the Advances in Neural Information
Processing Systems, 2023 [51].
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1.1.3 Denoising Weak Labels via Label Propagation

In this section, we focus on the setting when we have unlabeled data as side information. This is a
classical setting, also known as semi-supervised learning [52–54]. In this setting, one key assumption
that was usually made is that the target function that we want to learn is “smooth” with respect to
the input x, that is, points that are close to each other should also have a similar label. With this
assumption, there have been various approaches to utilize the unlabeled data. One example is to
regularize the learned function to be smooth on the unlabeled data [55–57]. Another example is to
propagate information from labeled data points to unlabeled data points with a label propagation
algorithm [52, 58]. We consider a particular case when we have access to the unlabeled data and
weak labelers, as in the preceding weak-labeler project. Since weak labelers are not designed to be
smooth even though the underlying target function might be (weak labelers are commonly defined
as hard, binary predictions based on logical rules or heuristics), we ask a question of whether the
smoothness assumption can help denoise these weak labelers.
Contribution: In this paper, we focus on using a classical tool, the label propagation algorithm
[52, 58] (LPA), that propagates labels to combine two sources of side information: weak labelers
and unlabeled data. The intuition is that by encouraging smoothness, predictions near multiple
weak labeler abstentions can be made more uncertain, while abstentions can be converted into more
certain predictions with a large amount of nearby confident weak labeler predictions. We frame this
problem as a label propagation in the presence of side information. As a key contribution of this
paper, we provide a “fine-grained” theory of LPA when used with any general prior on the target
classes of the unlabeled samples. We provide a novel error bound for LPA, which depends on key
local geometric properties of the graph (over the inputs), such as the underlying smoothness of the
target predictor over the graph and the flow of edges from labeled points, as well as the accuracy
of our prior. Our bound provides an intuition as to when LPA should prioritize propagating label
information or when it should prioritize using prior information. We provide a comparison of our
error bound to an existing spectral bound [55] and demonstrate that our bound is preferable in some
examples. Finally, we provide experimental results on standard weakly supervised benchmark tasks
[41] where our experiments demonstrate that incorporating smoothness via LPA in the standard
weakly supervised pipeline leads to better performance, outperforming many existing algorithms.
The paper is a joint work with Dylan Sam, Nina Balcan and Pradeep Ravikumar and is published at
the International Conference on Learning Representations, 2023 [59].

1.1.4 Learning from Interval Targets

We consider regression problems where the exact real-valued targets are not directly available;
instead, supervision is provided in the form of intervals around the targets—that is, only lower and
upper bounds are known. In practice, this less straightforward setting may arise when there are
high labeling costs—for example, certain medical measurements are expensive or from practical
limitations, such as sensors that only record target values at discrete intervals (e.g., every hour),
leaving intermediate values unobserved. With interval targets, traditional regression loss functions,
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which require exact target values, cannot be directly applied.
Our problem is closely related to partial-label learning, where each training point is associated
with a set of candidate labels instead of a single target label [60–64]. In classification with finite
label sets, a popular method is to minimize the average loss over the label set [65], leading to
various extensions [66–70]. On the theoretical side, prior work has studied learnability conditions
[60, 71] and developed statistically consistent estimators [72–74] based on the small ambiguity
degree assumption or specific label set generating distributions.
In regression, there has been less prior work. Cheng et al. [75] considers partial-label regression with
a finite label set, and Cheng et al. [76] later extends it to the interval setting with infinitely many
labels. Both works provide statistically consistent estimators, but their theoretical results heavily
depend on i) the realizability assumption and ii) the small ambiguity degree assumption. We note
that the ambiguity degree, which was first proposed for the classification tasks in Cour et al. [60],
may not be suitable for regression tasks. In classification, a hypothesis is either correct or incorrect,
and a small ambiguity degree ensures that, with enough observed label sets, we can recover the true
label. However, in regression, we are often satisfied with predictions that are sufficiently close to
the target—for example, within an error tolerance of ϵ—making the concept of ambiguity degree
less applicable. Moreover, both assumptions considered in previous works are unlikely to hold in
practice. In particular, (ii) is often violated; for example, even in the simple case where the interval
is a ball of radius ϵ around the target value y, the ambiguity degree equals 1. It is important to
understand whether this approach can be effective under more relaxed assumptions.
Contribution: Our first contribution is a novel theoretical analysis of learning a hypothesis that
lies within the target intervals. Our error bound, based on the Lipschitz constant of the hypothesis
class, is applicable even when the ambiguity degree is large and can be extended to the agnostic
setting where the target function may not belong to our hypothesis class. Unlike prior bounds
[76] that only consider the asymptotic case as the number of data points n → ∞, our bound is
non-asymptotic. The key insight is that, when the hypothesis class is smooth, the outputs for two
close inputs cannot differ significantly. As a result, portions of the original intervals can be ruled
out, leading to much smaller valid intervals. In our second contribution, we explore an alternative
approach by learning a hypothesis that minimizes the loss with respect to the worst-case labels
within the given intervals. Since we assume that the true target values lie within these intervals,
the worst-case loss serves as an upper bound on the regression loss. We consider two variants of
the second approach: i) we allow the worst-case labels to be any points within the intervals, and ii)
we restrict the worst-case labels to be outputs of some hypothesis in our hypothesis class, thereby
incorporating the smoothness property. We show that there exists a distribution where the second
variant can perform arbitrarily better than the first, indicating that constraining the worst-case
labels to the hypothesis class is preferable in the worst-case scenario. Finally, we demonstrate the
effectiveness of both methods on real-world datasets. The paper is a joint work with Ziqi Ke and
Chirag Gupta and was published at the Advances in Neural Information Processing Systems, 2025.
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1.1.5 Learning from Pairwise Preference Data

In many learning problems, supervision is available through pairwise comparisons rather than
numerical labels. A typical preference dataset consists of triplets (x, y+, y−), indicating that response
y+ is preferred over response y− in context x. Such comparisons are often easier for humans to
provide than calibrated scores and have become central to reward learning and language-model
alignment [1, 2]. The standard approach is to fit a Bradley–Terry (BT) model [77, 78], which
represents preference probabilities through differences between latent reward scores.
Most existing analyses assume that the observed preferences are generated according to the BT
model. In practice, however, preference triplets may arise from an arbitrary data-collection procedure
and need not satisfy this assumption. This raises several fundamental questions: What preference
information is actually encoded in a distribution over triplets? When can this information be
represented by a BT reward model? If BT is misspecified, what does fitting the BT objective recover?
Finally, which properties of the preference data determine how efficiently the reward can be learned?
Contribution: We first consider the problem of understanding what is learned from an arbitrary
pairwise preference distribution. We formalize the preference information encoded in the data through
the conditional preference distribution and provide conditions under which it can be represented by
a Bradley–Terry model. Roughly, this representation is possible when the preferred and rejected
responses are independent conditional on the context. When the Bradley–Terry model is misspecified,
we characterize what is nevertheless recovered by fitting the standard learning objective. We also
provide a finite-sample analysis and identify two factors that govern the difficulty of learning: the
preference margin and the connectivity of the observed comparisons. These results clarify which
pairwise preference distributions are well suited to Bradley–Terry modeling and how preference data
should be designed. The paper is a joint work with Nina Balcan and Pradeep Ravikumar and is
published at the International Conference on Machine Learning, 2026 [79].

1.1.6 Learning from Best-of-N Preference Data

A related challenge is that the distribution over preference triplets must itself be constructed. A
common procedure is Best-of-N sampling: for a given context, N responses are drawn from a
base response distribution, an oracle selects the best response as the preferred response, and either
a random or the worst remaining response is used as the rejected response. The case N = 2

corresponds to standard pairwise comparison. Although increasing N tends to produce a better
preferred response, it also changes which response pairs are compared. Consequently, both N and
the base distribution can affect the reward target induced by the data and the sample complexity of
learning it.
In a follow-up work, we consider how pairwise preference distributions are constructed through
Best-of-N sampling. We apply the framework from the first paper to characterize the reward target
induced by a particular choice of N and base response distribution and to study how these choices
affect learning efficiency. We show that the appropriate choice of N depends on the available
data-collection budget. When many pairs can be collected, using a smaller N and collecting more
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pairs can be preferable to using a larger N with fewer pairs; for example, 8,000 Best-of-2 pairs may
be more useful than 1,000 Best-of-8 pairs. When preference labels are scarce, however, a larger N
can be beneficial. We also show that learning can be improved by shaping the base distribution to
place more probability mass between response pairs whose distinction matters for the target task.
For example, when distinguishing benign responses from unsafe responses, the base distribution
should place substantial mass around this distinction. The paper is a joint work with Nina Balcan
and Pradeep Ravikumar and is available as an arXiv preprint [80].
Together, the preference-learning projects show that the teacher’s signal depends not only on
individual judgments but also on how the comparison dataset is constructed. Its statistical structure
and collection procedure determine both the target recovered by the learning objective and the
efficiency with which that target can be learned. This concludes the thesis’s study of imperfect
teachers and leads to the complementary question of what can be guaranteed once a model is
deployed.

1.2 Learning in Imperfect Test Environments

The first part asks what information imperfect teachers provide during training. The second part
asks how far the resulting guarantees extend beyond the training environment, considering natural
distribution shifts and adversarial perturbations. Its two projects address complementary levels
of the problem: where an already learned classifier can make reliable predictions, and whether a
standard robust-training procedure reaches a robust solution.

1.2.1 Reliable Learning in Challenging Test Environments

We investigate the question of providing reliability guarantees on the output of learned classifiers
(reliable learning). This question has been studied previously in the classical learning setting where
the training and test data are independent and identically distributed (i.i.d.) draws from the same
distribution [81–83]. Conceptually, a reliable learner outputs a prediction and outputs a correctness
certification or abstains from providing the certification, with the guarantee that whenever the
learner provides a certificate, the prediction is provably correct at that input, assuming some mild
conditions (e.g., realizability). This property can be helpful, especially in high-stakes applications
such as healthcare or legal systems where an incorrect prediction can lead to a significant consequence.
We remark that a trivial model that abstains from providing any certificate is also a reliable learner.
Therefore, we are interested in a reliable learner that provides the certificate on as many points
as possible where El-Yaniv and Wiener [82] have provided a characterization of optimal reliable
learners in this classical learning setting.
Regardless, the assumption that the training and test data are drawn from the same distribution is
often violated in practice. The mismatch may take the form of a ‘natural distribution shift’ when the
test distribution is different from the training distribution or ‘adversarial attacks’ when there is an
adversary that can perturb a test data point with the goal of changing the model prediction. This
is frequently accompanied by a significant performance drop, as well as the inability to guarantee
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the usefulness of the algorithm. As a result, there is a significant interest in the study of test-time
attacks [15, 84, 85] and distribution shift [86–88] among the applied machine learning community.
Furthermore, recently there has been growing interest in the theoretical machine learning community
for designing approaches with provable guarantees under test time attacks [89–91] as well as renewed
interest in distribution shift [92–94].
All the prior theoretical work in the literature has mainly focused on the effect of attacks or
distribution shift on average error rate (e.g., [89, 92]). However, this neglects a major relevant
concern for users of machine learning algorithms, namely the ability to provide correctness guarantees
for individual predictions, i.e., reliability. In this work, we advance this line of work by developing
a general understanding of how to learn reliably in the presence of corruptions or changes to the
test set, specifically under adversarial test-time attacks as well as distribution shift between the
training (source) and test (target) data. We note that prior work on certified adversarial robustness
[95–97] also examined point-wise consistency guarantees which guarantee that a prediction does
not change with an adversarial perturbation. However, it does not guarantee that the prediction is
correct (neither for the original point nor the perturbation). In particular, a constant function is
always certified robust, but it may not be useful. In contrast, we aim to also provide a “correctness”
guarantee (robust loss zero) in a sense informed by which robust loss we are addressing.
Contribution: We consider algorithms that provide robustly-reliable predictions that are guaran-
teed to be correct under standard assumptions from statistical learning theory for both test-time
attacks and distribution shift. Our first main set of results tackles the challenging case of adversarial
test-time perturbations. For this setting, we introduce a novel, compelling reliability criterion on a
learner that particularly captures the challenge of reliability under the test-time attacks. Given a
test point z, a robustly-reliable classifier either abstains from prediction or outputs both a prediction
y and a reliability guarantee η with the guarantee that y is correct unless one of two bad events
has occurred: 1) The true target function does not belong to the given hypothesis set H, or 2) a
test point z is perturbed from its original point by adversarial strength of at least η (measured in
the relevant metric). In the case of distribution shift, we provide novel analysis and a complexity
measure that extend the classical notion of reliable learning to the setting when the test distribution
is allowed to be an arbitrary new distribution. The paper is a joint work with Dravy Sharma, Nina
Balcan and Steve Hanneke and is published at the Advances in Neural Information Processing
Systems, 2023 [98].
This project characterizes where correctness can be guaranteed for a deployed classifier. The final
project asks a complementary question: whether a widely used training procedure reaches a robust
solution.

1.2.2 Dynamics of Adversarial Training

In this section, we focus on the dynamics of adversarial training [15], which is a popular method for
training models that are robust to test-time adversarial perturbations. Adversarial training generally
involves two steps:
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1. For a given machine learning model, find adversarial examples that maximize the loss with
respect to that model.

2. Update the model to correctly classify these adversarial examples.

This process resembles an alternating best-response strategy in a two-player zero-sum game, where
the defender (the model) and the attacker (the adversary) each perform their best response to the
other’s strategy—the attacker generates the worst-case adversarial examples for the current model,
and the defender updates the model to withstand these examples. The utility of the adversary
is just the expected loss of the model on the perturbed data, while the utility of the defender
is the negative value of this expected loss. This zero-sum game is also known as an adversarial
robustness game [99–104]. We examine the dynamics of adversarial training from this game-theoretic
perspective (adversarial training as an alternating best-response strategy) and study whether the
Nash equilibrium of this game exists and whether adversarial training leads to a model that converges
to the Nash equilibrium (if it exists).
Contribution: We show that for the adversarial robustness game, even in a simple setting, the
alternating best-response strategy may not converge. We consider a general symmetric independent
distribution beyond the symmetric Gaussian distribution, which was typically assumed in the prior
works [105, 106]. We call this game the Symmetric Linear Adversarial Robustness (SLAR) game.
The challenge is that SLAR is not a convex-concave game, and so those known results on convex-
concave zero-sum games do not apply in our setting. One of our key contributions is to analyze the
dynamics of adversarial training in the SLAR game, which sheds light on the behavior of adversarial
training in general. On the other hand, we prove the existence of a pure Nash equilibrium and show
that any Nash equilibrium provably leads to a robust classifier, i.e., a classifier that puts zero weight
on the non-robust features. The Nash equilibrium is unique in that any two Nash equilibria select
the same classifier. Our finding motivates us to train a model that achieves a Nash equilibrium.
For linear models, there is a closed-form solution of adversarial examples for each data point
[101, 105]. Different from the alternating best-response strategy, we also study the procedure of
substituting the closed-form adversarial examples into the inner maximization problem and reducing
the problem to a standard minimization objective. We refer to this procedure as Optimal Adversarial
Training (OAT). [105] has shown that OAT leads to a robust classifier under symmetric Gaussian
distributions. We extend their results by showing that the same conclusion also holds for the
SLAR game. We support our theoretical results with experiments, demonstrating that standard
adversarial training does not converge while a Nash equilibrium is robust. The paper is a joint work
with Hongyang Zhang, Nina Balcan and Pradeep Ravikumar and is published at the International
Conference on Artificial Intelligence and Statistics, 2023 [107].

1.3 Unifying Perspective

Across both parts, classical supervised learning captures only part of how modern systems are
taught and deployed. Modern machine learning systems are routinely taught through partial, noisy,
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or indirect sources of information. Learning theory provides a way to state what each source
communicates, understand how it restricts the possible targets or predictions, and match the learning
procedure and its guarantees to that structure. This perspective provides the common thread across
the imperfect teachers and imperfect test environments studied in this thesis.

Summary of Contributions

Modern machine learning systems are taught by many imperfect sources, including expert heuristics,
explanations, measurement processes, and human preferences. The first part of this thesis asks how
such indirect teaching signals can be used and under what assumptions they improve learning. In
programmatic weak supervision, we combine multiple noisy weak labelers by expressing their assumed
accuracy bounds as constraints on the target model. We further use unlabeled data to denoise weak
labels through label propagation, exploiting the geometry of the underlying data graph. In interval
regression, information from multiple intervals, together with appropriate smoothness assumptions,
can narrow the range of plausible target values. Explanations provide another form of indirect
supervision: by constraining how a model should behave, they can reduce the effective complexity of
the learning problem and improve sample efficiency. These benefits, however, depend on whether the
supplied information accurately reflects the target. Collectively, these results show how imperfect but
complementary teachers can reduce uncertainty when their information is combined with appropriate
structural assumptions.
Pairwise comparisons provide another form of imperfect teaching. When assigning an absolute rating
is difficult, a human may still be able to indicate which of two instances is preferred. However, each
comparison provides only relative information, raising the question of when a collection of such
comparisons is sufficient to learn a coherent preference. Our first project studies when preferences
can be learned from a distribution of pairwise comparisons using the Bradley–Terry model. We
characterize when the comparison distribution is compatible with this model and show how margin
and connectivity govern the sample complexity of learning the underlying preference. The score
function learned by the Bradley–Terry model is also commonly used as a reward model. Motivated
by this connection, our second project applies the framework to Best-of-N preference data and
characterizes the reward signal learned from this data-collection process. We then study how the
choice of N affects margin and connectivity, leading to practical principles for collecting preference
data.
The second part of this thesis turns from imperfect teachers during training to imperfect environments
at test time, including natural distribution shifts and adversarial perturbations. Our first project
introduces robustly reliable learning, a framework in which a learner either provides a prediction with
a pointwise correctness guarantee or abstains when such a guarantee cannot be established. This
framework characterizes where reliable predictions are possible under adversarial perturbations and
how reliability guarantees transfer across distributions. Our second project studies the dynamics of
adversarial training through a two-player zero-sum game in a linear setting. We show that alternating
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best-response training may fail to converge because repeatedly fitting the adversarial examples
generated against the current model can cause the learner to alternate its reliance on non-robust
features. Nevertheless, the game admits a unique equilibrium classifier that ignores these features
and is robust.
Across these projects, learning theory serves to clarify what modern learning systems can recover
from imperfect teachers, under which assumptions, and which guarantees remain valid when those
systems are deployed in imperfect environments.
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Chapter 2

Learning from Weak Labelers as
Constraints

Vishwajeet Agrawal*, Rattana Pukdee*, Maria-Florina Balcan, Pradeep Ravikumar

Abstract

We study programmatic weak supervision, where, in contrast to labeled data, we have access
to weak labelers, each of which either abstains or provides noisy labels corresponding to any
input. Most previous approaches typically employ latent generative models that model the joint
distribution of the weak labels and the latent “true” label. The caveats are that this relies on
assumptions that may not always hold in practice, such as conditional independence assumptions
over the joint distribution of the weak labelers and the latent true label, and more general implicit
inductive biases in the latent generative models. In this work, we consider a more explicit form
of side information that can be leveraged to denoise the weak labeler, namely the bounds on
the average error of the weak labelers. We then propose a novel but natural weak supervision
objective that minimizes a regularization functional subject to satisfying these bounds. This
turns out to be a difficult constrained optimization problem due to discontinuous accuracy bound
constraints. We provide a continuous optimization formulation for this objective through an
alternating minimization algorithm that iteratively computes soft pseudo labels on the unlabeled
data satisfying the constraints while being close to the model, and then updates the model on
these labels until all the constraints are satisfied. We follow this with a theoretical analysis of
this approach and provide insights into its denoising effects in training discriminative models
given multiple weak labelers. Finally, we demonstrate the superior performance and robustness
of our method on a popular weak supervision benchmark.

2.1 Introduction

Acquiring high-quality labeled data, which is critical for supervised learning, is often very expensive.
The burgeoning field of programmatic weak supervision addresses this caveat by training models
from “weak labelers,” which are functions that either abstain or provide noisy labels corresponding to
any input [26]. Such weak labelers could range from domain-expert-specified functions to rule-based

Equal contribution.
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systems, heuristics, or even pre-trained models. There are two main challenges in learning a predictor
using only weak labelers: each weak labeler covers only part of the input space (due to abstention)
and it is typically noisy. Thus, one has to generalize beyond the coverage regions, as well as denoise
within them.
To learn from weak labelers, most prior works draw from developments in related fields such as
crowdsourcing [27, 28], employing latent generative models that model the joint distribution of
the weak labels and the latent “true” label. Conditional inference on the true label then provides a
natural approach to aggregate multiple noisy labels into less noisy “pseudo-labels” which provide an
estimate of the true label. However, this relies on the implicit inductive bias since non-parametric
mixture models are known to not be identifiable without any further assumptions [29, 30]. For
example, Snorkel [3, 20] imposes both (a) conditional independence assumptions among the weak
labelers and the true label (b) parametric assumptions on the latent generative model. However,
these assumptions might not be applicable and are, in general, difficult to validate with domain
experts. In addition, the denoising step does not take advantage of modern hypothesis classes such
as deep neural networks. Instead, it is common to follow a two-staged approach: denoising step to
estimate pseudo-labels and then train a neural network using these pseudo-labels.
We also note that this learning from weak labelers is closely related to a subfield of learning with
noisy labels that also faces a denoising problem [31–33]. Here, we assume that a noisy label is
obtained by passing the unknown true label through a noise channel that is usually assumed to
be independent of the input [33]. There is also a general noise model that could depend on the
input called Massart noise [34] which is known to lead to a computationally hard learning problem
[35, 36]. A recent line of work shows that we can make headway in this difficult setting, provided we
have additional side information such as the marginal distribution is structured [108–110]. There
have been considerable recent advances in learning under such noise models and other difficult
noise models such as the malicious noise model [37, 37–40]. However, we remark that results from
learning with noisy labels are not directly applicable to our setting since the levels of noise induced
by our weak labelers do not satisfy the amount of structure needed by these works.
Regardless, we believe that programmatic weak supervision can considerably benefit from connections
with the field of learning from noisy labels and that it forms a rich area of research. As our first
step towards leveraging such a connection, we consider the following natural and explicit inductive
bias that domain experts might provide, a bound on the accuracy of each weak labeler (similar to a
bound on the fraction of corrupted data in the learning from noisy label setting), where accuracy
can either be with respect to the target Bayes optimal classifier or with respect to the underlying
stochastic label distribution. Our first contribution is to develop a constraint-based approach to
aggregate weak labelers by viewing the accuracy bound as a constraint, and accordingly impose this
constraint on the model to be learned. We pose the problem as learning the simplest model (with
respect to some regularization functional) that satisfies all of these constraints (Section 2.2). This
objective is however difficult along multiple facets: it is a constrained optimization problem, with
discontinuous accuracy bound constraints. While there is a rich literature on continuous convex
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surrogates of classification accuracy (or error), they are not immediately applicable in our setting
since a bound on the accuracy does not translate to a bound on any particular surrogate loss, and
recall that it is these accuracy bounds that form our domain-expert provided side information.
Our second contribution is a scalable optimization algorithm. This is based on a projection function
that projects the model onto the set of all functions that satisfy the constraints. First, we show that
the projection objective can be reduced to a linear program when the error bounds are given with
respect to the target Bayes optimal classifier (Section 2.3.1), and a convex optimization problem
when they are given with respect to the target label distribution (Section 2.3.2). The convex
optimization problem for the latter case results in an efficient and robust algorithm that can also be
used as an approximation when the constraints are given with respect to the target classifier.
Our third contribution is a rigorous analysis of our constrained estimator (Section 2.4). We note
that the traditional statistical learning theoretic tools are not applicable since we have no labeled
data. We provide two tools to bound the error of the learned classifier: i) an agreement region based
analysis ii) corrected triangle inequality. Both approaches involve disparate denoising coefficients
that track the benefit of having multiple rather than a single weak labeler. We further refine this
to provide a tighter extension of the bounds from the limited support to the overall space using a
subtle Lipschitz notion that might be of independent interest even outside the context of this paper.
Lastly, we demonstrate the robustness and competitive performance of our method on a popular
weak supervision benchmark [41] in Section 2.5.

2.2 Learning from weak labeler constraints

Setup: We consider the general setting of multi-class classification, with input space X , output
space Y = {1, . . . ,K}, joint distribution P over X × Y, and marginal distribution over X denoted
by PX which we assume to be continuous. We use uppercase letters (e.g., X) to represent random
variables and lowercase letters (e.g., x) for deterministic variables. For a vector x ∈ Rd, we denote
xk as the kth entry of x. Let p∗(x) = p(y|x) ∈ RK be the conditional distribution of y given x, and
let f∗(x) = argmaxk p

∗(x)k denote the Bayes optimal classifier. Our goal is to learn a classifier
f : X → Y that minimizes the expected misclassification error with respect to the Bayes optimal
classifier f∗, i.e. minimizes Pr(f(X) ̸= f∗(X)), or the error with respect to the stochastic label itself:
Pr(f(X) ̸= Y ). In our setting, we assume that we only have access to unlabeled data drawn i.i.d.
from PX and weak labelers {gj}j∈[m], where each weak labeler gj : X → Y ∪ {∅} maps any point in
the instance space to the label space or abstains from prediction (denoted by ∅). We denote the
coverage set of the weak labeler by Sj := {x ∈ X | gj(x) ̸= ∅}. We consider formulating a classifier
from a smooth real-valued function h : X → RK from some hypothesis class F e.g. neural networks.
This function induces a conditional distribution denoted by ph, which we obtain by applying the
softmax function, ph(x)k = exp(h(x)k)/

∑K
i=1 exp(h(x)i). For any conditional distribution p such

that argmaxy p(x)y is unique for each x, we denote the corresponding classifier as clf(p) where
clf(p)(x) = argmaxk p(x)k.
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Accuracy bounds and the corresponding constraints: We assume we have additional side
information about the average error of each weak labeler gj on its coverage set Sj . First, this can be
an error bound with respect to the Bayes optimal classifier f∗ given by

ρclf(gj , f
∗) := Pr

X∼PX

(gj(X) ̸= f∗(X)|X ∈ Sj) ≤ ηj . (2.1)

Since our target Bayes optimal classifier f∗ only differs from gj by a fraction of at most ηj on Sj , a
natural learning strategy is to encourage our hypothesis to also have the same behavior (differ from
gj at most ηj). This leads to a constraint ρclf(gj , clf(pf )) ≤ ηj . We propose to learn the simplest
hypothesis f (with respect to a regularization functional R(f)) that satisfies all of these constraints
which can be formalized as the following objective with constraints on classifier outputs:

min
f∈F
R(f) s.t. ρclf(gj , clf(pf )) ≤ ηj , ∀j ∈ [m]. (2.2)

On the other hand, if we may instead have access to an error with respect to the stochastic labels
sampled from p∗, the bound is given by

ρdist(gj , p
∗) := Pr

X∼PX ,Y∼p∗(X)
(gj(X) ̸= Y |X ∈ Sj) ≤ ηj . (2.3)

Here gj is a classifier but Y is a random variable distributed according to p∗(X), so the prob-
ability that gj(x) is not equal to y for each x is given by

∑
k ̸=gj(x)

p∗(x)k, thus ρdist(g, p∗) ≡
EX∼PX

[
∑

k ̸=gj(x)
p∗(x)k]. Similar to before, we have the following objective with constraints on

classifier probabilistic labels:

min
f∈F
R(f) s.t. ρdist(gj , pf ) ≤ ηj , ∀j ∈ [m] (2.4)

2.3 Algorithms

In this section, we will first examine an algorithm for solving the learning objective with constraints
on classifiers ((2.2)) through an alternating minimization algorithm. This requires a projection
step that projects a conditional distribution into the set of conditional distributions that satisfy the
constraints. We will describe a method for estimating this projection and show that it can be reduced
to a linear program. Finally, we will extend our algorithm to solve the objective with constraints on
the distribution ((2.4)). We provide proofs for results in this section in Appendix A.2.

2.3.1 Learning objective with constraints on classifier

The key challenge in solving (2.2) is that it is a constrained optimization problem and these
constraints are not continuous. As a key initial step, we define a projection loss of a conditional
distribution p to a class of classifiers that satisfies the constraint. We denote a set of all conditional
distributions that satisfy the constraints as
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Qclf =
⋂
j

Qj,clf , where Qj,clf = {q : X → ∆K | ρclf(gj , clf(q)) ≤ ηj}. (2.5)

We consider a projection loss from any conditional distribution p to a set of conditional distributions
Q given by,

d(p,Q) = inf
q∈Q

EX [DKL(q(X)||p(X))] (2.6)

where DKL is the KL-divergence. We can show that d(p,Qclf) is zero if and only if p ∈ Qclf .

Lemma 2.1. For any p such that clf(p) is well defined, i.e. argmaxy p(x)y is unique for each x, we
have d(p,Qclf) = 0 if and only if p ∈ Qclf .

From Lemma 2.1, we may replace the constraints in (2.2) with the projection loss instead. This
would still lead to the same optimal solution. We have an objective

min
f∈F
R(f) s.t. d(pf , Qclf) = 0 (2.7)

We consider a relaxation of this objective into an unconstrained optimization problem,

min
f∈F
R(f) + α · d(pf , Qclf) (2.8)

where α trades off satisfying the constraints with a notion of simplicity of distribution specified
through the regularization. This relaxed objective is now more suitable for a gradient-based
optimization since it is continuous. We can rewrite this objective as

min
q∈Qclf ,f∈F

L(f, q) := R(f) + αEX [DKL(q(X)||pf (X))] (2.9)

This is a minimization problem in f ∈ F , q ∈ Qclf for which we propose to use an alternating
minimization algorithm where we keep track of a sequence of (ft, qt) and update as follows:

1. ft+1 = argmin
f∈F
R(f) + αEX [DKL(qt(X)||pf (X))] (2.10)

2. qt+1 = arg min
q∈Qclf

EX [DKL(q(X)||pft+1(X))] (2.11)

We can show that this algorithm leads to a sequence of (ft, qt) that is decreasing in L(ft, qt):

Lemma 2.2. A sequence (ft, qt) with an update in (2.10) and (2.11) satisfies L(ft+1, qt+1) ≤
L(ft, qt).

Proof. L(ft+1, qt+1) ≤ L(ft+1, qt) from minimization in (2.11) and L(ft+1, qt) ≤ L(ft, qt) from
minimization in (2.10).

Solving step 1 ((2.10)). It can be seen that the KL term in (2.10) is simply the cross-entropy loss
with respect to the pseudo soft labels given by q. Thus this first step of the alternating minimization
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algorithm simply fits a regularized classifier to these pseudo labels. Further, one does not need
to estimate the exact minima at each step, as long as the next iterate reduces the objective, i.e.
L(ft+1, qt+1) < L(ft, qt). Thus one can take a single or few steps of gradient descent in (2.10) to
get ft+1 from ft.

Solving step 2 ((2.11)).
This step of the alternating minimization algorithm computes the soft pseudo labels on the training
data so that the constraints are satisfied. This is a much more involved step, which we detail in the
following section, where we show that estimating the projection qt can be reduced to a linear program.
Before doing so, we first remark that the constraints on classifiers may not be robust to a small
perturbation. For example, if one has a uniform conditional distribution punif = (1/K, . . . , 1/K), we
can make a small perturbation ∆p of size at most ϵ such that clf(punif +∆p) = k for any label k.
This implies that there exists a conditional distribution p such that d(p,Q) is small but clf(p) can
be arbitrary.

Lemma 2.3. Let Q = {q ∈ X → ∆K | clf(q) ∈ H} for some set of classifiers H. For any ϵ > 0 and
any classifier f , there exists a conditional distribution p such that clf(p) = f and d(p,Q) < ϵ.

To alleviate this problem, we enforce an additional constraint by making sure that q puts a higher
probability on one label than the rest,

Λϵ := {q ∈ X → ∆K | for each x,∃y : q(x)y ≥ (1 + ϵ)q(x)k for k ̸= y} (2.12)

With this additional constraint, we can show that d(p,Q) bounds the error in satisfaction of the
classifier constraints, and further show that the projection problem can be solved efficiently.

Proposition 2.4. For any ϵ, ν > 0 there exists δ(ϵ, ν) > 0 such that if d(p,Λϵ ∩Qclf) < δ(ϵ, ν) then
ρclf(gj , clf(p)) ≤ ηj + ν/|Sj |, where |Sj | = PX(X ∈ Sj) is the size of coverage set Sj of weak labeler
gj with respect to marginal distribution PX .

Proposition 2.5. Given Q = Λϵ ∩Qclf for Λϵ defined in (2.12) and Qclf defined in (2.5), for any
conditional distribution p, the optimal projection q∗ = argminq∈Q E[DKL(q(X)||p(X))] can be found
as follows,

1. Solve for optimal clf(q∗) as

clf(q∗) = argmin
h∈X→Y

EX [ProjKL(p(X);∆K
h(X),ϵ)] : ρclf(gj , h) ≤ ηj (2.13)

where

∆K
y,ϵ =

{
r ∈ ∆K | ry ≥ (1 + ϵ)rk ,∀k ̸= y

}
,

ProjKL(u;S) = min
r∈S

DKL(r||u). (2.14)
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2. Solve for an optimal distribution q∗ given the optimal clf(q∗). For each x,

q∗(x) = argmin
r
DKL(r||p(x)) : r ∈ ∆K,ϵ

clf(q∗)(x) (2.15)

A key ingredient is the subset of the simplex ∆K
y,ϵ, comprising probabilities that are more confident

about the label y with some margin ϵ. For any u ∈ ∆K , and label y ∈ [K], ProjKL(u;∆
K
y,ϵ) is a

convex optimization problem since the objective DKL(r||u) is convex in r and the constraints in ∆K
y,ϵ

are linear. While we can use a black box convex optimization solver, we solve this more efficiently
by reparameterizing into an unconstrained objective and using a fast heuristic approximation (see
Appendix A.4.2 for more details).
Given c(x, y) = ProjKL(p(x);∆

K
y,ϵ) for each x, y, the optimization in step 1 can be framed as an integer

linear programming (ILP) problem by using a one-hot representation of the optimizing variable h as
µ : X → {0, 1}K , with µ(x)y = 1 for y = h(x) and µ(x) = 0 otherwise. The objective then becomes
EX [

∑K
y=1 µ(X)yc(X, y)] and the constraint ρclf(gj , h) ≤ ηj becomes E[

∑
y ̸=gj(X) µ(X)y] ≤ ηj . For

each x, we have an additional constraint
∑K

y=1 µ(x)y = 1. Both the objective and constraints are
linear in µ, resulting in an ILP. ILPs are usually inefficient to solve, however, we find empirically that
the LP relaxation works very well for this class of ILPs (see Appendix A.4.1 for more details). One
issue with solving the ILP is that it can still be slow even with LP relaxation since it involves one
constraint for each unlabeled data x. We also can’t take a small batch size when using a stochastic
gradient descent since the constraints involve the population means of the weak labeler accuracies.
Finally, this is not robust to misspecification of the error bounds, as the constraints might become
infeasible. In the next section, we propose our method for the learning objective with constraints on
distribution ((2.4)). Interestingly, we found that it can also be viewed as an approximation of the
algorithm presented in this section, yet it overcomes issues of efficiency and robustness, resulting in
a more practical solution that is effective in both settings.

2.3.2 Learning objective with constraints on distribution

Let Qdist be the set of conditional distributions that satisfy the constraints on distribution,

Qdist =
⋂
j

Qj,dist, where Qj,dist = {q : X → ∆K | ρdist(gj , q) ≤ ηj}. (2.16)

Now, with a similar proof, we would also have a version of Lemma 2.1 for the constraints on
distribution, and further d(p,Qdist) bounds the error in satisfying the constraints without the need
of imposing any additional constraint.

Proposition 2.6. For Qdist defined in (2.16), we have d(p,Qdist) = 0 if and only if p ∈ Qdist.
Furthermore, for any ν > 0 there exists δ(ν) > 0 such that if d(p,Qdist) < δ(ν) then ρdist(gj , p) ≤
ηj + ν/|Sj |, where |Sj | = PX(Sj) is the size of coverage set Sj of weak labeler gj with respect to
marginal distribution PX .
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This allows us to derive the same alternating minimization algorithm as in (2.10) and (2.11). While
the first step is identical, the main benefit of working with the constraints on distribution is that the
second projection step can be directly posed as a convex optimization problem.

min
q:X 7→∆|K|

E[DKL(q(X)||p(X))] s.t. E[q(X)gj(X)|x ∈ Sj ] ≥ 1− ηj , ∀j ∈ [m]. (2.17)

We can also derive the optimal solution of (2.17).

Proposition 2.7. Given Qdist as defined in (2.16), for any conditional distribution p, the optimal
projection q∗ = argminq∈Qdist

E[DKL(q(X)||p(X))] is given by q∗ = pλ
∗ where

pλ(x)y := Zλ(x) exp(
∑

j:gj(x)=y

λ)p(x)y (2.18)

Zλ(x) is the normalization constant. The optimal λ∗ is given by the following optimization:

λ∗ = min
λ≥0

m∑
j=1

λj s.t. ρdist(gj , p
λ) ≤ ηj ∀j ∈ [m] (2.19)

The optimization for λ∗ can be solved by a coordinate-wise alternating minimization. Given the
current iterate λ, pick some j, and update λj as

λj = min
λ≥0

λ s.t. ρdist(gj , p
λ) = 1− E[Zλ(x) exp(λ)p

λ−j (X)gj(X)] ≤ ηi (2.20)

where λ−j = (λ1, . . .λj−1, 0,λj+1, . . .λm). Note that while optimizing for a particular coordinate
λj , we only consider the constraint associated with gj . This can be seen as a relaxation of the true
constraint, which is an intersection of m constraints. While this does not ensure satisfaction of all of
the constraints as the alternating minimization proceeds, it lends us a simple method to solve this
by a Newton-Raphson root-finding method as follows:

Reset: λi = 0

Repeat until convergence: λi ← λi + log(1 + (1− ηi − τi(hi))+/τi(hi(1− hi))),
hi(x) = pλ(x)gi(x)

τi(h) = E[h(X)|X ∈ Si]

(2.21)

For derivations and proofs, see appendix A.2. For computational efficiency, we also propose a single
parallel update for all λi instead of performing the alternating minimization sequentially by using
a single step of the above Newton-Raphson method parallelly across all i given the starting point
λ = 0 as:

λi = log(1 + (1− ηi − τi(pi))+/τi(pi(1− pi))), (pi(x) = p(x)gi(x)). (2.22)

This does not give an exact projection of p on Qdist, but can be thought of as an approximate
projection that finds a q that is closer to Qdist than p is to Q, on average. Overall, we summarize
our learning algorithm ((2.10), (2.11)) with our proposed projection step below,
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Summary of our learning algorithm. We have an alternating minimization algorithm where
we track the pair (ft, qt). Here, ft : X → RK is a real-valued function from our hypothesis class
(e.g., neural networks), and qt represents its projection onto the set of distributions that satisfy our
constraints. At each iteration t, we perform the following steps

1. Estimate qt+1 given ft.

(a) Calculate a conditional distribution given by ft with a softmax function σ,

pft(x) = softmax(ft(x)) ∈ ∆K (2.23)

(b) We use a one-step parallel Newton-Raphson update to calculate λj for each weak labeler j
((2.22)). For simplicity, for each unlabeled data xi for i = 1, . . . , n, we denote the gj(xi)th

coordinate of pft(xi) as zij := pft(xi)gj(xi) then

λj = log(1 + (1− ηj −
1

cj

∑
i:gj(xi )̸=∅

zij)+/(
1

cj

∑
i:gj(xi )̸=∅

(zij)(1− zij))), (2.24)

cj is the number of data points that gj does not abstain, cj =
∑n

i=1 1[gj(xi) ̸= ∅].

(c) Finally, we use λ to calculate qt+1(x). We first compute the unnormalized version of qt+1,

q̃t+1(xi)k = pft(xi)k exp(
∑

j:gj(xi)=k

λj). (2.25)

Then qt+1(xi) = q̃t+1(xi)/
∑K

k=1 q̃t+1(xi)k.

2. Estimate ft+1 given qt+1. This step is equivalent to fitting a ft+1 with respect to the soft
pseudo labels given by qt+1. Our loss of ft is given by

L(ft; qt+1) = R(ft) + α · 1
n

n∑
i=1

ℓCE(ft(xi), qt+1(xi))

where ℓCE is a cross-entropy loss. We then update ft+1 with a gradient descent; ft+1 = ft−ν ·∇L
where ν is a learning rate.

We also provide a compact version of our algorithm in Algorithm 1 in Appendix A.3. Finally, we
remark that the sets Qj,dist can also be viewed as a convex approximation of the constraint sets
Qj,clf (see Appendix A.5 for more details). Therefore, the method developed in this section is also
applicable (as an approximation) for the setting of constraints on classifiers but it is more efficient
and also robust to misspecification in error bounds ηj compared to the algorithm in Section 2.3.1.

2.4 Theoretical Analysis of the Objective

In this section, we provide some theoretical insights into the denoising effect of weak labeler constraints.
We focus on the setting of constraints on classifiers (estimation objective (2.2)). We learn a conditional
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distribution pf and thus correspondingly a classifier clf(pf ) that minimizes a regularization functional
R(f) subjected to weak labeler constraints. Minimizing R(f) implicitly defines a hypothesis class of
classifiers as F = {clf(pf ) : R(f) < δ} for some δ > 0. Let Hj = {h : X → [K] | ρclf(gj , h) ≤ ηj}
(here Hj is a set of classifiers that differ from Qj which is a set of conditional distributions). We learn
a classifier f ∈ F̃ := F ∩

⋂
j Hj . The constraints lead to a smaller class F̃ ⊆ F ′, which implies that a

typical measure of complexity V of the function class F̃ such as Rademacher complexity is also smaller
than F . Thus, we can quantify the benefit of the weak labeler constraints via the ratio V(F̃)/V(F).
However, such a function class statistical complexity analysis merely makes the natural qualitative
point that we require less labeled data to learn from F̃ than F . It does not provide a bound per se
on the accuracy of our learned classifier, because we are not using any labeled data to select f .

2.4.1 Error Guarantee on Agreement Region

Recall that we minimize R(f) subject to satisfying constraints. We start with the observation that
the weak labeler constraint directly restricts the output of a classifier to be similar to that of the
weak labeler in its coverage set. For example, given a weak labeler that makes a constant prediction
in a small region, any linear separator that satisfies the accuracy bound constraint can only slice off
the coverage set by a fraction of at most η (Figure Figure 2.1 (left)). This leads to an area in the
middle where the decision boundary can’t pass through: otherwise, the classifier would differ too
much from the weak labeler. This resembles the classical notion of agreement regions [111, 112],
which we thus use to characterize the impact of weak labelers on F .

Definition 2.8. For a set of classifiers F , the agreement region is the set of all points where any
classifier in F agrees, Agree(F ) = {x ∈ X | ∀f1, f2 ∈ F, f1(x) = f2(x)}.

Under realizability, we can show that the error of any f ∈ F̃ in the agreement region is zero.
Furthermore, we can show that as multiple constraints are used, the resulting agreement region will
always be larger than or equal to the union of agreement regions for individual constraints. In Figure
Figure 2.1, we provide an example with linear classifiers where the agreement regions from multiple
constraints are larger than the union of the agreement region from each individual constraint. This
is a possible explanation of the implicit denoising effect of multiple weak labelers when learning
from a function class F . Formally, we denote an error of a classifier f within the set S as

errS(f) := Pr(f(X) ̸= f∗(X) | S). (2.26)

Lemma 2.9. For any function class F , and corresponding constrained class F̃ , so long as f∗ ∈ F̃ ,
for any f ∈ F̃ , err

Agree(F̃)
(f) = 0.

Lemma 2.10. For a function class F and constraints H1,H2, we have

Agree(F ∩H1) ∪Agree(F ∩H2) ⊆ Agree(F ∩H1 ∩H2).
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Figure 2.1. The figure shows the agreement region of the class of linear separators given two weak
labeler constraints: one weak labeler labels red in the red circle, and the other labels blue in the
blue circle. A linear separator can only differ from each weak labeler by a fraction of η of its
support, and therefore the agreement region is given by the middle region of each coverage set (left).
The agreement regions from multiple constraints are larger than the union of the agreement region
from each individual constraint (right).

2.4.2 Error Guarantee on the Coverage Union

In the previous section, we used the geometry of constrained function classes in general. Here, we
note that the specific form of our constraints (weak labelers error bound) naturally leads to an error
guarantee via triangle inequality.

Lemma 2.11. Let Hj = {h : X → [K] | ρclf(gj , h) ≤ ηj} then for any f ∈ Hj,

errSj (f) ≤ ηj + ρclf(gj , f
∗) (2.27)

We show that it is possible to have a better guarantee than the combination of the error bound from
the triangle inequality when we have multiple constraints with conflicting regions.

Theorem 2.12. Let H1, . . . ,Hk be constraints of the form Hj = {h : X → [K] | ρclf(gj , h) ≤ ηj},
each with different constant weak labels, gj(X) = j − 1 for all j = 1, . . . , k, then for any f ∈

⋂
j Hj,

we have

errS(f) ≤
k∑

j=1

(ηj + ρclf(gj , f
∗))

Pr(Sj)

Pr(S)
−

∑
σ⊆{1,...,k},

|σ|≥2

(2|σ| − 3)
Pr(Bσ)

Pr(S)
. (2.28)

when S =
⋃k

j=1 Sj, Bσ = (
⋂

i∈σ Si) ∩ (
⋂

i∈{1,...,k}\σ S
c
i ) are minterms.

The first term on the RHS is the error guarantee from naively combining multiple error guarantees
based on the triangle inequality. The improvement is in the second term which is the region where
weak labelers have a conflict (Bσ), more conflict leads to a better error bound. The main idea is
that whenever there is a conflict, a classifier can match with only one weak labeler. Therefore, to
be approximately close to all weak labelers, it must closely match the other weak labelers in areas
outside of the conflict. We note that while our result is applicable to when each weak labeler has a
different label if we have multiple weak labelers that predict the same label, we can merge them into
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a super weak labeler by combining the coverage region e.g. S1 ∪ S2 and then derive the new η as a
linear combination of η1, η2 e.g. η = η1 Pr(S1)+η2 Pr(S2)

Pr(S1)+Pr(S2)
, before applying Theorem 2.12.

2.4.3 Extending Error Guarantees to Entire Input Space

The previous two sections provided error guarantees in subsets of the input space: the first over the
agreement region of the constrained function class, and the second on the union of the coverage sets
of the weak labelers. In this section, we provided a more nuanced analysis based on a smoothness
argument which can be used to generalize beyond the coverage set or the agreement region. Intuitively,
if f performs well on one region, and the underlying probability distribution is smooth then we
would expect it to perform well in a neighbor region as well.

Theorem 2.13. Let P be a joint distribution over X ×Y such that Pr(Y = y | X = x) is L-Lipschitz
w.r.t. a metric d where for all k = 1, . . . ,K and x1, x2 ∈ X ,

|Pr(Y = k | X = x1)− Pr(Y = k | X = x2)| ≤ Ld(x1, x2), (2.29)

then for any classifier f and a region S, we have

Pr(f(X) ̸= Y ) ≤ Pr(f(X) ̸= Y | X ∈ S)(1 + tf (S)) + Luf (S) (2.30)

The terms tf (S), uf (S) are distance between PX and PX condition on X ∈ S,

tf (S) = sup
k
|Pr(f(X) = k | X ∈ S)− Pr(f(X) = k)

Pr(f(X) = k | X ∈ S)
| (2.31)

uf (S) =
∑
k

Pr(f(X) = k)Wd(PX|S∩{x|f(x)=k}, PX|{x|f(x)=k}) (2.32)

and Wd is a Wasserstien distance and we denote PX|A for a distribution PX condition on X ∈ A.

In this theorem, we analyze an error w.r.t. to y instead of f∗ since we require the smoothness of
the underlying data distribution. The generalization bound is small whenever PX is close to PX

condition on X ∈ S. First, tf (S) is zero whenever Pr(f(X) = k | X ∈ S) = Pr(f(X) = k) for all k,
that is, the proportion of label k predicted by f is the same in both original distribution and the
distribution conditional on S. Second, uf (S) is a bit stronger where it is small when the Wasserstein
distance is small which is when S covers areas with high probability mass in X . The smoothness
of f is implicit in the term uf (S) in terms of the regions {x | f(x) = k}. We provide full proof
in Appendix A.9. We remark that tf (S), uf (S) only depends on the marginal distribution and,
therefore, can be calculated solely from unlabeled data for any classifier f .

2.5 Experimental Evaluation

Experiment details: We show a comparison of our proposed method and baselines on 8 text
classification datasets from the WRENCH benchmark [41]. We provide the dataset statistics in
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Bio CDR Chem IMDB Semeval TREC Yelp Youtube Avg. rank

Sup (V) 64.21.1 59.90.6 35.91.4 64.31.3 59.63.0 52.13.7 73.41.4 80.91.2 6.8
MV 56.40.4 68.40.4 52.60.5 75.70.7 65.32.5 37.31.1 69.10.5 82.20.6 5.8
Snorkel 63.40.5 61.20.4 41.81.0 71.30.6 59.21.0 33.41.7 71.80.9 76.81.3 7.8
LoL(S) 55.50.8 67.40.4 51.60.4 75.30.6 53.42.0 38.72.8 70.61.4 79.10.9 7
Ours (C) 63.50.5 68.50.7 52.20.8 74.31.3 67.52.1 46.72.7 78.60.5 80.71.3 4.6
Ours (V) 62.60.8 67.90.5 53.30.5 72.51.1 79.42.4 63.12.1 75.30.7 90.21.4 4.1

Sup (T) 75.40.8 80.70.5 80.10.2 81.40.6 82.91.9 66.92.3 87.00.3 89.70.6 1.1
Ours (T) 64.80.7 69.10.2 55.60.3 74.81.1 77.31.4 66.32.9 78.30.3 88.00.4 2.8
Oursclf (T) 60.90.9 66.00.4 49.80.7 73.31.0 81.01.9 57.21.2 75.80.5 87.30.3 5.1

Table 2.1. Average test accuracy and the corresponding standard error (over 5 random train-val-test
split of the data) of our proposed algorithm and the baselines. We bold methods that are within a
standard error of the best-performing method. Sup (T) and Sup (V) are supervised learning on the
training set and the validation set respectively. MV, Snorkel, and Lol(S) are Majority vote, Snorkel,
and Losses over labels (Simple) baselines. Ours is our proposed method (Algorithm 1) with different
ways to estimate the error bound ηj . Ours (V) is when we estimate ηj from the labels from the
validation set, given a Beta(1, 2) prior. Ours (C) is when we use a constant ηj and tune this on the
validation set. Ours (T) is when ηj is estimated from the labels from the training set. Finally,
Oursclf is our algorithm with respect to constraints on the classifier (Section 2.3.1).

Appendix A.7.1. For all methods and datasets, we use a neural network with a single hidden layer
and a hidden size of 16 on top of the pre-trained BERT text embeddings. The neural network
is trained with a full batch gradient descent with an Adam optimizer with a learning rate in
[0.001, 0.003, 0.01], weight decay in [0.001, 0.003, 0.01] and a number of epochs in range(1, 500, 5).
We tune these hyperparameters on the validation set of size 100 for each dataset. For our proposed
method, we implement Algorithm 1 with an L2 regularization. Since the WRENCH benchmark
does not provide error bounds ηj for each weak labeler, we consider 3 strategies to estimate ηj ; i)
we estimate ηj from the labels from the validation set, given a Beta(1, 2) prior, ii) we treat ηj as a
fixed constant η for all weak labelers and tune this η on the validation set, iii) we estimate ηj from
the labels from the training set which we treat as a ground truth error of each weak labeler. See
Appendix A.6 for more details on estimating error bound from the vaildation set. Finally, we also
implement our algorithm with respect to constraints on the classifier (Section 2.3.1) with a linear
programming relaxation of the integer linear program (see Appendix A.7.3 for more details).
Baselines: We compare with three baselines: Majority Vote (MV), Snorkel Metal [3] and Losses
over Labels simple (LoL (S)) [113]. The majority vote and Snorkel are two-staged approaches
where we first aggregate weak labels and then train a neural network on the aggregated labels. The
Majority vote simply takes the majority vote between the non-abstain weak labels for each data
point while Snorkel deploys a latent generative model to estimate soft labels from the weak labels.
On the other hand, Losses over Labels (simple) is a one-staged approach that directly minimizes a
weighted linear combination of the loss with respect to each weak labeler. We also compare to a
baseline of simply performing supervised learning on labels from the validation set, to avoid concerns
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regarding possibly large validation sets as raised by [114].
Results: Our proposed method (Ours (V)) is the best performing approach compared to other
baselines (Table Table 2.1). This does not solely come from the fact that we have a large
number of labels in the validation set since supervised learning on the validation set (with the
best hyperparameters) still performs worse than ours on almost every dataset. Surprisingly, our
method with a constant ηj (Ours (C)), also performs competitively and is the second best performing
approach overall. On the other hand, having access to a more accurate error bound can lead to a
performance increase across the board (Ours (T)). In addition, we found that most constraints are
satisfied by the models trained by our algorithms (see Table A.7.2).
Ablation on noisy weak labeler error bounds: We assume that the error bound ηj is given as a
form of domain knowledge (or estimated from a small validation set). As such, we may have ηj that
can be far from the ground truth error. In this section, we explore this impact on the performance
of our algorithm and we do so by adding noise to the “ground truth” ηj (estimated from the training
labels), given by η̃j = ηj + ϵ, ϵ ∼ Uniform(−a, a) and use η̃j as inputs of our algorithm. We see
that our algorithm is quite robust and the performance drops graciously as the noise level increases
(Figure Figure 2.2).
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Figure 2.2. Impact of using noisy error bounds η̃j = ηj + ϵ, ϵ ∼ Uniform(−a, a) for a ∈ [0, 0.5]. The
accuracy is averaged over 5 random splits of data and the shaded area is the standard error.

2.6 Conclusion

In this paper we provided a principled approach to learn from weak labelers - weak classifiers that
label a subset of the input space, without making stringent assumptions about dependencies between
them, or about their noise model. Instead, we consider the expected error / accuracy as the only
source of information that characterizes the weakness of labelers. This information can either be
given by domain experts or can be estimated from a small amount of labeled data given only a
weak prior on the accuracy. We finally proposed a robust and scalable algorithm that can learn
from multiple noisy weak labelers even when only noisy estimates of expected errors are provided.
An interesting future direction could be to combine information about dependencies between weak
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labelers when such information is given along with the information about the expected error, as
well as developing alternative techniques based on mixed integer linear programming for solving our
constraint-based approach to aggregate weak labelers by viewing the accuracy bound as a constraint.

2.6.0.1 Acknowledgments

We acknowledge the support of NSF via IIS-2211907 and IIS-1901403, ONR via N00014-23-1-2368
and Bloomberg Data Science Fellowship.

27



Chapter 3

Learning with Explanation Constraints

Rattana Pukdee*, Dylan Sam*, J. Zico Kolter, Maria-Florina Balcan, Pradeep Ravikumar

Abstract

As larger deep learning models are hard to interpret, there has been a recent focus on
generating explanations of these black-box models. In contrast, we may have apriori explanations
of how models should behave. In this paper, we formalize this notion as learning from explanation
constraints and provide a learning theoretic framework to analyze how such explanations can
improve the learning of our models. One may naturally ask, “When would these explanations be
helpful?" Our first key contribution addresses this question via a class of models that satisfies
these explanation constraints in expectation over new data. We provide a characterization of
the benefits of these models (in terms of the reduction of their Rademacher complexities) for a
canonical class of explanations given by gradient information in the settings of both linear models
and two layer neural networks. In addition, we provide an algorithmic solution for our framework,
via a variational approximation that achieves better performance and satisfies these constraints
more frequently, when compared to simpler augmented Lagrangian methods to incorporate these
explanations. We demonstrate the benefits of our approach over a large array of synthetic and
real-world experiments.

3.1 Introduction

There has been a considerable recent focus on generating explanations of complex black-box models
so that humans may better understand their decisions. These can take the form of feature importance
[42, 43], counterfactuals [42, 43], influential training samples [44, 45], etc. But what if humans
were able to provide explanations for how these models should behave? We are interested in the
question of how to learn models given such apriori explanations. A recent line of work incorporates
explanations as a regularizer, penalizing models that do not exhibit apriori given explanations
[4, 46–48]. For example, Rieger et al. [46] penalize the feature importance of spurious patches on
a skin-cancer classification task. These methods lead to models that inherently satisfy “desirable”
properties and, thus, are more trustworthy. In addition, some of these empirical results suggest that
constraining models via explanations also leads to higher accuracy and robustness to changing test
environments. However, there is no theoretical analysis to explain this phenomenon.
We note that such explanations can arise from domain experts and domain knowledge, but also other
large “teacher” models that might have been developed for related tasks. An attractive facet of the
latter is that we can automatically generate model-based explanations given unlabeled data points.
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Figure 3.1. A restricted hypothesis class Hϕ,α (left). Our algorithmic solution to solve a proposed
variational objective in Section 3.5 (right).
For instance, we can use segmentation models to select the background pixels of images solely on
unlabeled data, which we can use in our model training. We thus view incorporating explanation
constraints from such teacher models as a form of knowledge distillation into our student models [115].
In this paper, we provide an analytical framework for learning from explanations to reason when and
how explanations can improve the model performance. We first provide a mathematical framework
for model constraints given explanations. Casting explanations as functionals g that take in a model
h and input x (as is standard in explainable AI), we can represent domain knowledge of how models
should behave as constraints on the values of such explanations. We can leverage these to then solve
a constrained ERM problem where we additionally constrain the model to satisfy these explanation
constraints. Since the explanations and constraints are provided on randomly sampled inputs, these
constraints are random. Nevertheless, via standard statistical learning theoretic arguments [116],
any model that satisfies the set of explanation constraints on the finite sample can be shown to
satisfy the constraints in expectation up to some slack with high probability. In our work, we term a
model that satisfies explanations constraints in expectation, an CE model (see Definition 3.1). Then,
we can capture the benefit of learning with explanation constraints by analyzing the generalization
capabilities of this class of CE models (Theorem 3.19). This analysis builds off of a learning
theoretic framework for semi-supervised learning of Balcan and Blum [49, 50]. We remark that if the
explanation constraints are arbitrary, it is not possible to reason if a model satisfies the constraints
in expectation based on a finite sample. We provide a detailed discussion on when this argument is
possible in Appendix B.2,B.4. In addition, we note that our work also has a connection with classical
approaches in stochastic programming [117, 118] and is worth investigating this relationship further.
Another key contribution of our work is concretely analyzing this framework for a canonical class of
explanation constraints given by gradient information for linear models (Theorem 3.20) and two
layer neural networks (Theorem 3.21). We focus on gradient constraints as we can represent many
different notions of explanations, such as feature importance and ignoring spurious features. These
corollaries clearly illustrate that restricting the hypothesis class via explanation constraints can lead
to fewer required labeled data. Our results also provide a quantitative measure of the benefits of the
explanation constraints in terms of the number of labeled data. We also discuss when learning these
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explanation constraints makes sense or is possible (i.e., with a finite generalization bound). We note
that our framework allows for the explanations to be noisy, and not fully satisfied by even the Bayes
optimal classifier. Why then would incorporating explanation constraints help? As our analysis
shows, this is by reducing the estimation error (variance) by constraining the hypothesis class, at
the expense of approximation error (bias). We defer the question of how to explicitly denoise noisy
explanations to future work.
Now that we have provided a learning theoretic framework for these explanation constraints, we
next consider the algorithmic question: how do we solve for these explanation-constrained models?
In general, these constraints are not necessarily well-behaved and are difficult to optimize. One can
use augmented Lagrangian approaches [4, 119], or simply regularized versions of our constrained
problems [46] (which however do not in general solve the constrained problems for non-convex
parameterizations but is more computationally tractable). We draw from seminal work in posterior
regularization [120], which has also been studied in the capacity of model distillation [121], to
provide a variational objective. Our objective is composed of two terms; supervised empirical risk
and the discrepancy between the current model and the class of CE models. The optimal solution
of our objective is also the optimal solution of the constrained problem which is consistent with
our theoretical analysis. Our objective naturally incorporates unlabeled data and provides a simple
way to control the trade-off between explanation constraints and the supervised loss (Section 3.5).
We propose a tractable algorithm that iteratively trains a model on the supervised data, and then
approximately projects this learnt model onto the class of CE models. Finally, we provide an
extensive array of experiments that capture the benefits of learning from explanation constraints.
These experiments also demonstrate that the variational approach improves over simpler augmented
Lagrangian approaches and can lead to models that indeed satisfy explanations more frequently.

3.2 Related Work

Explainable AI. Recent advances in deep learning have led to models that achieve high performance
but which are also highly complex [122, 123]. Understanding these complex models is crucial
for safe and reliable deployments of these systems in the real-world. One approach to improve
our understanding of a model is through explanations. This can take many forms such as feature
importance [42, 43, 124, 125], high level concepts [126, 127], counterfactual examples [128–130],
robustness of gradients [131], or influential training samples [44, 45].
In contrast to generating post-hoc explanations of a given model, we aim to learn models given apriori
explanations. There has been some recent work along such lines. Koh et al. [132], Zarlenga et al. [133]
incorporates explanations within the model architecture by requiring a conceptual bottleneck layer.
Ross et al. [4], Rieger et al. [46], Ismail et al. [47], Stacey et al. [48] use explanations to modify the
learning procedure for any class of models: they incorporate explanations as a regularizer, penalizing
models that do not exhibit apriori given explanations; Ross et al. [4] penalize input gradients, while
Rieger et al. [46] penalize a Contextual Decomposition score [134]. Some of these suggest that
constraining models via explanations leads to higher accuracies and more robustness to spurious
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correlation, but do not provide analytical guarantees. On the theoretical front, Li et al. [135] show
that models that are easier to explain locally also generalize well. However, Bilodeau et al. [136] show
that common feature attribution methods without additional assumptions on the learning algorithm
or data distribution do no better than random guessing at inferring counterfactual model behavior.
Learning Theory. Our contribution is to provide an analytical framework for learning from
explanations that quantify the benefits of explanation constraints. Our analysis is closely related to
the framework of learning with side information. Balcan and Blum [50] shows how unlabeled data
can help in semi-supervised learning through a notion of compatibility between the data and the
target model. This work studies classical notions of side information (e.g., margin, smoothness, and
co-training). Subsequent papers have adapted this learning theoretic framework to study the benefits
of representation learning [137] and transformation invariance [138]. On the contrary, our paper
focuses on the more recent notion of explanations. Rather than focus on the benefits of unlabeled
data, we characterize the quality of different explanations. We highlight that constraints here are
stochastic, as they depend on data points which differs from deterministic constraints that have been
considered in existing literature, such as constraints on the norm of weights (i.e., L2 regularization).
Self-Training. Our work can also be connected to the self-training literature [139–142], where we
could view our variational objective as comprising a regularized (potentially simpler) teacher model
that encodes these explanation constraints into a student model. Our variational objective (where
we use simpler teacher models) is also related to distillation, which has also been studied in terms of
gradients [143].

3.3 Learning from Explanation Constraints

Let X be the instance space and Y be the label space. We focus on binary classification where
Y = {−1, 1}, but which can be naturally generalized. Let D be the joint data distribution over
(X ,Y) and DX the marginal distribution over X . For any classifier h : X → Y, we are interested
in its classification error err(h) := Pr(x,y)∼D(h(x) ̸= y), though one could also use other losses to
define classification error. Our goal is to learn a classifier with small error from a family of functions
H. In this work, we use the words model and classifier interchangeably. Now, we formalize local
explanations as functionals that take in a model and a test input, and output a vector:

Definition 3.14 (Explanations). Given an instance space X , model hypothesis class H, and an
explanation functional g : H×X → Rr, we say g(h, x) is an explanation of h on point x induced by g.

For simplicity, we consider the setting when g takes a single data point and model as input, but this
can be naturally extended to multiple data points and models. We can combine these explanations
with prior knowledge on how explanations should look like at sample points in term of constraints.

Definition 3.15 (Explanation Constraint Set). For any instance space X , hypothesis class H, an
explanation functional g : H× X → Rr, and a family of constraint sets {C(x) ⊆ Rr | x ∈ X}, we
say that h ∈ H satisfies the explanation constraints with respect to C iff:

g(h, x) ∈ C(x), ∀x ∈ X .
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In our definition, C(x) represents values that we believe our explanations should take at a point x.
For example, “an input gradient of a feature 1 must be larger than feature 2” can be represented by
g(h, x) = ∇xh(x) and C(x) = {(x1, . . . , xd) ∈ Rd | x1 > x2}. In practice, human annotators will be
able to provide the constraint set C(x′) for a random sample k data points SE = {x′1, . . . , x′k} drawn
i.i.d. from DX . We then say that any h ∈ H SE-satisfies the explanation constraints with respect to
C iff g(h, x) ∈ C(x), ∀x ∈ SE . We note that the constraints depends on random samples x′i and
therefore are random. To tackle this challenge, we can draw from the standard learning theoretic
arguments to reason about probably approximately satisfying the constraints in expectation. Before
doing so, we first consider the notion of explanation surrogate losses, which will allow us to generalize
the setup above to a form that is amenable to practical estimators.

Definition 3.16. (Explanation surrogate loss) An explanation surrogate loss ϕ : H × X → R
quantifies how well a model h satisfies the explanation constraint g(h, x) ∈ C(x). For any h ∈ H, x ∈
X :

1. ϕ(h, x) ≥ 0.

2. If g(h, x) ∈ C(x) then ϕ(h, x) = 0.

For example, we could define ϕ(h, x) = 1{g(h, x) ∈ C(x)}. Given such a surrogate loss, we can
substitute the explanation constraint that g(h, x) ∈ C(x) with the surrogate ϕ(h, x) ≤ 0. We now
have the machinery to formalize how to reason about the random explanation constraints given a
random set of inputs. First, denote the expected explanation loss as ϕ(h,D) := Ex∼D[ϕ(h, x)]. We are
interested in models that satisfy the explanation constraints up to some slack τ (i.e. approximately)
in expectation. We define a learnability condition of this explanation surrogate loss as EPAC
(Explanation Probably Approximately Correct ) learnability.

Definition 3.17 (EPAC learnability). For any δ ∈ (0, 1), τ > 0, the sample complexity of (δ, τ)
- EPAC learning of H with respect to a surrogate loss ϕ, denoted m(τ, δ;H, ϕ) is defined as the
smallest m ∈ N for which there exists a learning rule A such that every data distribution DX over
X , with probability at least 1− δ over S ∼ Dm,

ϕ(A(S),D) ≤ inf
h∈H

ϕ(h,D) + τ.

If no such m exists, define m(τ, δ;H, ϕ) = ∞. We say that H is EPAC learnable in the agnostic
setting with respect to a surrogate loss ϕ if ∀δ ∈ (0, 1), τ > 0, m(τ, δ;H, ϕ) is finite.
Furthermore, for a constant τ , we denote any model h ∈ H with τ -Approximately Correct Explanation
where ϕ(h,D) ≤ τ , with a τ - CE models. We define the class of τ - CE models as

Hϕ,D,τ = {h ∈ H : ϕ(h,D) ≤ τ}. (3.1)

We simply use Hϕ,τ to denote this class of CE models. From natural statistical learning theoretic
arguments, a model that satisfies the random constraints in SE might also be a CE model.

Proposition 3.18. Suppose a model h SE-satisfies the explanation constraints then

ϕ(h,DX ) ≤ 2Rk(G) +
√

ln(4/δ)

2k
,
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with probability at least 1− δ, when k = |SE | and G = {ϕ(h, ·) | h ∈ H}.

We use Rk(·) to denote Rademacher complexity; please see Appendix B.1 where we review this
and related concepts. Note that even when h satisfies the constraints exactly on S, we can only
guarantee a bound on the expected surrogate loss ϕ(h,DX ).We can achieve a bound similar to that
in Proposition 3.18 via a single and simpler constraint on the empirical expectation ϕ(h, SE) =
1

|SE |
∑

x∈SE
ϕ(h, x). We can then extend the above proposition to show that if ϕ(h, SE) ≤ τ , then

ϕ(h,DX ) ≤ τ + 2Rk(G) +
√

ln(4/δ)
2k , with probability at least 1 − δ. Another advantage of such a

constraint is that the explanation constraints could be noisy, or it may be difficult to satisfy them
exactly, so τ also serves as a slack. The class G contains all surrogate losses of any h ∈ H. Depending
on the explanation constraints, G can be extremely large. We remark that the surrogate loss ϕ allows
us to reason about satisfying an explanation constraint on a new data point and in expectation.
However, for many constraints, ϕ does not have a closed-form or is unknown on an unseen data point.
The question of which types of explanation constraints are generalizable may be of independent
interest, and we further discuss this in Appendix B.2 and provide further examples of learnable
constraints in Appendix B.4.
EPAC-ERM Objective. Let us next discuss combining the two sources of information: the
explanation constraints that we set up in the previous section, together with the usual set of labeled
training samples S = {(x1, y1), . . . , (xn, yn)} drawn i.i.d. from D that informs the empirical risk.
Combining these, we get what we call EPAC-ERM objective:

min
h∈H

1

n

n∑
i=1

ℓ(h, xi, yi) s.t.
1

k

k∑
i=1

ϕ(h, x′i) ≤ τ. (3.2)

We provide a learnability condition for a model that achieve both low average error and surrogate
loss in Appendix B.6.

3.3.1 Generalization Bound

We assume that we are in a doubly agnostic setting. Firstly, we are agnostic in the usual sense that
there need be no classifier in the hypothesis class H that perfectly labels (x, y); instead, we hope
to achieve the best error rate in the hypothesis class, h∗ = argminh∈H errD(h). Secondly, we are
also agnostic with respect to the explanations, so that the optimal classifier h∗ may not satisfy the
explanation constraints exactly, so that it incurs nonzero surrogate explanation loss ϕ(h∗, D) > 0.

Theorem 3.19 (Generalization Bound for Agnostic Setting). Consider a hypothesis class H,
distribution D, and explanation loss ϕ. Let S = {(x1, y1), . . . , (xn, yn)} be drawn i.i.d. from D and
SE = {x′1, . . . , x′k} drawn i.i.d. from DX . With probability at least 1− δ, for h ∈ H that minimizes
empirical risk errS(h) and has ϕ(h, SE) ≤ τ , we have

errD(h) ≤ errD(h
∗
τ−εk

) + 2Rn(Hϕ,τ+εk) + 2

√
ln(4/δ)

2n
,
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εk = 2Rk(G) +
√

ln(4/δ)

2k
,

when G = {ϕ(h, x) | h ∈ H, x ∈ X} and h∗τ = argminh∈Hϕ,τ
errD(h).

Proof. The proof largely follows the arguments in Balcan and Blum [50], but we use Rademacher
complexity-based deviation bounds instead of VC-entropy. We defer the full proof to Appendix
B.5.

Our bound suggests that these constraints help with our learning by shrinking the hypothesis class
H to Hϕ,τ+εk , reducing the required sample complexity. However, there is also a trade-off between
reduction and accuracy. In our bound, we compare against the best classifier h∗τ−εk

∈ Hϕ,τ−εk

instead of h∗. Since we may have ϕ(h∗,D) > 0, if τ is too small, we may reduce H to a hypothesis
class that does not contain any good classifiers. Recall that the generalization bound for standard
supervised learning — in the absence of explanation constraints — is given by

errD(h) ≤ errD(h
∗) + 2Rn(H) + 2

√
ln(2/δ)

2n
.

We can see the difference between this upper bound and the upper bound in Theorem 3.19 here as a
possible notion of the goodness of an explanation constraint. We further discuss this in Appendix B.3.

3.4 Gradient Explanations for Particular Hypothesis Classes

In this section, we further quantify the usefulness of explanation constraints on different concrete
examples and characterize the Rademacher complexity of the restricted hypothesis classes. In
particular, we consider an explanation constraint of a constraint on the input gradient. For
example, we may want our model’s gradient to be close to that of some h′ ∈ H. This translates to
g(h, x) = ∇xh(x) and C(x) = {x ∈ Rd | ∥x−∇xh

′(x)∥ ≤ τ} for some τ > 0.

3.4.1 Gradient Explanations for Linear Models

We now consider the case of a uniform distribution on a sphere, and we use the symmetry of this
distribution to derive an upper bound on the Rademacher complexity (full proof to Appendix B.8).

Theorem 3.20 (Rademacher complexity of linear models with a gradient constraint, uniform
distribution on a sphere). Let DX be a uniform distribution on a unit sphere in Rd, let H = {h :
x 7→ ⟨wh, x⟩ | wh ∈ Rd, ||wh||2 ≤ B} be a class of linear models with weights bounded by a constant
B. Let ϕ(h, x) = θ(wh, wh′) be a surrogate loss where θ(u, v) is an angle between u, v. We have

Rn(Hϕ,τ ) ≤
B√
n

(
sin(τ) · p+ 1− p

2

)
,

where p = erf
(√

d sin(τ)√
2

)
and erf(x) = 2√

π

∫ x
0 e

−t2dt is the standard error function.

The standard upper bound on the Rademacher complexity of linear models is B√
n
. Our bound has a

nice interpretation; we shrink our bound by a factor of (1−p
2 + sin(τ)p). We remark that d increases,
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we observe that p→ 1, so the term sin(τ)p dominates this factor. As a consequence, we get that our
bound is now scaled by sin(τ) ≈ τ and the the Rademacher complexity scales down by a factor of τ .
This implies that given n labeled data, to achieve a fast rate O( 1n), we need τ to be as good as O( 1√

n
).

Figure 3.2. Visualization of the piecewise constant function of ∇xh(x)−∇xh
′(x) when h is a two

layer NNs with 1 node. Background colors represent regions with non-zero value.

3.4.2 Gradient Explanations for Two Layer Neural Networks

Theorem 3.21 (Rademacher complexity of two layer neural networks (m hidden nodes) with a
gradient constraint). Let X be an instance space and DX be a distribution over X with a large enough
support. Let H = {h : x 7→

∑m
j=1wjσ(u

⊤
j x)|wj ∈ R, uj ∈ Rd,

∑m
j=1 |wj | ≤ B, ∥uj∥2 = 1} be a class

of two layer neural networks with a ReLU activation function and bounded weight. Assume that there
exists some constant C > 0 such that Ex∼DX [∥x∥22] ≤ C2. Consider an explanation loss given by

ϕ(h, x) =∥∇xh(x)−∇xh
′(x)∥2 +∞ · 1{∥∇xh(x)−∇xh

′(x)∥ > τ}

for some τ > 0. Then, we have that Rn(Hϕ,τ ) ≤ 3τmC√
n
.

Proof. (Sketch) The key ingredient is to identify the impact of the gradient constraint and the
form of class Hϕ,τ . We provide an idea when we have m = 1 node. We write h(x) = wσ(u⊤x)
and h′(x) = w′σ(u′⊤x). Note that ∇xh(x) − ∇xh

′(x) = wu1{u⊤x > 0} − w′u′1{(u′)⊤x > 0} is a
piecewise constant function (Figure Figure 3.2). Assume that the probability mass of each region is
non-negative, our gradient constraint implies that the norm of each region cannot be larger than τ .

1. If u, u′ have different directions, we have 4 regions in ∇xh(x)−∇xh
′(x) and can conclude that

|w| < τ, |w′| < τ .

2. If u = u′ have the same direction, we only have 2 regions in ∇xh(x)−∇xh
′(x) and can conclude

that ∥wu− w′u′∥ = |w − w′| < τ .

The gradient constraint enforces a model to have the same node boundary (u = u′) with a small
weight difference |w − w′| < τ or that node would have a small weight |w| < τ . This finding allows
us to determine the restricted class Hϕ,τ , and we can use this to bound the Rademacher complexity
accordingly. For full details, see Appendix B.9.
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We compare this with the standard Rademacher complexity of a two layer neural network [144],

Rn(H) ≤
2BC√
n
.

We can do better than this standard bound if τ < 2B
3m . One interpretation for this is that we

have a budget at most τ to change the weight of each node and for total m nodes, we can change
the weight by at most τm. We compare this to B which is an upper bound on the total weight∑m

j=1 |wj | ≤ B. Therefore, we can do better than a standard bound when we can change the weight
by at most two thirds of the average weight 2B

3m for each node. We would like to point out that our
bound does not depend on the distribution D because we choose a specific explanation loss that
guarantees that the gradient constraint holds almost everywhere. Extending to a weaker loss such as
ϕ(h, x) = ∥∇xh(x)−∇xh

′(x)∥ is a future research direction. In contrast, our result for linear models
uses a weaker explanation loss and depends on D (Theorem B.8.14). We also assume that there
exists x with a positive probability density at any partition created by ∇xh(x). This is not a strong
assumption, and it holds for any distribution where the support is the Rd, e.g., Gaussian distributions.

3.5 Algorithms for Learning from Explanation Constraints

Although we have analyzed learning with explanation constraints, algorithms to solve this constrained
optimization problem are non-trivial. In this setting, we assume that we have access to n labeled data
{(xi, yi)}ni=1, m unlabeled data {xn+i}mi=1, and k data with explanations {(xn+m+i, ϕ(·, xn+m+i))}ki=1.
We argue that in many cases, n labeled data are the most expensive to annotate. The k data
points with explanations also have non-trivial cost; they require an expert to provide the annotated
explanation or provide a surrogate loss ϕ. If the surrogate loss is specified then we can evaluate it
on any unlabeled data, otherwise these data points with explanations could be expensive. On the
other hand, the m data points can cheaply be obtained as they are completely unlabeled. We now
consider existing approaches to incorporate this explanation information.
EPAC-ERM: Recall our EPAC-ERM objective from (3.2):

min
h∈H

1

n

n∑
i=1

1{h(xi) ̸= yi} s.t.
1

k

n+m+k∑
j=n+m+1

ϕ(h, xj) ≤ τ

for some constant τ . This constraint in general requires more complex optimization techniques
(e.g., running multiple iterations and comparing values of τ) to solve algorithmically. We could also
consider the case where τ = 0, which would entail the hypotheses satisfy the explanation constraints
exactly, which however is in general too strong a constraint with noisy explanations.
Augmented Lagrangian objectives:

min
h∈H

1

n

n∑
i=1

1[h(xi) ̸= yi] +
λ

k

n+m+k∑
j=n+m+1

ϕ(h, xj)
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As is done in prior work [46], we can consider an augmented Lagrangian objective. A crucial caveat
with this approach is that the explanation surrogate loss is in general a much more complicated
functional of the hypothesis than the empirical risk. For instance, it might involve the gradient
of the hypothesis when we use gradient-based explanations. Computing the gradients of such a
surrogate loss can be more expensive compared to the gradients of the empirical risk. For instance,
in our experiments, computing the gradients of the surrogate loss that involves input gradients is 2.5
times slower than that of the empirical risk. With the above objective, however, we need to compute
the same number of gradients of both the explanation surrogate loss and the empirical risk. These
computational difficulties have arguably made incorporating explanation constraints not as popular
as they could be.

3.5.1 Variational Method

To alleviate these aforementioned computational difficulties, we propose a new variational objective

min
h∈H

(1− λ) E
(x,y)∼D

[ℓ(h(x), y)] + λ inf
f∈Hϕ,τ

E
x∼DX

[ℓ(h(x), f(x))] ,

where ℓ is some loss function and t ≥ 0 is some threshold. The first term is the standard expected risk
of h while the second term can be viewed as a projection distance between h and τ -CE models. It can
be seen that the optimal solution of EPAC-ERM would also be an optimal solution of our proposed
variational objective. The advantage of this formulation however is that it decouples the standard
expected risk component from the surrogate risk component. This allows us to solve this objective
with the following iterative technique, drawing inspiration from prior work in posterior regularization
[120, 121]. More specifically, let ht be the learned model at time t and at each timestep t,

1. We project ht to the class of τ -CE models.

ft+1,ϕ =argmin
h∈H

1

m

n+m∑
i=n+1

ℓ(h(xi), ht(xi)) + λmax

(
0,

1

k

n+m+k∑
i=n+m+1

ϕ(h, xi)− τ

)
.

The first term is the difference between ht and f on unlabeled data. The second term is the
surrogate loss, which we want to be smaller than t. η is a regularization hyperparameter.

2. We calculate ht+1 that minimizes the empirical risk of labeled data and matches pseudolabels
from ft+1,ϕ

ht+1,ϕ =argmin
h∈H

1

n

n∑
i=1

ℓ(h(xi), yi) +
1

m

n+m∑
i=n+1

ℓ(h(xi), ft+1,ϕ(xi)).

Here, the discrepancy between h and ft+1,ϕ is evaluated on the unlabeled data {xj}n+j=n+1.
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The advantage of this decoupling is that we could use a differing number of gradient steps and
learning rates for the projection step that involves the complicated surrogate loss when compared to
the empirical risk minimization step. Secondly, we can simplify the projection iterate computation by
replacing Hϕ,τ with a simpler class of teacher models Fϕ,τ for greater efficiency. Thus, the decoupled
approach to solving the EPAC-ERM objective is in general more computationally convenient.
We initialize this procedure with some model h0. We remark that could see this as a constraint
regularized self-training where ht is a student model and ft is a teacher model. At each timestep, we
project a student model to the closest teacher model that satisfies the constraint. The next student
model then learns from both labeled data and pseudo labels from the teacher model. In the standard
self-training, we do not have any constraint and we have ft = ht.

3.6 Experiments

We provide both synthetic and real-world experiments to support our theoretical results and clearly
illustrate interesting tradeoffs of incorporating explanations. In our experiments, we compare our
method against 3 baselines: (1) a standard supervised learning approach, (2) a simple Lagrangian-
regularized method (that directly penalizes the surrogate loss ϕ), and (3) self-training, which
propagates the predictions of (1) and matches them on unlabeled data. We remark that (2) captures
the essence of the method in Ross et al. [4], except there is no ℓ2 regularization term.
Our experiments demonstrate that the proposed variational approach is preferable to simple La-
grangian methods and other supervised methods in many cases. In particular, the variational ap-
proach leads to a higher accuracy under limited labeled data settings. In addition, our method leads
to models that satisfy the explanation constraints much more frequently than other baselines. We
also compare to a Lagrangian-regularized + self-training baseline (first, we use the model (2) to
generate pseudolabels for unlabeled data and then train a new model on both labeled and unlabeled
data) in Appendix B.12. We remark that this baseline isn’t a standard method in practice and does
not fit nicely into a theoretical framework, although it seems to be the most natural approach to
using unlabeled data in this procedure. More extensive ablations are deferred to Appendix B.14,
and code to replicate our experiments will be released with the full paper.

3.6.1 Regression Task with Exact Gradient Information

In our synthetic experiments, we focus on a regression task where we try to learn some model
contained in our hypothesis class. Our data is given by X = Rd, and we try to learn a target function
h∗ : X → R. Our data distribution is given by X ∼ N (0, σ2I), where I is a d× d identity matrix.
We generate h∗ by randomly initializing a model in the specific hypothesis class H. We assume that
we have n labeled data, m unlabeled data, and k data with explanations.
We first present a synthetic experiment for learning with a perfect explanation, meaning that
ϕ(h∗, S) = 0. We consider the case where we have the exact gradient of h∗. Here, let H be a linear
classifier and note that the exact gradient gives us the slope of the linear model, and we only need
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Figure 3.3. Comparison of MSE on regressing a linear model. Results are averaged over 5 seeds.
m = 1000, k = 20.
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Figure 3.4. Comparison of MSE on regressing a two layer neural network (left) and ℓ2 distance over
input gradients as we vary the amount of labeled data n (right). Left is task performance and right
is explanation constraint satisfcation. Results are averaged over 5 seeds. m = 1000, k = 20.

to learn the bias term. Incorporating these explanation indeed helps as both methods that include
explanation constraints (Lagrangian and ours) perform much better (Figure Figure 3.3).
We also demonstrate incorporating this information for two layer neural networks. We observe a
clear difference between the simpler Lagrangian approach and our variational objective (Figure
Figure 3.4 - left). Our method is clearly the best in the setting with limited labeled data and
matches the performance of the strong self-training baseline with sufficient labeled data. We note
that this is somewhat expected, as these constraints primarily help in the setting with limited labeled
data; with enough labeled data, standard PAC bounds suffice for strong performance.
We also analyze how strongly the approaches enforce these explanation constraints on new data
points that are seen at test time (Figure Figure 3.4 - right) for two layer NNs. We observe that
our variational objective approaches have input gradients that more closely match the ground-truth
target network’s input gradients. This demonstrates that, in the case of two layer NNs with gradient
explanations, our approach best achieves both good performance and satisfying the constraints.
Standard self-training achieves similar performance in terms of MSE but has no notion of satisfying
the explanation constraints. The Lagrangian method does not achieve the same level of satisfying
these explanations as it is unable to generalize and satisfy these constraints on new data.
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Figure 3.5. Comparison of accuracy on the YouTube (left) and the Yelp (right) datasets. Here, we
let m = 500, k = 150, T = 2, τ = 0.0. Results are averaged over 40 seeds.
3.6.2 Tasks with Imperfect Explanations

Assuming access to perfect explanations may be unrealistic in practice, so we present experiments
when our explanations are imperfect. We present classification tasks (Figure Figure 3.5) from a
weak supervision benchmark [41]. In this setting, we obtain explanations through the approximate
gradients of a single weak labeler, as is done in [113]. More explicitly, weak labelers are heuristics
designed by domain experts; one example is functions that check for the presence of particular
words in a sentence (e.g., checking for the word “delicious" in a Yelp comment, which would indicate
positive sentiment). We can then access gradient information from such weak labelers, which gives
us a notion of feature importance about particular features in our data. We note that these examples
of gradient information are rather easy to obtain, as we only need domain experts to specify simple
heuristic functions for a particular task. Once given these functions, we can apply them easily over
unlabeled data without requiring any example-level annotations.
We observe that our variational objective achieves better performance than all other baseline
approaches on the majority of settings defined by the number of labeled data. We remark that the
explanation in this dataset is a noisy gradient explanation along two feature dimensions, yet this still
improves upon methods that do not incorporate this explanation constraint. Indeed, our method
outperforms the Lagrangian approach, showing the benefits of iterative rounds of self-training over
the unlabeled data. In addition to our real-world experiments, we present synthetic experiments
with noisy gradients in Appendix B.11.1.

3.7 Discussion

Our work proposes a new learning theoretic framework that provides insight into how apriori
explanations of desired model behavior can benefit the standard machine learning pipeline. The
statistical benefits of explanations arise from constraining the hypothesis class: explanation samples
serve to better estimate the population explanation constraint, which constrains the hypothesis class.
This is to be contrasted with the statistical benefit of labeled samples, which serve to get a better
estimate of the population risk. We provide instantiations of our analysis for the canonical class of
gradient explanations, which captures many explanations in terms of feature importance. It would be
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of interest to provide corollaries for other types of explanations in future work. As mentioned before,
the generality of our framework has larger implications towards incorporating constraints that are
not considered as “standard” explanations. For example, this work can be leveraged to incorporate
more general notions of side information and inductive biases. We also discuss the societal impacts
of our approach in Appendix B.15. As a whole, our paper supports using further information (e.g.,
explanation constraints) in the standard learning setting.
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Chapter 4

Label Propagation with Weak Supervision

Rattana Pukdee∗, Dylan Sam∗, Maria-Florina Balcan, Pradeep Ravikumar

Abstract

Semi-supervised learning and weakly supervised learning are important paradigms that aim
to reduce the growing demand for labeled data in current machine learning applications. In this
paper, we introduce a novel analysis of the classical label propagation algorithm (LPA) [145]
that moreover takes advantage of useful prior information, specifically probabilistic hypothesized
labels on the unlabeled data. We provide an error bound that exploits both the local geometric
properties of the underlying graph and the quality of the prior information. We also propose a
framework to incorporate multiple sources of noisy information. In particular, we consider the
setting of weak supervision, where our sources of information are weak labelers. We demonstrate
the ability of our approach on multiple benchmark weakly supervised classification tasks, showing
improvements upon existing semi-supervised and weakly supervised methods.

4.1 Introduction

High-dimensional machine learning models require large labeled datasets for good performance and
generalization. In the paradigm of semi-supervised learning, we look to overcome the bottleneck
of labeled data by leveraging large amounts of unlabeled data and assumptions on how the target
predictor behaves over the unlabeled samples. In this work, we focus on the classical semi-supervised
approach of label propagation (LPA) [58, 145]. This method propagates labels from labeled to
unlabeled samples, under the assumption that the target predictor is smooth with respect to a graph
over the samples (that is frequently defined by a euclidean distance threshold or nearest neighbors).
However, in practice, to satisfy this strong assumption, the graph can be highly disconnected. In
these cases, LPA performs well locally on regions connected to labeled points, but has low overall
coverage as it cannot propagate to points beyond these connected regions.
In practice, we also have additional side-information beyond such smoothness of the target predictor.
One concrete example of side information comes from the field of weakly supervised learning (WSL)
[3, 19], which considers learning predictors from domain knowledge that takes the form of hand-
engineered weak labelers. These weak labelers are heuristics that provide multiple weak labels
per unlabeled sample, and the focus in WSL is to aggregate these weak labels to produce noisy
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pseudolabels for each unlabeled sample. In practice, weak labelers are typically not designed to be
smooth with respect to a graph, even though the underlying target predictor might be. For example,
weak labelers are commonly defined as hard, binary predictions, with an ability to abstain from
predicting. We thus see that LPA and WSL have complementary sources of information, as smoothing
via LPA can improve the quality of weak labelers. By encouraging smoothness, predictions near
multiple abstentions can be made more uncertain, and abstentions can be converted into predictions
by confident nearby predictions.
In this paper, we first bolster the theoretical foundations of LPA in the presence of side information.
While LPA has a strong theoretical motivation of leveraging smoothness of the target predictor,
there is limited theory on how accurate the propagated labels actually are. As a key contribution of
this paper, we provide a “fine-grained” theory of LPA when used with any general prior on the target
classes of the unlabeled samples. We provide a novel error bound for LPA, which depends on key
local geometric properties of the graph, such as underlying smoothness of the target predictor over
the graph, and the flow of edges from labeled points, as well as the accuracy of our prior. Our bound
provides an intuition as to when LPA should prioritize propagating label information or when it
should prioritize using prior information. We provide a comparison of our error bound to an existing
spectral bound [55] and demonstrate that our bound is preferable in some examples.
Next, we propose a framework for incorporating multiple sources of noisy information to LPA
by extending a framework from Zhu et al. [146]. We construct additional “dongle" nodes in the
graph that correspond to individual noisy labels. With these additional nodes, we connect them to
unlabeled points that receive noisy predictions and perform label propagation on this new graph as
usual. We study multiple different techniques for determining the weight on these additional edges.
Finally, we focus on the specific case when our side information comes from WSL. We provide
experimental results on standard weakly supervised benchmark tasks [41] to support our theoretical
claims and to compare our methods to standard LPA, other semi-supervised methods, and existing
weakly supervised baselines. Our experiments demonstrate that incorporating smoothness via LPA
in the standard weakly supervised pipeline leads to better performance, outperforming many existing
WSL algorithms. This supports that there are significant benefits to combining LPA and WSL, and
we believe that this intersection is a fertile ground for future research.

4.1.1 Related Work

Label propagation Many papers have studied LPA from a theoretical standpoint. LPA has various
connections to random walks, spectral clustering [146], manifold learning [55, 56] and network
generative models [147], graph conductance [148]. Another line of research in LPA proposes using
prior information at the initialization of LPA [149, 150], with applications in image segmentation
[151], distant supervision [152], and domain adaptation [141, 153]. Finally, as the graph has a large
impact on the performance of LPA, another line of work studies how to optimize the construction of
the graph with linear-based [154] methods, manifold-based [155] methods, or deep learning based
methods [156, 157].
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Weakly supervised learning The field of (programmatic) weakly supervised learning provides a
framework for creating and combining hand-engineered weak labelers [3, 19, 21, 24] to pseudolabel
unlabeled data and train a downstream model. Recent advances in weakly supervised learning
extend the setting to include a small set of labeled data. One recent line of work has considered
constraining the space of possible pseudolabels via weak labeler accuracies [158–162]. Other works
improve the aggregation scheme [163] or the weak labelers [164]. We note that only one method
incorporates any notion of smoothness into the weakly supervised pipeline [165]. This work leverages
the smoothness of pretrained embeddings in clustering. While clustering and LPA have similar
intuitions, they result in fundamentally different notions of smoothness. We also remark that this
paper does not consider the semi-supervised setting.
Semi-supervised learning Many other methods in semi-supervised learning look to induce
smoothness in a learnt model. These include consistency regularization [166–169] and co-training
[170–173]. In addition, Graph Neural Networks (GNNs) [174–179] is a class of deep learning based
methods that also operate over graphs. Some recent works [180–182] have made connections between
graph neural networks and LPA. While the graph is assumed to be given, in practice it is often
constructed using a Gaussian kernel whose hyperparameters must be chosen by a domain expert.
Balcan and Sharma [183] instead studies how to select these hyperparameters in a data-driven
manner to construct effective graphs for semi-supervised learning. While all these methods focus on
a similar goal of learning a smooth function, they do not address the weakly supervised setting.

4.2 Preliminaries

We consider a binary classification setting where we want to learn a classifier f∗ : X → {0, 1}.
We observe a small set of labeled data L = {(xi, yi)}ni=1 and a much larger set of unlabeled data
U = {xj}n+m

j=n+1. LPA relies on the assumption that nearby data points have similar labels. This is
expressed in terms of smoothness with respect to an undirected graph G = (V,E), with |V | nodes
representing each point x ∈ L∪U , and with an adjacency matrix W = (w)ij . LPA then leverages the
assumption that adjacent points in this graph have similar labels, by propagating label information
from L to U . Specifically, it learns f : X → R by solving the following optimization problem:

min
f∈Rn+m

1

2
(

n+m∑
i=1

n+m∑
j=1

wij(fi − fj)2) s.t. fi = yi for i ≤ n

where f ∈ Rn+m is the prediction vector and, abusing notation, fi = f(xi). The method generalizes
to the multi-class setting by replacing yi with a one-hot-encoding vector, and predicting a score
vector at each node. [146] provides a quick iterative method to solve this optimization problem.

4.3 Label Propagation with Prior Information

We analyze LPA with initial noisy predictions h(x) : X → [0, 1], by solving the following objective:
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a Diagram of edges flow b "In" < "Out" c "In" > "Out

Figure 4.1. A diagram of edges flow between neighborhoods of L. Color on each edge implies that
the edge contributes to which flows (In, Between, Out) (left). Examples of graphs with different
structure, where colored points represent labeled points (middle, right).

min
f∈Rn+m

1

2
(

n+m∑
i=1

n+m∑
j=1

wij(fi − fj)2 + µ

n+m∑
i=1

(fi − h(xi))2) s.t. fi = yi for i ≤ n, (4.1)

where
µ ∈ R determines how much the solution is regularized to be close to h. In the standard LPA, we
have no prior information on the unlabeled points, which can be seen as the case when h = 0.5 and
µ→ 0. In our theory, h can be any general prior.

4.3.1 Error Bound of LPA with Prior Information

Similar to the standard LPA, there exists a closed form optimal solution of Equation 4.1, which
is discussed in Appendix C.1. We know that, for the optimal solution of Equation 4.1, we can
bound the error of a point i (|f∗i − yi|) by the error of its neighbors and terms corresponding to the
smoothness of the true labels and the prior information accuracy; we formally state this in Appendix
C.2 (Lemma C.2). Because the error on labeled points are zero, we can bound the error in terms of
the distance of a point to the nearest labeled point. For a set of labeled data L, let N (L) be a set of
reachable points where there is at least one path from a point in L. Define a set of neighbors k-hops
away from L as Nk(L) (i.e, a set of points whose shortest path to a point in L is length k). Let l be
the number of hops required to cover N (L). Then, we have

N (L) = L ∪
l⋃

k=1

Nk(L).

For simplicity, we denote Nk as Nk(L) and N0 as L. We now define terms that are fundamental to
our error bound. First, we introduce notions of In-flow, Between-flow, and Out-flow, which represent
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the fraction of edges that flow in, between, and out of Nk(L).

Definition 4.22. For a graph G with an adjacency matrix W = (w)ij and a set of k-hop neighbors
Nk, we define the In-flow, Between-flow and Out-flow of Nk as

Cin(k) =
∑

i∈Nk,j∈Nk−1

wij , Cbet(k) =
∑

i∈Nk,j∈Nk

wij ,

Cout(k) =
∑

i∈Nk,j∈Nk+1

wij

These terms are related to the notion of conductance, which measures the fraction of out-going edges
from any subset of nodes. We can write the Dirichlet conductance [184] of a neighborhood Nk as
follows

ϕ(Nk) =
Cin(k) + Cout(k)

Cin(k) + Cbet(k) + Cout(k)
.

Definition 4.23. (Ratio between Out-flow and In-flow)

γk =
Cout(k)

Cin(k) + µ|Nk|

γk is a proportion of the Out-flow and In-flow edges of a neighborhood (see Figure Figure 4.1 for
graphs with different flow). Next, we define the smoothness of Nk, prior information error, and
average error.

Definition 4.24. (Smoothness of neighborhood) For 1 ≤ k ≤ l, we define the smoothness of true
labels of points in Nk with respect to the graph as

sk =
∑
i∈Nk

∑
j

wij |yj − yi|.

Definition 4.25. (Prior information error) For 1 ≤ k ≤ l, let the average error of the prior in Nk be

αk =

∑
i∈Nk

|hi − yi|
|Nk|

.

Definition 4.26. (Average error) We define the average error at the Nk as

Ek =

∑
i∈Nk

|f∗i − yi|
|Nk|

.

Theorem 4.27. (Informal version of Theorem C.2.13) Let f∗ be the optimal solution of the
optimization problem of Equation 4.1, under Assumption C.8 which assume that average error of a
fraction of points that has "Out" connections from neighborhood Nk is of a constant factor of the
average error in Nk (refer to Appendix C.2), the error of f∗ in each neighborhood Nk is given by

Ek ≤ O

(
k∑

i=1

di

)
,
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Figure 4.2. Example of graphs G1, G2, G3 (left, mid, right) to compare our bound to existing bounds.
The background color represents the true label class, and colored points represents labeled points.

where

dk =

l∑
i=k

ci(

i−1∏
j=k

γj), ck =
sk + µ|Nk|αk

Cin(k) + µ|Nk|
.

Proof. (Sketch) The key idea of our proof is to upper bound each Ei for i ∈ {1, . . . , l} by exploiting
the insight that we can bound the average error of a set Ni (points that are i hops away from labeled
points) with the average errors of its neighbors Ni−1 and Ni+1 by using Lemma C.2. We first
bound E1 with E0 = 0 and E2, then we bound E2 with E1 and E3, and so on. See Appendix C.2
for the full version of our proof.

ck is a combination of smoothness sk and the prior accuracy αk, and µ controls the trade-off between
using information from the graph or the initialization. When µ = 0, we recover the standard LPA
without any prior. On the other hand, µ→∞ is equivalent to only using the initial predictions.
dk is a linear combination of ci for k ≤ i ≤ l where the coefficient of each ci is given by

∏i−1
j=k γj ,

representing the influence from Ni. When γj < 1 ("In" > "Out"), the influence is exponentially
small while when γj > 1 ("Out" > "In") the influence can be exponentially large. This aligns with
our intuition that when we have more "In" than "Out", we will have a better guarantee. We remark
that if ck = 0, regardless of the product

∏i−1
j=k γj , ck will make no contribution to the bound.

To tighten this upper bound, we have to reduce both ck and γk. In doing so, the value of µ is
important; a larger value of µ reduces both ck and γk by increasing their denominators. Thus, given
similar levels of smoothness and prior accuracy ( sk

Cin(k)
≈ αk), it is better to use a larger value of µ,

that is we should rely more on the prior information.
The number of hops (k) from labeled points L also plays a key role in the bound. The upper bound
on Ek is given by a linear combination of k terms, so points that are closer to L will have a smaller k
and a better guarantee. This encourages us to have a more connected graph, requiring fewer hops to
reach all points. However, adding noisy edges may potentially decrease the smoothness of the graph.

4.3.2 Comparison with Prior (Spectral) Bounds

We compare our bound with an existing bound that relies on spectral analysis [55]. This bound is
for LPA with a soft constraint, given by the problem
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min
f∈Rn+m

n+m∑
i=1

n+m∑
j=1

wij(fi − fj)2 + η
∑
i≤n

(fi − yi)2 . (4.2)

We define the empirical error and generalization error as:

Rn(f) =
1

n

n∑
i=1

(fi − yi)2 , R(f) =
1

n+m

n+m∑
i=1

(fi − yi)2

As we do not have a hard constraint (fi = yi for i ≤ n), the empirical error is not necessary zero.

Theorem 4.28. (Generalization performance of graph regularization (simplified version)) Let f
be the optimal solution of Equation 4.2, n ≥ 4 be the number of randomly sampled labeled points
from some graph G and λ1 be the second smallest eigenvalue of the Laplacian matrix of G. With
probability 1− δ, we have

|Rn(f)−R(f)| ≤ β +

√
2 log(2/δ)

n
(nβ + 4)

where

β =
3η2
√
n

(λ1 − η)2
+

4η

λ1 − η

The original version of this bound as in [55] is in Appendix C.3. We consider graphs G1, G2, G3 in
Figure Figure 4.2 to compare the bounds. Here v(G) refers to the value of parameter v for a graph
G.
First, we note that this bounds the difference between the empirical error and the generalization
error, while our bound is for the generalization error itself. The spectral bound assumes that we have
randomly sampled initial labeled points, and thus the bound only depend on the number of labeled
points. For example, G2 and G3 have the same underlying graph and the same number of labeled
points, so they have the same spectral bound of generalization error, which relies on the empirical
error. In contrast, our bound takes the position of labeled points into account to provide an explicit
explanation why LPA performs better on G2 than G3. We can see this since G2 is smoother than
G3 (c2(G2) = 0, c2(G3) =

s2(G3)
Cin(2)(G3)

= 8
8 = 1).

The spectral bound depends on the second smallest eigenvalue λ1. If the graph is not well clustered,
λ1 will be small. For example, λ1(G1) = 2, λ1(G2) = 0.53. [55] suggests that when λ1 is small, we
should cut the graph in two, using the eigenvector corresponding to λ1, and optimize the objective
separately. Our bound works for any graph, in fact, our bound is also tight on G2 where LPA
achieves zero error (as c1(G2) = c2(G2) = 0). Also, as η → ∞, the objective of Equation 4.2 is
equivalent to Equation 4.1. The, the spectral bound takes on value β → 3

√
n− 4, which implies

that it does not depend on the geometry of the graph (λ1) anymore. Finally, the spectral bound
does not use any prior information, while our bound captures the interplay between the quality of
graph and the quality of prior information.
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4.4 Label Propagation with multiple sources of information

Add dongle nodes

Figure 4.3. One can turn the label propagation with multiple sources of information into a standard
label propagation problem by augmenting the graph G (left) with dongle nodes (right). The colored
point represents a labeled point. The points without the shade are dongle nodes.

We now consider the setting where we observe multiple sources of prior information and provide a
framework to incorporate them into LPA. Assume that we have multiple initial noisy predictions
hi(x) : X → [0, 1] for i = 1, 2, . . . , k. A natural extension of the LPA objective is given by

n+m∑
i=1

n+m∑
j=1

wij(fi − fj)2 +
n+m∑
i=1

k∑
j=1

(fi − hj(xi))2αj(xi) (4.3)

such that fi = yi for i ≤ n. The first term encourages our prediction to be smooth with respect to a
graph while the second term encourage our prediction to also be close to the initial predictions. The
function αj : X → [0,∞), which we need to learn, controls how close we want our final prediction to
be to each initial prediction hj . We can turn this into a standard label propagation problem for
which we have an efficient iterative method to solve by augmenting the graph G with dongle nodes
(Appendix C.4). Given a fixed αj for each j = 1, . . . , k, we can also show that there exists an initial
prediction h where the solution of Equation 4.3 is equivalent to a solution of LPA with a single
initial prediction h for which our analysis applies (Appendix C.5).
A key question is for this framework is “how to choose αj ?" In the ideal setting, we set αj(xi) = 0

when hj makes an incorrect prediction for point xi and set αj(xi) = 1 when hj makes a correct
prediction,

αj(xi) = 1[1[hj(xi) > 0.5] = yi].

However, this is not applicable in a practical setting as knowing when hj is correct or incorrect at a
point xi is equivalent to knowing the corresponding true label yi of that point. We now investigate
different approaches to select the function αj .

4.4.1 Estimated accuracy

Although we do not know whether hj will make a correct prediction at each point xi, we can
still approximate its accuracy over the entire dataset. We can use techniques from crowd-sourcing
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literature or weak supervision literature to approximate the accuracy of each noisy labeler. Then,
we can set αj as the estimated accuracy of a hj ,

αj(xi) = P(1[hj(x) > 0.5] = y) = pj .

We also consider setting αj = ln(
pj

1−pj
) as in the boosting literature (in Appendix C.6.1).

4.4.2 Probabilistic approach

We can also consider a probabilistic approach to select the function αj . Let each hj be sampled from
a Gaussian distribution

hj ∼ N (y, σj(x)
2)

and let f follow the Gaussian field as in [145], where

ρβ(f) ∝ exp(−βE(f)), E(f) =
1

2

n+m∑
i=1

n+m∑
j=1

wij(fi − fj)2.

Then, the log-likelihood is given by

l(f) = constant−
n+m∑
i=1

k∑
j=1

1

2σj(xi)2
(hj(xi)− fi)2 −

β

2

n+m∑
i=1

n+m∑
j=1

wij(fi − fj)2.

This resembles the objective of Equation 4.3 and suggests that we should set our function αj as

αj(xi) =
1

σj(xi)2
,

where σj(xi)2 is the variance of hj at point xi. With access to a small set of labeled data points, we
can estimate σj(xi) through heteroscedastic regression [185], which is further discussed in Appendix
C.6.2. We note that this function αj changes over values of x as it is computed through regression,
while the accuracy-based weighting has a constant value for αj .

4.5 Experiments

We connect LPA and the field of weak supervision by using weak labelers as our source of prior
information. Formally, a set of weak labelers is given by λ = {λ1, ..., λk}, where each λi : X → {0, 1, ∅}
and ∅ denotes an abstention. Here, we consider LPA with a single source of prior information
h(x) = hλ(x) is an aggregation of weak labelers, which we refer to as LPA+WL. For this method,
we use Snorkel MeTaL [21] as our aggregation scheme. We also consider our extensions of LPA with
multiple sources of prior information when we set hi = λi, for each weak labeler. We refer to our
extensions of LPA that incorporate weak labelers through dongle nodes as LPAD (A) and LPAD
(P), where the last letter denotes our techniques to estimate the weighted edges of these dongle
nodes (accuracy, and probabilistic approach). For methods that require accuracies, we use accuracies
estimated via Snorkel MeTaL. We note that LPAD (A) and LPA+WL are both using the Snorkel
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Method Youtube SMS Basketball CDR

LPA 82.00 ± 1.37 94.32 ± 0.45 78.71 ± 2.41 67.41 ± 0.82

GCN 84.16 ± 0.95 94.32 ± 1.02 61.34 ± 1.16 65.42 ± 1.00

Snorkel + L 87.44 ± 0.47 96.24 ± 0.32 82.08 ± 0.83 68.03 ± 0.28

FS + L 87.76 ± 0.51 94.84 ± 0.43 70.23 ± 1.20 67.70 ± 0.29

CLL 88.56 ± 0.80 94.56 ± 0.73 77.02 ± 3.96 68.52 ± 0.58

Liger + L 88.72 ± 0.58 96.08 ± 0.38 80.98 ± 1.71 67.33 ± 0.18

LPA + WL 88.32 ± 0.50 96.80 ± 0.36 83.13 ± 1.43 67.61 ± 0.19

LPAD (A) 90.32 ± 0.43 96.32 ± 0.52 83.06 ± 0.74 68.13 ± 0.74

LPAD (P) 87.84 ± 0.53 96.64 ± 0.39 82.01 ± 2.96 68.97 ± 0.51

Table 4.1. We report accuracy (± s.e.) on a held-out test dataset for training an endmodel on
pseudolabeled training data, when averaged over 5 seeds. We highlight the best performing method
in red and the second best performing method in blue.

estimated accuracy, we provide a discussion on their difference in Appendix C.5.1. For LPA + WL,
we set µ = 1. Further experimental details for our methods and the baselines are in Appendix C.7.
We compare our approaches to existing weak supervision methods, standard LPA, and other semi-
supervised baselines on 4 binary classification datasets from the WRENCH benchmark [41]. The
features from these text and image datasets are extracted from BERT [186] and ResNet [187]
respectively. On each dataset, we balance the training data to have equal class proportions. To
generate a small set of labeled data, we randomly sample n = 100 points from the training data. The
remaining data serves as our unlabeled training data. For all graph-based methods, we construct a
graph G with average degree t, which is a hyperparameter of our method, and with edges that have
value 1. More information about t and other hyperparameters of all approaches are in Appendix
C.7.2. Code to replicate our experiments can be found here1.

4.5.1 Baselines

We compare our methods against various semi-supervised and existing weakly supervised learning
approaches. We use ground truth labels instead of pseudolabels on the 100 labeled points in methods
denoted with (+L). In all these approaches, we train an inductive endmodel on the pseudolabeled
training data, as is standard in WSL literature.
Label Propagation (LPA): The standard label propagation baseline [145] on graph G. This does
not take into account weak labeler information.
Graph Convolutional Network (GCN): We provide results for a standard graph convolutional
network [174]. This method also does not take into account weak labeler information.

1https://github.com/dsam99/label_propagation_weak_supervision
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YouTube SMS CDR

Method Accuracy Coverage Accuracy Coverage Accuracy Coverage

Snorkel + L 75.96 ± 0.13 89.75 ± 0.08 70.40 ± 0.34 48.31 ± 0.52 70.64 ± 0.12 92.41 ± 0.11

LPA 55.98 ± 0.08 11.97 ± 0.16 54.71 ± 0.01 9.42 ± 0.03 50.79 ± 0.00 1.58 ± 0.00

Liger + L 81.06 ± 0.47 99.98 ± 0.01 78.62 ± 0.23 96.01 ± 0.20 50.56 ± 0.13 81.79 ± 10.72

LPA + WL 76.02 ± 0.12 89.81 ± 0.08 70.75 ± 0.35 49.03 ± 0.52 70.64 ± 0.12 92.41 ± 0.11

LPAD (A) 84.03 ± 0.15 89.81 ± 0.08 70.80 ± 0.26 49.00 ± 0.51 72.87 ± 0.08 91.66 ± 0.49

LPAD (P) 89.52 ± 0.13 89.75 ± 0.08 70.98 ± 0.27 49.03 ± 0.52 71.91 ± 0.25 92.22 ± 0.11

Table 4.2. We report accuracy and coverage (± s.e.) of the various label propagation methods on
the full partially labeled training data (i.e, pseudolabel accuracies), when averaged over 5 seeds.
We also add Liger + L as it looks to improve coverage by extending weak labelers. We bold the best
performing method (in terms of Accuracy) on each dataset.

Snorkel + L: A weakly supervised learning aggregation scheme, Snorkel MeTaL [3, 21], which
produces pseudolabels through a graphical model.
FlyingSquid + L (FS + L): Another weakly supervised method that estimates parameters of a
graphical model via a triplet method [24].
Constrained Label Learning (CLL): A method that produces an labeling contained within a
feasible space constrained by the error rates of weak labelers [161]. We use the small set of labeled
data to generate the error rates of the weak labelers.
Liger + L: A method that extends weak labelers using the smoothness of pretrained models and
develops cluster-level aggregations [165]. This method uses FS [24] as a base aggregation scheme.

4.5.2 Results

We provide results for test accuracy of training an endmodel on pseudolabels generated by the
baselines and our methods in Table Table 4.1. Our results demonstrate that incorporating weak
labels into label propagation improves upon the performance of LPA across all datasets (LPA + WL
> LPA). In addition, in almost every dataset, using LPA to incorporate smoothness improves upon
the prior aggregation of weak labels (LPA + WL > Snorkel + L). Our methods also outperform other
weakly supervised aggregation methods, in most cases. The best performing baseline we compare to
is Liger or CLL, which each only marginally outperforms some of our methods on one dataset. We
note that there is not clear best weighting scheme between (A) and (P), although they outperform
most baselines on almost all tasks. In addition, one of our methods is the best performing approach
on all datasets.
We also report the accuracy of standard LPA and our methods on the labeled and unlabeled training
data in Table Table 4.2 (i.e, evaluating pseudolabel accuracies). We measure the accuracy of a
particular approach on abstained datapoints as 50% (i.e, random guessing on binary data) on all
abstained points as the method has no information on these points. Results for additional datasets
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are deferred to Appendix C.7.1; on these datasets, the weak labeler coverage is almost 100% of
the data, so coverage is roughly the same across our methods and the baselines. We observe that
coverage drastically increases when using our weakly supervised prior (Table Table 4.2) over the
standard LPA and slightly over that of Snorkel. We also observe that our method improves upon
the base aggregation method of Snorkel on almost all datasets, improving both overall accuracy
and coverage due to the propagation of information to nearby points. We note that Liger has much
higher coverage on YouTube and SMS, although the accuracy on this larger set is much worse (see
Table C.7.1 in the Appendix).

4.6 Discussion

We provide a novel theoretical perspective on LPA that takes advantage of useful prior information.
Our bound differs significantly from existing spectral bounds, and provides insight into how to best
incorporate priors into LPA. We note that our analysis is general and works with any initialization h.
We also provide a framework to handle multiple sources of side information and empirical results for
the setting of weak supervision. Further work can incorporate other types of prior information into
LPA, such as in the recent line of work of learning with past predictions [188, 189]. In addition, our
connections of LPA with weakly supervised learning illustrate (both theoretically and empirically)
that these methods benefit each other. As a whole, our results support adding smoothness to the
standard WSL pipeline and can encourage further connections between semi-supervised learning
algorithms and WSL. We note a few limitations of our method; our bound depends on several
parameters, smoothness sk, prior information accuracy αk; in general, we may need to approximate
these values through labeled data. It remains an open question of how to do this effectively. In
addition, we assume a uniformity assumption that the average error of points with "Out" connections
from Nk is of a constant factor of the average error in Nk. Relaxing the bound beyond this assumption
is also an open question.
We remark that our approach bridges the gap between classical label propagation and modern deep
learning by incorporating information from pretrained models to construct our graph G. Since
we construct G through Euclidean distance, our work uses notions of smoothness in the learnt
embeddings, which is also noted in [165]. As we gain access to more powerful pretrained models, our
approach will also benefit through a better graph G. This method also provides a natural framework
to combine information from large pretrained models (via our graph G) and rules provided by domain
experts (through our prior predictions h1, . . . , hk).
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Chapter 5

Learning from Interval Targets

Rattana Pukdee, Ziqi Ke, Chirag Gupta

Abstract

We study the problem of regression with interval targets, where only upper and lower bounds
on target values are available in the form of intervals. This problem arises when the exact target
label is expensive or impossible to obtain, due to inherent uncertainties. In the absence of exact
targets, traditional regression loss functions cannot be used. First, we study the methodology of
using a loss function compatible with interval targets, for which we establish non-asymptotic
generalization bounds based on smoothness of the hypothesis class that significantly relax prior
assumptions. Second, we propose a novel minmax learning formulation: minimize against the
worst-case (maximized) target labels within the provided intervals. The maximization problem
in the latter is non-convex, but we show that good performance can be achieved by incorporating
smoothness constraints. Finally, we perform extensive experiments on real-world datasets and
show that our methods achieve state-of-the-art performance.

5.1 Introduction

Supervised learning has achieved significant empirical success, largely due to the availability of
extensive labeled datasets. However, in many real-world tasks, obtaining target labels is challenging,
which hampers the performance of these methods. This difficulty arises either from high labeling
costs—for example, certain medical measurements are expensive—or from practical limitations, such
as sensors that only record target values at discrete intervals (e.g., every hour), leaving intermediate
values unobserved. Prior work has addressed this issue by incorporating additional information into
the learning pipeline. For instance, some approaches encourage model outputs to be smooth over
unlabeled data [52, 53], while others enforce models to satisfy constraints derived from domain
knowledge, such as physical laws [190, 191].
In this work, we focus on regression tasks where only the lower and upper bounds of the target
values (intervals) are available. Our setting relates to both weak supervision and learning with side
information. Learning with interval targets generalizes supervised learning, which corresponds to
the special case where the lower and upper bounds are equal. On the other hand, for many tasks, it
is easier and more practical for human labelers to provide interval targets instead of precise single
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values; thus, these intervals can be viewed as a form of weak supervision. Additionally, in various
settings, such intervals are readily available for unlabeled data, either from domain knowledge or
inherent properties of the data, serving as side information e.g., in bond pricing.
A natural strategy for learning from interval targets is to learn a hypothesis whose outputs always lie
within the provided intervals. Despite its simplicity, previous work [76] has shown that this method
leads to a hypothesis that converges to the optimal one under two assumptions: (i) the true target
function belongs to the hypothesis class, and (ii) the intervals have an ambiguity degree smaller than
1 (Section 5.2). However, these assumptions are unlikely to hold in practice. In particular, (ii) is
often violated; for example, even in the simple case where the interval is a ball of radius ϵ around the
target value y, the ambiguity degree equals 1. It is important to understand whether this approach
can be effective under more relaxed assumptions.

5.1.1 Summary of contributions

• First, we study the approach of modifying the typical regression loss to make it compatible with
interval learning. This setup was first studied by Cheng et al. [76], and our result improves
upon theirs. We show that for any hypothesis class F with Rademacher complexity decaying as
O(1/

√
n) such as for a class of two-layer neural networks with bounded weights, we prove that,

with high probability, the error decomposes into an irreducible term depending on the quality of
the intervals and the Lipschitz constant of the hypothesis class, plus terms that vanish at O(1/

√
n)

(Theorem 5.38). Compared to the previous bound by [76], our result: (1) applies even when a
so-called “ambiguity degree" is large (this roughly corresponds to going from the well-specified
case to the agnostic case), (2) provides non-asymptotic guarantees, and (3) reveals how hypothesis
class structure affects the learning guarantee. The key insight is that, when the hypothesis class is
smooth, the outputs for two close inputs cannot differ significantly. As a result, portions of the
original intervals can be ruled out, leading to much smaller valid intervals (Theorem 5.36 and
Figure Figure 5.2).

• Second, we explore an alternative approach that learns a hypothesis minimizing the loss with
respect to the worst-case labels within the given intervals. Since we assume that the true target
values lie within these intervals, the worst-case loss serves as an upper bound on the regression
loss. We consider two variants of the second approach: i) we allow the worst-case labels to be any
points within the intervals, ii) we restrict the worst-case labels to be outputs of some hypothesis
in our hypothesis class, thereby incorporating the smoothness property. We show that there are
scenarios where the second variant performs arbitrarily better than the first (Proposition 5.43),
indicating that constraining the worst-case labels to the hypothesis class is preferable in the worst-
case scenario.

• We complement the theory with experiments that demonstrate the effectiveness of both methods
on real-world datasets.
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5.1.2 Related work

Our problem is closely related to partial-label learning, where each training point is associated with a
set of candidate labels instead of a single target label [60–64]. In classification with finite label sets,
common approaches include minimizing the average loss over the label set [65–70] and identifying
the true label from the candidate set [72, 192, 193]. Theoretical work has established learnability
conditions [60, 71] and statistically consistent estimators [72–74] based on the small ambiguity
degree assumption or specific label set generating distributions.
The regression setting has received less attention. While Cheng et al. [75] introduced partial-label
regression with finite label sets and Cheng et al. [76] extended it to intervals, both rely heavily on the
small ambiguity degree assumption. However, this assumption—originally proposed for classification
Cour et al. [60]—may not be suitable for regression tasks. In classification, a hypothesis is either
correct or incorrect, and a small ambiguity degree ensures that, with enough observed label sets,
we can recover the true label. However, in regression, we are often satisfied with predictions that
are sufficiently close to the target—for example, within an error tolerance of ϵ—making the concept
of ambiguity degree less applicable. We explore a natural extension of the ambiguity degree to
ambiguity radius for the regression task in Section D.6 and argue that our theoretical analysis
not only is applicable to this extension but do also provide a stronger result. In our work, we
study a projection loss, which is equivalent to the partial-label learning loss (PLL loss) in Lv et al.
[72] for the classification, and generalizing the limiting method in Cheng et al. [76]. We provide a
non-asymptotic error bound that does not rely on the ambiguity degree and extend our analysis to
the agnostic setting. Additional related work appears in Appendix D.1.

x

y

Figure 5.1. One dimension example of
learning from interval targets

x

y

Figure 5.2. Smooth hypothesis leads to a
smaller interval

Figure 5.3. (Figure 5.1) An example of learning from intervals where the input is one dimension.
The intervals are shown as gray boxes. A natural method is to learn a hypothesis that always lies
within these intervals. Here, we illustrate two such hypotheses that are both valid but have different
levels of smoothness. (Figure 5.2) When the hypothesis is smooth (blue line), it lies within
intervals much smaller than the original ones, depicted by the green region (Proposition 5.34). We
can extend this result to hypotheses that approximately lie within the intervals (Theorem 5.36).
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5.1.3 Preliminaries and notation

Let X be the feature space and Y be the label space. Let f∗ : X → Y denote the target function.
We use uppercase letters (e.g., X) to represent random variables and lowercase letters (e.g., x) for
deterministic variables. We consider a regression problem where our goal is to learn a function
f : X → Y from a hypothesis class F that approximates the target function f∗ in the deterministic
label setting. Let D be the distribution over X × Y where, for each x ∈ X , the label y is
deterministically given by y = f∗(x). Our goal is to learn a function f that minimizes the
expected loss err(f) := E(X,Y )∼D

[
ℓ
(
f(X), Y

)]
for some loss function ℓ : Y ×Y → R, satisfying

the following,

Assumption 5.29. The loss function ℓ : Y × Y → R can be written as ℓ(y, y′) = ψ(|y − y′|) for
some non-decreasing function ψ, and satisfies ℓ(y, y′) = 0 if and only if y = y′.

Interval targets. We assume that we have access only to interval samples of the form {(xi, li, ui)}ni=1,
where li and ui are the lower and upper bounds of yi, respectively. While we assume that the label
is fixed to f∗(xi), we allow the intervals—that is, the bounds (li, ui)—to be random and assume
that each tuple (xi, li, ui) is sampled from some distribution DI . To deal with singular events of
measure zero, we assume that DI is a nonatomic distribution i.e. it does not contain a point mass
(see Appendix D.4 for a full definition). We also use p to refer to the probability density function.

5.2 Learning from intervals using a projection loss

Since the target label y always lies within the interval [l, u], a natural strategy is to learn a hypothesis
f ∈ F such that f(x) ∈ [l, u] for all x ∈ X (Figure Figure 5.1). In previous work, Cheng et al. [76]
analyzed the following strategy.

Learn f that minimizes the empirical risk of the 0-1 loss:
n∑

i=1

ℓ0−1(f(xi), li, ui), (5.1)

where ℓ0−1(f(x), l, u) := 1[f(x) < l] + 1[f(x) > u]. Using ℓ1 loss as the surrogate (equation (12)),
they showed that f converges to f∗ as n→∞ if two assumptions are satisfied, (i) Realizability, that
is, f∗ ∈ F , (ii) Ambiguity degree is smaller than 1. Ambiguity degree is the maximum probability of
a specific incorrect target y′, belonging to the same interval [l, u] as the true target y:

Ambiguity degree(D,DI) := sup
(x,y,y′)

{
Pr
DI

(y′ ∈ [L,U ] | X = x) : pD(x, y) > 0, y′ ̸= y
}
< 1 (5.2)

These assumptions can be impractical and restrictive. First, our hypothesis class may not contain
f∗. Second, an ambiguity degree smaller than 1 implies that for any fixed x, if we keep sampling
the interval [l, u], the intersection of such intervals (in the limit) would only be the set of the true
target {y}; that is, we can recover the true y given an infinite number of intervals. However, this
assumption is unlikely to hold in practice because there is usually a gap between the upper and
lower bounds and the target y. For example, in the simple case where [l, u] = [y − ϵ, y + ϵ] (a ball
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with radius ϵ > 0 around the true target y), the assumption fails since y + ϵ/2 always lies within the
interval at the same time with the true y.
We begin by defining a suitable learning objective. Since the 0-1 loss above is not continuous, it
is not suitable for gradient-based optimization techniques. To address this, we relax the loss by
considering a projection

πℓ(f(x), l, u) := min
ỹ∈[l,u]

ℓ(f(x), ỹ) (5.3)

for any general loss function ℓ. The following proposition shows that πℓ is a meaningful proxy for
the 0-1 loss, and can be evaluated efficiently by only considering the boundaries of the interval.

Proposition 5.30. Suppose that ℓ : Y × Y → R is a loss function that satisfies Assumption 5.29
then πℓ(f(x), l, u) = 0 if and only if f(x) ∈ [l, u], and we can write

πℓ(f(x), l, u) = 1[f(x) < l]ℓ(f(x), l) + 1[f(x) > u]ℓ(f(x), u). (5.4)

The proof is provided in Appendix D.3.1. In the rest of the paper, we refer to πl as the projection
loss. Consequently, the informal goal given in (5.1) can be formalized as the following objective:

min
f

n∑
i=1

1[f(xi) < li]ℓ(f(xi), li) + 1[f(xi) > ui]ℓ(f(xi), ui). (5.5)

5.3 Properties of a hypothesis that lie inside the interval targets

We will derive key properties of a hypothesis that lie inside the interval targets which will provide
an essential setup for our main theoretical results in the next section. We denote F̃η := {f ∈ F |
E[πℓ(f(X), L, U)] ≤ η} as a class of hypotheses with the expected projection loss is smaller than
η. This is an interesting hypothesis class to study because as we minimize the projection objective
(5.5), a uniform convergence argument (e.g. Mohri [194]) would guarantee that the result hypothesis
f belong to F̃η. The value of η depends on the number of data points and the complexity of F . In
particular, with probability at least 1− δ over the draws (xi, li, ui) ∼ DI , for all, f ∈ F ,

E[πℓ(f(X), L, U)] ≤ 1

n

n∑
i=1

πℓ(f(xi), li, ui) + 2Rn(Π(F)) +M

√
ln(1/δ)

n
. (5.6)

Here, Rn(Π(F)) is the Rademacher complexity of the function class Π(F) := {πℓ(f(x), l, u) 7→ R |
f ∈ F} and we assume that the πℓ is uniformly bounded by M . Thus, given n, M , and the empirical
loss on observed data (first term in R.H.S.), we have an upper bound of η which f ∈ F̃η which
decreases with n. In the rest of this section, we will provide a property of a hypothesis f ∈ F̃η for any
fixed η > 0. In particular, we show that for any x, f(x) belongs to an interval that is smaller than
the original interval targets (Theorem 5.36) where the size of the reduced intervals depend on the
Lipschitz constant of F and η. This leads to our main result: a generalization bound on the loss of
f w.r.t. actual labels y, thus showing that regression can be done using interval targets (Section 5.4).
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5.3.1 Effect of realizability and small ambiguity degree assumptions on F̃η

We begin by examining the implications of the assumptions made in prior work (Section 5.2). The
realizability assumption implies that f∗ ∈ F̃0 since the projection loss of f∗ is always zero. Second,
the small ambiguity degree assumption implies that, for any x, the intersection of the intervals can
only be the singleton set {y}. As a result, we have F̃0 = {f ∈ F | err(f) = 0} ≠ ∅.
With these assumptions, we can show that minimizing the projection objective will converge to a
hypothesis with zero error. The following informal argument summarizes the asymptotic analysis of
Cheng et al. [75]. Here is the high-level idea: let fn be the hypothesis that minimizes the empirical
projection objective (5.5). Realizability implies that there exists f∗ ∈ F with an expected loss of
zero. Since fn achieves the empirical risk no larger than that of f∗, it must achieve an empirical risk

of zero. From (5.6), we have fn ∈ F̃ηn with high probability, where ηn = 2Rn(Π(F)) +M

√
ln(1/δ)

n .
In general, for a hypothesis class with the Rademacher complexity decays as O(1/

√
n), we have

ηn = O(1/
√
n). Now as n → ∞, we have ηn → 0 which means that F̃ηn → F̃0. Consequently,

err(fn)→ 0 since any member of F̃0 has zero error.
However, when the realizability and ambiguity degree assumptions do not hold, there may be f ∈ F̃0

with err(f) > 0. Additionally, with a finite amount of data, we can only learn a hypothesis f ∈ F̃η

for some η > 0. In the next section, we will analyze F̃η without relying on the small ambiguity
degree assumption and in finite samples.

5.3.2 Properties of F̃η

Although our results extend to the probabilistic interval setting, where multiple intervals [l, u] are
drawn for each x, we focus on the deterministic interval setting in the main paper for simplicity. In
this case, each x is associated with a fixed interval [lx, ux]. A detailed discussion of the probabilistic
interval setting is in Appendix D.4. Now, we start with the following characterization of f(x) for
f ∈ F̃0 and then later we will consider when f ∈ F̃η. First, we can see that when the expected
projection loss is zero, f(x) must lie inside the given interval.

Proposition 5.31. For any f ∈ F̃0, we have f(x) ∈ [lx, ux] for any x with p(x) > 0.

The proof is based on the Assumption D.1 and the fact that the expected projection loss is zero.
Next, we can further show that the interval in which f(x) must lie can be made smaller than [lx, ux])
if we assume that the class F contains only m-Lipschitz function.

Definition 5.32 (m-Lipschitz). A class F is m-Lipschitz when for any f ∈ F and any x, x′ ∈ X

|f(x)− f(x′)| ≤ m∥x− x′∥ (5.7)

We can rearrange the inequality into f(x′)−m∥x− x′∥ ≤ f(x) ≤ f(x′) +m∥x− x′∥. For f ∈ F̃0,
we can substitute f(x′) with its lower and upper bound lx′ , ux′ , which implies lx′ −m∥x − x′∥ ≤
f(x) ≤ ux′ +m∥x− x′∥. We denote this as a lower and upper bound of f(x) induced by x′.
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Definition 5.33 (A lower and upper bound induced by x′). For any x, x′ ∈ X , a lower and upper
bound of f(x) induced by x′ is given by

l
(m)
x′→x := lx′ −m∥x− x′∥, u(m)

x′→x := ux′ +m∥x− x′∥.

Furthermore, the intersection of such bound over all x′ with p(x′) > 0 is denoted by

[l
(m)
D→x, u

(m)
D→x] =

⋂
p(x′)>0

[l
(m)
x′→x, u

(m)
x′→x]. (5.8)

Following the argument above, we can derive a reduced interval for any f ∈ F̃0.

Proposition 5.34. Let F be a class of hypotheses that are m-Lipschitz and suppose that ℓ satisfies
Assumption 5.29. Then for any f ∈ F̃0 and for each x with p(x) > 0,

f(x) ∈ [l
(m)
D→x, u

(m)
D→x]. (5.9)

Figure 5.4. An interval of x
induced by x′

Figure 5.5. Upper and lower
bound gaps

Figure 5.6. (Figure 5.4) Based on the smoothness property, the difference between f(x) and f(x′)
cannot exceed m∥x− x′∥. As a result, the upper and lower bounds of f(x′) imply the corresponding
bounds for f(x). (Figure 5.5) The lower bound gap of x′ to x is defined as the difference between
the lower bound of f(x) induced by x′ and the largest lower bound (l̃(m)

D→x); similarly for the upper
bound gap. These gaps are crucial in bounding the size of rη(x) and sη(x) (how much we have to
compensate when f ∈ F̃η) where larger gaps lead to larger values (Theorem 5.36).

First, we observe that [l
(m)
D→x, u

(m)
D→x] is always smaller than [lx, ux] because when we set x′ = x,

we have [l
(m)
x′→x, u

(m)
x′→x] = [lx, ux]. Second, if the hypothesis becomes more smooth, the interval

[l
(m)
D→x, u

(m)
D→x] gets smaller. This phenomenon can also be interpreted as implicitly “denoising” the

original intervals by leveraging the smoothness of the hypothesis class.
Next, we extend Proposition 5.34 to F̃η. The key technical challenge is that for f ∈ F̃η, f(x) may lie
outside the interval so we can’t simply use lx′ , ux′ as lower and upper bounds of f(x′) anymore. This
complicates the application of the Lipschitz property because f(x′) can now be arbitrarily large or
small for any x′, as long as the expected projection loss is smaller than η. The following result uses a
new notion of a bound gap of f(x) induced by x′ which is the difference between the lower and upper
bounds induced by a given x′ and the best lower and upper bounds from all x′ (Figure Figure 5.5).
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Definition 5.35 (A lower and upper bound gap induced by x′). We uses the notation,

lg
(m)
x′→x = lD→x − l(m)

x′→x, and ug
(m)
x′→x = u

(m)
x′→x − uD→x,

to respectively denote the lower bound gap and upper bound gap for f(x) induced by x′.

Theorem 5.36. Let F be a class of functions that are m-Lipschitz, and ℓ(y, y′) = |y − y′|p for any
p ≥ 1. For any f ∈ F̃η and for each x with p(x) > 0 we have,

f(x) ∈ [l
(m)
D→x − rη(x), u

(m)
D→x + sη(x)], where, (5.10)

rη(x) = r s.t. EX [(r − lg(m)
X→x)

p
+] = η, and (5.11)

sη(x) = s s.t. EX [(s− ug(m)
X→x)

p
+] = η. (5.12)

Proof. (Sketch) The proof leverages the smoothness property of f to establish bounds on how far the
function values can deviate from their projected intervals. The key insight is that if f(x) significantly
deviates from the reduced interval [l

(m)
D→x, u

(m)
D→x], then by Lipschitz continuity, f(x′) must also

deviate from [lx′ , ux′ ] for nearby points x′. However, such deviations are constrained by the expected
projection loss being bounded by η. The proof proceeds in three main steps: i) using the Lipschitz
property, we show that if f(x) deviates below its lower bound l(m)

D→x by some amount r, then for all
points x′: f(x′) ≤ l̃x′−(r−(l̃(m)

D→x− l̃
(m)
x→x)), ii) the projection loss bound E[πℓ(f(X), L, U)] ≤ η implies

that such deviations cannot be too large. iii) the maximum possible deviation rη(x) is characterized
by the equation: η = E[1[g(x,X, r) < L]ℓ(g(x,X, r), L)] where g(x, x′, r) represents the upper bound
on f(x′) derived in step i). We can also apply a similar argument for the upper bound.

We compensate for f ∈ F̃η by adding a buffer of size r and s to the interval derived in Proposition
5.34. If the average lower and upper bound gap is large, then we would have a larger compensation
r, s. When η = 0, we have r = s = 0. In general, we can bound the buffers r, s in terms of η.

Proposition 5.37. Under the conditions of Theorem 5.36, we can bound rη(x) and sη(x), as

rη(x) ≤ inf
δ
δ + (η/Pr(lg

(m)
X→x ≤ δ))

1/p and sη(x) ≤ inf
δ
δ + (η/Pr(ug

(m)
X→x ≤ δ))

1/p. (5.13)

5.4 Main results

We present our main theoretical results on learning with interval targets. Our analysis proceeds into
three steps: first establishing a basic error bound for the realizable setting, then extending it to
provide explicit sample complexity guarantees and finally extending it to the agnostic setting. We
provide the sample complexity results and their interpretation here and provide the full analysis in
Appendix D.5. The following result is also applicable to Lp loss or a general loss function satisfying
Assumption 5.29 but we state the result for the l1 loss for simplicity.
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Theorem 5.38 (Generalization bound, Realizable Setting). Let F be a hypothesis class satisfying i)
Realizability and m-Lipschitzness, ii) Rademacher complexity decays as O(1/

√
n), iii) support of the

distribution DI is bounded, iv) loss function is ℓ(y, y′) = |y − y′|. With probability at least 1− δ, for
any f that minimize the objective (5.5), for any τ > 0,

err(f) ≤ EX [|u(m)
D→X − l

(m)
D→X |]︸ ︷︷ ︸

(a)

+ τ +

(
D√
n
+M

√
ln(1/δ)

n

)
Γ(τ)︸ ︷︷ ︸

(b)

, (5.14)

where D,M are constants and Γ(τ) = E
X̃

[
1/min(PrX(lg

(m)

X→X̃
≤ τ),PrX(ug

(m)

X→X̃
≤ τ))

]
is decreas-

ing in τ .

Interpretation: Our error bound is divided into two parts.

(a) The first term represents an irreducible error term which depends on the smoothness property
of our function class F and the quality of the given intervals (it does not decrease as n is larger).
However, this term can be small. For example, in the case when the ambiguity degree is small,
this error term would be zero, ensuring a perfect recovery of the true labels.

(b) The second and third term capture how well we can learn a hypothesis that belongs to the
intervals and these would decay as we have a larger sample size n. To see this, assume that we
have a fixed value of τ , if one set n→∞ then the third term would converge to zero. That is, (b)
would converge to τ as n→∞. Since τ is arbitrary, we can set τ to be small so that (b) would
decay to zero as n→∞ and we are left with the first term (a). In addition, the function Γ(τ)

depends on the distribution of intervals DI . In particular, when DI has small lower/upper bound
gaps, Γ(τ) would also be small which leads to a better generalization bound for any fixed n.

Theorem 5.39 (Generalization Bound, Agnostic Setting). Under the conditions of Theorem 5.38
apart from realizability, with probability at least 1−δ, for any f that minimize the empirical projection
objective, for any τ > 0,

err(f) ≤ OPT︸ ︷︷ ︸
(a)

+EX [|u(m)
D→X − l

(m)
D→X |]︸ ︷︷ ︸

(b)

+2τ +

(
errproj(f) +

D√
n
+M

√
ln(1/δ)

n
+OPT

)
Γ(τ)︸ ︷︷ ︸

(c)

,

(5.15)
where D,M are constants and Γ(τ) = E

X̃

[
1/min(PrX(lg

(m)

X→X̃
≤ τ),PrX(ug

(m)

X→X̃
≤ τ))

]
is a de-

creasing function of τ , errproj(f) is an empirical projection error of f , and OPT is the expected error
of the optimal hypothesis in F .

Interpretation: Our error bound for the agnostic setting is divided into three parts.

(a) The first term represent an error term of the optimal hypothesis in F , given by OPT.
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(b) The second term represent an error term which depends on the smoothness property of our
function class F and the quality of the given intervals similar to the realizability setting.

(c) The third and the fourth term capture how well we can learn a hypothesis that belongs to the
intervals. The key difference between this agnostic setting and the realizability setting is that
this term would not decay to zero anymore as n → ∞. In particular, for a fixed τ , we can
see that as n → ∞, we would have errproj(f) ≤ OPT since we are minimizing the empirical
projection loss and as a result, this third part would converge to

2τ + 2OPT ·Γ(τ). (5.16)

Since this hold for any τ , the optimal τ would be the one such that τ = OPT ·Γ(τ) and this
value depends on the distribution DI .

Overall, when n→∞, the upper bound would converge to

OPT+EX [|u(m)
D→X − l

(m)
D→X |] + 2τ + 2OPT ·Γ(τ). (5.17)

This can be small as long as the OPT is small, the expected lower/upper bound gaps are small and
when the noise in the given intervals are small. Overall, our theoretical insight suggests that we can
improve our error bound by (i) having a smoother hypothesis class (smaller m) which would reduce
the interval size |u(m)

D→X − l
(m)
D→X | in the term (b) (ii) increasing the number of data points n which

leads to a smaller bound in the term (c). However, if m is too small (our hypothesis is too smooth),
F may not contain a good hypothesis, causing OPT to be large. Our theoretical results suggest
that selecting an appropriate level of smoothness to balance the two terms can lead to improved
performance in practice. In practice, we can find the right level of smoothness by treating m as a
hyperparameter and tuning it on a validation set.

5.5 Learning from intervals using a minmax objective

In this section, we explore a different learning strategy: we aim to learn a function f ∈ F that
minimizes the maximum loss with respect to the worst-case ỹ within the interval. We demonstrate
that this approach yields a point-wise solution that can be evaluated efficiently. First, we define the
worst-case loss as

ρℓ(f(x), l, u) := max
ỹ∈[l,u]

ℓ(f(x), ỹ). (5.18)

Proposition 5.40. Let ℓ be a loss function that satisfies Assumption 5.29, then

ρℓ(f(x), l, u) = 1[f(x) ≤ l + u

2
]ℓ(f(x), u) + 1[f(x) >

l + u

2
]ℓ(f(x), l). (5.19)

Since y ∈ [l, u], this objective serves as an upper bound on the true loss: ρℓ(f(x), l, u) ≥ ℓ(f(x), y).
Consequently, if we have a hypothesis with a small expected value E[ρℓ(f(x), l, u)], then the error
err(f) will also be small. Based on Proposition 5.40, we define the Minmax objective as
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min
f

n∑
i=1

1[f(xi) ≤
li + ui

2
]ℓ(f(xi), ui) + 1[f(xi) >

li + ui
2

]ℓ(f(xi), li). (5.20)

In particular, when ℓ(y, y′) = |y − y′|, we can show that minimizing ρ is equivalent to performing
supervised learning using the mid-point of each interval.

Corollary 5.41. Let ℓ(y, y′) = |y − y′| then ρℓ(f(x), l, u) = |f(x)− l+u
2 |+

u−l
2 and the solution of

(5.20) is equivalent to

f ′ = argmin
f∈F

n∑
i=1

|f(xi)−
li + ui

2
|. (5.21)

This corollary establishes a connection between the heuristic of using the midpoint as a target
and our approach of minimizing the maximum loss ρ. However, we note that ρ does not take
the smoothness of the hypothesis class F into account and may lead to the worst-case labels that
are overly conservative and not reflective of the target labels. Therefore, it would be beneficial to
incorporate knowledge about certain properties of the true labels. In particular, in the realizable
setting, f∗ ∈ F̃0, so we may consider the worst-case labels that can be generated by some f ∈ F̃0,

min
f∈F

max
f ′∈F̃0

E[ℓ(f(X), f ′(X)]. (5.22)

In the realizable setting, this method also provides an upper bound for err(f), but it is stronger
than ρ because we are comparing against the worst-case f ′ ∈ F̃0 rather than any possible ỹ ∈ [l, u].

Proposition 5.42. In the realizable setting where f∗ ∈ F̃0, for a bounded loss ℓ, for any f ∈ F ,

err(f) ≤ max
f ′∈F̃0

E[ℓ(f(X), f ′(X))] ≤ E[ρℓ(f(X), L, U)]. (5.23)

We can conclude that when a hypothesis has a small minmax objective, its expected loss would be
small as well. Moreover, we demonstrate that restricting the worst-case labels to those that could be
generated by some f ∈ F̃0 can lead to better performance than using all possible worst-case labels.
This is due to worst-case labels being highly sensitive to the interval size.

Proposition 5.43. For any constant c > 0 and ℓ(y, y′) = |y − y′|, there exists a distribution DI

and a hypothesis class F and f∗ ∈ F such that for f1 = argminf∈F max
f ′∈F̃0

E[ℓ(f(X), f ′(X)] and
f2 = argminf∈F E[ρℓ(f(X), L, U)], err(f1) = 0 while err(f2) > c.

The proof is in Appendix D.3.8. An empirical Minmax objective using labels from F̃0 is given by

min
f∈F

max
f ′∈F̃0

n∑
i=1

ℓ(f(xi), f
′(xi)). (5.24)

However, there is no closed-form solution for the inner maximization of objective in 5.24, making
it less efficient to optimize than (5.20). To address this, we propose alternative approaches by
approximately learning f ′ ∈ F̃0 to solve this objective.
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5.5.1 Alternative approaches to solving a minmax objective with constraints

Recall that an empirical Minmax objective using labels from F̃0 is given by equation 5.24. However,
there is no closed-form solution for the inner maximization of objective in 5.24, making it less efficient
to optimize than (5.20). To address this, we propose alternative approaches by approximately
learning f ′ ∈ F̃0 to solve this objective.
1) Regularization. We keep track of two hypothesis f, f ′ ∈ F and introduce a regularization term
based on the projection loss to ensure that f ′ is close F̃0. We call this method Minmax (reg),

min
f∈F

max
f ′∈F

n∑
i=1

ℓ(f(xi), f
′(xi))− λ

n∑
i=1

π(f ′(xi), li, ui). (5.25)

Here the regularization term is always non-positive and depends only on f ′. We can use a gradient
descent ascent [195–197] algorithm that updates f and f ′ with one gradient step at a time to solve
this objective.
2) Pseudo labels. We could replace a hypothesis class F̃0 with a finite set of hypotheses
{f1, f2, . . . , fk} where fj ∈ F̃η for some small η. We can get fj by minimizing the empirical projec-
tion loss. We then relax our objective by learning f that minimizes the maximum loss with respect
to fj . We call this method PL (Max),

min
f∈F

max
j∈{1,...,k}

n∑
i=1

ℓ(f(xi), fj(xi)). (5.26)

Since fj are fixed, learning f becomes a minimization problem, which is more stable to solve compared
to the original minmax problem. Alternatively, to further stabilize the learning objective, we can
replace the max over fj with mean. We refer to this variant as PL (Mean),

min
f∈F

k∑
j=1

n∑
i=1

ℓ(f(xi), fj(xi)). (5.27)

5.6 Experiments

We empirically validate our theoretical results with comprehensive experiments on five public
datasets from the UCI Machine Learning Repository and 18 additional tabular regression datasets
[198], where we vary our proposed interval-generating algorithms to simulate different scenarios and
convert regression targets into interval targets (see Appendix D.7 for full details). To control the
smoothness of our hypothesis as required by our theoretical results, we utilize Lipschitz MLPs—MLPs
augmented with spectral normalization layers [199] that ensure the Lipschitz constant is less than
1, then scaled by a factor of m to control the hypothesis smoothness. We compare standard
MLPs against these Lipschitz MLPs, where both model types use projection losses, and we also
compare with the minmax loss and our proposed minmax loss variants PL(Mean) and PL(Max).
We summarize our findings as follows. In terms of learning methods, the projection objective and
our proposed PL methods generally perform best in the uniform interval setting (where interval
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Figure 5.7. Test MAE of the projection method with Lipschitz MLP using different values of the
Lipschitz constant. The vertical line is the Lipschitz constant approximated from the training set.
The dashed horizontal lines are the test MAE of PL (Mean) and Projection approach with a
standard MLP. Optimal smoothness level leads to a performance gain.

sizes and locations are uniformly sampled), while naive minmax excels when the target value is
known to be near the interval center (consistent with Corollary 5.41). More importantly, we
demonstrate that Lipschitz-constrained hypothesis classes indeed achieve smaller reduced intervals,
as predicted by Theorem 5.36, with average interval size decreasing as the Lipschitz constant
decreases. Our key theoretical insight about the relationship between smoothness and error bounds
is supported by experiments showing that the optimal Lipschitz constant balances constraining the
hypothesis class while maintaining enough capacity for low error. Finally, on 18 additional tabular
regression benchmarks, Lipschitz MLPs significantly outperform standard MLPs on 14 datasets
(Table Table 5.1), establishing smoothness as a simple yet effective method for enhancing learning
with interval targets. Additional results and ablation studies are provided in Appendix D.12. Our
code is available at https://github.com/bloomberg/interval_targets.

Table 5.1. Comparison of the test MAE of LipMLP and MLP results on datasets from the tabular
regression benchmark (with interval targets).

Dataset LipMLP MLP Dataset LipMLP MLP

Ailerons 3.278± 0.034 4.323± 0.098 Airlines Delay 38.974± 0.005 39.077± 0.008
Allstate Claims 86.547± 0.001 86.542± 0.002 Analcatdata Supreme 17.685± 0.041 17.856± 0.072
CPU Activity 10.271± 0.026 10.560± 0.087 Elevators 59.663± 0.167 59.926± 0.251
GPU 29.817± 0.100 25.123± 0.888 House 16H 5.728± 0.031 5.837± 0.025
House Sales 76.607± 0.116 76.716± 0.073 Houses 30.689± 0.152 31.515± 0.332
Mercedes 8.791± 0.187 11.207± 0.218 Miami House 1.013± 0.028 1.671± 0.055
Sulfur 10.681± 0.082 14.421± 0.279 Superconduct 0.540± 0.021 1.459± 0.099
Topo 21 1.305± 0.013 2.192± 0.177 Visualizing Soil 15.803± 0.311 17.898± 0.640
Wine Quality 28.537± 0.126 29.537± 0.148 YProp 4 2.360± 0.050 3.828± 0.435

5.7 Conclusion

We theoretically investigated the problem of learning from interval targets, analyzing hypotheses
that lie within these intervals and those minimizing the worst-case label loss. We derived a novel
theoretical bound, providing a crucial insight: understanding how smoothness can lead to benefits
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such as smaller predictive intervals and a regularized worst-case label. This connection makes our
theoretical findings directly applicable in practice. Future directions include more challenging settings
such as ’noisy’ settings where targets might have small projection loss even outside the interval, and
extend these methods to non-i.i.d. settings e.g. time-series.
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Chapter 6

What Does Preference Learning Recover
from Pairwise Comparison Data?

Rattana Pukdee, Nina Balcan, Pradeep Ravikumar

Abstract

Pairwise preference learning is central to machine learning, with recent applications in aligning
language models with human preferences. A typical dataset consists of triplets (x, y+, y−), where
response y+ is preferred over response y− for context x. The Bradley–Terry (BT) model is the
predominant approach, modeling preference probabilities as a function of latent score differences.
Standard practice assumes data follows this model and learns the latent scores accordingly.
However, real data may violate this assumption, and it remains unclear what BT learning
recovers in such cases. Starting from triplet comparison data, we formalize the preference
information it encodes through the conditional preference distribution (CPRD). We give precise
conditions for when BT is appropriate for modeling the CPRD, and identify factors governing
sample efficiency—namely, margin and connectivity. Together, these results offer a data-centric
foundation for understanding what preference learning actually recovers.

6.1 Introduction

Learning from pairwise comparisons is a classical learning paradigm in machine learning. in this
setting, the supervision is usually in the form of triplet

(x, y+, y−), (6.1)

indicating that response y+ is preferred over y− in context x. This mode of supervision is attractive
because it is often far easier for humans to express preferences than to assign calibrated scores. Our
goal is then to learn the preference information from this triplet data where when we observe a new
data point x and a pair of responses {y, y′}, we can accurately predict if y is more preferable than
y′ or not. Due to the ease of data collection, this learning paradigm has various applications from
ranking [77, 200, 201], recommendation systems [202–204], psychology [78, 205, 206], learning
combinatorial valuations [207] and recently, large language models alignment to human preferences
[1, 2, 208–210].
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The dominant approach is to fit a Bradley–Terry model (BT) to the observed comparisons [77, 78].
This model posits that each item has a latent quality score, and that pairwise preferences are
generated stochastically according to these scores. BT has been studied extensively from a statistical
perspective, with well-established results on consistency and sample complexity for recovering these
latent scores. Such analyses assume that true scores exist in the first place. However, comparison
data arises from diverse sources, from human annotators to AI labeling systems for which they may
not necessarily arise from the generative process that involves latent scores. Samples from the triplet
distribution are what we observe and this suggests the triplet distribution is the natural starting
point. Rather than assume BT, we begin with the data and ask:

• What preference information is actually encoded by a triplet distribution ?

• When can these preferences be represented by a BT model?

• What does BT learning recover when the model is misspecified?

• How do data collection choices affect learnability and sample efficiency?

Our main contribution is a clean foundation for preference learning from comparison data. With
precise answers to these questions, practitioners can reason about data collection, understand what
their models learn, and diagnose failures when assumptions do not hold.

Contributions. This paper develops a framework that makes these questions precise and provides
clear answers:

1. Conditional Preference Distribution (CPRD). We formalize the preference information
encoded in any triplet distribution P through the CPRD, the probability of preferring y over
y′ given context x. This is the fundamental object encoded in comparison data, independent
of how it was generated.

2. BT Characterization. We characterize the relationship between BT representability and
positive–negative conditional independence (given the context, the winning and losing responses
are generated independently of each other) and we show that the two are equivalent up to
the choice of triplet distribution. This provides a precise condition for when BT modeling is
appropriate.

3. Learning Objective Interpretation. We prove that the BT learning objective is equivalent
to a KL projection of the CPRD to the BT family at the preference level. This clarifies what
BT learning optimizes and what it recovers when the model is misspecified.

4. Sample Complexity Analysis. We show that two factors govern learning efficiency: pairwise
margin and comparison connectivity. We provide estimation error bounds that make these de-
pendencies precise, offering guidance for data collection. We validate these findings empirically.

By starting from the data distribution, we unify known and new results — giving practitioners a
coherent framework for understanding what preference learning recovers and when to trust it.
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6.2 Related Work

Bradley–Terry and representability. The Conditional Pairwise Preference Distribution (CPRD)
corresponds to what is referred to as a choice probability in classical paired-comparison models
[77, 78, 205, 211], ranking from pairwise comparisons [202, 212–215], and dueling bandits [216–
219]. The Bradley–Terry model is a popular approach for learning preferences from such data;
see [220] for a comprehensive review. Prior work has characterized when a distribution can be
represented by the BT model [78, 221–225], with transitivity being a well-known limitation that
several methods attempt to address [226–229]. In contrast, we study BT representability starting
from a given triplet distribution rather than assuming data follows the BT model.

Statistical analysis. A large body of work has analyzed the consistency of maximum likelihood
estimation for the Bradley–Terry model, showing that MLE recovers the true parameters when data
follows the BT model [230–235]. Many works provide sample complexity bounds for parameter
recovery [213, 234, 236–239], with extensions to parametric settings where scores are linear [240,
241] or parameterized by neural networks [242]. We show that under positive–negative conditional
independence, BT recovers the log density ratio between the positive and negative distributions.
This quantity also appears in noise contrastive estimation (NCE), where one distinguishes data from
noise [243, 243, 244]; the related InfoNCE loss has become widely used in representation learning
[245–247]. Prior work has proposed metrics for evaluating preference dataset quality, including
information content based on embedding similarity [248] and truncated influence functions [249].
More broadly, choosing which comparisons to collect for efficient preference recovery relates to
experimental design [250, 251] and active learning [215, 252–255].

Preference learning for large language models. Preference learning from pairwise comparisons
is central to aligning language models with human preferences [1, 2, 208, 209]. The standard
approach learns a reward model from pairwise comparisons, then uses it to align the language model
via reinforcement learning. Recent work also aligns the language models directly from pairwise
comparisons [210, 240, 256–258]. This paper focuses on the reward learning step: characterizing
the reward learned from a given dataset. A separate question is what makes a good reward model:
ideally, high reward should correspond to good downstream performance. However, reward hacking,
where the model achieves high scores without improving on downstream tasks, remains a challenge
[259, 260]. Several benchmarks evaluate reward model quality [261–263], and theoretical work has
sought to characterize what makes a good reward [264]. Recent findings suggest that rewards with
high variance are more effective at teaching an LLM [264–266]. Our results provide a complementary
perspective: a target reward with large margin is also easier to learn.

6.3 Setup

Let X be a context space and Y be a set of outcomes. We are interested in learning which outcome
y is preferable for a given context x. We focus on learning this preference from pairwise comparisons.
Formally, we assume that there exists a joint distribution P over X × Y × Y where each triplet
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(x, y+, y−) ∼ P represents that for a given context x, an outcome y+ is preferable to an outcome
y−. We use ≻ to denote the preference relation, i.e., y ≻ y′ means that y is preferable to y′. For
convenience, we write P (x, y, y′) := P (x, y+ = y, y− = y′) for the probability (or density) of the
oriented triple (x, y, y′).
First, we observe that the distribution P over triplets induces a preference distribution over any
pairs of outcomes for a given context. We formalize this as the conditional preference distribution
(CPRD) which is defined as follows:

Definition 6.44 (Conditional Preference Distribution (CPRD)). For a distribution P over X×Y×Y ,
the conditional preference distribution (CPRD) of P is defined on any unordered pair {y, y′} with
y ̸= y′ and x ∈ X as follows:

ωP (y ≻ y′ | x) = P (y ≻ y′ | x, {y, y′}). (6.2)

In fact, by Bayes’ rule, we have

ωP (y ≻ y′ | x) =
P (x, y, y′)

P (x, y, y′) + P (x, y′, y)
. (6.3)

CPRD directly captures the preference structure of the distribution P and is the target distribution
that we aim to learn.
Next, we introduce the Bradley–Terry model which is a popular model for preference learning from
pairwise comparisons.

Definition 6.45 (Bradley–Terry Model). Bradley–Terry model assumes that there exists a score
function r : X × Y → R such that for any context x ∈ X and any unordered pair {y, y′} ∈ Y, the
probability of preferring y over y′ is given by:

P (y ≻ y′ | x) = σ(r(x, y)− r(x, y′)) (6.4)

where σ(t) = 1
1+e−t is the sigmoid function.

In practice, one often fits this Bradley–Terry model by minimizing the negative log-likelihood of
the observed triplets (x, y+, y−) ∼ P . Concretely, for a set of triplets S = {(xi, y+i , y

−
i )}ni=1, the

empirical risk is given by:

L̂BT(r) =

n∑
i=1

log σ(r(xi, y
+
i )− r(xi, y

−
i )). (6.5)

and the learned score function is given by r̂ ∈ argminr L̂BT(r). We can use r̂ to predict the preference
between any two outcomes for a given context using equation (6.4). We remark that the score
function r is not unique and is determined up to a constant shift since adding any constant to r still
preserves the difference r(x, y)− r(x, y′) for any x and y ̸= y′.
While this gives us a convenient way to learn the preference, it is not clear whether the Bradley–
Terry model is able to recover the correct CPRD of the distribution P since the assumption on the
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structure of the preference (equation (6.4)) may not hold. Our first contribution is to identify when
a CPRD can be represented with a Bradley–Terry model.

6.4 When does a CPRD admit a Bradley–Terry model?

In this section, we characterize when a CPRD is representable by a BT model.

Definition 6.46. A CPRD ωP is representable by a Bradley–Terry model if there exists a score
function r : X × Y → R such that for all x and all y ̸= y′ with P (x, y, y′) + P (x, y′, y) > 0,

ωP (y ≻ y′ | x) = σ
(
r(x, y)− r(x, y′)

)
. (6.6)

We can show that a CPRD is representable by a BT model when the ratio of the probability has a
certain structure.

Proposition 6.47 (CPRD BT factorization). For a distribution P over X × Y × Y, the CPRD ωP

is representable by a BT model if and only if there exists a strictly positive function h : X × Y → R
such that for all x and all y ̸= y′ with P (x, y, y′) + P (x, y′, y) > 0,

P (x, y, y′)

P (x, y′, y)
=
h(x, y)

h(x, y′)
. (6.7)

Proof in Appendix E.1.
This proposition shows that not every P induces a CPRD that is representable by a BT model;
BT representability requires the probability ratios to have a specific structure. While the condition
involves the ratio of P (x, y, y′) and P (x, y′, y), which seems to be difficult to verify in practice, we
will show that data generating process does provide a nice alternative view. First, we introduce a
positive–negative conditional independence assumption.

Definition 6.48 (Positive–negative conditional independence). A distribution P is said to satisfy
positive–negative conditional independence if there exist a marginal PX on X and conditional
distributions p+(· | x) and p−(· | x) on Y such that

P (x, y+, y−) = PX(x) p+(y
+ | x) p−(y− | x). (6.8)

Equivalently, to generate a triplet (x, y+, y−) ∼ P , we first sample x ∼ PX and then we sample
y+ ∼ p+(y+ | x) and y− ∼ p−(y− | x) independently.

Theorem 6.49 (CPRD of conditionally independent distribution and BT model). Let P be a
distribution over X × Y × Y, then the following holds;

1. If P satisfies positive–negative conditional independence, then the CPRD ωP is representable
by a BT model.

2. If the CPRD ωP is representable by a BT model, then there exists a positive–negative conditional
independence distribution Q such that ωQ = ωP .
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In addition, the suitable score function r for a positive–negative conditional independence distribution
P is given by

r(x, y) = log
p+(y | x)
p−(y | x)

. (6.9)

Proof in Appendix E.1.
This generative perspective yields a clean sufficient route to BT: if P is generated by independently
sampling y+ ∼ p+(· | x) and y− ∼ p−(· | x) given x, then ωP is automatically representable by a BT
model, with score r(x, y) = log p+(y|x)

p−(y|x) . This ratio has appeared in the noise contrastive estimation
framework [243] and also resembles the implicit reward function [210]. Importantly, this assumption
is not merely descriptive, in many modern settings we can enforce it by design, e.g., when we control
data collection by synthesizing comparisons via separate “good” and “bad” generators. Nevertheless,
our goal is not only to verify if the CPRD is representable with a BT model but to learn the CPRD.
This motivates the next section where we analyze the learning objectives.

6.5 Learning CPRD

We now turn to a question of more immediate practical relevance: given i.i.d. triplets (x, y+, y−)

drawn from P , what objective should we optimize, and what does that objective actually recover and
when it matches the ground-truth CPRD? We study two canonical approaches, generative modeling
via MLE of the triplet distribution, and discriminative BT training via pairwise log-likelihood.
First, we will introduce the generative and discriminative learning objectives for learning the CPRD.
The generative learning objective. For a class of parametric distribution Pϕ over triplets
(x, y+, y−), the generative learning objective is

min
ϕ
Lgen(ϕ) = EP

[
− logPϕ(x, y

+, y−)
]
. (6.10)

where Pϕ(x, y
+, y−) is the probability of the triplet (x, y+, y−) under the distribution Pϕ. Here,

we are trying to fit the full generative model for the triplet distribution P . Once we have P̂ϕ, the
learned preference distribution for any unordered pair {y, y′} is given by

ω̂ϕ(y ≻ y′ | x) =
P̂ϕ(x, y, y

′)

P̂ϕ(x, y, y′) + P̂ϕ(x, y′, y)
. (6.11)

Since minimizing the generative learning objective is equivalent to minimizing the KL divergence
between the true distribution P and the generative model Pϕ [267], the generative learning objective
have a CPRD recovery guarantee; the learned preference distribution would converge to the true
CPRD when the true CPRD belongs to the model space (realizable). On the other hand, the
discriminative objective works directly at the preference level without explicitly modelling the triplet
distribution P .
The discriminative BT learning objective. For a class of parametric score functions rθ :

X × Y → R, the discriminative BT learning objective is
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min
θ
LBT(θ) = EP

[
− logPrθ(y

+ ≻ y− | x)
]
. (6.12)

where Prθ(y
+ ≻ y− | x) = σ(rθ(x, y

+)− rθ(x, y−)) is the probability of preferring y+ over y− given
x under the BT model with score function rθ. Once we have r̂θ, the learned preference distribution
for any unordered pair {y, y′} is given by

ω̂θ(y ≻ y′ | x) = σ(r̂θ(x, y)− r̂θ(x, y′)). (6.13)

In contrast with the generative objective, it is not straightforward to see how this objective would
recover the true CPRD. In the next result, we show that this objective is also equivalent to minimizing
the KL divergence between the true distribution and the preference distribution induced by the BT
model but at the preference level instead of the triplet level.

Definition 6.50 (Comparison distribution). For any distribution P over X ×Y ×Y , the comparison
distribution P̃ is a distribution over x and an unordered pair {y, y′} with y ̸= y′ with density

P̃ (x, {y, y′}) ∝ P (x, y, y′) + P (x, y′, y). (6.14)

This distribution essentially captures how often a pair of outcomes y and y′ are compared together
given the context x in the data, regardless of the outcome.

Theorem 6.51 (Decomposition of the discriminative BT learning objective). The discriminative
BT learning objective (6.12) can be decomposed as

LBT(θ) = C + Z E
(x,{y,y′})∼P̃

[
DKL

(
Bern(ωP (y ≻ y′ | x))

∥Bern(Prθ(y ≻ y
′ | x))

)]
(6.15)

where C is independent of θ and Bern(p) is the Bernoulli distribution with parameter p. P̃ is a
compairson distribution induced by P and Z is its normalizing constant. The CPRD ωP in equation
(6.15) is well-defined whenever P̃ (x, {y, y′}) > 0.

Proof in Appendix E.2.
The KL divergence term in equation (6.15) is independent of the ordering of y and y′ and therefore
it is well-defined for any (x, {y, y′}). As a direct consequence of this Theorem, whenever the CPRD
is BT model, the minimizer of the discriminative BT learning objective (6.12) would recover the
true CPRD almost surely.

Corollary 6.52. For any distribution P such that its CPRD is representable by a BT model, the
global minimizer r̂θ of the discriminative BT learning objective (6.12) satisfies

Pr̂θ(y ≻ y
′ | x) = ωP (y ≻ y′ | x) (6.16)

for P̃ -almost every unordered comparison (x, {y, y′}).
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Proof in Appendix E.2.
Combining with the previous result (Theorem 6.49), we have a recovery guarantee under the
conditional independence assumption.

Corollary 6.53 (Consistency under conditional independence). Assume that P satisfies positive–
negative conditional independence. If the BT model family contains a parameter θ∗ such that
Pr∗θ

(y ≻ y′ | x) = ωP (y ≻ y′ | x), then

1. θ∗ minimizes the discriminative BT learning objective (6.12)

2. Any global minimizer θ̂ of the discriminative BT learning objective (6.12) satisfies

Pr̂θ(y ≻ y
′ | x) = ωP (y ≻ y′ | x) (6.17)

for P̃ -almost every unordered comparison (x, {y, y′}).

Proof in Appendix E.2.
To summarize, the generative and discriminative learning objectives both have a clean statistical
interpretation of minimizing the KL divergence between the true distribution and the preference
distribution induced by our model. The former is on the triplet level, while the latter is on the
preference level. Whenever the model space is realizable, both objectives would recover the true
CPRD almost surely. When the assumption fails, they converge to an explicit projection of the true
CPRD on to the model family. For discriminative objective, this is a positive–negative conditional
independent distribution.

6.6 Learning Score Functions from Pairwise Comparisons

We have established that the BT objective is a consistent learning objective for CPRD. However, in
practice, we only have access to a finite number of triplets, it is not clear how fast the learned score
function converges to the target score function (sample complexity).
In this section, we fix a score function r∗ : X × Y → R as a target and study the impact of the
data distribution P on the sample complexity for recovering r∗. The first natural question is how
to design a distribution of triplets to learn a desired score function. Recall from Theorem 6.49
that if a distribution P satisfies positive–negative conditional independence, then its CPRD is given
by a BT model with a score function r(x, y) = log p+(y|x)

p−(y|x) . We can reverse engineer this: for any
target score function r∗(x, y), any positive–negative conditional independence distribution P that
satisfies p+(y | x) = exp(r∗(x, y))p−(y | x) would recover r∗ with the BT model. We call this pair of
conditional distributions BT-consistent (with respect to r∗).

Definition 6.54. Let r∗ : X ×Y → R be a target score function. A pair of conditional distributions
p+(· | x) and p−(· | x) is BT-consistent with respect to r∗ if

p+(y | x) = exp(r∗(x, y))p−(y | x) (6.18)

for all x and y.
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The score function from fitting a BT model on any pair (p+, p−) that is BT-consistent would recover
r∗(x, y). This answers our first question on how to design a distribution of triplets to learn a desired
score function. Since, p− is not necessarily unique, do different choices of (p+, p−) lead to different
sample complexity? We will address this question in the following subsections. We start by defining
the accuracy of a score function. Here, we measure the accuracy in terms of the agreement of the
ordering of scores.

Definition 6.55 (Margin). For any score function r and any context x and responses y, y′, the
pairwise margin of r is given by

∆r(x; y, y
′) := r(x, y)− r(x, y′) (6.19)

Definition 6.56 (Accuracy of a score function). Let Q be a distribution over (x, y), we define Qpair

as a distribution over (x, y, y′) where x ∼ Qx and y, y′ ∼iid Qy(y | x). The accuracy of a score
function r with respect to the target score r∗ and Q is defined as

AccQ(r) = Pr
x,y,y′∼Qpair

[sign(∆r) = sign(∆r∗)] (6.20)

The margin function ∆r takes (x, y, y′) as input but here we drop them for convenience. The
distribution Q controls the support and density of the responses where we want to evaluate the
accuracy. We also call it a test distribution. For example, Q could be a uniform distribution over
the response space or could be skewed toward the responses that we care about. Our goal is to learn
a score function that has high accuracy. Our first observation is that whenever the estimation error
of the margin is smaller than the margin then the ordering remains the same.

Proposition 6.57 (Accuracy Bound). For any score r,

AccQ(r) ≥ Pr
Qpair

(|(∆r −∆r∗)| ≤ |∆r∗ |) (6.21)

This is a direct consequence of the following lemma.

Lemma 6.58 (Order Preservation). For any real numbers a and b, if |b− a| ≤ |a|, then a and b
have the same sign.

From this Proposition, there are two factors that influence the accuracy: the true margin |∆r∗ |
and the estimation error of the margin |∆r −∆r∗ |. The margin is a function of the target score
which is fixed apriori. On the other hand, the estimation error depends on how well we are able
to learn the score function. We show that the connectivity of the data distribution controls this
estimation error. We first define the connectivity degree.

Definition 6.59 (Connectivity). For a distribution P and a hypothesis class H of score functions
and the test distribution Q, the connectivity degree of P with respect to H and Q is defined as

λconn(P,Q;H) = inf
f,g∈H

E
P̃
[(∆f −∆g)2]

ṼarQ[(f − g)]
(6.22)
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when where P̃ is the comparison distribution induced by P defined in Theorem 6.51 and ṼarQ(r) is
the variance of r with respect to Q defined as

ṼarQ(r) = Ex∼Qx Vary∼Qy(y|x)[r(x, y)] (6.23)

The proposed connectivity degree is a general quantity that is inherent to the distribution of the
triplets and the hypothesis class. In particular,in the classical tabular BT that aims to recover the
ranking of m items and the hypothesis class H = {θ : θ ∈ Rm} , λconn is equivalent to the Fiedler
value of the Laplacian matrix of the comparison graph which appears in the bound from [213]. In
the linear BT where H = {r : r(x, y) = w⊤ϕ(x, y), w ∈ Rd} when ϕ(x, y) ∈ Rd is a feature encoder,
λconn is the smallest eigenvalue of a covariance matrix. This compliments the prior result for linear
BT in [240, 255]. We provide the full details of these results in the Appendix E.3. Another nice
property of this connectivity degree is that it is defined and is computable to any hypothesis class.
In the experiment section, we compute this for a class of two-layer neural networks.
Now, we are ready to present the result for the estimation error. We will present the result for the
realizable setting, and refer to Appendix E.3 for the proofs and agnostic setting.

Theorem 6.60 (Estimation error bound, realizable). Let r∗ be the target score function, H be
a hypothesis class such that r∗ ∈ H and H is bounded by some constant B. Let P be a triplet
distribution that is BT-consistent with respect to r∗ and let S be a set of n samples drawn from P .
Let r̂ be the empirical risk minimizer of the BT learning objective on S then there exists a constant
cB,MB > 0 such that with probability at least 1− δ over S,

EQpair [(∆r −∆r∗)
2]

≲
1

λconn
(
1

cB
(R̂S(Hpair) +MB

√
log(2/δ)

n
)) (6.24)

when R̂S is an empirical Rademacher complexity of the class Hpair := {r(x, y) − r(x, y′) : r ∈ H}
and λconn is the connectivity degree of P with respect to H and Q. We use X ≲ Y as a shorthand
for X ≤ cY for some constant c.

The estimation error is upper bounded by the product of a complexity term and 1
λconn

. This suggest
that when the distribution has a larger connectivity degree, it would have a lower estimation error.
Finally, we combine with the previous result to provide the accuracy bound.

Theorem 6.61 (Accuracy bound, realizable case). Let r̂ be the empirical risk minizer of the BT
learning objective, then there exists a constant D > 0 such that with probability at least 1− δ,

AccQ(r̂) ≥ sup
k>0

[
Pr
Q
(|∆r∗ | ≥ k)︸ ︷︷ ︸

margin

− D
Comp(H, δ)
k2λconn︸ ︷︷ ︸

connectivity

]
(6.25)

where the complexity term is defined as in right hand side of the Theorem 6.60.
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Summary. Our analysis reveals two fundamental factors that govern learning efficiency from
pairwise comparisons:

1. Pairwise Margin: Larger margins between response scores make pairs easier to rank correctly,
even with moderate estimation error.

2. Comparison Graph Connectivity: Higher connectivity reduces estimation error by ensuring
information propagates well across all response pairs.

These insights provide practitioners with a framework for understanding when pairwise preference
learning will succeed: design data collection processes that induce both large margins and well-
connected comparison graphs.

6.7 Experiments

We conduct experiments on synthetic data to validate our theoretical findings. With synthetic data,
we have access to the ground-truth score function r∗, enabling us to precisely measure the effects of
margin and connectivity on learning efficiency.

6.7.1 Setup.

Context and Response Space. Let X = Y = {x1, x2, . . . , xm} be a finite set of contexts and
responses where xi ∈ Rd. We use the same space for contexts and responses to simplify the synthetic
setting. One could interpret the score function as a similarity function between items. We set m = 16

and d = 128 for simplicity. To generate the dataset, we sample xi from N (0, Id).
Ground-truth Score Function. The ground-truth score is defined via a two-layer neural network
f∗ : Rd → Re with hidden dimension h = 32 and output embedding dimension e = 8, using ReLU
activations:

r∗(x, y) = cosine-similarity(f∗(x), f∗(y)), (6.26)

ensuring scores lie in [−1, 1].
Triplet Generation. We generate n triplets S = {(xi, y+i , y

−
i )}ni=1 by sampling xi uniformly from

X and drawing y+i and y−i from a negative distribution p−(· | xi) and a positive distribution p+(· | xi)
that is BT-consistent with r∗, i.e., log(p+(y | x)/p−(y | x)) = r∗(x, y). By default, we use a uniform
negative distribution p−(· | x) = 1

m . The validation set is also generated in the same way.
Training and Evaluation. We train a two-layer neural network with the same architecture
as f∗ to minimize the empirical BT loss on S (equation (6.5)). We use Adam optimizer with
learning rate selected from {10−4, 10−3, 10−2}. We train for a fixed number of epochs 200 and select
hyperparameters via a validation set of 2048 triplets drawn from the same distribution based on
validation loss. We report accuracy with respect to the uniform distribution Q over all pairs (xi, xj)

with standard error over 5 random seeds.
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6.7.2 Larger Margin Leads to Higher Accuracy

Our theory suggests that larger score margins lead to higher accuracy, since moderate estimation
errors are less likely to flip the ordering of well-separated pairs. To isolate the effect of margin from
other factors, we compare learning from the original score r∗ against a rank-normalized version r∗rank

that preserves the ordering but maximizes the minimum margin between any two responses.

Rank normalization. For each context x, we sort responses by r∗(x, y) and assign:

r∗rank(x, y) = −1 +
2 · rank(y)

m
, (6.27)

where rank(y) ∈ {1, . . . ,m} is the rank of y among all responses for context x (ascending). This
transformation preserves the ordering while maximizing the minimum pairwise margin to 2/m. We
construct BT-consistent distributions for both r∗ and r∗rank using the same uniform p−.

Results. As shown in Figure Figure 6.1, learning from r∗rank achieves substantially higher accuracy
than learning from r∗, particularly in the small-sample regime. As n increases, the gap narrows,
consistent with our theory: with sufficient data, estimation error becomes small enough that even
small margins suffice for correct ordering. To further validate our theory, we analyze accuracy on
pairs with the smallest margins (bottom 10% and 30%). The accuracy gap between r∗rank and r∗ is
most pronounced on these pairs, confirming that margin amplification primarily benefits pairs that
are otherwise difficult to distinguish. See Appendix E.4 for more details.

6.7.3 Low Connectivity Predicts Poor Accuracy

Our theory suggests that higher connectivity leads to lower estimation error. In this experiment, we
fix the score function r∗ and vary the p− to change the connectivity of the triplet distribution.

Varying the negative distribution. We fix r∗ and parameterize the negative distribution
as p−(y | x) ∝ exp(α · r∗(x, y)) for α ∈ [−16, 16]. Different values of α induce different sampling
strategies: i) α < 0: Easy negatives, prefer sample with low scores ii) α = 0: Uniform sampling, iii)
α > 0: Hard negatives, prefer sample with high scores. For each α, we compute the corresponding
BT-consistent p+ and measure both accuracy and the connectivity degree λconn(P

α).

Results. As shown in Figure Figure 6.2, extreme values of α correspond to overly easy or
hard negatives which lead to low connectivity. Moreover, low connectivity reliably predicts poor
accuracy, though the converse does not hold: high connectivity does not guarantee high accuracy.
This asymmetry reflects the worst-case nature of our bound: low connectivity means some functions
in the hypothesis class are hard to learn, but the actual target may not be among them.

6.7.4 Optimizing Connectivity Helps When Connectivity is the Bottleneck

We investigate whether directly optimizing p− to increase the connectivity degree improves learning.

Method. We scale the target reward by a factor of β, r∗β = β · r∗(x, y) for different values of β.
This provides a way to control the difficulty of the task where smaller β corresponds to a task with
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Figure 6.1. Effect of margin on learning efficiency. Learning from the rank-normalized score r∗rank
(which has larger minimum margin) achieves higher accuracy than learning from r∗, especially when
the number of triplets is small. The gap diminishes as sample size increases.

small margin and large connectivity while a larger β corresponds to a task with large margin and
small connectivity. We compare two negative distributions

• Baseline: uniform negative distribution p−(· | x) = 1
m

• Optimized: we optimize p− to maximize the connectivity degree λconn(P
β).

Results.
First, optimizing p− leads to higher connectivity than uniform sampling across all values of β.
However, higher connectivity only improves accuracy in the connectivity-dominated regime (large β),
where the margin is sufficient but connectivity is the bottleneck. In the margin-dominated regime
(small β), the margin is too small for learning to succeed—no amount of connectivity optimization
can compensate. This validates that connectivity can be a meaningful quantity to optimize in
practice when designing a data distribution.

6.7.5 BT Converges to the KL Projection

Our theory predicts that when the true CPRD is non-BT, BT training does not recover the true
CPRD itself, but rather its KL projection onto the BT family. To verify this mechanism, we
construct a synthetic non-BT CPRD by perturbing a ground-truth BT CPRD in a way that breaks
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Figure 6.2. Effect of comparison graph connectivity on learning. High connectivity degress values
are associated with high accuracy, though the relationship is not strictly monotonic.

BT representability while preserving the same BT projection target r∗ (Appendix E.4.4). We then
train BT models on samples from both the original and perturbed distributions.

Results. As the sample size grows, the learned reward converges to the same BT target r∗ in both
settings, consistent with the KL projection view. At the same time, the pairwise-probability MAE
remains larger in the non-BT setting, reflecting the irreducible misspecification.

6.7.6 Connectivity on Real Preference Datasets

Our theory predicts that good reward-model generalization requires both large reward margins and
connectivity to the evaluation distribution. We test whether this trade-off appears on real preference
datasets, and whether connectivity can serve as a practical diagnostic rather than only a theoretical
quantity.
We train a linear reward head on frozen embeddings from Llama-3.1-8B-Instruct [268] with a
BT objective using 10K preference pairs from each training dataset: HH-RLHF [209], PKU-SafeRLHF
[269], SHP [270], and UltraFeedback [271]. All models are evaluated on the same UltraFeedback

test set, relabeled using Skywork-Reward-V2-Llama-3.1-8B [272]. This controlled setup allows us
to measure both the learned reward margins and a test-distribution variant of the connectivity
degree. Table Table 6.2 reports averages over five random seeds, with standard errors. Since the
test distribution is not uniform over a test distribution Q anymore, we discussed how we calculate
the connectivity degree for this setting in Appendix E.4.3.
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Figure 6.3. Effect of connectivity optimization on learning. Optimizing p− to increase the
connectivity can help with the accuracy when the task is hard where β is large.

Results. The results show that connectivity helps explain reward-model performance beyond what
is captured by margins alone. HH-RLHF and PKU-SafeRLHF achieve reasonably large margins,
but have substantially lower connectivity to the UltraFeedback test distribution and underperform
SHP. This is consistent with domain mismatch: HH-RLHF and PKU-SafeRLHF emphasize safety-
related comparisons, whereas UltraFeedback contains broader general-purpose instruction-following
comparisons. At the same time, connectivity alone is not sufficient. SHP has the highest connectivity,
but UltraFeedback achieves the best accuracy because it also induces substantially larger margins.
Overall, these results support our theory: strong generalization requires both adequate coverage of
the relevant test-distribution comparisons and sufficiently large reward margins. They also show
that connectivity is not merely a theoretical quantity; it can be computed on real preference datasets
and helps explain accuracy differences that margin alone misses.

6.8 Discussion

We provide a framework for understanding preference learning from pairwise comparisons through a
data-centric lens. The key object is the CPRD, which captures the preference information encoded in
the triplet data distribution. We establish precise conditions under which the CPRD is representable
by a BT model and analyze the learning efficiency of the BT objective. Our theoretical and empirical
results identify margin and connectivity as the governing factors of learning efficiency.
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Table 6.1. BT training under well-specified and misspecified CPRDs. Both settings converge toward
the same BT projection target r∗, while the pairwise-probability error remains larger under the
non-BT CPRD, reflecting irreducible model misspecification.

n RMSE to r∗ (×10−1) Pairwise MAE (×10−2)

BT CPRD
128 2.422± 0.302 6.909± 0.843
512 2.450± 0.267 6.917± 0.761
2048 1.909± 0.101 5.354± 0.265
8192 1.520± 0.118 4.277± 0.340
32768 1.019± 0.123 2.879± 0.344
131072 0.983± 0.138 2.754± 0.412

Non-BT CPRD
128 2.534± 0.300 10.234± 0.402
512 2.446± 0.301 10.019± 0.452
2048 2.098± 0.154 9.211± 0.179
8192 1.500± 0.091 8.082± 0.203
32768 1.033± 0.131 7.202± 0.433
131072 0.727± 0.128 6.618± 0.314

Table 6.2. Margin, connectivity, and accuracy for reward models trained on different preference
datasets and evaluated on the UltraFeedback test distribution. Connectivity is reported at scale 10−4.

Dataset Margin Conn. (×10−4) Acc.

HH-RLHF 10.766± 0.036 3.30± 0.05 74.020± 0.339
PKU-SafeRLHF 10.527± 0.017 0.85± 0.05 74.790± 0.545
SHP 8.833± 0.026 15.14± 0.29 78.380± 0.244
UltraFeedback 11.255± 0.029 8.96± 0.16 82.170± 0.129

These results suggest two diagnostics for preference data. First, among data collection strategies
that are otherwise reasonable for the target task, one should prefer triplet distributions with better
connectivity relative to the intended evaluation distribution, since such distributions provide better
coverage of the pairwise variations that matter at test time. Second, our characterization of BT
representability gives a concrete way to reason about model misspecification. In particular, BT
is appropriate when the chosen and rejected responses satisfy the positive–negative conditional-
independence structure. Strong violations of this structure, for example when a positive response
is produced by editing a negative response, suggest that the BT model may be misspecified for
the resulting preference data. Thus, our framework does not only describe when BT learning is
statistically efficient, but also provides a diagnostic lens for deciding when BT is a reasonable
modeling assumption.
Several practical challenges remain. Since the target score function is implicit, it is unclear how
to evaluate or increase the margin directly in practice. Although connectivity is computable from
data, developing actionable strategies for improving it remains an open question. Similarly, while
our characterization reduces BT misspecification to a positive–negative conditional-independence
question, testing this condition in high-dimensional preference data may be difficult; in simpler
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parametric or nonparametric settings, one could apply standard conditional-independence tests, such
as Fisher’s z-test or kernel-based tests. Finally, our analysis assumes that the target score function
is known when designing the distribution, whereas in practice it is exactly what we want to learn.
One possible relaxation is to allow distribution changes that also shift the target, provided the new
target remains desirable. Developing practical data curation strategies that yield distributions which
are both easy to learn from and induce good target score functions is a promising direction for future
work.
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Chapter 7

Reward Learning from Best-of-N
Preference Data: Targets, Tradeoffs, and
Design Principles

Rattana Pukdee, Maria-Florina Balcan, Pradeep Ravikumar

Abstract

Best-of-N sampling is widely used to construct pairwise preference data: N candidates are
drawn from a base distribution, and the best is paired with a rejected response. Despite its
widespread use, what Bradley–Terry (BT) reward learning extracts from such data, and how to
choose N and the base distribution, remain unclear. We specialize a recent analysis of preference
data via its induced conditional distribution to Best-of-N . For independent-reference variants,
we derive closed-form reward targets as explicit functions of N and the base distribution, and
show that they preserve the latent reward ranking. For the practical Best-vs-Random and Best-
vs-Worst variants, chosen and rejected responses are coupled through the same candidate set,
so exact BT representability generally fails; nevertheless, bounded-class minimizers approach
the reference targets as N grows. Although margin and connectivity are known to govern
sample efficiency in pairwise preference learning, Best-of-N couples them through N in opposing
directions: larger N widens pairwise margins but reduces connectivity. This trade-off yields
two design principles: use larger N when preference labels are the bottleneck, smaller N when
generation is the bottleneck; and shape the base distribution to place mass between the responses
whose comparison matters most at test time. Experiments on synthetic and real preference data
support the predicted dependence on sample size and base-distribution shape. 1

7.1 Introduction

Pairwise preference data is a general and increasingly important supervision signal in machine
learning. It has been extensively studied in the literature on learning to rank [200, 273, 274] and
learning preference [202, 203], learning combinatorial functions [207] and more recently has become
central to modern AI systems, especially in reward learning and post-training of large language

1Code available at: https://github.com/rattaoup/bon-preference
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models [1, 2]. This form of supervision is widely used because relative judgements are often easier
to obtain, from both human annotators and increasingly AI evaluators [275], than calibrated scalar
scores.
In modern AI systems, pairwise preference data is often used to train reward models, typically with
a Bradley-Terry objective, and these reward models may then be used to further optimize a language
model through reinforcement learning [2, 276, 277]. Preference data is also used more directly in
fine-tuning the model as well [210, 278]. A common approach to construct the preference data is
through Best-of-N sampling. For a given context, N responses are sampled from a base distribution,
and an oracle identifies the best response as the chosen one. The rejected response is then selected
either uniformly from the remaining N − 1 responses (Best-vs-Random) or as the worst response
(Best-vs-Worst). The special case N = 2 recovers the standard pairwise-comparison setting [1]. The
common intuition is that larger N improves this data, since the chosen response is better in absolute
terms. We show this intuition is incomplete: what matters is not only the quality of the chosen
response, but which comparisons the dataset makes available. We study reward learning as a clean
lens on the role of data with two fundamental questions.

1. When preference data is generated through Best-of-N sampling, what reward function is
induced by the resulting dataset under Bradley-Terry objective?

2. How should the candidate-set size N and the base distribution be chosen ?

Our analysis builds on a recent distribution-agnostic framework [79] that analyzes preference
data through the conditional preference distribution (CPRD), characterizing when it is Bradley-
Terry representable and showing that finite-sample learning is governed by margin and comparison
connectivity. That framework leaves the induced reward targets, margins, and connectivity abstract,
since they depend on the data-generation mechanism. We instantiate it for Best-of-N preference
data, where the order-statistic structure makes these quantities concrete and reveals how they scale
with N . Our contributions are summarized as follows:
Contributions.

1. Targets: We study a clean reference setting in which the rejected response is sampled indepen-
dently. In this setting, we characterize the reward targets induced by Best-of-N preference data
in closed form and show that they preserve the ranking of an underlying ground-truth reward.
This identifies what signal reward learning is recovering from the data. For the practical Best-
vs-Random and Best-vs-Worst settings, we show that the corresponding population minimizers
do not admit the same clean characterization, but approach these reference targets as N grows.

2. Tradeoffs: We show that N controls a fundamental tradeoff between margin and comparison
connectivity. Increasing N pushes chosen responses toward the top of the reward distribution,
which amplifies pairwise margins and makes individual comparisons more informative. But
this same concentration narrows the range of responses being compared, reducing comparison
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connectivity and leaving intermediate comparisons underrepresented. These two effects pull in
opposite directions and govern sample efficiency.

3. Design principles: We derive two actionable guidelines. The candidate-set size N should be
chosen based on the resource bottleneck: larger N is more helpful when preference labels
are scarce, whereas smaller N is often preferable when preference labels are cheap and data
is abundant. Beyond choosing N , the base distribution itself is also a design lever through
what we call the between-mass principle: the induced margin between two responses grows
with the amount of base-distribution mass placed between them in reward order. Shaping
the base distribution to put mass between the response pairs that matter under the target
evaluation distribution selectively amplifies those margins. We validate these predictions on
both synthetic and real preference data.

Taken together, our results provide a learning-theoretic foundation for reward learning from Best-of-
N preference data, while yielding concrete principles for data design in practice.

7.2 Related work

Best-of-N Sampling for Inference and Training. Best-of-N sampling (BoN) is an inference-time
method with strong empirical performance [277, 279–281]. The idea is to sample N responses from
a policy and select the one with the highest reward. Despite its simplicity, BoN is a strong baseline
for inference-time scaling [282]. Various works have studied the theoretical properties of the induced
BoN policy [283], including its distance from the reference policy and its win rate [284, 285], and the
soft BoN variants [286, 287]. These results suggest that win rate increases with N . However, larger
N does not always improve performance in practice; when N is too large, reward hacking can degrade
output quality [260, 288]. Given the effectiveness of BoN but its N -fold inference cost, several
works aim to train a policy that matches the BoN distribution while requiring only a single sample at
inference time. This can be done offline with a fixed BoN dataset [289–291] or iteratively [292–294].
Gui et al. [295] provide theoretical analysis for this training time setting, showing that the BoN
distribution is optimal in terms of win rate against the base model for a given KL distance budget.
While this literature clarifies the role of BoN in improving generation quality and policy training, it
leaves open the question of how BoN affects learning when it is used to construct preference data.
Learning from Best-of-N Preference Data. Understanding how preference data affects the
final model is an important question, since it can inform the design of better datasets. Recent work
suggests that better preference data leads to better downstream policies [296–298]. In this literature,
however, better preference data is often identified using external proxies such as reward-model
scores. While a higher score may indicate that a response is better in an absolute sense, it does not
necessarily mean that the resulting pairwise comparison is more informative for preference learning.
We study a related question from a different perspective: rather than analyzing the end-to-end policy
outcome, we stop at the reward-learning stage and ask how the preference data shapes the learned
reward function. This provides a cleaner view of the effect of the data itself, without conflating
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it with the base policy’s behavior. Razin et al. [264] study the complementary direction, linking
reward properties to downstream policy performance, closing the loop from data to policy.
In practice, preference data can be constructed in several ways, including by comparing responses
from language models of different capacities [299], using different prompts to produce chosen and
rejected responses [300], or, most commonly, by sampling multiple responses from the same base
model and using a human annotator, reward model, or model-based judge to identify preferred
and dispreferred responses from the candidate set [208, 294, 301]. In this paper, we focus on the
last setting, namely Best-of-N preference data. Prior work has studied this setting empirically for
reward learning: Pace et al. [302] show that selecting the best and worst candidates from a pool can
improve reward-model training, while Yuan et al. [303] study settings in which the language model
itself is also used to provide reward feedback. We ask a more foundational question: what reward
function is induced when pairwise comparisons are generated through Best-of-N sampling?

7.3 Problem Setup

In practice, Best-of-N (BoN) preference data pipelines may rely on human annotators, reward
models, or LLM judges to identify preferred responses. We study a clean theoretical abstraction
of this setting in which preferences are induced by an underlying latent reward function r∗, even
though r∗ itself is never observed. This abstraction allows us to ask what reward function is learned
from the resulting comparison data.
Let X be a context space and Y be a set of outcomes. Assume that X and Y are finite but can be
exponentially large. Let r∗ : X ×Y → R be a target latent reward function. The supervision signal is
in the form of pairwise comparison data where triplets (x, y+, y−) indicate that a chosen outcome y+

is preferred over a rejected outcome y− given a context x i.e. the latent reward r∗(x, y+) > r∗(x, y−).
To construct the pairwise preference data, the chosen outcome y+ is sampled from the Best-of-
N mechanism. First, we sample N outcomes from a base distribution y1, . . . , yN ∼ Pbase(· | x),
the outcome with the highest reward score is the chosen outcome, y+ = argmaxyi r

∗(x, yi). This
procedure only requires access to an oracle that can identify the best outcome among N candidates,
rather than access to the reward scores r∗(x, yi) themselves. This is a common approach in practice
to construct pairwise preference data. For the rejected outcome y−, two dominant approaches are

• Best-vs-Random [296, 304]: we sample y− from {y1, . . . , yN} \ {y+} uniformly at random.

• Best-vs-Worst [302, 303]: the outcome with the lowest reward score among {y1, . . . , yN} is
the rejected outcome, y− = argminyi r

∗(x, yi). This may require another oracle call to identify
the worst outcome.

Whenever we observe a collision y+ = y−, we discard the triplet. Best-vs-Random and Best-vs-
Worst guarantee that the latent reward score y+ is always higher than y−. Let P be the probability
distribution of the BoN preference data. Let H be a hypothesis class of reward functions. A common
learning objective for reward learning is Bradley-Terry (BT) objective given by
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LP (r) = EP

[
− log σ(r(x, y+)− r(x, y−))

]
(7.1)

when σ(t) = 1
1+e−t is the sigmoid function. Since the loss only depends on the difference between

the reward scores of the chosen and rejected outcomes, r(x, y+)− r(x, y−), the reward is identifiable
only up to an additive constant. To fix this ambiguity, we restrict H to normalized reward functions
satisfying E(x,y)∼µ[r(x, y)] = 0 for a fixed reference distribution µ over X ×Y . For example, this can
be a uniform distribution. Finally, we define some notations that will be useful for our analysis. First,
score quantiles F (x, y) capture the probability that a random outcome from the base distribution
Pbase(· | x) has a lower or strictly lower reward score than the reward of y.

Definition 7.62 (Strict and Inclusive Score Quantiles). For any outcome y ∈ Y, define the strict
quantile

F−(x, y) := Pr
y′∼Pbase(·|x)

[ r∗(x, y′) < r∗(x, y) ] (7.2)

as the probability that a randomly drawn outcome from the base distribution has strictly lower
reward than y. We also define the inclusive quantile

F (x, y) := Pr
y′∼Pbase(·|x)

[ r∗(x, y′) ≤ r∗(x, y) ] = F−(x, y) + Pbase(y | x). (7.3)

We also define pairwise margin,

Definition 7.63 (Margin). For any reward function r and any context x and outcomes y, y′, the
pairwise margin of r is given by

∆r(x; y, y
′) := r(x, y)− r(x, y′) (7.4)

With these definitions in hand, we turn to our first question: what reward function does BoN
preference data induce?

7.4 Characterizing the Learned Reward

We begin with the infinite data setting and analyze the minimizer of the population risk ((7.1)). For
analysis, we first define reference variants Best-vs-Independent and Best-vs-Worst-Independent,
where the negative sample is drawn independently from the base distribution and the Worst-of-N
sampling respectively. These variants have a much cleaner analysis and we will later on connect
it back to the practical settings of Best-vs-Random and Best-vs-Worst. We will use subscript
BR,BW,BI,BWI to denote if the data distribution and the reward function corresponds to Best-
vs-Random, Best-vs-Worst, Best-vs-Independent and Best-vs-Worst-Independent respectively.

7.4.1 Independent Rejected Outcome

We start with the Best-vs-Independent scenario. The rejected outcome is independent of the chosen
one, we can factorize the probability mass of PBI as
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PBI(x, y
+, y−) = P (x)PBoN(y

+ | x)Pbase(y
− | x) (7.5)

where PBoN(y | x) is the conditional distribution of the outcome sampled with the Best-of-N sampling.
We can derive PBoN(y | x) in terms of score quantiles.

Lemma 7.64. Assuming that there is no tie in reward score, for any context x and outcome y, the
probability mass of PBoN is given by

PBoN(y | x) = F (x, y)N − F−(x, y)N (7.6)

Positive-negative conditional independence under PBI is useful because Pukdee et al. [79] showed
that it is exactly the condition under which the induced pairwise preference admits a Bradley–Terry
representation. In other words, the BT form is not merely a modeling assumption here, but the true
functional form of PrBI(y ≻ y′ | x), the conditional probability of preferring y over y′ given x:

Pr
BI
(y ≻ y′ | x) := PBI(x, y, y

′)

PBI(x, y, y′) + PBI(x, y′, y)
= σ(r∗BI(x, y)− r∗BI(x, y

′)) (7.7)

when r∗BI is the population minimizer. Pukdee et al. [79] also showed that the minimizer is given by
the log ratio between the distribution of the chosen and rejected responses. These results allow us to
characterize the target reward function r∗BI under PBI.

Theorem 7.65 (Identification of r∗BI). Let r∗BI ∈ argminr LPBI(r) then there exists a function
c : X → R such that

r∗BI(x, y) = log
PBoN(y | x)
Pbase(y | x)

+ c(x) (7.8)

for almost every pair (x, y) with respect to PBI. Furthermore, r∗BI preserves the ranking induced by
r∗ that is for any x, y, y′ with non-zero probability mass,

r∗(x, y) > r∗(x, y′) =⇒ r∗BI(x, y) > r∗BI(x, y
′) (7.9)

In other words, even though we never observe r∗, minimizing the BT loss on BoN data recovers a
reward function that agrees with r∗ on every pairwise comparison. Similarly, for the Best-vs-Worst-
Independent, by conditional independence, we can also factorize the distribution PBWI as

PBWI(x, y
+, y−) = P (x)PBoN(y

+ | x)PWoN(y
− | x) (7.10)

and derive a similar characterization for r∗BWI.

Lemma 7.66. Assume that there is no tie in reward score, for any context x and outcome y, the
probability mass of PWoN is given by

PWoN(y | x) = (1− F−(x, y))N − (1− F (x, y))N (7.11)
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Theorem 7.67 (Identification of r∗BWI). Let r∗BWI ∈ argminr LPBWI(r) then there exists a function
c : X → R such that

r∗BWI(x, y) = log
PBoN(y | x)
PWoN(y | x)

+ c(x) (7.12)

for almost every pair (x, y). Furthermore, r∗BWI preserves the ranking induced by r∗ that is for any
x, y, y′ with non-zero probability mass,

r∗(x, y) > r∗(x, y′) =⇒ r∗BWI(x, y) > r∗BWI(x, y
′) (7.13)

7.4.2 Best-vs-Random and Best-vs-Worst

Next, we turn to the Best-vs-Random and Best-vs-Worst scenarios where the chosen outcome and
rejected outcome are no longer independent. Without independence, we show that the population
risk minimizer with respect to PBR and PBW does not have a closed-form minimizer anymore. We
introduce a notion of comparison distribution to help with the analysis. This captures how often a
pair of outcomes are compared together for a given context, regardless of which is preferred.

Definition 7.68 (Comparison distribution). For any distribution P over X ×Y ×Y , the comparison
distribution P̃ is a distribution over x and an unordered pair {y, y′} with y ̸= y′ with density

P̃ (x, {y, y′}) ∝ P (x, y, y′) + P (x, y′, y) (7.14)

Proposition 7.69 (Best-vs-Random and Best-vs-Worst perform pairwise margin maximization).
Assume that there is no tie in reward score. For each context and pair of outcomes (x, {y, y′}), define

ymax ∈ arg max
u∈{y,y′}

r∗(x, u), ymin ∈ arg min
u∈{y,y′}

r∗(x, u)

Then for any hypothesis class H, the population risk minimizer r∗BR ∈ argminr∈H LPBR(r) satisfies

r∗BR ∈ argmin
r∈H

E
(x,{y,y′})∼P̃BR

[
− log σ

(
r(x, ymax)− r(x, ymin)

)]
The same result holds for r∗BW by replacing the comparison distribution P̃BR with P̃BW. In particular,
both objectives are the same pairwise margin-maximization loss, differing only in the comparison
distribution.

The proposition shows that for any pair of outcomes ({y, y′}), the BT objective maximizes the
margin between the outcomes with higher and lower true reward scores. As a result, if H is
unbounded, then we can decrease the BT objective by increasing the margin on any pair indefinitely,
∆r(x, ymax, ymin) → ∞, which leads to an unbounded minimizer. As such, we do not have a nice
closed-form minimizer for r∗BR and r∗BW, and the minimizer depends on properties of H. Regardless,
we can still show that r∗BR → r∗BI and r∗BW → r∗BWI in margin semi-norm as N grows.

Definition 7.70 (Margin semi-norm). For a preference distribution P , the margin semi-norm
between two reward functions r1 and r2 is defined as
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∥r1 − r2∥∆,P = E(x,y,y′)∼P

[
(∆r1 −∆r2)

2
]

(7.15)

Theorem 7.71 (r∗BR is close to r∗BI). Let H be a convex hypothesis class that is bounded by some
constant B. Let r∗BR ∈ argminr∈H LPBR(r) then there exists a constant cB such that for any N ≥ 2,

∥r∗BR − r∗BI∥∆,PBR ≤
cB

N − 1
(7.16)

Theorem 7.72 (r∗BW is close to r∗BWI). Let H be a convex hypothesis class that is bounded by some
constant B. Let r∗BW ∈ argminr∈H LPBW(r) then there exists a constant cB and ρ < 1 such that for
any N ≥ 2,

∥r∗BW − r∗BWI∥∆,PBW ≤ cBρ
N (7.17)

The key step in the proof is to show that PBR and PBW are close in total variation distance to PBI

and PBWI, respectively. Establishing this requires deriving closed-form expressions for the probability
mass functions of these distributions and then carrying out careful algebraic comparisons; this is the
most technically involved part of the argument. The convexity of H is then used only to transfer
this distributional closeness to closeness of the corresponding population minimizers, via a standard
argument from learning theory. We defer the full proof to Appendix F.1.
These results imply that, as N grows, the margins induced by r∗BR and r∗BW become close to those
induced by r∗BI and r∗BWI, respectively. Since r∗BI and r∗BWI achieve perfect accuracy, and since the
ranking is determined by the sign of the margin, it follows that the Best-vs-Random and Best-
vs-Worst settings also approximately recover the ranking induced by r∗. Having identified these
as sensible population targets, we turn to the finite-sample setting, where a fundamental tradeoff
emerges: increasing N helps in one way, but hurts in another.
Remark: Unlike the independent variants, the pairwise preferences induced by PBR and PBW do
not admit a BT form. However, the TV bounds above imply they approach those of the independent
variants as N grows, making BT an increasingly reasonable model.

7.5 Sample Complexity

In practice, we only have access to a finite number of triplets, so even if the population risk minimizer
is a good target, we must also ask how quickly we can learn it. We measure the performance of the
learned reward in terms of the consistency of ordering with respect to the target reward function.
We define the accuracy as follows.

Definition 7.73 (Accuracy). Let Q be a test distribution over X ×Y ×Y . The accuracy of a reward
function r with respect to Q and r∗ is given by

AccQ(r) = Pr
x,y,y′∼Q

[sign(∆r(x, y, y
′)) = sign(∆r∗(x, y, y

′))] (7.18)
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Here, we fix the test distribution Q to represent the downstream quantity of interest, while varying
the training distribution P , which depends on N and the base distribution Pbase. This lets us assess
the impact of the BoN preference distribution. We will focus on the Best-vs-Independent and Best-
vs-Worst-Independent scenarios since they have clean target reward functions under BoN preference
data (r∗BI, r

∗
BWI) which preserve the ranking as r∗. With finite samples, the learned reward r̂ deviates

from the target due to estimation error, and whether this error flips the ranking on a given pair
depends on whether it exceeds the margin between them. Pukdee et al. [79] formalized this intuition
and showed that sample complexity is governed by two quantities: the margin and the connectivity
of the comparison distribution. A larger margin between two pairs of outcomes implies that the
correct ordering can tolerate a larger estimation error, and a larger connectivity leads to a smaller
estimation error. We analyze how the BoN preference data shapes both quantities.

7.5.1 Margin
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Figure 7.1. Illustration of the terms that contribute to the margin of r∗BI and r∗BWI.

First, we derive the margin of r∗BI and r∗BWI and show that they grow linearly with N .

Proposition 7.74 (Margin of r∗BI). Assuming no ties in reward score, for any context x and pair of
outcomes y, y′ with non-zero probability mass, the margin of r∗BI admits the decomposition

∆r∗BI
(x; y, y′) = N log

F (x, y)

F (x, y′)
+ BN (x; y, y′), (7.19)

where BN (x; y, y′) is uniformly bounded in N .

Proposition 7.75 (Margin of r∗BWI). Assume no ties in r∗(x, ·). For any context x and pair of
outcomes y, y′ with non-zero probability mass, the margin of r∗BWI admits the decomposition

∆r∗BWI
(x; y, y′) = N

(
log

F (x, y)

F (x, y′)
+ log

1− F−(x, y′)

1− F−(x, y)

)
+BN (x; y, y′) (7.20)

where BN (x; y, y′) is uniformly bounded in N .
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The most immediate implication is that increasing N amplifies all pairwise margins uniformly,
making it a straightforward way to make the target reward easier to learn. But the slope at which
the margin grows reveals a more informative and targeted lever. The slope increases when the base
distribution places more mass between the two outcomes in the reward ranking (Figure Figure 7.1).
We define this quantity as the between mass.

Definition 7.76 (Between Mass). For any context x and outcomes y, y′ where r∗(x, y) > r∗(x, y′),
the between mass between y and y′ is given by

Pr
ỹ∼Pbase(·|x)

(r∗(x, y′) < r∗(x, ỹ) < r∗(x, y)) = F (x, y)− F (x, y′) (7.21)

The higher the between mass between a pair of outcomes, the faster the margin between them grows
with N .
So far, we have treated Pbase as fixed and studied how N shapes the induced reward. The margin
decomposition reveals a complementary lever: the base distribution itself enters the margin through
the between-mass term. Unlike increasing N , which raises all margins indiscriminately, shaping
Pbase allows one to selectively increase margins on specific pairs. This lever is available whenever
the practitioner has some control over the generation distribution. For example, by choosing which
model to sample from or applying filtering before BoN. This selectivity is appealing because, in
practice, not all pairwise comparisons are equally important: in safety, comparisons that matter
most are between harmful and acceptable outputs, in reasoning, the crucial distinctions are between
correct solutions and plausible near-misses. Each setting induces a different test distribution, and
our result provides a principled guide for designing the base distribution to increase margins precisely
where they are needed. Concretely, we provide examples of how to design the base distribution to
increase margins for three different applications for reward learning.

Designing the Base Distribution to Increase Margins

Safety. The key comparisons are those that separate harmful responses from acceptable ones. To
enlarge these margins, the base distribution should place substantial mass in the mediocre region:
responses that are flawed or suboptimal, but not obviously dangerous. This creates more separation
between harmful and acceptable behavior.

Reasoning. The critical distinction is between plausible-but-incorrect solutions and fully correct
ones. If the base distribution produces too many clearly poor responses, then little mass lies between
plausible and correct solutions. On the other hand, if it almost always produces perfect solutions,
then this intermediate region again becomes small. Thus, the base distribution should be strong
enough to reliably generate decent responses, while still concentrating substantial mass on near-
correct but imperfect solutions.

General. These tasks require distinguishing among responses across a broad mid-to-high quality
range. Since the relevant comparisons are distributed over a wider band, the base distribution should
spread its mass throughout this region in order to preserve sufficient between-mass across many
comparisons.
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Figure 7.2. Comparison graph for Best-vs-Independent and Best-vs-Worst-Independent. It captures
how often each pair of outcomes are compared in the BoN preference data.

7.5.2 Connectivity

Recall from Pukdee et al. [79], the connectivity degree controls the estimation error of the reward
learned from a training preference data distribution P on a test distribution Q in the worst-case
scenario. It is defined as follows,

Definition 7.77 (Connectivity). The connectivity degree of a comparison distribution P with
respect to a hypothesis class H and a test distribution Q is defined as

λconn(P,Q;H) = inf
f,g∈H

EP [(∆f −∆g)2]

EQ[(∆f −∆g)2]
(7.22)

The original notion of connectivity degree corresponds to the case where the test distribution Q ranges
over all comparisons in the outcome space, so that it measures how well the training distribution P
captures the pairwise variation over the entire comparison space. Here, we generalize this notion by
allowing Q to be an arbitrary, possibly selective test distribution. In this sense, λconn(P,Q;H) can
also be interpreted as worst-case measure of how well P covers the pairwise variation that matters
under Q.
In contrast to the margin that grows linearly with N , we show that connectivity for PBI operates on
an exponentially small scale in N . The intuition is that as N increases, BoN sampling concentrates
on outcomes with extremely high rewards while WoN sampling concentrates on outcomes with
extremely low rewards. As a result, the observed comparisons become increasingly concentrated on a
small subset of pairs, rather than covering a broad range of pairwise comparisons. Figure Figure 7.2
illustrates this in a simple finite-outcome setting, where edge thickness represents the probability
of observing each comparison. As N increases, the Best-vs-Independent graph converges to a star
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graph, while the Best-vs-Worst-Independent graph converges to a single edge between the best and
worst outcomes. This loss of comparison diversity leaves intermediate comparisons underrepresented,
which in turn degrades connectivity with respect to the test distribution Q.

Theorem 7.78 (Informal connectivity bounds for PBI). Let Pbase be a base distribution. For any
α ∈ R and define Ax,α = {y ∈ Y : r∗(x, y) ≤ α} as a set of outcomes which the reward is less than
α for a given context x. If H is expressive enough and Q satisfies coverage and nondegeneracy
conditions, there exist constants CQ, DQ,α > 0 such that for any N ,

CQ

(
min
x,y

Pbase(y | x)
)N
≤ λconn(PBI, Q;H) ≤ DQ,αEx∼Px

[
Pbase(Ax,α | x)N + Pbase(Ax,α | x)

]
.

Thus, the connectivity degree for PBI is controlled by an exponentially small term in N , together with
a residual term determined by the mass of the cut Ax,α.

Overall, large N can reduce connectivity by concentrating probability mass on a narrower set of
comparisons. The full formal statement and proof, along with a similar result for PBWI, are given in
Appendix F.2.

7.5.3 Accuracy Bound

From previous sections, N is a single knob that controls both margin and connectivity degree.
However, there is a trade-off, increasing N leads to a larger margin but decreases the connectivity
degree. To make this trade-off explicit, we combine the two results into an accuracy bound that
yields a practical guideline for choosing N as a function of the sample size n.

Theorem 7.79 (Accuracy Bound). Assume that H is convex, bounded by some constant B, and
realizable, r∗BI ∈ H. Assume also that for every triplet (x, y, y′) in the support of Q, both Pbase(y | x)
and Pbase(y

′ | x) are non-zero. Let r̂ be the empirical risk minimizer of the BT learning objective with
respect to PBI. Then there exist constants D > 0 and MQ > 0 such that with probability at least 1− δ,

AccQ(r̂) ≥ sup
k>0

[
Pr
Q

(∣∣∣∣log F (x, y)F (x, y′)

∣∣∣∣ ≥ k + MQ

N

)
− D

Comp(n,H, δ)
N2k2λconn

]
(7.23)

where λconn := λconn(PBI, Q;H).

The complexity term Comp(n,H, δ) is a standard Rademacher-complexity quantity which we define
rigorously in Appendix F.2. The first term measures how often the absolute margin slope under Q
exceeds a threshold, up to a vanishing O(1/N) correction. In contrast, the second term captures the
estimation error and decays like 1/(N2λconn). The bound therefore preserves the same interpretation:
increasing N helps by enlarging the target margin, but hurts through the connectivity degree. The
optimal choice of N depends on the sample size n, which in turn depends on the resource bottleneck
of preference label collection.

Principle for Selecting N Based on Resource Bottlenecks
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Preference Label-Limited Regime. In many practical settings, obtaining preference labels
requires human annotators, which severely limits the number of triplets n that can be collected.
In this small-n regime, the complexity term is large, so it is often advantageous to use a larger N .
Although a larger N increases the cost of identifying the BoN sample, the overhead can be modest
in some applications: in visual tasks, selecting the best item from N images may be relatively easy.
In addition, selecting the best item among N candidates is substantially easier than producing a
full ranking, and can be done with at most ⌈log2N⌉ pairwise comparisons via a simple tournament
procedure. Thus, when human annotation is the dominant bottleneck, it is often worthwhile to
spend more effort per comparison triplet in order to improve the quality of each comparison.

Generation-Limited Regime. When preference annotations are cheap or can be automated,
for example with LLM judges, it becomes possible to collect many triplets. In this large-n regime,
increasing N provides diminishing returns because the complexity term is already small. It is
therefore more compute-efficient to use a smaller N and spend the saved generation budget on
collecting more triplets, rather than on generating many candidates for each triplet.

Design Principles.

1. When preference labels are scarce, choose a larger N .

2. When preference labels are abundant, choose a smaller N and use the saved generation
budget to collect more triplets.

3. When the base distribution is under the practitioner’s control, shape it to maximize
between mass on the comparisons that matter most under the target application.

7.6 Experiments

We validate our theoretical findings on synthetic data and real-world data. We provide a brief
overview of the experiment setup and results in the main text. For full details, please refer to the
Appendix F.3.

7.6.1 The optimal choice of N depends on the sample size n.

Our theory identifies N as a single knob that controls both margin and connectivity degree; a larger
N increases the margin but also hurts the connectivity. Our design principle suggests that we should
select N based on the sample size n. A larger N can help when n is small but when n is large, a
smaller N can become preferable.

7.6.1.1 Synthetic Data

Setup. We first validate this on a synthetic dataset following the setup in Pukdee et al. [79]. In
this setup, the ground-truth reward function is a cosine similarity between two embedding vectors
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Figure 7.3. Test accuracy for Best-vs-Independent on synthetic data over 20 random seeds.

where this embedding is an output of a two-layer neural network. We generate the training data by
sampling n triplets from the Best-vs-Independent setting and use it to train the reward model. Here,
both base distribution and test distribution are uniform over the outcome space.

Results. Figure Figure 7.3 confirms the predicted tradeoff between margin and connectivity.
When n is small, larger N achieves higher accuracy; as n increases, the optimal N decreases. For
sufficiently large n, smaller N not only catches up to larger N but can outperform it. In particular,
for n ≥ 8192, N = 2 matches or exceeds larger N , with a gap of up to 10 percent over N = 8 at
n = 131072. This is the regime where the loss in connectivity from larger N outweighs its margin
benefit. We also plot the connectivity degree for each N , and additional Best-vs-Worst-Independent
results in Appendix F.3.5. The connectivity degree decreases as N increases and the Best-vs-Worst-
Independent setting shows the same pattern.

7.6.1.2 Real-world Data

Setup. We use prompts from UltraFeedback [271] as contexts x, and generate responses
with Llama-3.1-8B-Instruct [268] under Best-vs-Random and Best-vs-Worst sampling. We use
Skywork-Reward-V2 [272] as the target reward function, and evaluate on a binarized UltraFeedback

test set whose preference labels follow this reward. The learned reward model is a sequence classifier
built on a frozen Llama-3.1-8B-Instruct backbone with a linear reward head.

Results. Figure Figure 7.4 supports our design principle that the optimal choice of N depends
on the sample size n. When n is small, larger N yields higher accuracy. When n is large enough,
smaller N achieves similar accuracy, allowing the saved compute to be used for generating more
samples. For example, n = 2048, N = 16 achieves the same accuracy as n = 8192, N = 2, while the
latter requires only half as much generation compute. In contrast to the synthetic data, we do not
observe a crossover where smaller N outperforms larger N when n is large. One possible explanation
is that the test distribution here is not uniform over the outcome space, so connectivity may be less
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Figure 7.4. Accuracy vs. Sample size for each N for the Best-vs-Random (left) and Best-vs-Worst
(right) setting on UltraFeedback. The mean accuracy is computed over 3 random seeds and the
standard error is reported.

important than in the synthetic setting.

Additional Studies. Appendix F.3.3 reports additional ablation studies. The connectivity degree
decreases with N , consistent with our theory (Figure F.3.3). The Best-vs-Worst setting shows
the same overall pattern and outperforms Best-vs-Random when n is small, while the two perform
similarly when n is large. Across different base models, including gemma-3-12b-it [305], Qwen3-8B
[306], and Ministral-3-8B-Instruct-2512 [307], the same broad pattern holds, although the
variance is higher in the small-n regime.

7.6.2 Increasing the between mass of the base distribution can improve the
accuracy.

Beyond choosing N , our margin analysis suggests a second design principle: when the practitioner
has control over the base distribution, Pbase should place more mass between the comparisons that
matter under the target test distribution. We now test whether reshaping Pbase in this way translates
into accuracy gains.

Setup. We evaluate this design principle on 3 datasets representing safety, reasoning and
general applications: PKU-SafeRLHF [269], a dataset of prompts paired with responses annotated for
harmlessness; GSM8K [279], a collection of grade-school math word problems; and UltraFeedback

[271], a broad-coverage preference dataset spanning instruction-following, helpfulness, and honesty.
Since GSM8K is not natively a preference dataset, we construct preference pairs by pairing a randomly
chosen correct response against the highest-scoring incorrect one for each prompt. We refer to
Appendix F.3.8 for more details. For each task, we reshape the base distribution by either increasing
or decreasing the probability of responses whose scores fall into a chosen percentile band, allowing
us to concentrate or disperse mass in different parts of the quality spectrum. The midpoint of the
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percentile band is parameterized by c. We then generate Best-vs-Random preference data from the
modified base distribution with N = 4, train a reward model using the same setup as in the previous
experiments and compare test accuracy across different reshaped distributions. Full details of the
upsampling/downsampling procedure and parameterization are given in Appendix F.3.6

Results. Our goal is to understand whether reshaping the base distribution following our design
principle can improve the accuracy. Figure Figure 7.5, Figure 7.6 and Figure 7.7 compare the
test accuracy of reward models trained from BoN preference data with reshaped base distribution
against the original base distribution. Overall, the results support our prediction: increasing between
mass on the comparisons that matter for a given task tends to improve accuracy.
Safety. The clearest improvement comes from upsampling lower-score responses (c = 15) while
upsampling higher-score responses (c = 85) substantially hurts the accuracy. Downsampling
lower-score responses also hurts accuracy. The score distributions show the same pattern: the
best-performing base distribution places more mass on lower-score responses, whereas the worst-
performing one shifts mass toward higher-score responses. This supports our prediction that, for
safety tasks, keeping more mediocre responses in the base distribution increases between mass over
the comparisons that matter, namely harmful versus acceptable outputs.
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Figure 7.5. Heat map of test accuracy for different base distribution averaged over 10 random seeds,
reported with a standard error(left) and the comparison between the distribution of reward scores
between the best performing and worst performing base distribution (right) for PKU-SafeRLHF.

Reasoning. Downsampling medium-score responses (c = 50) leads to a higher accuracy while
upsampling high-score responses (c = 85) leads to a lower accuracy. This suggests that in our setup,
the useful comparisons are not between strong and very strong responses, but between plausible
but incorrect responses and the correct responses. The original base distribution is already strong:
generated responses are concentrated around reward score 25, while in the test distribution the
rejected responses average around 15 and the chosen responses around 25 (Appendix F.3.8). As a
result, pushing more mass toward the very top end reduces the between mass over the comparisons
that matter. This pattern is consistent with our theory.
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Figure 7.6. Heat map of test accuracy for different base distribution averaged over 10 random seeds,
reported with a standard error (left) and the comparison between the distribution of reward scores
between the best performing and worst performing base distribution (right) for GSM8K.

General. The key pattern is that upsampling mid-to-high score responses (c = 30, 50, 85) lowers
accuracy, while downsampling in the same region improves the accuracy. This suggests that for
this task, it is better to spread probability mass across this part of the quality range rather than
concentrate it. The distribution of the reward score provides a weaker but compatible evidence: the
worst-performing base distribution is slightly more peaked than the best-performing one.
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Figure 7.7. Heat map of test accuracy for different base distribution averaged over 10 random seeds,
reported with a standard error (left) and the comparison between the distribution of reward scores
between the best performing and worst performing base distribution (right) for UltraFeedback.

7.7 Conclusion and Future Work

We study preference data generated by Best-of-N sampling through the lens of reward learning. This
perspective lets us characterize the reward targets induced by the data, identify the trade-off between
margin and connectivity, and derive practical principles for data design. In particular, our analysis
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suggests choosing N based on the resource bottleneck, and shaping the base distribution to place
more mass between the comparisons that matter under the target test distribution. Several directions
remain open, including understanding the small-N regime, going beyond Bradley–Terry reward
learning, and determining how these data-design effects propagate to downstream policy optimization
and iterative training. More broadly, our results show that preference-data construction is not merely
a collection detail: it shapes both what reward is learned and how efficiently it can be learned.
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Chapter 8

Reliable learning in challenging
environments

Maria-Florina Balcan, Steve Hanneke, Rattana Pukdee, Dravyansh Sharma

Abstract

The problem of designing learners that provide guarantees that their predictions are provably
correct is of increasing importance in machine learning. However, learning theoretic guarantees
have only been considered in very specific settings. In this work, we consider the design and
analysis of reliable learners in challenging test-time environments as encountered in modern
machine learning problems: namely ‘adversarial’ test-time attacks (in several variations) and
‘natural’ distribution shifts. In this work, we provide a reliable learner with provably optimal
guarantees in such settings. We discuss computationally feasible implementations of the learner
and further show that our algorithm achieves strong positive performance guarantees on several
natural examples: for example, linear separators under log-concave distributions or smooth
boundary classifiers under smooth probability distributions.

8.1 Introduction

The question of providing reliability guarantees on the output of learned classifiers has been studied
previously in the classical learning setting where the training and test data are independent and
identically distributed (i.i.d.) draws from the same distribution [81–83]. Conceptually, a reliable
learner outputs a prediction and may output a correctness guarantee. We know that the learner
is correct on all points with the guarantee as long as the learning-theoretic assumptions hold, e.g.,
realizability. While a trivial model that abstains from providing any guarantee is also a reliable
learner, we are interested in a reliable learner that provides the guarantee on as many points as
possible (useful in the sense of Rivest and Sloan [81]). [82] provides a characterization of optimal
reliable learners in this classical learning setting.
However, the assumption that the training and test data are drawn from the same distribution is
often violated in practice. The mismatch may take the form of a ‘natural distribution shift’ when the
test distribution is different from the training distribution or ‘adversarial attacks’ when there is an
adversary that can perturb a test data point with the goal of changing the model prediction. This
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is frequently accompanied by a significant performance drop, as well as the inability to guarantee
the usefulness of the algorithm. As a result, there is a significant interest in the study of test-time
attacks [15, 84, 85] and distribution shift [86–88] among the applied machine learning community.
Furthermore, recently there has been growing interest in the theoretical machine learning community
for designing approaches with provable guarantees under test time attacks [89–91] as well as renewed
interest in distribution shift [92–94]. All the prior theoretical work in the literature has mainly
focused on the effect of attacks or distribution shift on average error rate (e.g. [89, 92]). However,
this neglects a major relevant concern for users of machine learning algorithms, namely the ability to
provide correctness guarantees for individual predictions: i.e., reliability. In this work, we advance
this line of work by developing a general understanding of how to learn reliably in the presence of
corruptions or changes to the test set, specifically under adversarial test-time attacks as well as
distribution shift between the training (source) and test (target) data.
Our results. We consider algorithms that provide robustly-reliable predictions which are guaranteed
to be correct under standard assumptions from statistical learning theory, for both test-time attacks
and distribution shift. Our first main set of results tackles the challenging case of adversarial test-
time perturbations. For this setting, we introduce a novel compelling reliability criterion on a learner
that particularly captures the challenge of reliability under the test-time attacks. Given a test point
z, a robustly-reliable classifier either abstains from prediction, or outputs both a prediction y and a
reliability guarantee η with the guarantee that y is correct unless one of two bad events has occurred:
1) the true target function does not belong to the given hypothesis set H or, 2) a test-point z is
perturbed from its original point by adversarial strength of at least η (measured in the relevant
metric). In the case of distribution shift, we provide novel analysis and a complexity measure that
extend the classical notion of reliable learning to the setting when the test distribution is allowed to
be an arbitrary new distribution.

8.1.1 Summary of contributions

1. We propose robustly-reliable learners for test-time attacks which guarantee reliable learning in
the presence of test-time attacks, and characterize the region of instance space where they are
simultaneously robust and reliable. Specifically, under the realizable setting, for adversarial
perturbations within metric balls around the test points, we use the radius of the metric ball as a
natural notion of adversarial strength. We output a reliability radius η with a guarantee that our
prediction on a point is correct as long as it was perturbed with a distance less than η (under a
given metric). We further show that our proposed robustly-reliable learner achieves pointwise
optimal values for this reliability radius: that is, no robustly-reliable learner can output a reliability
radius larger than our learner for any point in the instance space (Theorem G.2.1, G.2.2).

2. The pointwise optimal algorithm is easy to derive from our definition. We discuss a computationally
efficient implementation of the optimal learners. (Section 8.4).

3. We discuss variants of these algorithms and guarantees appropriate for three different variants of
adversarial losses studied in the literature: depending on whether the perturbed point must have
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the same label as the original point, or in lieu of this, whether the algorithm should predict the
true label of the perturbed point, or the same label as the original point (Definition 8.80).

4. We further introduce a safely-reliable region, which captures the challenge caused by the adversary’s
ability to perturb a test point to cause a reduction in our reliability radius (Definition 8.86).
As examples, we show that the safely-reliable region can be large for linear separators under
log-concave distributions and for classifiers with smooth decision boundaries under nearly-uniform
distributions and as a consequence, the robustly-reliable region is large as well (Theorem 8.88).

5. We extend this characterization to abstention-based reliable predictions for arbitrary adversarial
perturbation sets, where we no longer restrict ourselves to metric balls. We again get a tight
characterization of the robustly-reliable region (Theorem G.3.5).

6. We also consider reliability in the distribution shift setting where the test data points come
from a different distribution. We introduce a novel refinement to the notion of disagreement
coefficient [308], to measure the transferability of reliability guarantees across distributions.
We provide bounds on the probability mass of the reliable region under transfer for several
interesting examples including, when learning linear separators, transfer from β1 log-concave to β2
log-concave and to s-concave distributions (Theorems G.7.17, G.7.19). We additionally bound
the probability of the reliable region for learning classifiers with general smooth classification
boundaries, for transfer between smooth distributions (Theorem G.7.20).

7. We further extend our reliability results to the setting of robustness tranfer, where the test data
is simultaneously under adversarial perturbations as well as distribution shift (Section G.10).

8. Finally, we demonstrate that it is possible extend our results into the agnostic setting. (Section
8.7)

Conceptual advances over prior work.
Prior works on certified robustness [95–97] have examined pointwise consistency guarantees. The
certified robustness guarantee is only that a prediction does not change with an adversarial per-
turbation, but it does not guarantee that the prediction is correct (neither for the original point
nor the perturbation); in particular, a constant function is always certified robust but it may not
be useful. In contrast, our notion of robustly-reliable learner guarantees that, for any test point x
and perturbation z, if z has a distance less than η to x (η = reliability radius), then the prediction
will be “correct” (robust loss zero) in a sense informed by which robust loss we are addressing; we
discuss this idea for several different losses, leading to different interpretations of this guarantee.
In particular, for the stability loss, the prediction being “correct” means that it predicts the true
label of the original point x; this implies certified robustness, but is even stronger, since it also
guarantees the correct label. Prior work [309] introduces the notion of a robustly-reliable learner for
poisoning attacks which is different from our definition that is tailored to test-time attacks with a
guarantee in terms of a reliability radius. In distribution shifts setting, we are the first to assess the
transferability of reliability guarantees which differ from a widely-studied metric of average error
rate. For additional related work, we refer to Appendix G.1.
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8.2 Preliminaries and problem formulation

Let X denote the instance space and Y = {0, 1} be the label space. Let H be a hypothesis class.
The learner L is given access to a labeled sample S = {(xi, yi)}mi=1 drawn from a distribution D
over X × Y and learns a concept hL : X → Y. In the realizable setting, we assume we have a
hypothesis (concept) class H and target concept h∗ ∈ H such that the true label of any x ∈ X is
given by h∗(x). In particular, S = {(xi, h∗(xi))}mi=1 in this setting. Given the 0-1 loss function
ℓ : H × X → {0, 1}, define errS(h, ℓ) = 1

m

∑
(x,y)∈S ℓ(h, x). We use DX to denote the marginal

distribution over X . We use I[·] to denote the indicator function that takes values in {0, 1}. We also
define BH

D (h∗, r) = {h ∈ H | PrD[h(x) ̸= h∗(x)] ≤ r} as the set of hypotheses in H that disagree
with h∗ with probability at most r. During test-time, the learner makes a prediction on a test-point
z ∈ X . We consider the following settings

1. Adversarial test-time attack. We consider adversarial attacks with perturbation function
U : X → 2X that can perturb a test point x to an arbitrary point z from the perturbation set
U(x) ⊆ X [90]. We assume that the adversary has access to the learned concept hL as well as the
test point x, and can perturb this data point to any z ∈ U(x) and then provide this perturbed
data point to the learner at test-time. We want to provide pointwise robustness and reliability
guarantees in this setting. We will assume that x ∈ U(x) for all x ∈ X . For any point z, we have
U−1(z) := {x ∈ X |z ∈ U(x)}, the set of points that can be perturbed to z. We use perturbation
to refer to a point z ∈ U(x) and the perturbation sets U(x) interchangeably.

2. Distribution shift. We consider when a test point z is drawn from a different distribution from
the training samples. In this case, we want to provide a pointwise reliability guarantee. We will
discuss more on this in Section 8.5.

8.2.1 Robust loss functions

In the applied and theoretical literature, various definitions of adversarial success have been explored,
each dependent on the interpretation of robustness; depending on whether the perturbed point must
have the same label as the original point, or in lieu of this, whether the algorithm should predict
the true label of the perturbed point, or the same label as the original point. To capture these, we
formally consider the following loss functions.

Definition 8.80 (Robust loss functions). For a hypothesis h, a test point x, and a perturbation
function U , we consider the following adversarially successful events.

1. Constrained Adversary loss [14, 310]. There exists a perturbation z of x that does not
change the true label of an original point x but h(z) is incorrect.

ℓh
∗

CA(h, x) = sup
z∈U(x)

h∗(z)=h∗(x)

I[h(z) ̸= h∗(z)].

For a fixed perturbation z ∈ U(x), define ℓh∗
CA(h, x, z) = I[h(z) ̸= h∗(z) ∧ h∗(z) = h∗(x)].
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Figure 8.1. Different perturbation sets considered in ℓTL, ℓST (left), ℓCA (mid) and ℓIA (right). The
dashed line represents the decision boundary of h∗ and the background color of red and blue
represents the label 0 and 1 respectively. The ball around each point describes the possible
perturbation set U(x) and the shaded area inside each ball is the allowed perturbation. In ℓTL, ℓST,
we consider all perturbation in U(x) while in ℓCA, we consider perturbations that do not change the
true label of the perturbed point. Lastly, in ℓIA, an adversary only perturb points where the original
true label is 0.

2. True Label loss [311, 312]. There exists a perturbation z of x such that h(z) is incorrect.

ℓh
∗

TL(h, x) = sup
z∈U(x)

I[h(z) ̸= h∗(z)].

In this case, if the true label of the z changes, then the learner need to match its prediction with
the new label. For a fixed perturbation z ∈ U(x), define ℓh∗

TL(h, x, z) = I[h(z) ̸= h∗(z)].
3. Stability loss [89–91]. There exists a perturbation z of x such that h(z) is different from h∗(x).

ℓh
∗

ST(h, x) = sup
z∈U(x)

I[h(z) ̸= h∗(x)].

In this case, we focus on the consistency aspect where we want the prediction of any perturbation
z to be the same as the prediction of x and this has to be correct w.r.t. x i.e. equals to h∗(x).
For a fixed perturbation z ∈ U(x), define ℓh∗

ST(h, x, z) = I[h(z) ̸= h∗(x)].
4. Incentive-aware Adversary loss [313]. We take inspiration from economics application where

we assume that the label 1 is a more favorable outcome e.g. loan approval for which an adversary
has no incentive to make any perturbation when the original label is 1. Define the perturbation set

UIA(x, h
∗) =

{
U(x) ; h∗(x) = 0

{x} ; h∗(x) = 1

and define an incentive-aware adversary loss as

ℓh
∗

IA(h, x) = sup
z∈UIA(x,h∗)

I[h(z) ̸= h∗(x)].

For a fixed perturbation z ∈ U(x), define ℓh∗
IA(h, x, z) = I[h(z) ̸= h∗(x) ∧ z ∈ UIA(x, h

∗)].
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We say that h is robust to a perturbation function U at x w.r.t. a robust loss ℓ if ℓh∗
(h, x) = 0.

Remark. ℓST, ℓIA are robust losses that we can always evaluate in practice on the training data
since we are comparing h(z) with h∗(x) which is known to us on the training data. For ℓCA, ℓTL,
we are comparing h(z) with h∗(z) for which z may lie outside of the support of the natural data
distribution and we may not have access to h∗(z). We illustrate the relationship between these losses
by making a few useful observations.

• In the robustly-realizable case [314] when the perturbation function U does not change the
true label of any x in the training or test data, then all the losses ℓCA, ℓTL, ℓST are equivalent.
This corresponds to a common assumption in the adversarial robustness literature, that the
perturbations are “human-imperceptible”, which is usually quantified as the set of perturbations
within a small metric ball around the data point.

• We provide an illustration of the perturbation set considered in various robust losses in Figure
Figure 8.1. By considering these perturbation set, we have the following implication ℓTL → ℓCA,
ℓST → ℓCA and ℓST → ℓIA where ℓ1 → ℓ2 means robustness w.r.t. ℓ1 implies robustness w.r.t. ℓ2.

8.3 Robustly-reliable learners w.r.t. metric ball attacks

Although our robust losses are defined for any general perturbation set, we first consider the case
where the perturbation sets are balls in some metric space. Such attacks are widely studied in the
literature, in particular, for balls with bounded Lp-norm. Moreover, the radius of the metric ball
serves as a natural notion of adversarial strength that allows us to quantify the level of robustness.
We will later (Theorem G.3.5) present results for general perturbation sets as well.
LetM = (X , d) be a metric space equipped with distance metric d. We use the notation BM(x, r) =

{x′ ∈ X | d(x, x′) ≤ r} (resp. Bo
M(x, r) = {x′ ∈ X | d(x, x′) < r}) to denote a closed (resp. open)

ball of radius r centered at x. We will sometimes omit the underlying metricM from the subscript
to reduce notational clutter. We formally define a metric ball attack as follows.

Definition 8.81. Metric-ball attacks are defined as the class of perturbation functions UM = {uη :

X → 2X | uη(x) = BM(x, η)}, induced by the metricM = (X , d) defined over the instance space.

At test-time, given a test-point z ∈ X , we would like to make a prediction at z with a reliability
guarantee. We consider this type of learner, a robustly-reliable learner defined formally as follows.

Definition 8.82 (Robustly-reliable learner w.r.t.M-ball attacks). A learner L is robustly-reliable
w.r.t.M-ball attacks for hypothesis space H and robust loss function ℓ if, for any target concept
h∗ ∈ H, given S labeled by h∗, the learner outputs functions hLS : X → Y and rLS : X → [0,∞)∪{−1}
such that for all x, z ∈ X if rLS (z) = η > 0 and z ∈ Bo

M(x, η) then ℓh
∗
(hLS , x, z) = 0. Further, if

rLS (z) = 0, then h∗(z) = hLS(z).

Note that L outputs a prediction and a real value r (the “reliability radius”) for any test input.
r = −1 corresponds to abstention (even in the absence of perturbation) i.e. when the learner is
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incapable of giving a reliability guarantee for that prediction), and r = η > 0 is a guarantee from the
learner that if the adversary’s attack is in Bo

M(x, η) then we are correct i.e. if an adversary changes
the original test point x to z, the attack will not succeed if the adversarial budget is less than η.
Lastly, when r = 0, the learner provides a guarantee that the learner’s prediction at z is correct.

Definition 8.83 (Robustly-reliable region w.r.t. M-ball attacks). For a robustly-reliable learner L
w.r.t.M-ball attacks for sample S, hypothesis space H and robust loss function ℓ defined above, the
robustly-reliable region of L at a reliability level η is defined as RRL(S, η) = {x ∈ X | rLS (x) ≥ η}
for sample S and η ≥ 0.

The robustly-reliable region contains all points with a reliability guarantee of at least η. We use RRL
W

to denote robustly-reliable regions with respect to losses ℓW for W ∈ {CA,TL, ST, IA}. A natural
goal is to find a robustly-reliable learner L that has the largest robustly-reliable region possible.
First, we note that predictions that are known by the learner to be correct are still known to be
correct even when the test points are attacked. Therefore, a test point z lies in the robustly-reliable
region w.r.t. ℓCA, ℓTL, as long as we can be sure that hLS(z) is correct. This is equivalent to z being
classified perfectly, i.e. according to the true label. Therefore, the robustly-reliable region w.r.t.
ℓCA, ℓTL is given by the agreement region of the version space, which is the largest region where we
can be sure of what the correct label is in the absence of any adversarial attack [82]. We recall the
definition of version space [315] and agreement region [111, 112].

Definition 8.84. For a set H ⊆ H of hypothesis, and any set of samples S, let DIS(H) = {x ∈
X : ∃h1, h2 ∈ H s.t. h1(x) ̸= h2(x)} be the disagreement region and Agree(H) = X \ DIS(H)

be the agreement region. Let H0(S) = {h ∈ H| errS(h) = 0} be a version space: the set of all
hypotheses that correctly classify S. More generally, Hν(S) = {h ∈ H| errS(h) ≤ ν} for ν ≥ 0.

We can also characterize the robustly-reliable region with respect to other robust losses in terms of
the agreement region in the following Theorem.

Theorem 8.85. Let H be any hypothesis class. With respect to M-ball attacks and ℓW , for η ≥ 0,

(a) there exists a robustly-reliable learner L such that RRL
W (S, η) ⊇ AW , and

(b) for any robustly-reliable learner L, RRL
W (S, η) ⊆ AW .

Specifically, for the robust loss ℓW , the optimal robustly-reliable region AW are

Robust loss ℓW Optimal robustly-reliable region AW

ℓCA, ℓTL {z | z ∈ Agree(H0(S))}
ℓST {z | Bo(z, η) ⊆ Agree(H0(S)) ∧ h(z) = h(x),∀x ∈ Bo(z, η),∀h ∈ H0(S)}
ℓIA (AST ∩ {z | h∗(z) = 1}) ∪ {z | z ∈ Agree(H0(S)) ∧ h∗(z) = 0}

Proof. (Sketch) We provide the construction of the optimal robustly-reliable learner Lopt such that
RRLopt

W (S, η) ⊇ AW and later show that for any robustly-reliable learner L, we must also have
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RRL
W (S, η) ⊆ AW . We start with ℓCA, ℓTL, consider a learner Lopt that predicts using an ERM

classifier and outputs η = ∞ for all points in the agreement region of H0(S). Any prediction in
Agree(H0(S)) is reliable because it also agrees with h∗ (h∗ ∈ H0(S) by realizability). On the other
hand, for z ∈ DIS(H0(S)), there exist h1, h2 ∈ H0(S) that disagree on z. For any learner L, it is
not possible to guarantee that hL(z) is correct as we may have h∗ = h1 or h∗ = h2.
Now, for ℓST, consider a learner Lopt that classifies using an ERM but the reliability radius is now the
largest η > 0 for which Bo(z, η) ⊆ Agree(H0(S)) and h(x) = h(z), ∀ x ∈ Bo(z, η), h ∈ H0(S), else
η = 0 if z ∈ Agree(H0(S)), and −1 otherwise. The first condition guarantees that h(x) = h∗(x), ∀x ∈
Bo(z, η). Combined with the second condition we have h(z) = h(x) = h∗(x),∀x ∈ Bo(z, η).
Thus, Lopt is a robustly-reliable learner. On the other hand, for a robustly-reliable learner L,
consider z ∈ RRL

ST(S, η) for η > 0. We must have hL(z) = h∗(x), ∀x ∈ Bo(z, η). Using a similar
argument to the case for ℓCA, ℓTL, we have z ∈ Agree(H0(S)). If there exists x ∈ Bo(z, η) that
x ̸∈ Agree(H0(S)), there exists h1, h2 ∈ H0(S) that hL(z) ̸= h1(x) or hL(z) ̸= h2(x). It is not
possible to guarantee that hL(z) = h∗(x) as we may have h∗ = h1 or h∗ = h2. Therefore, we must
have Bo(z, η) ⊆ Agree(H0(S)). Finally, we cannot have x ∈ Bo(z, η) that h(z) = h∗(z) ̸= h∗(x)

since this contradict with h(z) = h∗(x). Therefore, we must have h∗(x) = h∗(z). Since we have
x ∈ Agree(H0(S)), this implies that h(x) = h(z) for h ∈ H0(S). For ℓIA, the construction is similar
to ℓST. For full proof, we refer to Appendix G.2.

For ℓST, the learner is able to certify a subset of the agreement region, which satisfies two additional
conditions: hLS must be correct on all possible points x that could be perturbed to an observed test
point z, and the true label of z should match the true label of x. We denote the second condition
of h(z) = h(x), ∀x ∈ Bo(z, η),∀h ∈ H0(S) as the label consistency condition. For ℓIA, since
robustness w.r.t. ℓST implies robustness w.r.t. ℓIA, we have AST ⊂ AIA. In addition, with an
incentive-aware adversary, whenever h(z) = 0, we must have h∗(x) = 0 since the adversary does not
perturb a data point with the original label 1. Therefore, we can additionally provide a guarantee
on z that lies in the agreement region and h(z) = 0. We remark that we can identify the term h∗(z)

for any point z ∈ Agree(H0(S)) due to the realizability assumption.
We have provided a robustly-reliable learner with the largest possible robustly-reliable region for
losses ℓCA, ℓTL, ℓST, ℓIA. However, we note that the probability mass of the robustly-reliable region
may not be a meaningful way to quantify the overall reliability of a learner because a perturbation z
may lie outside of the support of the natural data distribution and have zero probability mass. It
seems more useful to measure the mass of points x where any perturbation z of x still lies within
the robustly-reliable region. We formally define this region as the safely-reliable region.

Definition 8.86 (Safely-reliable region w.r.t. M-ball attacks). Let L be a robustly-reliable learner
w.r.t. M-ball attacks for sample S, hypothesis class H and robust loss function ℓ. The safely-reliable
region of learner L at reliability levels η1, η2 is defined as

1. SRL
CA(S, η1, η2) = {x ∈ X | BM(x, η1) ∩ {z | h∗(z) = h∗(x)} ⊆ RRL

CA(S, η2)},
2. SRL

W (S, η1, η2) = {x ∈ X | BM(x, η1) ⊆ RRL
W (S, η2)} for W ∈ {TL, ST},
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3. SRL
IA(S, η1, η2) = {x ∈ X | h∗(x) = 0 ∧BM(x, η1) ⊆ RRL

IA(S, η2)} ∪ {x ∈ X | h∗(x) = 1 ∧ x ∈
RRL

IA(S, η2))}.

The safely-reliable region contains any point that retains a reliability radius of at least η2 even after
being attacked by an adversary with strength η1. In the safely-reliable region, we consider a set of
potential natural (before attack) points x, while in the robustly-reliable region, we consider a set of
potential test points z.
In the following subsections, we show that in interesting cases commonly studied in the literature,
the probability mass of the safely-reliable region is actually quite large.

8.3.1 Safely-reliable region for linear separators under log-concave distributions
is large

We provide the probability mass of safely-reliable regions with respect to different losses for linear
separators when the data distribution follows an isotropic (mean zero and identity covariance matrix)
log-concave (logarithm of density function is concave) distribution under a bounded L2-norm ball
attack. For full proof, we refer to Appendix G.4. We will rely on the following key lemma which
states that the agreement region of a linear separator cannot contain points that are arbitrarily close
to the decision boundary of h∗ for any sample S.

Lemma 8.87. Let D be a distribution over Rd and H = {h : x→ sign(⟨wh, x⟩) | wh ∈ Rd, ∥wh∥2 =

1} be a class of linear separators. For h∗ ∈ H, for a set of samples S ∼ Dm such that there is no
data point in S that lies on the decision boundary, for any 0 < c < d, there exists δ(S, c, d) > 0 such
that for any x with c ≤ ∥x∥ ≤ d and |⟨wh∗ , x⟩| < δ, we have x ̸∈ Agree(H0(S)).

A direct implication of the lemma is that any L2-ball B(x, η) that lies in the agreement region must
not contain the decision boundary of h∗ and must contain points with the same label. This allows
us to remove the label consistency condition and instead focus on whether the ball B(x, η) lies in the
agreement region. Intuitively, the reliable region is now given by the ‘η-buffered’ agreement region
where we only select points that have a distance at least η from the boundary of the agreement
region (Figure Figure 8.2). We provide bounds for the probability mass of the safely-reliable region
below and we refer to the full proof in Appendix G.4.

Theorem 8.88. Let D be isotropic log-concave over Rd and H = {h : x → sign(⟨wh, x⟩) | wh ∈
Rd, ∥wh∥2 = 1} be the class of linear separators. Let B(·, η) be a L2 ball perturbation with radius η.
For S ∼ Dm, for m = O( 1

ε2
(VCdim(H) + ln 1

δ )), for an optimal robustly-reliable learner L,
(a) Pr(SRL

TL(S, η1, η2)) ≥ 1− 2η1 − Õ(
√
dε) with probability at least 1− δ,

(b) SRL
CA(S, η1, η2) = SRL

TL(S, η1, η2) almost surely,

(c) Pr(SRL
ST(S, η1, η2)) ≥ 1− 2(η1 + η2)− Õ(

√
dε) with probability at least 1− δ,

(d) Pr(SRL
IA(S, η1, η2)) ≥ 1− (η1 + η2)− Õ(

√
dε) with probability at least 1− δ.

The Õ-notation suppresses dependence on logarithmic factors and distribution-specific constants.
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Figure 8.2. The robustly-reliable region for ℓCA, ℓTL (left), ℓST (mid) and ℓIA(right) for linear
separators with an L2-ball perturbation. The background color of blue and red represents the
agreement region of class 1 and 0 respectively. In this case, we can remove the label consistency
condition and reduce the robustly-reliable region into the ‘η-buffered’ agreement region.

We remark that we can’t always remove the label consistency condition for a general perturbation
set. For example, consider U(x) = B(x − a, η) ∪ {x} ∪B(x + a, η), is made of two L2 balls with
center x − a, x+ a, with appropriate value of a, η, we may have each ball lie in the different side
of the agreement region so that the whole perturbation set lie in the agreement region but contain
points with different labels (Figure Figure 8.3). We also provide bounds on the probability mass
of the safely-reliable region for more general concept spaces beyond linear separators, specifically,
classifiers with smooth boundaries in Appendix G.5.

Figure 8.3. The perturbation set is represented by two dashed balls. This lies inside the agreement
region but contains points with different labels.

8.4 On computational efficiency

Given the definition, it is possible to implement computationally efficient robustly-reliable learners.
For example, for linear separator concept classes under bounded L2-norm attack. The optimal
robustly-reliable learner Lopt, described above may be implemented via a linearly constrained
quadratic program that computes the (squared) distance of the test point z to the closest point z′ in
the disagreement region. This gives us the reliability radius, since for linear separators one must
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Distribution

Distribution

Figure 8.4. The disagreement region and the agreement region under a distribution shift where P
and Q are isotropic (left) and where there is a mean shift (right).

cross the decision boundary to perturb a point to a differently labeled point

min
w,w′,z′

||z−z′||2

s.t. ⟨w, xi⟩yi ≥ 0, for each (xi, yi) ∈ S,
⟨w′, xi⟩yi ≥ 0, for each (xi, yi) ∈ S,

⟨w, z′⟩⟨w′, z′⟩ ≤ 0.

Given training sample S, for any given test point z, the learner L can efficiently compute the solution
s∗ to the above program and output

√
s∗ as the reliability radius. We show that the variant of

this objective also provides a reliability radius for a wide range of hypothesis classes under L2 ball
attacks (see Lemma G.14). In addition, we can relax this objective into a regularized objective that
gives a lower bound on the reliability radius of ||z − z∗||2, when z∗ is the solution of

h1, h2, z
∗ = argmin

h,h′,z′
||z−z′||2 + λ(R̂(h, S ∪ {(z′, 0)}) + R̂(h′, S ∪ {(z′, 1)}))

when R̂(h, S) is the empirical risk of h on S. We provide a more detailed discussion in Appendix G.6.

8.5 Robustly-reliable learning under distribution shift

We now consider the reliability aspect for distribution shift, a different kind of test-time robustness
challenge when the test data comes from a different distribution than the training data. Formally,
let P be the training distribution and let Q be the test distribution. We assume the realizable
distribution shift setting, i.e. there is a target concept h∗ ∈ H such that the true label of any x ∈ X
is given by h∗(x) at training time and test time, or errP(h

∗) = errQ(h
∗) = 0. As observed earlier,

points that are known by the learner to be correct (reliable) are still known to be correct even when
it is drawn from a different distribution. This reliability guarantee holds even when the distributions
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P and Q do not share a common support, a setting for which many prior theoretical works result in
vacuous bounds. For example, suppose X = Rn, P and Q are supported on disjoint n-balls, and H
is the class of linear separators. Then the total variation distance, the H-divergence [316, 317] as
well as the discrepancy distance [93] between P and Q are all 1. While recent work of [94] does
apply in this setting, they do not focus on the reliability guarantee. In this work, we are interested
in quantifying the transferability of reliability guarantee transfer between distributions P and Q.
We recall the notion of reliable prediction [82].

Definition 8.89 (Reliability). A learner L is reliable w.r.t. concept space H if, for any target
concept h∗ ∈ H, given any sample S labeled by h∗, the learner outputs functions hLS : X → Y and
aLS : X → {0, 1} such that for all x ∈ X if aLS(x) = 1 then hLS(x) = h∗(x). Else, if aLS(x) = 0, the
learner abstains from prediction. The reliable region of L is RL(S) = {x ∈ X | aLS(x) = 1}.

We define the following metric to measure the reliability of a learner under distribution shift.

Definition 8.90 (P→Q reliable correctness). The P→Q-reliable correctness of L (at sample rate
m, for distribution shift from P to Q) is defined as the expected probability mass of its reliable
region under Q when trained on a random training S ∼ Pm, i.e. Prx∼Q,S∼Pm [x ∈ RL(S)].

The disagreement coefficient was originally introduced to study the label complexity in agnostic active
learning [308] and is also known to characterize reliable learning in the absence of any distribution
shift [82]. We propose the following refinement to the notion of disagreement coefficient, which we
will use to give bounds on a learner’s P→Q reliable correctness.

Definition 8.91 (P→Q disagreement coefficient). For a hypothesis class H, the P→Q disagreement
coefficient of h∗ ∈ H with respect to H is given by

ΘP→Q(ε) = sup
r≥ε

PrQ[DIS(BP(h
∗, r))]

r
,

where BP(h
∗, r) = {h ∈ H | PrP [h(x) ̸= h∗(x)] ≤ r}.

This quantifies the rate of disagreement over Q among classifiers which are within disagreement-balls
w.r.t. h∗ under P , relative to the version space radius. The proposed metric is asymmetric between
P and Q, and also depends on the target concept h∗. More simple examples are in Appendix G.8.
We show that the P→Q-reliable correctness of our learner may be bounded in terms of the P→Q
disagreement coefficient using a uniform convergence based argument. The proof details are in
Appendix G.9.

Theorem 8.92. Let Q be a realizable distribution shift of P with respect to H, and h∗ ∈ H be the
target concept. Given sufficiently large sample size m ≥ c

ε2
(d+ ln 1

δ ), the P→Q-reliable correctness
of L, the optimal robustly-reliable learner, is at least

Pr
x∼Q,S∼Pm

[x ∈ RL(S)] ≥ 1−ΘP→Q · ε− δ.

Here c is an absolute constant, and d is the VC-dimension of H.
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In Appendix G.10, we show that this P → Q disagreement coefficient can be small for several
examples which implies that it is possible to transfer the reliability guarantee from one distribution
to the other. In particular, when learning linear separators, we provide bounds for transferring from
β1 log-concave to β2 log-concave and to s-concave distributions (Theorems G.7.17, G.7.19). In
addition, when learning classifiers with general smooth classification boundaries, we provide bounds
for transferring between smooth distributions (Theorem G.7.20).

8.6 Safely-reliable correctness under distribution shift

There is a growing practical [318, 319] as well as recent theoretical interest [320] in the setting
of ‘robustness transfer’, where one simultaneously expects adversarial test-time attacks as well as
distribution shift. We will study the reliability aspect for this more challenging setting. We note that
the definition of a robustly-reliable learner does not depend on the data distribution (see Definition
8.82) as the guarantee is pointwise. Our optimality result in Section 8.3 applies even when a test
point is drawn from a different distribution Q. In this case, the safely-reliable region instead would
have a different probability mass.

Definition 8.93 (P→Q safely-reliable correctness). The P→Q safely-reliable correctness of L (at
sample rate m, for distribution shift from P to Q, w.r.t. robust loss ℓ) is defined as the probability
mass of its safely-reliable region under Q, on a sample S ∼ Pm, i.e.

PQRL
ℓ (S, η1, η2) := Pr

x∼Q,S∼Pm
[x ∈ SRL

ℓ (S, η1, η2)].

We consider an example when the training distribution P is isotropic log-concave and the test
distribution Qµ is log-concave with its mean shifted by µ but the covariance matrix is still an identity
matrix (see Figure Figure 8.4, right). We provide the bound on the P→Q safely-reliable correctness
of this example in Appendix G.10 (see Theorem G.10.23).

8.7 Reliability in the agnostic setting

In the above, we have assumed that the training samples S are realizable under our concept class H,
i.e. there is a target concept h∗ consistent with our (uncorrupted) data. In the agnostic setting, we
can have minh∈H errS(h) > 0, meaning no single concept is always correct. We define a ν-tolerably
robustly-reliable learner under test-time attacks in the agnostic setting as the learner whose reliable
predictions agree with every low-error hypothesis (error at most ν) on the training sample ([309]
have proposed the corresponding definition for data poisoning attacks).

Definition 8.94 (ν-tolerably robustly-reliable learner w.r.t.M-ball attacks). A learner L is robustly-
reliable w.r.t. M-ball attacks for sample S, hypothesis space H and robust loss function ℓ if, for
every concept h∗ ∈ H with errS(h

∗) ≤ ν, the learner outputs functions hLS : X → Y and rLS : X →
[0,∞) ∪ {−1} such that for all x, z ∈ X if rLS (z) = η > 0 and z ∈ Bo

M(x, η) then ℓh
∗
(hLS , x, z) = 0.

Further, if rLS (z) = 0, then h∗(z) = hLS(z). Given sample S such that some concept h∗ ∈ H satisfies
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errS(h
∗) ≤ ν, the robustly-reliable region of L is defined as RRL(S, ν, η) = {x ∈ X | rLS (x) ≥ η} for

ν, η ≥ 0.

We generalize our results from Section 8.3 to the agnostic setting (proof details in Appendix G.11).
Here Hν(S) = {h ∈ H | errS(h) ≤ ν}.

Theorem 8.95. Let H be any hypothesis class. With respect to M-ball attacks and ℓCA, for η ≥ 0,

(a) There exists a robustly-reliable learner L such that RRL
CA(S, ν, η) ⊇ Agree(Hν(S)),

(b) For any robustly-reliable learner L, RRL
CA(S, ν, η) ⊆ Agree(Hν(S)).

8.8 Discussion

In this work, we generalize the classical line of works on reliable learning to address challenging
test-time environments. We propose a novel robustly-reliability criterion that is applicable to
several variations of test-time attacks. Our analysis leads to an easy-to-derive algorithm that can be
implemented efficiently in many cases. Additionally, we introduce a P → Q disagreement coefficient to
capture the transferability of the reliability guarantee between distributions. The proposed robustly-
reliability criterion and the P → Q disagreement coefficient together provide a comprehensive
framework for handling test-time attacks and evaluating the reliability of learning models. This
contributes to the advancement of reliable learning methodologies in the face of challenging real-world
scenarios, facilitating the development of more resilient and trustworthy machine learning systems.
Notably, key questions remain open, including, how to efficiently implement the algorithm for a class
of neural networks, and how to learn reliably with respect to any general robust loss function?

8.9 Acknowledgements

This work was supported in part by NSF grants CCF-1910321 and SES-1919453, the Defense
Advanced Research Projects Agency under cooperative agreement HR00112020003, a Bloomberg
Data Science PhD fellowship, and a Simons Investigator Award.

116



Chapter 9

Nash Equilibria and Pitfalls of
Adversarial Training in Adversarial
Robustness Games

Maria-Florina Balcan, Rattana Pukdee, Pradeep Ravikumar, Hongyang Zhang

Abstract

Adversarial training is a standard technique for training adversarially robust models. In
this paper, we study adversarial training as an alternating best-response strategy in a 2-player
zero-sum game. We prove that even in a simple scenario of a linear classifier and a statistical
model that abstracts robust vs. non-robust features, the alternating best response strategy of
such game may not converge. On the other hand, a unique pure Nash equilibrium of the game
exists and is provably robust. We support our theoretical results with experiments, showing the
non-convergence of adversarial training and the robustness of Nash equilibrium.

9.1 Introduction

Deep neural networks have been widely applied to various tasks [122, 123]. However, these models
are vulnerable to human-imperceptible perturbations, which may lead to significant performance
drop [14, 84]. A large body of works has improved the robustness of neural networks against such
perturbations. For example, Adversarial Training [15] (AT) is a notable technique that trains a
robust model by two alternative steps: 1) finding adversarial examples of training data against the
current model; 2) updating the model to correctly classify the adversarial examples and returning
to step 1). This procedure has a strong connection with an alternating best-response strategy in a
2-player zero-sum game. In particular, we consider a game between an adversary (row player) and a
defender (column player). At each time t, a row player outputs a perturbation function that maps
each data point to a perturbation, and a column player selects a model. Given a loss function, the
utility of the row player is the expected loss of the model on the perturbed data and the utility
of the column player is the negative expected loss. Therefore, steps 1) and 2) correspond to both
players’ actions that maximize their utility against the latest action of the opponents.

117



In this work, we show that for the adversarial robustness game, even in a simple setting, the
alternating best-response strategy may not converge. We consider a general symmetric independent
distribution beyond the symmetric Gaussian distribution which was typically assumed in the prior
works [105, 106]. We call this game the Symmetric Linear Adversarial Robustness (SLAR) game.
The challenge is that SLAR is not a convex-concave game, and so those known results on convex-
concave zero-sum games do not apply in our setting. One of our key contributions is to analyze the
dynamics of adversarial training in the SLAR game which sheds light on the behavior of adversarial
training in general. On the other hand, we prove the existence of a pure Nash equilibrium and show
that any Nash equilibrium provably leads to a robust classifier, i.e., a classifier that puts zero weight
on the non-robust features. The Nash equilibrium is unique where any two Nash equilibria select
the same classifier. Our finding motivates us to train a model that achieves a Nash equilibrium.
For linear models, there is a closed-form solution of adversarial examples for each data point
[101, 105]. Different from the alternating best-response strategy, we also study the procedure of
substituting the closed-form adversarial examples into the inner maximization problem and reducing
the problem to a standard minimization objective. We refer to this procedure as Optimal Adversarial
Training (OAT). [105] has shown that OAT leads to a robust classifier under symmetric Gaussian
distributions. We extend their results by showing that the same conclusion also holds for the SLAR
game. We support our theoretical results with experiments, demonstrating that standard adversarial
training does not converge while a Nash equilibrium is robust.

9.2 Related work
9.2.1 Adversarial Robustness

Variants of adversarial training methods have been proposed to improve adversarial robustness
of neural networks [18, 321–325]. Recent works utilize extra unlabeled data [17, 326–328] or
synthetic data from a generative model [329, 330] to improve the robust accuracy. Another line of
works consider ensembling techniques [331–334]. A line of theoretical works analyzed adversarial
robustness by linear models, from the trade-off between robustness and accuracy [105, 335, 336],
to the generalization property [337]. Recent works further analyze a more complex class of models
such as 2-layer neural networks [338–341].
Specifically, prior works considered adversarial robustness as a 2-player zero-sum game [99–103]. For
instance, [99] proved that randomized smoothing [96] and FGSM attack [84] form Nash equilibria.
[101] introduced a framework to find adversarial examples that transfer to an unseen model in the
same hypothesis class. While most works focused on the existence of Nash equilibrium and proposed
algorithms that converge to the equilibrium, to the best of our knowledge, no prior works showed
that a Nash equilibrium is robust.
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9.2.2 Dynamics in Games

The dynamics of a 2-player zero-sum game has been well-studied, especially when each player takes an
alternating best-response strategy in the finite action space. A classical question is whether players’
actions will converge to an equilibrium as the two players alternatively play a game [342, 343]. It is
known that the alternating best-response strategy converges to a Nash equilibrium for many types
of games, such as potential games [344], weakly acyclic games [345], aggregative games [346], super
modular games [347], and random games [348, 349]. However, this general phenomenon does not
necessarily apply to the adversarial robustness game, as these results rely on specific properties of
those games. In addition, there are also works on different strategies such as fictitious play [350–
353] and its extension to an infinite action space [354, 355] or continuous time space [356, 357].
Furthermore, there is a connection between a 2-player zero-sum game with online learning where
it is possible to show that an average payoff of a player with a sub-linear regret algorithm (such
as follow the regularized leader or follow the perturbed leader) converges to a Nash equilibrium
[358–360]. However, [361] studied the dynamics of such no-regret algorithms and showed that when
both players play the follow-the-regularized-leader algorithms, the actions of each player do not
converge to a Nash equilibrium with a cycling behavior in the game.

9.3 Setup

We consider a binary classification problem where we want to learn a linear function f : Rd → R,
such that our prediction is given by sign(f(x)). Let D be the underlying distribution of (x, y) and
let x = [x1, . . . , xd]. We assume that the distribution of each feature xi has a symmetrical mean and
is independent of the others given the label.

Assumption 9.96. (Symmetrical mean) The mean of each feature xi is symmetrical over class
y = −1, 1,

E[xi|y] = yµi

for y = −1, 1, where µi is a constant.

Assumption 9.97. (Independent features given the label) Each feature xi is independent of each
other given the label.

We study this problem on a soft-SVM objective

min
w
L(w), (9.1)

where

L(w) = E(x,y)∼D[max(0, 1− yw⊤x)] +
λ

2
||w||22.

and λ is the regularization parameter. Assume that at the test time, we have an adversarial
perturbation function δ : D → B(ε), B(ε) = {a : ||a||∞ ≤ ε}, that adds a perturbation δ(x, y) to a
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feature of each point (x, y). Our goal is to learn a function f that makes correct predictions on the
perturbed data points. We denote ε as the perturbation budget. For a given perturbation budget ε,
we divide all features xi’s into robust features and non-robust features.

Definition 9.98 (Non-robust feature). A feature xi is non-robust when the perturbation budget is
larger than or equal to the mean of that feature

|µi| ≤ ε.

Otherwise, xi is a robust feature.

We discuss non-robust features in more details in Appendix H.2.

9.3.1 Symmetric Linear Adversarial Robustness Game

Figure 9.1. The space of two non-robust features, where the red and blue circles are for class
y = −1, 1, respectively. Dashed lines represent a decision boundary of each model and background
colors represent their prediction. The figure on the left is the original distribution. The adversary
can always shift the mean of non-robust features across the decision boundary. A model trained
with adversarial examples has to flip the decision boundary at every iteration. For example, the
adversary shifts the red and blue circle across the original decision boundary leading to a decision
boundary flip for a model trained on the perturbed data (second figure from the left).

We formulate the problem of learning a robust function f as a 2-player zero-sum game between an
adversary (row player) and a defender (column player). The game is played repeatedly where at
each time t, the row player outputs a perturbation function δ(t) : D → B(ε) that maps each data
point in D to a perturbation while the column player outputs a linear function f (t) = (w(t))⊤x. The
utility of the row player is given by

Urow(δ
(t), w(t)) := E(x,y)∼D[l(δ

(t), w(t), x, y)] +
λ

2
||w(t)||22,

where

l(δ, w, x, y) = max(0, 1− yw⊤(x+ δ(x, y))).

The goal of the row player is to find a perturbation function that maximizes the expected loss of
the perturbed data given a model from the column player. The utility of the column player is the
negative expected loss:
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Ucol(δ
(t), w(t)) = −Urow(δ

(t), w(t)),

where the column player wants to output a model that minimizes the expected loss given the
perturbed data.

9.3.2 Adversarial Training as An Alternating Best-Response Strategy

Recall that in AT [15], we first find the “adversarial examples”, i.e., the perturbed data points that
maximize the loss. We then optimize our model according to the given adversarial examples. In the
game-theoretic setting, AT is an alternating best-response strategy:

1. The row player submits a perturbation function that maximizes the utility from the last
iteration:

δ(t) = argmax
δ:D→B(ε)

Urow(δ, w
(t−1)).

2. The column player chooses a model that maximizes the utility given the perturbation δ(t):

w(t) = argmax
w∈Rd

Ucol(δ
(t), w).

In practice, we achieve an approximation of the w(t) via stochastic gradient descent and an approxi-
mation of each instance δ(t)(x, y) by projected gradient descent [15].

9.4 Non-convergence of Adversarial Training

In this section, we start with the dynamics of AT on a SLAR game. We then provide an example of
a class of data distributions on which AT does not converge. A key property of such distributions is
that it has a large fraction of non-robust features.
It is known that we have a closed form solution for the worst-case adversarial perturbation w.r.t. a
linear model [101, 105].

Lemma 9.99. For a fixed w, for any (x, y) ∼ D, the perturbation δ(x, y) = −yε sign(w) maximizes
the inner optimization objective

max
δ∈B(ε)

max(0, 1− yw⊤(x+ δ)),

where

sign(x) =


1, if x > 0;
0, if x = 0;
−1, if x < 0.

When x is a vector, sign(x) is applied to each dimension. We denote this as the worst-case
perturbation.
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We note that the worst-case perturbation does not depend on the feature x, which means any
point in the same class has the same perturbation. Intuitively, the worst-case perturbation shifts
the distribution of each class toward the decision boundary. Since there is no other incentive for
the adversary to choose another perturbation, we assume that the AT always picks the worse-
case perturbation δ(x, y) = −yε sign(w). This implies that at time t, the row player submits the
perturbation function δ(t) such that

δ(t)(x, y) = −yε sign(w(t−1)).

However, later in this work, we do not restrict our action space to only the worst-case perturbations
when analyzing a Nash equilibrium. Now, we can derive the dynamics of AT. We prove that for
non-robust features xi’s, if a column player puts a positive (negative) weight of the model on xi at
time t, then the model at time t+ 1 will put a non-positive (non-negative) weight on xi.

Theorem 9.100 (Dynamics of AT). Consider applying AT to learn a linear model f(x) = w⊤x.
Let w(t) = [w

(t)
1 , w

(t)
2 , . . . , w

(t)
d ] be the parameter of the linear function at time t. For a non-robust

feature xi,

1. If w(t)
i > 0, we have w(t+1)

i ≤ 0;

2. If w(t)
i < 0, we have w(t+1)

i ≥ 0.

for all time t > 0.

Proof. The key intuition is that mean of non-robust features is smaller than the perturbation budget,
and the adversary can always shift the mean of these features across the decision boundary. Therefore,
if we want to train a model to fit the adversarial examples, we have to flip the decision boundary at
every iteration (Figure Figure 9.1). Formally, consider a non-robust feature xi with w(t)

i > 0, the
perturbation at time t+ 1 of feature xi is given by

δ
(t+1)
i (x, y) = −yε sign(w(t)

i ) = −yε.

The mean of the feature xi of the adversarial examples at time t+ 1 of class y = 1 is given by

µ
(t+1)
i = E[xi + δ

(t+1)
i (x, y)|y = 1] = µi − ε ≤ |µi| − ε < 0.

The final inequality holds because xi is a non-robust feature. We note that for a linear classifier
under SVM-objective, when the mean µ(t+1)

i < 0 we must have w(t+1)
i ≤ 0 (see Lemma H.1).

Theorem 9.100 implies that the difference between the consecutive model weight is at least the
magnitude of weight on non-robust features.

Corollary 9.101. Consider applying AT to learn a linear model f(x) = w⊤x. Let w(t) = [w
(t)
1 , w

(t)
2 , . . . , w

(t)
d ]

be the parameters of the linear function at time t. We have

||w(t+1) − w(t)||22 ≥
∑
|µi|<ε

(w
(t)
i )2.
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If a large fraction of the model weight is on the non-robust features at each time t, then the model
will not converge. We provide an example of data distributions where, when we train a model with
AT, our model will always rely on the non-robust features at time t. We consider the following
distribution:

Definition 9.102 (Data distribution with a large fraction of non-robust features). Let the data
distribution be as follows

1. y∼unif{−1,+1}

2. x1 =

{
+y, w.p. p;
−y, w.p. 1− p,

3. xj |y is a distribution with mean yµj and variance σ2j , where ε > µj > 0 , for j = 2, 3, . . . , d+1.

Given a label y, the first feature x1 takes 2 possible values, y with probability p and −y with
probability 1− p. We note that x1 is the true label with probability p and is robust to adversarial
perturbations. On the other hand, for j ≥ 2, feature xj is more flexible where it can follow any
distribution with a condition that the feature must be weakly correlated with the true label in
expectation. Each feature might be less informative compared to x1 but combining many of them
can lead to a highly accurate model. We note that xj is non-robust since its mean is smaller than
the perturbation budget.
The data distribution is a specification of our setup in Section 9.3 where we have a significantly
large number of non-robust features compared to the robust features. This distribution is inspired
by the one studied in [105], where they showed that standard training on this type of distribution
(when features j = 2, . . . , d+1 are Gaussian distributions) leads to a model that relies on non-robust
features. We generalize their result to a scenario when xj can follow any distribution (see Appendix
H.3). We note that the lack of assumption on each distribution is a key technical challenge for our
analysis.

Theorem 9.103 (Adversarial training uses non-robust feature (simplified version)). Let the data
distribution follows the distribution as in Definition 9.102. Consider applying AT to learn a linear
model f(x) = w⊤x. Assume that ε > 2µj for j = 2, . . . , d+ 1. Let w(t) = [w

(t)
1 , w

(t)
2 , . . . , w

(t)
d+1] be

the parameter of the linear function at time t. If

p < 1−

(
1

2
(
σmax

||µ′||2
+

λ

2||µ′||22
) +

1

2

√
2

λ
σmax

)
, (9.2)

where

σi ≤ σmax, µ′ = [0, µ2, . . . , µd+1],

then

d+1∑
j=2

(w
(t)
j )2 ≥ ||w(t)||22(1− ε)2

(1− ε)2 +
∑d+1

j=2(µj + ε)2
.
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(For simplicity, we also assume that σmax ≥ 1. For a tighter bound, see Appendix H.4).

Since, features j = 2, . . . , d+ 1 are not robust, Theorem 9.103 implies that a model at time t will
put at least

(1− ε)2

(1− ε)2 +
∑d+1

j=2(µj + ε)2

fraction of weight on non-robust features. We note that the term ||µ′||2 at the denominator of
condition (9.2) grows asO(d). Therefore, if the number of non-robust features d and the regularization
parameter λ is large enough then the condition (9.2) holds. We discuss the full version of this
theorem in Appendix H.4. Next, we prove that the magnitude ||w(t)||2 is bounded below by a
constant (see Lemma H.5) which implies that ||w(t)||2 does not converge to zero. Therefore, we can
conclude that a model trained with AT puts a non-trivial amount of weights on non-robust features
at each iteration. This implies that AT does not converge.

Theorem 9.104 (AT does not converge (simplified)). Let the data follow the distribution as in
Definition 9.102. Assume that the variance σ2j is bounded above and ε > 2µj for j = 2, . . . , d+ 1.
Consider applying AT to learn a linear model f(x) = w⊤x on the SVM objective Let w(t) be the
parameter of the linear function at time t. If the number of non-robust feature d and the regularization
parameter λ is large enough then w(t) does not converge as t→∞.

9.5 Properties of the Nash Equilibrium

Recall the definition of a Nash equilibrium:

Definition 9.105 (Nash Equilibrium). For a SLAR game, a pair of actions (δ∗, w∗) is called a pure
strategy Nash equilibrium if the following hold

sup
δ
Urow(δ, w

∗) ≤ Urow(δ
∗, w∗) ≤ inf

w
Urow(δ

∗, w).

From this definition, we note that for any fixed w∗, the inequality

sup
δ
Urow(δ, w

∗) ≤ Urow(δ
∗, w∗)

holds if and only if δ∗ is optimal. We know that the worst-case perturbation δ∗(x, y) = −yε sign(w∗)

satisfies this condition. However, the optimal perturbations might not be unique because of the
max(0, ·) operator in the hinge loss. For instance, for a point that is far away enough from the
decision boundary that the worst-case perturbation still leads to a zero loss

1− yw⊤(x+ δ∗(x, y)) ≤ 0,

any perturbation δ(x, y) will lead to a zero loss

1− yw⊤(x+ δ(x, y)) ≤ 0.
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Therefore, any perturbation δ leads to the same utility (Figure Figure 9.2). On the other hand, if
the worst-case perturbation leads to a positive loss, we can show that the optimal perturbation must
be the worst-case perturbation.

Figure 9.2. For points that are far enough from the decision boundary, any perturbation is optimal.

Lemma 9.106. For a fixed w and any (x, y) ∼ D, if

1− yw⊤(x− yε sign(w)) > 0,

then the optimal perturbation in is uniquely given by δ∗(x, y) = −yε sign(w). Otherwise, any
perturbation B(ε) is optimal.

On the other hand, for any fixed δ∗, the inequality

Urow(δ
∗, w∗) ≤ inf

w
Urow(δ

∗, w)

holds when w∗ is an optimal solution of a standard SVM objective on the perturbed data distribution
(x+ δ∗(x, y), y) ∼ D + δ∗. We know that for a fixed δ∗, we have a unique w∗ (Lemma H.6). Now,
we show that a Nash equilibrium exists for the SLAR game.

Theorem 9.107 (Existence of Nash equilibrium). A Nash equilibrium exists for the SLAR game.

Proof. We will prove this by construction. Without loss of generality, let feature xi be a robust
feature with µi > 0 for i = 1, . . . , k and let feature xj be a non-robust feature for j = k + 1, . . . , d.
Consider a perturbation function δ∗ such that
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δ∗(x, y) = [−yε, . . . ,−yε︸ ︷︷ ︸
k

,−yµk+1, . . . ,−yµd︸ ︷︷ ︸
d−k

].

Intuitively, δ∗ shifts the distribution of non-robust features by the same distance of their mean so
that non-robust features have zero mean, in the perturbed data. Let w∗ be an optimal solution of a
standard SVM objective on the perturbed data distribution D + δ∗, which is known to be unique
(Lemma H.6). We will show that a pair (δ∗, w∗) is a Nash equilibrium. By the definition of w∗, it is
sufficient to show that

sup
δ
Urow(δ, w

∗) ≤ Urow(δ
∗, w∗).

First, we will show that w∗
i ≥ 0 for i = 1, . . . , k and w∗

j = 0 for j = k + 1, . . . , d. We consider the
mean of each feature on the perturbed data,

1. For a robust feature xi, we have

E[xi + δ∗i (x, y)|y = 1] = µi − ε > 0.

2. For a non-robust feature xj , we have

E[xj + δ∗j (x, y)|y = 1] = µj − µj = 0.

From Lemma H.1 and Corollary H.2 we can conclude that w∗
i ≥ 0 for i = 1, . . . , k and w∗

j = 0

for j = k + 1, . . . , d. Next, we will show that δ∗ is optimal. Recall that for a fixed model w∗, the
worst-case perturbation is given by

δ(x, y) = −yε sign(w∗)

= [−yε sign(w∗
1), . . . ,−yε sign(w∗

k), 0, . . . , 0︸ ︷︷ ︸
d−k

].

Although δ(x, y) ̸= δ∗(x, y), we note that if w∗
i = 0, any perturbation of a feature xi would still lead

to the same loss

w∗
i (xi + δi(x, y)) = w∗

i (xi + δ∗i (x, y)) = 0.

This implies that

Urow(δ
∗, w∗) = Urow(δ, w

∗) = sup
δ
Urow(δ, w

∗).

Therefore, δ∗ is also an optimal perturbation function. We can conclude that (δ∗, w∗) is a Nash
equilibrium.

We can show further that for any Nash equilibrium, the weight on non-robust features must be zero.
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Theorem 9.108 (Nash equilibrium is robust). Let (δ∗, w∗) be a Nash equilibrium of the SLAR
game. For a non-robust feature xi we must have w∗

i = 0.

Proof. (Sketch) Let (δ∗, w∗) be a Nash equilibrium. Let xi be a non-robust feature. We will show
that w∗

i = 0 by contradiction. Without loss of generality, let w∗
i > 0. Let the risk term in the SVM

objective when wi = w, wj = w∗
j for j ̸= i and δ = δ∗ be

Li(w|w∗, δ∗) := E[li(x, y, w|w∗, δ∗)].

when

li(x, y, w|w∗, δ∗) = max(0, 1− y
∑
j ̸=i

w∗
j (xj + δ∗j (x, y)))

− yw(xi + δ∗i (x, y)).

We will show that when we set w∗
i = 0, the risk term does not increase, that is,

Li(w∗
i |w∗, δ∗) ≥ Li(0|w∗, δ∗).

We use li(x, y, w) to refer to li(x, y, w|w∗, δ∗) for the rest of this proof. Considering each point (x, y),
we want to bound the difference

li(x, y, w
∗
i )− li(x, y, 0).

The key idea is to utilize the optimality of δ∗(x, y). From Lemma 9.106, we know that when the
worst-case perturbation leads to a positive loss, the perturbation δ∗(x, y) must be the worst-case
perturbation. If

1− y
∑
j

w∗
jxj + ε

∑
j

|w∗
j | > 0,

we must have

δ∗j (x, y) = −yε sign(wj),

for all j. For example, assume this is the case we have 2 sub-cases
Case 1.1:

1− y
∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j | ≥ 0.

In this case, we have
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li(x, y, w
∗
i )− li(x, y, 0)

= max(0, 1− y
∑
j

w∗
j (xj + δ∗j (x, y)))

−max(0, 1− y
∑
j ̸=i

w∗
j (xj + δ∗j (x, y)))

= max(0, 1− y
∑
j

w∗
jxj + ε

∑
j

|w∗
j |)

−max(0, 1− y
∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j |)

= (1− y
∑
j

w∗
jxj + ε

∑
j

|w∗
j |)

− (1− y
∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j |)

= −yw∗
i xi + ε|w∗

i |.

We observe that as xi is a non-robust feature, we have

E[−yw∗
i xi + ε|w∗

i |] ≥ |w∗
i |(ε− µi) > 0. (9.3)

Case 1.2:

1− y
∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j | < 0.

In this case, we have

li(x, y, w
∗
i )− li(x, y, 0)

= max(0, 1− y
∑
j

w∗
j (xj + δ∗j (x, y)))

−max(0, 1− y
∑
j ̸=i

w∗
j (xj + δ∗j (x, y)))

= max(0, 1− y
∑
j

w∗
jxj + ε

∑
j

|w∗
j |)

−max(0, 1− y
∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j |)

= (1− y
∑
j

w∗
jxj + ε

∑
j

|w∗
j |)− 0

≥ 0.

From Equation (9.3), the lower bound in this Case 1.1 is positive in expectation. However, we
note that the condition depends on the rest of the feature xj when j ̸= i, so we can’t just take the
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expectation. In addition, there is also a case when the optimal perturbation is not unique, that is
when

1− y
∑
j

w∗
jxj + ε

∑
j

|w∗
j | ≤ 0.

We handle these challenges in the full proof in Appendix H.6. Once we show that the risk term in
the utility when w∗

i ̸= 0 is no better than when w∗
i = 0, we note that the regularization term when

w∗
i = 0 is higher,

λ

2

∑
j

(w∗
j )

2 >
λ

2

∑
j ̸=i

(w∗
j )

2.

Therefore, we can reduce the SVM objective by setting w∗
i = 0. This contradicts the optimality of

w∗. By contradiction, we can conclude that if a feature i is not robust, then w∗
i = 0.

Furthermore, we can show that any two Nash equilibria output the same model.

Theorem 9.109 (Uniqueness of Nash equilibrium). Let (δu, u), (δv, v) be Nash equilibrium of the
SLAR game then we have u = v.

Proof. Let (δu, u), (δv, v) be Nash equilibrium of the SLAR game. We know that

Urow(δv, u) ≤ Urow(δu, u) ≤ Urow(δu, v),

and

Urow(δu, v) ≤ Urow(δv, v) ≤ Urow(δv, u).

From these inequalities, we must have

Urow(δv, u) = Urow(δu, u) = Urow(δu, v) = Urow(δv, v).

From Lemma H.6, we know that for a given perturbation function, we have a unique solution of the
SVM objective on the perturbed data. Therefore,

Urow(δu, u) = Urow(δu, v)

implies that we must have u = v.

Since we have a construction for a Nash equilibrium in Theorem 9.107, Theorem 9.109 implies that
any Nash equilibrium will have the same model parameter as in the construction. This also directly
implies that any Nash equilibrium is a robust classifier.
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9.5.1 Optimal Adversarial Training

We note that in the SLAR game, we have a closed-form solution of worst-case perturbations in terms
of model parameters,

δ∗(x, y) = −yε sign(w).

We can substitute this to the minimax objective

min
w

max
δ
Urow(δ, w),

to directly solve for a Nash equilibrium. The objective is then reduced to a minimization objective

min
w

E[max(0, 1− yw⊤(x− yε sign(w)))] + λ

2
||w||22.

We denote this as Optimal Adversarial Training (OAT). We note that [105] analyze OAT when the
data distribution is Gaussian distributions and show that directly solving this objective lead to a
robust model. We further show that OAT also leads to a robust model for any SLAR game.

Theorem 9.110 (Optimal adversarial training leads to a robust model). In the SLAR game, let
w∗ = [w∗

1, . . . , w
∗
d] be a solution of OAT then for a non-robust feature xi, we have w∗

i = 0.

We defer the proof to Appendix H.7.

9.6 Experiments

We illustrate that the theoretical phenomenon also occurs in practice. We provide an experiment
comparing the convergence and robustness of AT and OAT on a synthetic dataset. Though our
theoretical finding works for much broader data distributions, the construction of our experimental
setup is as follows

1. y∼unif{−1,+1},

2. x1 =

{
+y, w.p. p;
−y, w.p. 1− p,

3. xj |y ∼ N (yµ, σ2).

We choose parameters d = 2, 000, p = 0.7, µ = 0.01, σ = 0.01 and set the perturbation budget
ε = 0.02. This is an example of a distribution from Definition 9.102. The size of the training and
testing data is 10,000 and 1,000, respectively. We use SGD with an Adam [362] optimizer to train
models. For more details, we refer to Appendix H.8
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Figure 9.3. ||w(t+1) − w(t)||2 of a linear model trained with AT and OAT.

9.6.1 Non-convergence of Adversarial Training

First, we calculate the difference between weight ||w(t+1) − w(t)||2 for each timestep t. We can see
that for a model trained with AT, ||w(t+1) − w(t)||2 is fluctuating while the value from a model
trained with OAT is more stable (see Figure Figure 9.3).

9.6.2 Robustness

Next, we investigate the robustness of each strategy. Since our model is linear, it is possible to
calculate the distance between a point and the model’s decision boundary. If the distance exceeds
the perturbation budget ε then we say that the point is certifiably robust. We plot the standard
accuracy and certified robust accuracy (robust and correct) of AT and OAT (see Figure Figure 9.4).
We found that while the model trained with AT achieves a perfect standard accuracy, the model
achieves zero certified robust accuracy.
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Figure 9.4. Standard accuracy and certified robust accuracy of a linear model trained with AT and
OAT.

One explanation is Theorem H.4.9, which states that AT can lead to a model that puts non-trivial
weight on non-robust features. In our dataset, feature j for j = 2, . . . , d + 1 are non-robust but
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predictive so that if our model relies on these features, we can have high standard accuracy but low
robust accuracy. We can see that a model trained with AT puts more weight on non-robust features
(see Figure Figure 9.5) and puts a higher magnitude on the positive weight which help the model
to achieve 100 percent standard accuracy. On the other hand, the model trained with OAT achieves
70 percent standard accuracy and robust accuracy. The number is consistent with our construction,
where we assume that the robust feature is correct with probability 0.7. In addition, we can see
that OAT leads to a model that puts a much lower weight on the non-robust features (see Figure
Figure 9.5). This is consistent with our theoretical finding that OAT leads to a robust classifier.
We note that the weights are not exactly zero because we use SGD to optimize the model.
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Figure 9.5. Weights of non-robust features at time t = 50.

9.7 Discussion

In this work, we study the dynamics of adversarial training from a SLAR game perspective. Our
framework is general since the SLAR game does not make any assumption on the data distribution
except that it has the symmetric means and the features given the label are independent of others.
We find that iteratively training a model on adversarial examples does not suffice for a robust model,
as the model manages to pick up signals from non-robust features at every epoch. One factor that
leads to this phenomenon is a worst-case perturbation, which shifts the distribution across the
decision boundary far enough so that the perturbed feature is predictive. On the other hand, we
prove the existence, uniqueness, and robustness properties of a Nash equilibrium in the SLAR game.
We note that this game has an infinite action space and is not a convex-concave game. Surprisingly,
a perturbation function that leads to a Nash equilibrium is not the worst-case perturbation but is the
one that perturbs the non-robust features to have zero means. Intuitively, this prevents the model
from relying on non-robust features. In contrast of AT, the worst-case perturbation in OAT leads to
a robust model. We remark that in our analysis, we assume that each player can find the optimal
solution of their strategy at every iteration. This may not hold in practice since PGD or SGD are
usually deployed to optimize for the optimal solution. However, our analysis serves as a foundation
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for future research on adversarial robustness game when the current assumption does not hold. That
is, studying OAT in the regime when we do not have access to the closed-form adversarial examples,
such as when our model is a neural network, would be an interesting future direction.
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Appendix A

Supplementary Material for Chapter 4: Learning from

Weak Labelers as Constraints

A.1 Additional related work
A.1.1 Programmatic Weak Supervision.

Programmatic weak supervision [19], is a learning paradigm where subject matter expert encodes
their domain knowledge in terms of weak labelers (labeling functions). These are functions that either
provide labels (weak labels) or abstain from prediction on any input. The key question is how to learn
from such weak labels that are potentially noisy. A general approach involves two steps of aggregating
weak labels into less noisy labels and then training a discriminative classifier on the inferred labels.
Various statistical label models have been developed for label aggregation, and most of these only
depend on the weak labels [19–25]. Recent methods incorporate the input information into this
weakly supervised learning pipeline [59, 165, 363] e.g. smoothness of the label with respect to the
input instance or pretrained-embedding. Alternatively, there is a line of works that learns from weak
labels in an end-to-end fashion. The label model and the discriminative model are parameterized and
are trained jointly [113, 164, 364, 365]. A key prior work is constrained label learning [161], which
involves learning pseudo labels under constraints before training a discriminative model. Unlike our
method, CLL’s initial step is independent of the function class and remains a two-step process.

A.1.2 Learning with noisy labels

Learning from data with noisy labels has been a prominent research problem that has received
substantial attention from the machine learning community. The main assumption is that the
observed labels are flipped with some probability. There is a line of works in theoretical machine
learning that focuses on the learnability and polynomial-time algorithms for various noise models
[31, 35, 37, 108, 366–368]. On the other hand, in the statistical learning theory community, various
works are concerned with different surrogate losses or unbiased estimators [33, 369–373]. Recently,
numerous studies have focused on learning noisy labels on deep neural networks [172, 374–377].
Despite rich theoretical and empirical research in this area, these approaches cannot be employed in
our context since the noisy labels in our setting are deterministic given the input and label.
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A.1.3 Learning from constraints

Constrained optimization focuses on finding the optimal solution to a problem within given constraints
[378–380]. The principal method involves converting the constrained optimization problem into an
unconstrained one. This can be accomplished by adding auxiliary variables, as seen in the Lagrange
multiplier method [381], or by incorporating a penalty term that penalizes the objective function
when constraints are violated [382–384]. Additionally, gradient-based approaches like PGD include
a projection step to ensure the solution stays within a feasible region after each update [15, 385].
For specific types of constraints such as linear or quadratic, there are dedicated algorithms designed
to address these constrained scenarios [386–389]. In the field of machine learning, the optimization
goal is the empirical loss, and constraints can be used to enforce desirable features in a machine
learning model, such as fairness [390, 391], robustness [96, 392], or privacy [393]. Recent studies
have begun incorporating constraints derived from domain knowledge into models, such as physics
constraints [394–396], explanation constraints [51], and weak supervision [120, 121], with the aim
of improving model performance.

A.2 Proofs of properties of projection loss and computing the pro-
jection

Lemma A.1. For Qclf defined in (2.5), i.e.

Qclf =
⋂
j

Qj,clf , where Qj,clf = {q : X → ∆K | ρclf(gj , clf(q)) ≤ ηj}. (A.2.1)

where

ρclf(gj , clf(q)) = E[gj(X) ̸= clf(q)(X)|gj(X) ̸= ϕ] (A.2.2)

and clf(q) is defined as

clf(q)(x) = argmax
y

q(x)y (A.2.3)

(assuming argmaxy q(x)y is unique. If argmaxy q(x)y is not unique for some x then clf(q) is not
well defined. )
then for any p such that clf(p) is well defined, we have d(p,Qclf) = infq∈Qclf

E[DKL(p(X)||q(X))] = 0

if and only if p ∈ Qclf .

Proof. If p ∈ Qclf , we would have d(p,Qclf) ≤ E[DKL(p(X)||p(X))] = 0. Conversely when
d(p,Qclf) = 0 we prove that p ∈ Qclf i.e. ρclf(gj , p) ≤ ηj for all j ∈ [m].
First, we prove that

inf
q∈Qclf

E[dTV (p(X), q(X))] = 0 (A.2.4)

where dTV is defined as
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dTV (u, v) = 1/2 ·
K∑
k=1

|uk − vk| (A.2.5)

Using Pinsker’s inequality,

dTV (u, v) ≤
√
DKL(u||v)/2 (A.2.6)

we have

E[dTV (p(X), q(X))] = E[dTV (p(X), q(X))] (A.2.7)

≤ E[
√
DKL(p(X)||q(X))/2] (A.2.8)

≤
√
E[DKL(p(X)||q(X))]/2 (from Jenson’s) (A.2.9)

Thus

inf
q∈Qclf

E[dTV (p(X), q(X))] ≤ inf
q∈Qclf

√
E[DKL(p(X)||q(X))]/2 (A.2.10)

≤
√

inf
q∈Qclf

E[DKL(p(X)||q(X))]/2 (A.2.11)

≤ 0 (A.2.12)

Let us say p ̸∈ Qclf , there exists some ϵ > 0 such that ρclf(gj , p) ≥ ηj + ϵ for some j ∈ [m].

Pr(gj(X) ̸= clf(p)(X)|X ∈ Sj) ≥ ηj + ϵ (A.2.13)

where Sj = {x : gj(x) ̸= ϕ} is the coverage set of gj . Let S′ ⊆ Sj defined as S′ = {x : gj(x) ̸=
clf(p)(x)}. Denoting |S| = Pr(X ∈ S), since |S′|/|Sj | ≥ ηj + ϵ, and assuming |Sj | > 0, we have
|S′| > 0.
Now for any q ∈ Qclf , we have

Pr(clf(q)(X) ̸= gj(X)|X ∈ Sj) ≤ ηj (A.2.14)

Then

Pr(clf(q)(X) ̸= gj(X)|X ∈ Sj) = Pr(clf(q)(X) ̸= gj(X)|X ∈ S′, X ∈ Sj)P (X ∈ S′|X ∈ Sj)
(A.2.15)

= Pr(clf(q)(X) ̸= gj(X)|X ∈ S′)P (X ∈ S′, X ∈ Sj)/P (X ∈ Sj) (A.2.16)
= Pr(clf(q)(X) ̸= gj(X)|X ∈ S′)P (X ∈ S′)/P (X ∈ Sj) (A.2.17)
= Pr(clf(q)(X) ̸= gj(X)|X ∈ S′)|S′|/|Sj | (A.2.18)

Thus,
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Pr(clf(q)(X) ̸= gj(X)|X ∈ S′) = Pr(clf(q)(X) ̸= gj(X)|X ∈ Sj)|Sj |/|S′| (A.2.19)
≤ ηj |Sj |/|S′| (A.2.20)
≤ ηj/(ηj + ϵ) (A.2.21)

Hence,

Pr(clf(q)(X) = gj(X)|X ∈ S′) = 1− Pr(clf(q)(X) ̸= gj(X)|X ∈ S′) (A.2.22)
≥ 1− ηj/(ηj + ϵ) (A.2.23)
≥ ϵ/(ηj + ϵ) (A.2.24)

Since clf(p)(x) ̸= gj(x) for x ∈ S′, clf(q)(x) = gj(x) implies clf(p)(x) ̸= clf(q)(x). Thus

Pr(clf(q)(X) ̸= clf(p)(X)|X ∈ S′) ≥ ϵ/(ηj + ϵ) (A.2.25)

Let S′′ = {x ∈ S′ : clf(q)(x) ̸= clf(p)(x)}, we have

Pr(X ∈ S′′|X ∈ S′) ≥ ϵ/(ηj + ϵ) (A.2.26)

And thus,

Pr(X ∈ S′′|X ∈ S′)P (X ∈ S′) = P (X ∈ S′′, X ∈ S′) = P (X ∈ S′′) (A.2.27)
Pr(X ∈ S′′|X ∈ S′) = P (X ∈ S′′)/P (X ∈ S′) (A.2.28)

P (X ∈ S′′)/P (X ∈ S′) ≥ ϵ/(ηj + ϵ) (A.2.29)
|S′′| ≥ |S′|ϵ/(ηj + ϵ) > 0 (A.2.30)

Now let

µ(x) = max
k ̸=clf(p)(x)

p(x)clf(p)(x) − p(x)k (A.2.31)

For clf(p) to be well defined, µ(x) must be greater than 0, i.e. µ(x) > 0 for all x.
Since clf(p)(x) ̸= clf(q)(x) for x ∈ S′′, we have for any x ∈ S′′

p(x)clf(p)(x) ≥ p(x)clf(q)(x) + µ(x) (A.2.32)

q(x)clf(q)(x) ≥ q(x)clf(p)(x) (A.2.33)

Or
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p(x)clf(p)(x) ≥ p(x)clf(q)(x) + µ(x) (A.2.34)

−q(x)clf(p)(x) ≥ −q(x)clf(q)(x) (A.2.35)

p(x)clf(p)(x) − q(x)clf(p)(x) ≥ p(x)clf(q)(x) − q(x)clf(q)(x) + µ(x) (A.2.36)

(p(x)clf(p)(x) − q(x)clf(p)(x))+(q(x)clf(q)(x) − p(x)clf(q)(x)) ≥ µ(x) (A.2.37)

|p(x)clf(p)(x) − q(x)clf(p)(x)|+|p(x)clf(q)(x) − q(x)clf(q)(x)| ≥ µ(x) (A.2.38)

dTV (p(x), q(x)) ≥ µ(x)/2 (A.2.39)
E[dTV (p(X), q(X))|X ∈ S′′] ≥ E[µ(X)/2|X ∈ S′′] (A.2.40)

Since infq∈Qclf
E[dTV (p(X), q(X))] = 0, there exists some q ∈ Qclf such that

E[dTV (p(X), q(X))] < |S|E[µ(X)/2|X ∈ S] (A.2.41)

for any set S with |S| > 0. In particular this holds for S = S′′ since |S′′| > 0. Then

E[dTV (p(X), q(X))] ≥ E[dTV (p(X), q(X))I(X ∈ S′′)] (A.2.42)
= E[dTV (p(X), q(X))|X ∈ S′′] Pr(X ∈ S′′) (A.2.43)
= E[dTV (p(X), q(X))|X ∈ S′′]|S′′| (A.2.44)

Thus

E[dTV (p(X), q(X)|X ∈ S′′)]|S′′| < |S′′|E[µ(X)/2|X ∈ S′′] (A.2.45)
E[dTV (p(X), q(X)|X ∈ S′′)] < E[µ(X)/2|X ∈ S′′] (A.2.46)

which leads to a contradiction.

Lemma A.2. Let Q = {q : clf(q) ∈ H} for some set H of classifiers. For any classifier f and any
ϵ > 0, there exists a conditional distribution p such that clf(p) = f and d(p,Q) < ϵ.

Proof. We claim that for any classifiers f1, f2 there exists sequences of conditional distributions
{qt1}∞t=1, {qt2}∞t=1 such that clf(qt1) = f1, clf(q

t
2) = f2 for all t, and limt→∞ qt1 = limt→∞ qt2. The main

idea is that we can slightly perturb a uniform distribution to achieve any classifier. Formally, we
define qt1(x)k = 1/K − δ/((K − 1) · t) for k ̸= f1(x) and qt1(x)k = 1/K + δ/t for k = f1(x), where
K = |Y| is the number of classes. We can define qt2 in the same manner. It’s clear that both sequence
converges to a uniform distribution, that is, limt→∞ qt1(x)y = limt→∞ qt2(x)y = 1/K for all x, y even
when f1, f2 are completely different.
Now for any classifier h ∈ H and any classifier f , there exists a sequence {qth}, {qtf} such that
clf(qth) = h, clf(qtf ) = f for all t and that limt→∞ qth = limt→∞ qtf . Since clf(qth) = h, we know that
qth ∈ Q and this implies that
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lim
t→∞

d(qtf , Q) = lim
t→∞

min
q∈Q

E[DKL(q(X)||qtf (X))] (A.2.47)

≤ lim
t→∞

E[DKL(q
t
h(X)||qtf (X))] = 0. (A.2.48)

The last line comes from the fact that limt→∞ qth = limt→∞ qtf . As a result, we can conclude that for
any ϵ, there exists some t for which p = qth satisfies d(p,Q) < ϵ and clf(p) = f .

Proposition A.3. For any ϵ, ν > 0 there exists δ(ϵ, ν) > 0 such that if d(p,Λϵ ∩Qclf) < δ(ϵ, ν) then
ρclf(gj , clf(p)) ≤ ηj + ν/|Sj |, where |Sj | = PX(X ∈ Sj) is the size of coverage set Sj of weak labeler
gj with respect to marginal distribution PX . In particular δ(ϵ, ν) = νL(ϵ)

(1+ν) where L(ϵ) is a strictly
increasing function in ϵ given by

L(ϵ) =
(1 + ϵ) log(1 + ϵ)− (2 + ϵ) log(1 + ϵ/2)

K + ϵ
(A.2.49)

where K is the number of classes. The bound can be rephrased as the following inequality: For all p
such that d(p,Qϵ

clf) < L(ϵ), we have

ρclf(gj , clf(p)) ≤ ηj +
d(p,Qϵ

clf)

(L(ϵ)− d(p,Qϵ
clf))|Sj |

(A.2.50)

where Qϵ
clf = Λϵ ∩Qclf .

Proof. First, we prove the following

ρclf(gj , clf(p)) ≤ ηj + min
q∈Qclf

dclf(p, q)/|Sj | (A.2.51)

where dclf(p, q) is defined as

dclf(p, q) = Pr
X
(clf(p)(X) ̸= clf(q)(X)) (A.2.52)

ρclf(gj , clf(p)) = Pr
X
(clf(p)(X) ̸= gj(X)|X ∈ Sj)

≤ Pr
X
(clf(p)(X) ̸= clf(q)(X)|X ∈ Sj) + Pr

X
(clf(q)(X) ̸= gj(X)|X ∈ Sj) for all q

Thus
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ρclf(gj , clf(p)) ≤ min
q∈Qclf

Pr
X
(clf(p)(X) ̸= clf(q)(X)|X ∈ Sj) + Pr

X
(clf(q)(X) ̸= gj(X)|X ∈ Sj)

≤ min
q∈Qclf

Pr
X
(clf(p)(X) ̸= clf(q)(X)|X ∈ Sj) + max

q∈Qclf

Pr
X
(clf(q)(X) ̸= gj(X)|X ∈ Sj)

≤ min
q∈Qclf

Pr
X
(clf(p)(X) ̸= clf(q)(X)|X ∈ Sj) + ηj

≤ min
q∈Qclf

Pr
X
(clf(p)(X) ̸= clf(q)(X), X ∈ Sj)/|Sj |+ ηj

≤ min
q∈Qclf

Pr
X
(clf(p)(X) ̸= clf(q)(X))/|Sj |+ ηj

= ηj + min
q∈Qclf

dclf(p, q)/|Sj |

Next, we will prove the bound on infq∈Qclf
dclf(p, q), i.e.

inf
q∈Qclf

dclf(p, q) ≤
d(p,Qϵ

clf)

(L(ϵ)− d(p,Qϵ
clf))

(A.2.53)

For any conditional distributions p, q ∈ X → ∆K define the following

dkl(p, q) = E[DKL(q(X)||p(X))] (A.2.54)
d+kl(p, q) = E[DKL(q(X)||p(X))| clf(p)(X) = clf(q)(X)] (A.2.55)
d−kl(p, q) = E[DKL(q(X)||p(X))| clf(p)(X) ̸= clf(q)(X)] (A.2.56)

Consider the following sublemma.

Sublemma A.3.1. For any q ∈ Qϵ
clf , if dkl(p, q) < L(ϵ) then

dclf(p, q) ≤
dkl(p, q)

L(ϵ)− dkl(p, q)
(A.2.57)

where

L(ϵ) = inf
q∈Qϵ

clf ,p
d−kl(p, q) (A.2.58)

The bound in (A.2.53) directly follows from the above sublemma. This is proved as follows.

inf
q∈Qclf

dclf(p, q) = inf
q∈Qϵ

clf

dclf(p, q)

≤ inf
q∈Qϵ

clf

dkl(p, q)

L(ϵ)− dkl(p, q)

≤
infq∈Qϵ

clf
dkl(p, q)

supq∈Qϵ
clf
L(ϵ)− dkl(p, q)

=
infq∈Qϵ

clf
dkl(p, q)

L(ϵ)− infq∈Qϵ
clf
dkl(p, q)

=
d(p,Qϵ

clf)

L(ϵ)− d(p,Qϵ
clf)
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Finally d(p,Qϵ
clf) ≤

νL(ϵ)
(1+ν) gives us infq∈Qclf

dclf(p, q) ≤ ν, and thus ρclf(gj , clf(p)) ≤ ν/|Sj |+ ηj .
Now we proof sublemma A.3.1. First note that,

dkl(p, q) = dclf(p, q)d
−
kl(p, q) + (1− dclf(p, q))d+kl(p, q) (A.2.59)

Now

d+kl(p, q) =
dkl(p, q)− dclf(p, q)d−kl(p, q)

1− dclf(p, q)

≤ dkl(p, q)− dclf(p, q)L(ϵ)
1− dclf(p, q)

≤ dkl(p, q) + (dkl(p, q)− L(ϵ))
dclf(p, q)

1− dclf(p, q)
< dkl(p, q)

Further,

dclf(p, q) =
dkl(p, q)− d+kl(p, q)
d−kl(p, q)− d

+
kl(p, q)

≤ dkl(p, q)

d−kl(p, q)− d
+
kl(p, q)

<
dkl(p, q)

L(ϵ)− dkl(p, q)

Now we are only left to prove the form of L(ϵ) given in (A.2.49).
Recall Λϵ was defined in (2.12) as

Λϵ := {q : X → ∆k | for each x,∃y : q(x)y ≥ (1 + ϵ)q(x)k for k ̸= y} (A.2.60)

For a distribution u ∈ ∆K , let cj(u) refer to the top j’th class, i.e. c1(u), . . . cK(u) is a permutation
of [K] s.t. uc1(u) ≥ . . . ucK(u). Let tj(u) refer to the corresponding probability i.e. tj(u) = ucj(u).
Let λϵ = {u ∈ ∆K : t1(u) ≥ (1 + ϵ)tj(u) ∀j > 1}. This is connected to Λϵ as

Λϵ = {q : X → ∆K : ∀x, q(x) ∈ λϵ}

Now
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L(ϵ) = inf
q∈Qϵ

clf ,p
d−kl(p, q) (A.2.61)

= inf
q∈Qϵ

clf ,p
E[DKL(q(X)||p(X))| clf(p)(X) ̸= clf(q)(X)] (A.2.62)

= inf
h∈H,p

E[ inf
u∈λϵ,c1(u)=h(X)

DKL(u||p(X))| clf(p)(X) ̸= c1(u)] (A.2.63)

(where H = {h : ρclf(gj , h) ≤ ηj}) (A.2.64)
= inf

h∈H
E[ inf

u∈λϵ:c1(u)=h(X),v∈∆K :c1(v) ̸=c1(u)
DKL(u||v)] (A.2.65)

= inf
u∈λϵ,v∈∆K :c1(v)̸=c1(u)

DKL(u||v) (A.2.66)

= inf
u,v∈∆K

DKL(u||v) : c1(v) ̸= c1(u), t1(u) ≥ (1 + ϵ)tj(u) ∀j > 1 (A.2.67)

Now without loss of generality, let cj(u) = j. With some abuse of notation, we also use u, v to refer
to the minimizer of objective in (A.2.67). The minimizer exists since the constraints induce closed
sets. Then first we will prove that

cj(v) = cj(u) = j for j ≥ 3 (A.2.68)

Assume the contrary. Then there exists k ≥ 3 such that vk > v2. This implies

(u2 − uk) log(vk/v2) > 0 (A.2.69)
u2 log(1/v2) + uk log(1/vk) > u2 log(1/vk) + uk log(1/v2) (A.2.70)

u2 log(u2/v2) + uk log(uk/vk) > u2 log(u2/vk) + uk log(uk/v2) (A.2.71)
DKL(u||v) > DKL(u||v′) (A.2.72)

where v′ is defined as

v′2 = vk, v
′
k = v2, v

′
j = vj for j ̸= k, 2 (A.2.73)

But u, v was the minimizer of the objective in (A.2.67), which contradicts the above implication in
(A.2.72).
Since c1(u) = 1 ̸= c1(v), we get c1(v) = 2, and c2(v) = 1. To recap we have

cj(u) = j (A.2.74)
c1(v) = 2, c2(v) = 1, cj(v) = j for j ≥ 3 (A.2.75)

Next we will prove that

v1 = v2 (A.2.76)

Let
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x = (v2 − v1)/2 (A.2.77)
y = (v2 + v1)/2 (A.2.78)

Since c1(v) = 2, v2 ≥ v1 and so x, y ≥ 0. We have

v1 = y − x (A.2.79)
v2 = y + x (A.2.80)

K∑
j=3

vj = 1− 2y (A.2.81)

Now,

L(ϵ) = u1 log(u1/y − x) + u2 log(u2/y + x) +
K∑
j=3

uj log(uj/vj)

∇xL(ϵ) = u1/(y − x)− u2(y + x)

=
u1(y + x)− u2(y − x)

y2 − x2

=
x(u1 + u2) + y(u1 − u2)

y2 − x2

> 0

Thus L(ϵ) is minimized for x = 0.
Next, we have the following inequality

n∑
i=1

ai log(ai/bi) ≥ (
n∑

i=1

ai) log(
n∑

i=1

ai/
n∑

i=1

bi) (A.2.82)

This follows Jenson’s inequality, given a discrete distribution f :
∑n

i=1 fi = 1, we have

n∑
i=1

fi log(ti) ≥ log(
n∑

i=1

fiti)

Substituting fi = ai/
∑n

i=1 ai, and ti = bi/ai, we get the required inequality. We use this inequality
to have

K∑
j=3

uj log(uj/vj) ≥ (
K∑
j=3

uj) log(
K∑
j=3

uj/
K∑
j=3

vj) (A.2.83)

This gives us
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L(ϵ) ≥ u1 log(u1/v1) + u2 log(u2/v2) + (1− u1 − u2) log
(
1− u1 − u2
1− v1 − v2

)
(A.2.84)

We had v1 = v2. So, substituting v1 = v2 = y, we have

L(ϵ) ≥ f(y) = u1 log u1/y + u2 log u2/y + (1− u1 − u2) log
(
1− u1 − u2

1− 2y

)
∇yf(y) = −u1/y − u2/y +

2(1− u1 − u2)
1− 2y

=
2y − u1 − u2

1− 2y

∇2
yf(y) =

2(1− u1 − u2)
(1− 2y)2

> 0

Thus f(y) is minimized for ∇yf(y) = 0, giving y = v1 = v2 = (u1 + u2)/2. Substituting in (A.2.84),
we get

L(ϵ) ≥ u1 log(2u1/(u1 + u2)) + u2 log(2u2/(u1 + u2)) (A.2.85)

Let x = (u1 − u2)/2 (and thus u1 = y + x, u2 = y − x) we have

L(ϵ) ≥ f(x) = (y + x) log(1 + x/y) + (y − x) log(1− x/y)
∇xf(x) = log(1 + x/y)− log(1− x/y) > 0

Since u1 ≥ (1 + ϵ)u2, we have y + x ≥ (1 + ϵ)(y − x), thus f(x) is minimized for x = yϵ/(2 + ϵ).
Using y = (u1 + u2)/2, we have

L(ϵ) ≥ (u1 + u2) ((1 + ϵ)/(2 + ϵ) log(2(1 + ϵ)/(2 + ϵ)) + 2y/(2 + ϵ) log(2/(2 + ϵ)))

=

(
u1 + u2
2 + ϵ

)
((1 + ϵ) log(1 + ϵ)− (2 + ϵ) log(1 + ϵ/2))

Now to bound u1 + u2, consider the following.
Since uj ≤ u2 for j ≥ 3, we have

(K − 1)u2 ≥
K∑
j=2

uj = 1− u1

u2 ≥
1− u1
K − 1

u1 + u2 ≥
1 + u1(K − 2)

K − 1

Further since u1 ≥ (1 + ϵ)uj for j ≥ 2, we have,
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(K − 1)u1 ≥ (1 + ϵ)

K∑
j=2

uj

u1 ≥
(1 + ϵ)(1− u1)

K − 1

u1 ≥
1 + ϵ

K + ϵ

Substituting back we get

u1 + u2 ≥
2 + ϵ

K + ϵ

Substituting in the bound for L(ϵ) we finally get

L(ϵ) ≥ (1 + ϵ) log(1 + ϵ)− (2 + ϵ) log(1 + ϵ/2)

K + ϵ
(A.2.86)

Now to prove L(ϵ) is strictly increasing and positive for ϵ > 0, we have L(0) = 0 and

∇ϵL(ϵ) = ∇ϵf(ϵ)/(K + ϵ)− f(ϵ)/(K + ϵ)2

=
(K − 1) log(1 + ϵ)− (K − 2) log(1 + ϵ/2)

(K + ϵ)2

> 0

Proposition A.4. Given Q = Λϵ ∩Qclf for Λϵ defined in (2.12) and Qclf defined in (2.5), for any
conditional distribution p, the optimal projection q∗ = arg infq∈Q E[DKL(q(X)||p(X))] can be found
as follows,

1. Solve for optimal clf(q∗) as

clf(q∗) = argmin
h∈X→Y

EX [ProjKL(p(X);∆K
h(X),ϵ)] : ρclf(gj , h) ≤ ηj (A.2.87)

where

∆K
y,ϵ =

{
r ∈ ∆K | ry ≥ (1 + ϵ)rk ,∀k ̸= y

}
,

ProjKL(u;S) = inf
r∈S

DKL(r||u). (A.2.88)

2. Solve for an optimal distribution q∗ given the optimal clf(q∗). For each x,

q∗(x) = argmin
r
DKL(r||p(x)) : r ∈ ∆K,ϵ

clf(q∗)(x) (A.2.89)
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Proof. Given Λϵ = {q ∈ X → ∆K | ∀x, q(x) ∈
⋃K

k=1∆
K
k,ϵ}. We have

q∗ = argmin
q∈Q

E[DKL(q(X)||p(X))]

= argmin
q∈Λϵ

E[DKL(q(X)||p(X))] : q ∈ Qclf

= argmin
q∈Λϵ

E[DKL(q(X)||p(X))] : ρ(gj , clf(q)) ≤ ηj ∀j ∈ [m]

= argmin
q∈Λϵ

min
h∈X→Y

E[DKL(q(X)||p(X))] : ρ(gj , h) ≤ ηj , h = clf(q)

= argmin
q:q=q′

min
q′∈Λϵ

min
h∈X→Y

E[DKL(q
′(X)||p(X))] : ρ(gj , h) ≤ ηj , h = clf(q′)

= argmin
q:q=q′

min
h∈X→Y

min
q′∈Λϵ

E[DKL(q
′(X)||p(X))] : ρ(gj , h) ≤ ηj , h = clf(q′)

= argmin
q:q=q′

min
h∈X→Y

(
min
q′∈Λϵ

E[DKL(q
′(X)||p(X))] : clf(q′) = h

)
: ρ(gj , h) ≤ ηj

= argmin
q:q(x)=ux

min
h∈X→Y

E
[

min
uX∈∆K

DKL(uX ||p(X)) : uX ∈ ∆K
h(X),ϵ)

]
: ρ(gj , h) ≤ ηj

Thus

q∗(x) = argmin
u∈∆K

DKL(u||p(X)) : u ∈ ∆K
h∗(X),ϵ (A.2.90)

where

h∗ = argmin
h∈X→Y

E
[

min
uX∈∆K

DKL(uX ||p(X)) : uX ∈ ∆K
h(X),ϵ)

]
: ρ(gj , h) ≤ ηj (A.2.91)

Since u∗x ∈ ∆K
h∗(x),ϵ, it implies clf(u∗) = h∗, and since q∗(x) = u∗x, clf(q∗) = clf(u∗) = h∗. Thus

clf(q∗) = min
h∈X→Y

E[ProjKL(p(X);∆K
h(X),ϵ)] : ρ(gj , h) ≤ ηj (A.2.92)

and

q∗(x) = argmin
u∈∆K

DKL(u||p(X)) : u ∈ ∆K
clf(q∗)(X),ϵ (A.2.93)

Proposition A.5. For Qdist defined in (2.16), we have d(p,Qdist) = 0 if and only if p ∈ Qdist.
Furthermore, for any ν > 0 there exists δ(ν) > 0 such that if d(p,Qdist) < δ(ν) then ρdist(gj , p) ≤
ηj + ν/|Sj |, where |Sj | = PX(Sj) is the size of coverage set Sj of weak labeler gj with respect to
marginal distribution PX . In particular δ(ν) = ν2/2.
Rephrasing we get the following bound:

ρdist(gj , p) ≤ ηj +
√
2d(p,Qdist)/|Sj |

Proof. Define E(p) = minq∈Qdist
EX [dTV (p(X), q(X))], where dTV is the TV distance:
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dTV (u, v) = 1/2 ·
K∑
k=1

|uk − vk| (A.2.94)

First, we prove the following

ρdist(gj , p) ≤ ηj + 2 min
q∈Qdist

EX [dTV (p(X), q(X))]/|Sj | (A.2.95)

ρdist(gj , p) = E[
∑

k ̸=gj(X)

p(X)gj(X)|X ∈ Sj ] (A.2.96)

= E[
∑

k ̸=gj(X)

p(X)gj(X) − q(X)gj(X)|X ∈ Sj ] + E[
∑

k ̸=gj(X)

q(X)gj(X)|X ∈ Sj ] for all q

(A.2.97)

≤ E[
∑
k

|p(X)k − q(X)k|X ∈ Sj ] + E[
∑

k ̸=gj(X)

q(X)gj(X)|X ∈ Sj ] (A.2.98)

≤ E[
∑
k

|p(X)k − q(X)k|I(X ∈ Sj)]/|Sj |+ ρdist(gj , q) (A.2.99)

≤ E[
∑
k

|p(X)k − q(X)k|]/|Sj |+ ρdist(gj , q) (A.2.100)

ρdist(gj , p) ≤ 2E[dTV (p(X), q(X))]/|Sj |+ ρdist(gj , q) (A.2.101)

The above holds for all q. Thus

ρdist(gj , p) ≤ min
q∈Qdist

2E[dTV (p(X), q(X))]/|Sj |+ ρdist(gj , q) (A.2.102)

≤ min
q∈Qdist

2E[dTV (p(X), q(X))]/|Sj |+ max
q∈Qdist

ρdist(gj , q) (A.2.103)

≤ 2 min
q∈Qdist

E[dTV (p(X), q(X))]/|Sj |+ ηj (A.2.104)

(A.2.105)

Further using Pinsker’s Inequality

dTV (u, v) ≤
√
DKL(u||v)/2

we have

194



E[dTV (p(X), q(X))] = E[dTV (q(X), p(X))] (A.2.106)

≤ E[
√
DKL(q(X)||p(X))/2] (A.2.107)

≤
√
E[DKL(q(X)||p(X))]/2 (from Jenson’s) (A.2.108)

min
q∈Qdist

E[dTV (p(X), q(X))] ≤ min
q∈Qdist

√
E[DKL(q(X)||p(X))]/2 (A.2.109)

≤
√

min
q∈Qdist

E[DKL(q(X)||p(X))]/2 (A.2.110)

≤
√
d(p,Qdist)/2 (A.2.111)

Finally d(p,Qdist) ≤ ν2/2 implies minq∈Qdist
E[dTV (p(X), q(X))] ≤ ν/2, and thus ρdist(gj , p) ≤

ν/|Sj |+ ηj .

Proposition A.6. Given Qdist as defined in (2.16), for any conditional distribution p, the optimal
projection q∗ = argminq∈Qdist

E[DKL(q(X)||p(X))] is given by q∗ = pλ
∗ where

pλ(x)y := Zλ(x) exp(
∑

j:gj(x)=y

λ)p(x)y (A.2.112)

Zλ(x) is the normalization constant. The optimal λ∗ is given by the following optimization:

λ∗ = min
λ≥0

m∑
j=1

λj s.t. ρdist(gj , p
λ) ≤ ηj ∀j ∈ [m] (A.2.113)

Proof. The problem is a convex optimization with affine constraints since ρdist(gj , q) = E[
∑

y ̸=gj(X) q(X)y].
To restate it is,

min
q∈X→∆K

E[DKL(q(X)||p(X))] (A.2.114)

s.t. E[
∑

y ̸=gj(X)

q(X)y] ≤ ηj ∀j ∈ [m] (A.2.115)

In terms of unconstrained variable q ∈ X → RK , this becomes

min
q∈X→RK

E[
K∑
k=1

q(X)k log(q(X)k/p(X)k)] (A.2.116)

s.t. E[
∑

y ̸=gj(X)

q(X)y] ≤ ηj ∀j ∈ [m] (A.2.117)

K∑
y=1

q(x)y = 1 for all x (A.2.118)

q(x)y ∈ [0, 1] for all x, and y ∈ [K] (A.2.119)
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Since log is undefined for nonpositive values and assuming p(x)y > 0 for all x, y, we only need to
consider q(x)y ∈ R+, thus we can ignore the constraint q(x)y ≥ 0. q(x)y ≤ 1 also follows from the
constraint

∑K
y=1 q(x)y = 1. Hence the constraint q(x)y ∈ [0, 1] can be ignored. Rephrasing we have

min
q∈X→RK

+

E[
K∑
k=1

q(X)k log(q(X)k/p(X)k)] (A.2.120)

s.t. E[q(X)gj(X)] ≥ 1− ηj ∀j ∈ [m] (A.2.121)
K∑
k=1

q(x)k = 1 for all x (A.2.122)

Here we subtracted from 1, both sides of the inequality constraint.
Now we form the lagrangian L(q,λ, µ) where λ ∈ Rm

+ , a Lagrange multiplier for each inequality
constraint, and µ ∈ X → R, the Lagrange multiplier for equality constraints.

L(q,λ, µ) =E[
K∑
k=1

q(X)k log(q(X)k/p(X)k)]

+ E[µ(X)(1−
K∑
k=1

q(X)k)] +

m∑
j=1

λj(1− ηj − E[q(X)gj(X)|X ∈ Sj ])

We have

min
q∈X→RK

+

max
λ∈Rm

+ ,µ∈X→R
L(q,λ, µ) = min

q∈Qdist

E[DKL(q(X)||p(X))]

Since the optimization is convex, a point (q∗,λ∗, µ∗) that satisfies the KKT conditions is optimal.
KKT stationarity condition implies that

∇qL(q∗,λ∗, µ∗) = 0 (A.2.123)

where derivative of an objective L(g) = E[
∑K

k=1 f(g(X, k))] where f : R→ R is a scalar function,
with respect to a function g in X × [K]→ R is defined using methods in calculus of variation as a
function in X × [K]→ R

∇gL(g)(x, y) = E[δ(X = x)f ′(g(X, y))] = d(x)f ′(g(x, y)) (A.2.124)

where d is the probability density associated with marginal distribution P on X . Thus we have

∇qL(q∗,λ∗, µ∗)(x, y) = d(x)(1 + log q∗(x)y/p(x)y − µ∗(x)−
∑
j

λ∗
j I(y = gj(x))) = 0 (A.2.125)

Using
∑

y q
∗(x)y = 1, we can eliminate µ∗(x) to get q∗(x)y for x in support of P (d(x) > 0)
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q∗(x)y = Zλ∗(x) exp(
∑

j:gj(x)=y

λ∗
j )p(x)y (A.2.126)

where Zλ∗(x) is the normalization constant

Zλ∗(x) = 1/(
K∑
y=1

exp(
∑

j:gj(x)=y

λ∗
j )p(x)y) (A.2.127)

Complementary slackness condition on the inequality constraints imply

λ∗
i (1− ηi − E[q∗(X)gi(X)|X ∈ Si]) = 0 ; ∀i ∈ [m] (A.2.128)

Singling out λ∗
i from expression of q∗(x)y in (A.2.126), q∗(x)gi(x) becomes

q∗(x)gi(x) =
exp(λ∗

i +
∑

j ̸=i:gj(x)=gi(x)
λ∗
j )p(x)gi(x)

exp(λ∗
i +

∑
j ̸=i:gj(x)=gi(x)

λ∗
j )p(x)gi(x) +

∑
y ̸=gi(x)

exp(
∑

j:gj(x)=y λ
∗
j )p(x)y

(A.2.129)

or

q∗(x)gi(x) = exp(λ∗
i )fi(x)/(exp(λ

∗
i )fi(x) + 1− fi(x)) (A.2.130)

where

fi(x) = exp(
∑

j ̸=i:gj(x)=gi(x)

λ∗
j )p(x)gi(x)/(

K∑
y=1

exp(
∑

j ̸=i:gj(x)=y

λ∗
j )p(x)y) (A.2.131)

fi depends on λ∗
j for j ̸= i but dependence is dropped for convenience.

The complementary slackness condition in (A.2.128) now becomes

λ∗
i

(
1− ηi − E

[
exp(λ∗

i )fi(X)

exp(λ∗
i )fi(X) + 1− fi(X)

|X ∈ Si
])

= 0 (A.2.132)

Let ℓ(t) = E
[

t·fi(X)
t·fi(X)+1−fi(X) |X ∈ Si

]
. We have

δ

δt
ℓ(t) = E

[
fi(X)(1− fi(X))

(tfi(X) + 1− fi(X))2
|X ∈ Si

]
> 0 (A.2.133)

and

δ2

δt2
ℓ(t) = E

[
−2(fi(X))2(1− fi(X))

(tfi(X) + 1− fi(X))3
|X ∈ Si

]
< 0 (A.2.134)

(We assume p(x)y ∈ (0, 1) and thus fi(x) ∈ (0, 1) to get the above inequalities.)
Therefore, ℓ is a strictly increasing and concave function in t, and thus ℓ(exp(λ)) is strictly increasing
in λ. Thus from complementary slackness condition in (A.2.132), if ℓ(exp(0)) ≥ 1− ηi then λ∗

i = 0,
else λ∗

i = λ : ℓ(exp(λ)) = 1− ηi. Together this can be written as

λ∗
i = min

λ≥0
λ : ℓ(exp(λ)) ≥ 1− ηi (A.2.135)
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or

λ∗
i = min

λ≥0
λ : E

[
exp(λ)fi(X)

exp(λ)fi(X) + 1− fi(X)
|X ∈ Si

]
≥ 1− ηi (A.2.136)

Plugging back fi defined in (A.2.131), and using definition of pλ, this is

λ∗
i = min

λ≥0
λ : E[pλ(X)gi(X)] ≥ 1− ηi (A.2.137)

where λi = λ, and λj = λ∗
j for j ̸= i. Or equivalently

λ∗
i = argmin

λi≥0

m∑
j=1

λj : ρ(gi, p
λ) ≤ ηi (A.2.138)

where λj = λ∗
j for j ̸= i.

And thus combining for all i we get,

λ∗ = argmin
λ≥0

m∑
j=1

λj : ρ(gj , p
λ) ≤ ηj ∀j ∈ [m] (A.2.139)

Proposition A.7. Given the optimization problem

λ∗ = argmin
λ≥0

m∑
j=1

λj : ρ(gj , p
λ) ≤ ηj ∀j ∈ [m] (A.2.140)

The solution found by the following alternating minimization procedure is optimal if the outer loop
converges (The inner loop ( (A.2.142)) always converges).
Start with λ = 0. Then repeat until convergence:

1. Pick j ∈ [m], either randomly or in a round robin fashion.

2. Solve for

λj = argmin
λ
λ : ρ(gj , p

λ−j ) ≤ ηj (A.2.141)

where λ−j = [λ1 . . .λj−1, 0,λj+1,λm] as follows:

Start: λj = 0

Repeat until convergence: λj ← λj + log(1 + (1− ηj − τj(hj))+/τj(hj(1− hj)))
τj(h) = E[h(X)|X ∈ Sj ]

(A.2.142)

where hj(x) = pλ(x)gj(x).

Proof. First, we show that the solution to the constrained optimization in (A.2.141) with respect
to λ for a fixed λ−j can be found by the iterative algorithm described in (A.2.142). The LHS of
the constraint in (A.2.141), ρ(gj , pλ−j ) is a function of the form
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E[exp(λ)fj(X)/(exp(λ)fj(X) + 1− fj(X))|X ∈ Sj ] (A.2.143)

where

fj(x) = exp(
∑

k ̸=j:gk(x)=gj(x)

λk)p(x)gj(x)/(
∑
y

exp(
∑

k ̸=j:gk(x)=y

λk)p(x)y)

which is strictly increasing and concave in exp(λ) as proved in (A.2.133). Suppose E[hj(X;λt,λ−j)|X ∈
Sj ] < 1− ηj . Then λj can also be written as

λj = min
λ≥0

λ : E[hj(X;λt + λ,λ−j)|X ∈ Sj ] ≥ 1− ηj

We have

hj(x;λ
t + λ,λ−j) = exp(λ)hj(x;λ

t,λ−j)/(exp(λ)hj(x;λ
t,λ−j) + 1− hj(x;λt,λ−j))

Letting µ(s) = E[hj(X; log s + λt,λ−j)|X ∈ Sj ]. This is of the form in A.2.143 and is strictly
increasing and concave in s as proved in (A.2.133), and (A.2.134) respectively. λj is thus given as
exp(s), s > 1 s.t. µ(s) = 1− ηj . If a differentiable function µ is strictly increasing and concave we
have for any s1, s2

µ(s1) < µ(s1 + (µ(s2)− µ(s1))/µ′(s1)) < µ(s2) (A.2.144)

Observe that s = s1 + (µ(s2)− µ(s1))/µ′(s1) is also one iteration of the Newton-Raphson method to
solve for s′ : µ(s′) = µ(s2) starting with s = s1.
Using s1 = 1 and s2 : µ(s2) = 1− ηi, we get

µ(1) < µ(1 + (1− ηi − µ(1))/µ′(1)) < 1− ηi (A.2.145)

We have µ(1) = E[hj(X;λt,λ−j)|X ∈ Sj ] and µ′(1) = E[hj(X;λt,λ−j)(1− hj(X;λt,λ−j))|X ∈ Sj ]
Thus

λt+1 = λt + log

(
1 +

(1− ηi − E[hj(X;λt,λ−j)|X ∈ Sj ])
E[hj(X;λt,λ−j)(1− hj(X;λt,λ−j))|X ∈ Sj ]

)
(A.2.146)

satisfies

E[hj(X;λt,λ−j)|X ∈ Sj ]) < E[hj(X;λt+1,λ−j)|X ∈ Sj ]) < 1− ηi (A.2.147)

In particular given λt, we apply one step update of Newton-Raphson method on E[hj(X;λt,λ−j)|X ∈
Sj ] to get λt+1 and thus subsequently use hj(;λt+1,λ−j) to apply the next update. Convergence of
these updates is faster than directly applying Newton’s method on the starting function E[hj(X;λ0 =

0,λ−j)|X ∈ Sj ] which is

exp(λt+1) = exp(λt) +

(
1 +

(1− ηi − E[hj(X;λt,λ−j)|X ∈ Sj ])
E[hj(X;λt,λ−j)(1− hj(X;λt,λ−j))|X ∈ Sj ]

)
(A.2.148)

or
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λt+1 = λt + log

(
1 +

exp(−λt)(1− ηi − E[hj(X;λt,λ−j)|X ∈ Sj ])
E[hj(X;λt,λ−j)(1− hj(X;λt,λ−j))|X ∈ Sj ]

)
(A.2.149)

This results in a lower update since λt > 0 or exp(−λt) < 1.
Now we show that if the alternating minimization converges it leads to the optimal solution λ∗.
Suppose the algorithm converges but the solution λ found is not optimal. This implies that λ satisfies
all of the constraints, but the KKT complementary slackness condition given in (A.2.132) is violated.
Since E[hj(X;λ,λ−j)|X ∈ Sj ] is a strictly increasing function in λ, and λj solves for λ in (A.2.141)
given λ−j , if λj > 0, then the equality must be satisfied, otherwise λj can be reduced (since λj > 0)
without violating the inequality constraint. Thus either E[hj(X;λ,λ−j)|X ∈ Sj ] = 1− ηj or λj = 0

which satisfies the KKT complementary slackness condition.
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A.3 Compact version of our algorithm

Algorithm 1 Learning from weak labeler constraints
Input: Unlabeled data {xi}ni=1, weak labelers {gj}mj=1 and the corresponding error bounds {ηj}mj=1.
A smooth real-valued function f : X → RK .
wij := gj(xi) ∈ [K] ∪ {∅} // Weak labels
cj :=

∑
i sij // Coverage

for each epoch do
zi ← f(xi) // Logits
pi ← σ(zi) // Probabilities
ej ← (1− ηj −

∑
i:wij ̸=∅ pi/cj)+ // Error in constraints

dj ←
∑

i:wij ̸=∅ pi(1− pi)/cj
λj ← log(1 + ej/dj) // One step parallel newton update to find λ ((2.22))
(hi)k ← (zi)k +

∑
j λjI(wij = k) // Logits of projected distribution ((2.22))

loss← 1
n

∑n
i=1 ℓce(zi, σ(hi)) // Cross entropy loss

f ← update(f,R(f) + α · loss) // Gradient descent update ((2.10))
end for
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A.4 Additional results on solving the ILP
A.4.1 Solving the ILP through LP

For the particular ILP in (2.13), we have empirically found that the optimal solution of the relaxed
LP is mostly integral, and approximating the non-integer by its integral solution almost always
satisfies the constraints (the error in constraint satisfaction ρclf(gj , clf(q))− ηj).
In Figure A.4.2 and A.4.3, we show the performance of solving the ILP after LP relaxation. We
used ‘scipy.linprog’ in Python to solve the LP. In particular, Figure A.4.2 shows that the constraints
are satisfied well (the error ρclf(gj , clf(q))− ηj is small), and A.4.3 shows that only a small fraction
of the variables (one variable for each unlabeled data x) are non-integral.

A.4.2 Estimation of the cost vector

ProjKL(p(x);∆
K
y,ϵ) and q∗(x) from (2.14), and (2.15) requires solving an optimization problem. We

expand the DKL term to have

min
h∈∆K

K∑
i=k

hi log(hk/p(x)k) s.t. hy ≥ (1 + ϵ)hk,∀k ̸= y (A.4.150)

which can be solved by a black box convex solver. However, it can also be reparameterized in
λ ∈ RK−1

+ to get an unconstrained optimization as,

hk = exp(−λk)/Z for k ̸= y, hy = (1 + ϵ)/Z; Z =
∑
k

hk (A.4.151)

The objective is no longer convex in λ but projected gradient descent (projection to RK−1
+ ) can still

be used to find a local minima. In particular, we find the approximation

λi = log(max
j
p(x)j/p(x)i) (A.4.152)

yields h for which DKL(h||p(x)) is empirically found to be within a small constant factor from the
optimal. This can further be used as a starting point for gradient descent, which then results in a
solution close to optimal. In Figure A.4.4, we show empirically that our approximation is within a
constant factor from the optimal as found by ‘cvxpy.CLARABEL’ convex solver in Python, and a
few iterations of projected gradient descent after this approximation find a solution very close to the
optimal.

A.5 Convex approximation of the constraint on classifier with the
constraint on distribution

We remarked that the constraint sets Qj,dist that impose constraints on distribution, i.e.

Qj,dist = {q ∈ X → ∆K | ρdist(gj , q) ≤ ηj} (A.5.153)
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A.4.1. Max error in satisfying convex approximation of constraints (maxj ρdist(gj , q)− ηj), (left) vs
max error in satisfying classifier constraints (maxj ρ(gj , clf(q))− ηj), (right) averaged over 100 runs
of random draws of p and weak labelers, where q = π(p,Qdist), i.e. the projection q is found by
projecting p on constraints on distribution as described in section 2.3.2.

203



10
20

40
80

# 
co

ns
tra

in
ts

0.004 0.001 0.001 0.001

0.000 0.000 0.000 0.000

0.000 0.000 0.000 0.000

0.000 0.000 0.000 0.000

# samples = 100

0.002 0.002 0.002 0.002

0.000 0.000 0.000 0.000

0.000 0.000 0.000 0.000

0.000 0.000 0.000 0.000

# samples = 200

2 4 8 16
# classes

10
20

40
80

# 
co

ns
tra

in
ts

0.001 0.001 0.001 0.001

0.001 0.000 0.000 0.000

0.000 0.000 0.000 0.000

0.000 0.000 0.000 0.000

# samples = 400

2 4 8 16
# classes

0.001 0.001 0.001 0.001

0.001 0.000 0.000 0.000

0.000 0.000 0.000 0.000

0.000 0.000 0.000 0.000

# samples = 800

0.0000

0.0005

0.0010

0.0015

0.0020

0.0025

0.0030

0.0035

0.0040

A.4.2. Max error in satisfaction of classifier constraints (maxj ρ(gj , clf(q))− ηj), averaged over 100
runs of random draws of p and weak labelers, where q = π(p,Qclf), i.e. the projection q is found by
projecting p on the constraints on classifier through LP relaxation of the ILP described in 2.5.
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A.4.3. Fraction of non-integral points after solving the LP relaxed version of ILP averaged over 100
runs of random draws of p and weak labelers.
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can be considered as a convex approximation to the constraint sets Qj,clf that impose constraints on
classifiers, i.e.

Qj,clf = {q ∈ X → ∆K | ρclf(gj , clf(q)) ≤ ηj} (A.5.154)

First, we note that for distributions that are very confident on one label, i.e. for any x, there is a y,
such that p(x)y > 1− ϵ for a small ϵ, we can quantify the extent of approximation.

Lemma A.8. If for any x there is a y, such that p(x)y > 1− ϵ, then

ρclf(gj , clf(p)) ≤ ρdist(gj , p)/(1− ϵ)

and
ρdist(gj , p) ≤ ρclf(gj , clf(p))(1− ϵ) + ϵ

Thus any p that satisfies ρclf(gj , clf(p)) ≤ (ηj − ϵ)/(1− ϵ) lies in Qj,dist and any p ∈ Qj,dist satisfies
ρclf(gj , clf(p)) ≤ ηj/(1− ϵ).

Proof.

ρdist(g, p) = E[
∑

k ̸=g(X)

p(X)k|X ∈ S, clf(p)(X) = g(X)] Pr(clf(p)(X) = g(X)|X ∈ S)

+ E[
∑

k ̸=g(X)

p(X)k|X ∈ S, clf(p)(X) ̸= g(X)] Pr(clf(p)(X) ̸= g(X)|X ∈ S)

≤ ϵ(1− ρclf(g, clf(p))) + ρclf(g, clf(p))

ρdist(g, p) ≤ ρclf(g, clf(p))(1− ϵ) + ϵ

ρdist(g, p) ≥ 0 + (1− ϵ)ρclf(g, clf(p))
ρclf(g, clf(p)) ≤ ρdist(g, p)/(1− ϵ)

We dropped subscript j for convenience. Substituting ρclf(gj , clf(p)) ≤ (ηj − ϵ)/(1− ϵ) in the bound
for ρclf , we get ρdist(gj , p) ≤ ηj . Similarly, substituting ρdist(gj , p) ≤ ηj in the bound for ρclf , we get
ρclf(gj , clf(p)) ≤ ηj/(1− ϵ).

The above lemma suggests that if the true distribution makes confident predictions, (which is often
the case for many real-world classification setting), then imposing a constraint on the distribution
is close to imposing a constraint on classifier. However, this is only a sufficient condition and the
convex approximation can be good without such a condition as well.
In Figure, A.4.1 we show the maximum error in satisfaction of any classifier constraint maxj ρclf(gj , clf(q))−
ηj for p sampled uniformly at random when we use the method for projecting on constraints on
distribution, i.e. q = π(p,Qdist). The data for weak labelers was generated randomly by first drawing
Sj such that |Sj | ∼ N (0.6, 0.3) and error bound ηj ∼ N (0.3, 0.3) and then choosing weak labels
uniformly at random such that their expected error in Sj is ηj . To estimate the projection π(p,Qdist),
20 steps of alternating minimization in a round-robin fashion (iterating over all constraints one by
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one) is performed to find λ (proposition A.7), where each step for each constraint i is optimized for
10 steps to find λi given current the iterate λ−i.

A.6 Estimating accuracy bound from the validation set

Our algorithm needs some estimate of the error bounds ηj . Often they are not given but we have a
small validation set with true labels, which can be leveraged to get bounds.
One can be tempted to estimate ηj for each labeler gj separately from available labels in its coverage
region Sj . This approach is problematic since many weak labelers have a small coverage set Sj such
that it is unlikely to have coverage in the validation set. Indeed if the validation set was large enough
to have good coverage for all weak labelers, supervised learning may perform well enough rendering
any additional information provided by weak labeler constraints uninformative. We consider two
ways to alleviate this problem of low coverage.
First, we consider a prior distribution on weak labeler errors ηj and then compute a Bayesian
posterior from the labeled set (and use its mean as the estimate of the bound ηj). When there are
no labels in the coverage, the posterior remains the same as the prior. One example of a prior is a
Beta prior β(α, β) under which observing k incorrect out of n samples induces the posterior with
mean (k + α)/(n+ α + β). This can also be viewed as domain experts providing a general prior
belief about errors instead of individual error estimates/ bounds for each weak labeler.
Second, we consider a shared parameterization of errors as ηj = hϕ(gj , Sj) and then treat ϕ as a
hyperparameter to be tuned on the validation set. A simple instance of this shared parameterization is
a common bound ηj = ϕ , i.e. hϕ(·) = ϕ. This can also be viewed as domain experts providing relative
information about errors, such as the average errors of different weak labelers are similar/correlated.
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A.7 Additional Experiment Details
A.7.1 Dataset statistics

Dataset Num classes Num labelers Mean Accuracy Mean Coverage

Youtube 2 10 0.83± 0.14 0.17± 0.09
IMDB 2 5 0.71± 0.15 0.24± 0.31
Bioresponse 2 20 0.64± 0.09 0.17± 0.20
Yelp 2 8 0.74± 0.09 0.18± 0.20
CDR 2 33 0.72± 0.13 0.06± 0.12
Chemprot 10 26 0.47± 0.17 0.06± 0.07
Semeval 9 164 0.77± 0.40 0.01± 0.03
Trec 6 68 0.73± 0.37 0.03± 0.08

A.7.1. Dataset statistics includes the number of classes, the number of weak labelers, and the mean
accuracy and coverage of the weak labelers.

A.7.2 Error in satisfaction of constraints

Table A.7.2 shows the errors in satisfaction of classifier constraints for our trained classifier f∗clf ,
when projecting on Qclf (row Ourclf(T ) in table Table 2.1) as ∆j

clf , and f∗dist when projecting on
Qdist (row Our(T ) in table Table 2.1) as ∆j

dist.

∆j
clf = (ρclf(gj , f

∗
clf))− ηj)+ (A.7.155)

∆j
dist = (ρclf(gj , f

∗
dist))− ηj)+ (A.7.156)

meanj∆
j =

m∑
j=1

wj∆
j (A.7.157)

where wj = |Sj |/
m∑
j=1

|Sj | (A.7.158)

For most datasets, we see that almost all constraints are satisfied. Despite projecting on Qdist,

Bio CDR Chem IMDB Semeval Trec Yelp Youtube

# Classes 2 2 10 2 9 6 2 2
# Labelers 20 33 26 5 164 68 8 10

meanj∆
j
dist 0.00.0 0.00.0 0.00.0 0.020.02 0.00.0 0.00.0 0.00.0 0.00.0

meanj∆
j
clf 0.00.0 0.00.0 0.020.01 0.050.01 0.00.0 0.020.01 0.010.0 0.010.01

maxj ∆
j
dist 0.080.15 0.070.07 0.190.29 0.110.05 0.00.01 0.120.06 0.030.01 0.010.01

maxj ∆
j
clf 0.030.01 0.050.05 0.280.22 0.120.03 0.050.03 0.550.29 0.060.01 0.040.03

A.7.2. Mean and Max error in satisfaction of constraints
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∆j
dist which measures error in satisfying classifier constraint is small, indicating that projecting on

distribution works well empirically for satisfying constraints on classifier.

A.7.3 Experiment details of solving the ILP

In table Table 2.1, we also reported our results for the method of projecting on the constraint
on classifiers through solving the ILP in 2.5, as Ourclf(T ). We did not have access to the true
conditional distribution, and so we could not estimate accuracy bounds with respect to the target
Bayes optimal classifier (2.1). Instead, we use the same bounds as estimated from training labels by
interpreting them as noisy bounds with respect to the target classifier.
We use the python function “scipy.linprog’ to solve the ILP and estimate the projection. ϵ in 2.12
was set to 0.2. The cost vector ProjKL(p(X);∆K

y,ϵ) of the ILP is estimated as described in A.4.2, in
particular we use the approximation λk = log(maxj p(x)j/p(x)k) for λk in (A.4.151). To limit the
number of constraints in the linear program, we use stochastic gradient descent with a batch size of
1000. We take a single gradient step in each iteration of the alternating minimization in 2.2.
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A.8 Error guarantee inside the coverage of weak labelers

Theorem A.8.9. Let H1, . . . ,Hk be constraints of the form Hj = {h : X → [K] | ρclf(gj , h) ≤ ηj},
each with different constant weak labels, gj(X) = j − 1 for all j = 1, . . . ,K, then for any f ∈

⋂
j Hj,

we have

errS(f) ≤
k∑

j=1

(ηj + errSj (gj))
Pr(Sj)

Pr(S)
−

∑
σ⊆{1,...,k},

|σ|≥2

(2|σ| − 3)
Pr(Bσ)

Pr(S)
. (A.8.159)

when S =
⋃k

j=1 Sj, Bσ = (
⋂

i∈σ Si) ∩ (
⋂

i∈{1,...,k}\σ S
c
i ) are minterms.

Proof. (Theorem 2.12 Let Bσ = (
⋂

i∈σ Si)∩ (
⋂

i∈{1,...,k}\σ S
c
i ) be minterms. For simplicity, we denote

Bj = B{j} and write Pr(f(X) ̸= f∗(X);B) = Pr(X ∈ {x ∈ X | f(x) ̸= f∗(x)} ∩ B). Since the
weak labelers gj(x) are constant and different for each gj , without loss of generality, we assume that
gj(x) = j − 1 for any x ∈ Sj and for all j = 1, . . . , k. Intuitively, Bj are regions in Sj with no other
conflicting weak labels. We observe that

errS(f) Pr(X ∈ S) (A.8.160)
= Pr(f(X) ̸= f∗(X);S) (A.8.161)

=
k∑

j=1

Pr(f(X) ̸= f∗(X);Bj) + Pr(f(X) ̸= f∗(X);S −
k⋃

j=1

Bj) (Bi ∩Bj = ∅, i ̸= j) (A.8.162)

≤
k∑

j=1

Pr(f(X) ̸= j − 1;Bj) + Pr(f∗(X) ̸= j − 1;Bj) + Pr(X ∈ S −
k⋃

j=1

Bj) (△ inequality

(A.8.163)

Since f ∈
⋂

j Hj , for j = 1, . . . , k, we have

Pr(f(X) ̸= j − 1;Sj) ≤ ηj Pr(X ∈ Sj) (A.8.164)
Pr(f(X) ̸= j − 1;Bj) + Pr(f(X) ̸= j − 1;Sj −Bj) ≤ ηj Pr(X ∈ Sj) (A.8.165)
Pr(f(X) ̸= j − 1;Bj) ≤ ηj Pr(X ∈ Sj)− Pr(f(X) ̸= j − 1;Sj −Bj). (A.8.166)

Similarly, since f∗ ∈
⋂

j Hj , for j = 1, . . . , k, we also have

Pr(f∗(X) ̸= j − 1;Bj) ≤ errSj (gj) Pr(Sj)− Pr(f∗(X) ̸= j − 1;Sj −Bj). (A.8.167)

Substitute these inequalities to the above, we have
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errS(f) Pr(X ∈ S) ≤
k∑

j=1

(ηj + errSj (gj)) Pr(X ∈ Sj)− Pr(f(X) ̸= j − 1;Sj −Bj) (A.8.168)

− Pr(f∗(X) ̸= j − 1;Sj −Bj) + Pr(X ∈ S −
k⋃

j=1

Bj) (A.8.169)

The region Sj −Bj is the area in Sj with at least one other conflicting region, we can write this as a
combination of minterms that represent each weak label in each region,

Sj −Bj =
⋃

σ⊆{1,...,k},
j∈σ,|σ|≥2

Bσ (A.8.170)

Therefore,

k∑
j=1

Pr(f(X) ̸= j − 1;Sj −Bj) (A.8.171)

=
k∑

j=1

Pr(X ∈ Sj −Bj)− Pr(f(X) = j − 1;Sj −Bj) (A.8.172)

=
k∑

j=1

Pr(X ∈ Sj −Bj)−
k∑

j=1

∑
σ⊆{1,...,k},
j∈σ,|σ|≥2

Pr(f(X) = j − 1;Bσ) (from equation A.8.170)

(A.8.173)

=
k∑

j=1

Pr(X ∈ Sj −Bj)−
∑

σ⊆{1,...,k},
|σ|≥2

∑
j∈σ

Pr(f(X) = j − 1;Bσ) (A.8.174)

=

k∑
j=1

Pr(X ∈ Sj −Bj)−
∑

σ⊆{1,...,k},
|σ|≥2

Pr(f(X) + 1 ∈ σ;Bσ) (label starts from 0) (A.8.175)

≥
k∑

j=1

Pr(X ∈ Sj −Bj)−
∑

σ⊆{1,...,k},
|σ|≥2

Pr(X ∈ Bσ) (A.8.176)

The second to last step holds from the fact that for each σ, we will see Bσ, |σ| times for each element
j ∈ σ in terms of Pr(f(X) = j − 1;Bσ). The same argument also holds for f∗. Substitute this back
to the equation (A.8.168)
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errS(f) Pr(X ∈ S) ≤
k∑

j=1

(ηj + errSj (gj)) Pr(X ∈ Sj)− 2
k∑

j=1

Pr(X ∈ Sj −Bj) (A.8.177)

+ 2
∑

σ⊆{1,...,k},|σ|≥2

Pr(X ∈ Bσ) + Pr(X ∈ S −
k⋃

j=1

Bj). (A.8.178)

Finally, we can write each term as a combination of Bσ,

Pr(X ∈ S −
k⋃

j=1

Bj) =
∑

σ⊆{1,...,k},
|σ|≥2

Pr(X ∈ Bσ), (A.8.179)

k∑
j=1

Pr(X ∈ Sj −Bj) =
∑

σ⊆{1,...,k},
|σ|≥2

|σ|Pr(X ∈ Bσ) (A.8.180)

Substitute in, we have the result,

errS(f) Pr(X ∈ S) ≤
k∑

j=1

(ηj + errSj (gj)) Pr(X ∈ Sj)−
∑

σ⊆{1,...,k},
|σ|≥2

(2|σ| − 3)Pr(X ∈ Bσ). (A.8.181)

or in short, we write

errS(f) ≤
k∑

j=1

(ηj + errSj (gj))
Pr(Sj)

Pr(S)
−

∑
σ⊆{1,...,k},

|σ|≥2

(2|σ| − 3)
Pr(Bσ)

Pr(S)
. (A.8.182)

A.9 Extending the error guarantee to the area outside of the weak
labelers coverage with a smoothness property

To prove Theorem 2.13, we rely on the following observation.

Lemma A.10. Let f be an L-Lipschitz function w.r.t. a metric d. For any distribution P,Q we have

EX∼P [f(X)]− EY∼Q[f(Y )] ≤Wd(P,Q) (A.9.183)

where Wd(P,Q) is a Wasserstein distance between P,Q where the cost function is given by d.

Proof. For any distribution P,Q and a transport plan T : X × X between P,Q, we have
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EX∼P [f(X)]− EY∼Q[f(Y )] =

∫
f(x)p(x)dx−

∫
f(y)q(y)dy (A.9.184)

=

∫ ∫
f(x)T (x, y)dydx−

∫ ∫
f(y)T (x, y)dxdy (A.9.185)

=

∫ ∫
|f(x)− f(y)|T (x, y)dydx ≤ L

∫ ∫
d(x, y)T (x, y)dydx. (A.9.186)

When T is the optimal transport plan, the right-hand side term is the smallest, which is the definition
of the Wasserstein distance Wd(P,Q).

The following Theorem is a generalization of Theorem 2.13.

Theorem A.9.11. Let P be a joint distribution over X × Y such that Pr(Y = y | X = x) is L-
Lipschitz w.r.t. a metric d where for all k = 1, . . . ,K and x1, x2 ∈ X ,

|Pr(Y = k | X = x1)− Pr(Y = k | X = x2)| ≤ Ld(x1, x2), (A.9.187)

For any set S and f we write an error of f with respect to P as ẽrrS(f) = Pr(f(X) ̸= Y | X ∈ S),
then for any subsets C,D ⊆ X , we have

ẽrrD(f) ≤ ẽrrC(f)(1 + tf (C,D)) + Luf (C,D) (A.9.188)

when

tf (C,D) = sup
k
|PrC(f(X) = k | X ∈ C)− Pr(f(X) = k | X ∈ D)

Pr(f(X) = k | X ∈ C)
| (A.9.189)

and

uf (C,D) =
∑
j

Pr
D
(f(X) = k)Wd(PX|C∩{x|f(x)=k}, PX|D∩{x|f(x)=k}), (A.9.190)

Wd is a Wasserstien distance and we denote PX|A for a distribution PX condition on X ∈ A.

Proof. First, we write an error term as a combination of errors for each prediction of f(x),

ẽrrD(f) = Pr(f(X) ̸= Y | X ∈ D) (A.9.191)

=
K∑
k=1

Pr(f(X) ̸= Y | f(X) = k,X ∈ D) Pr(f(X) = k | X ∈ D) (A.9.192)

=

K∑
k=1

Pr(Y ̸= k | f(X) = k,X ∈ D) Pr(f(X) = k | X ∈ D). (A.9.193)

We observe that
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|Pr(Y ̸= k | f(X) = k,X ∈ D)− Pr(Y ̸= k | f(X) = k,X ∈ C)| (A.9.194)
= |Pr(Y = k | f(X) = k,X ∈ D)− Pr(Y = k | f(X) = k,X ∈ C)| (A.9.195)
= |EX∼PX|D∩{x|f(x)=k} [Pr(Y = k | X)]− EX∼PX|C∩{x|f(x)=k} [Pr(Y = k | X)]| (A.9.196)

≤ LWd(PX|D∩{x|f(x)=k}, PX|C∩{x|f(x)=k}) (A.9.197)

In the second to last line, we can think of Pr(Y = k|X) as a function of X for which we can
then apply Lemma A.10 to achieve the last line. For compactness of our notation, we denote
PrC(·) = PrX(· | X ∈ C). Substitute this back to the equation above, we have

ẽrrD(f) ≤
K∑
k=1

Pr
C
(Y ̸= k | f(X) = k) Pr

D
(f(X) = k) (A.9.198)

+
K∑
k=1

|Pr
D
(Y ̸= k | f(X) = k)− Pr

C
(Y ̸= k | f(X) = k)|Pr

D
(f(X) = k) (A.9.199)

≤
K∑
k=1

Pr
C
(Y ̸= k | f(X) = k) Pr

D
(f(X) = k) (A.9.200)

+
K∑
k=1

LWd(PX|D∩{x|f(x)=k}, PX|C∩{x|f(X)=k}) Pr
D
(f(x) = k) (A.9.201)

=

K∑
k=1

Pr
C
(Y ̸= k | f(X) = k) Pr

D
(f(X) = k) + Luf (C,D). (A.9.202)

Finally, we also observe that

K∑
k=1

Pr
C
(Y ̸= k | f(X) = k) Pr

D
(f(X) = j) (A.9.203)

=

K∑
k=1

Pr
C
(Y ̸= k | f(X) = k) Pr

C
(f(X) = k)(1 +

PrD(f(X) = k)− PrC(f(X) = k)

PrC(f(X) = k)
) (A.9.204)

≤
K∑
k=1

Pr
C
(Y ̸= k | f(X) = k) Pr

C
(f(X) = k)|1 + PrD(f(X) = k)− PrC(f(X) = k)

PrC(f(X) = k)
| (A.9.205)

≤(
K∑
k=1

Pr
C
(Y ̸= k | f(X) = k) Pr

C
(f(X) = k))(1 + sup

k
|PrD(f(X) = k)− PrC(f(X) = k)

PrC(f(X) = k)
|)

(A.9.206)

=ẽrrC(f)(1 + tf (C,D)) (A.9.207)

Combine with the above, we have
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ẽrrD(f) ≤ ẽrrC(f)(1 + tf (C,D)) + Luf (C,D) (A.9.208)
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Appendix B
Supplementary Material for Chapter 5: Learning with
Explanation Constraints

B.1 Uniform Convergence via Rademacher Complexity

A standard tool for providing performance guarantees of supervised learning problems is a gener-
alization bound via uniform convergence. We will first define the Rademacher complexity and its
corresponding generalization bound.

Definition B.1. Let F be a family of functions mapping X → R. Let S = {x1, . . . , xm} be a set of
examples drawn i.i.d. from a distribution DX . Then, the empirical Rademacher complexity of F is
defined as

RS(F) = E
σ

[
sup
f∈F

(
1

m

m∑
i=1

σif(xi)

)]
where σ1, . . . , σm are independent random variables uniformly chosen from {−1, 1}.

Definition B.2. Let F be a family of functions mapping X → R. Then, the Rademacher complexity
of F is defined as

Rn(F) = E
S∼Dn

X

[RS(F)] .

The Rademacher complexity is the expectation of the empirical Rademacher complexity, over n
samples drawn i.i.d. from the distribution DX .

Theorem B.1.3 (Rademacher-based uniform convergence). Let DX be a distribution over X , and
F a family of functions mapping X → [0, 1]. Let S = {x1, . . . , xn} be a set of samples drawn i.i.d.
from DX , then with probability at least 1− δ over our draw S,

|ED[f(x)]− ÊS [f(x)]| ≤ 2Rn(F) +
√

ln(2/δ)

2n
.

This holds for every function f ∈ F , and ÊS [f(x)] is expectation over a uniform distribution over S.

This bound on the empirical Rademacher complexity leads to the standard generalization bound for
supervised learning.

Theorem B.1.4. For a binary classification setting when y ∈ {±1} with a zero-one loss, for
H ⊂ {h : X → {−1, 1}} be a family of binary classifiers, let S = {(x1, y1), . . . , (xn, yn)} is drawn
i.i.d. from D then with probability at least 1− δ, we have
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|errD(h)− êrrS(h)| ≤ Rn(H) +
√

ln(2/δ)

2n
,

for every h ∈ H when

errD(h) = Pr
(x,y)∼D

(h(x) ̸= y)

and

êrrS(h) =
1

n

n∑
i=1

1[h(xi) ̸= yi]

is the empirical error on S.

For a linear model with a bounded weights in ℓ2 norm, the Rademacher complexity is O( 1√
n
). We

refer to the proof from Ma [144] for this result.

Theorem B.1.5 (Rademacher complexity of a linear model ([144])). Let X be an instance space in
Rd, let DX be a distribution on X , let H = {h : x → ⟨wh, x⟩ | wh ∈ Rd, ||wh||2 ≤ B} be a class of
linear model with weights bounded by some constant B > 0 in ℓ2 norm. Assume that there exists a
constant C > 0 such that Ex∼DX [||x||22] ≤ C2. For any S = {x1, . . . , xn} is drawn i.i.d. from DX ,
we have

RS(H) ≤
B

n

√√√√ n∑
i=1

||xi||22

and
Rn(H) ≤

BC√
n
.

Many of our proofs require the usage of Talgrand’s lemma, which we now present.

Lemma B.6 (Talgrand’s Lemma [397]). Let ϕ : R → R be a k-Lipschitz function. Then for a
hypothesis class H = {h : Rd → R}, we have that

RS(ϕ ◦ H) ≤ kRs(H)

where ϕ ◦ H = {f : z 7→ ϕ(h(z))|h ∈ H}.

B.2 Generalizable Constraints

We know that constraints C(x) capture human knowledge about how explanations at a point x should
behave. For any constraints C(x) that are known apriori for all x ∈ X , we can evaluate whether a
model satisfies the constraints at a point x ∈ X . This motivates us to discuss the ability of models
to generalize from any finite samples SE to satisfy these constraints over X with high probability.
Having access to C(x) is equivalent to knowing how models should behave over all possible data
points in terms of explanations, which may be too strong of an assumption. Nevertheless, many
forms of human knowledge can be represented by a closed-form function C(x). For example,

1. An explanation has to take value in a fixed range can be represented by C(x) = Πr
i=1[ai, bi], ∀x ∈

X .
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2. An explanation has to stay in a ball around x can be represented by C(x) = {u ∈ Rd |
||u− x||2 ≤ r}.

3. An explanation has to stay in a rectangle around x
3 can be represented by C(x) = {u ∈ Rd |

xi
3 − ai ≤ ui ≤

xi
3 + bi, i = 1, . . . , d}.

ball around 

fixed interval

rectangle around 

B.2.1. Illustration of examples of explanation constraints, given from some learnable class C(x).

In this case, there always exists a surrogate loss that represents the explanation constraints C(x); for
example, we can set ϕ(h, x) = 1{g(h, x) ∈ C(x)}. On the other hand, directly specifying explanation
constraints through a surrogate loss would also imply that C(x) is known apriori for all x ∈ X .
The task of generalization to satisfy the constraint on unseen data is well-defined in this setting.
Furthermore, if a surrogate loss ϕ is specified, then we can evaluate ϕ(h, x) on any unlabeled data
point without the need for human annotators which is a desirable property.
On the other hand, we usually do not have knowledge over all data points x ∈ X ; rather, we may
only know these explanation constraints over a random sample of k data points SE = {x′1, . . . , x′k}.
If we do not know the constraint set C(x), it is unclear what satisfying the constraint at an unseen
data point x means. Indeed, without additional assumptions, it may not make sense to think about
generalization. For example, if there is no relationship between C(x) for different values of x, then it
is not possible to infer about C(x) from C(x′i) for i = 1, . . . , k. In this case, we could define

ϕ(h, x) = 1{g(h, x) ∈ C(x)}1{x ∈ SE},

where we are only interested in satisfying these explanation constraints over the finite sample SE .
For other data points, we have ϕ(h, x) = 0. This guarantees that any model with low empirical
explanation loss would also achieve loss expected explanation loss, although this does not have any
particular implication on any notion of generalization to new constraints. Regardless, we note that
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our explanation constraints still reduce the size of the hypothesis class from H to Hϕ,τ , leading to
an improvement in sample complexity.
The more interesting setting, however, is when we make an additional assumption that the true
(unknown) surrogate loss ϕ exists and, during training, we only have access to instances of this
surrogate loss evaluated on the sample ϕ(·, x′i). We can apply a uniform convergence argument to
achieve

ϕ(h,DX ) ≤ ϕ(h, SE) + 2Rk(G) +
√

ln(4/δ)

2k

with probability at least 1 − δ over SE , drawn i.i.d. from DX and G = {ϕ(h, ·)|h ∈ H}, k = |SE |.
Although the complexity term Rk(G) is unknown (since ϕ is unknown), we can upper bound this
by the complexity of a class of functions Φ (e.g., neural networks) that is large enough to well-
approximate any ϕ(h, ·) ∈ G, meaning that Rk(G) ≤ Rk(Φ). Comparing to the former case when
C(x) is known for all x ∈ X apriori, the generalization bound has a term that increases from Rk(G)
to Rk(Φ), which may require more explanation-annotated data to guarantee generalization to new
data points. We note that the simpler constraints lead to a simpler surrogate loss, which in turn
implies a less complex upper bound Φ. This means that simpler constraints are easier to learn.
Nonetheless, this is a more realistic setting when explanation constraints are hard to acquire and
we do not have the constraints for all data points in X . For example, Ross et al. [4] considers an
image classification task on MNIST, and imposes an explanation constraint in terms of penalizing
the input gradient of the background of images. In essence, the idea is that the background should
be less important than the foreground for the classification task. In general, this constraint does not
have a closed-form expression, and we do not even have access to the constraint for unseen data
points. However, if we assume that a surrogate loss ϕ(h, ·) can be well-approximated by two layer
neural networks, then our generalization bound allows us to reason about the ability of model to
generalize and ignore background features on new data.

B.3 Goodness of an explanation constraint
Definition B.7 (Goodness of an explanation constraint). For a hypothesis class H, a distribution D
and an explanation loss ϕ, the goodness of ϕ with respect to a threshold τ and n labeled examples is:

Gn,τ (ϕ,H) = (Rn(H)−Rn(Hϕ,τ )) + (errD(h
∗)− errD(h

∗
t ))

h∗ = argmin
h∈H

errD(h), h∗τ = arg min
h∈Hϕ,τ

errD(h).

Here, we assume access to infinite explanation data so that εk → 0. The goodness depends on the
number of labeled examples n and a threshold t. In our definition, a good explanation constraint leads
to a reduction in the complexity of H while still containing a classifier with low error. This suggests
that the benefits from explanation constraints exhibit diminishing returns as n becomes large. In fact,
as n→∞, we have Rn(H)→ 0, Rn(Hϕ,τ )→ 0 which implies Gn(ϕ,H)→ errD(h

∗)− errD(h
∗
τ ) ≤ 0.

On the other hand, explanation constraints help when n is small. For t large enough, we expect

219



errD(h
∗) − errD(h

∗
τ ) to be small, so that our notion of goodness is dominated by the first term:

Rn(H)−Rn(Hϕ,τ ), which has the simple interpretation of reduction in model complexity.

B.4 Examples for Generalizable constraints

In this section, we look at the Rademacher complexity of G for different explanation constraints to
characterize how many samples with explanation constraints are required in order to generalize to
satisfying the explanation constraints on unseen data. We remark that this is a different notion of
sample complexity; these unlabeled data require annotations of explanation constraints, not standard
labels. In practice, this can be easier and less expertise might be necessary if define the surrogate loss
ϕ directly. First, we analyze the case where our explanation is given by the gradient of a linear model.

Proposition B.8 (Learning a gradient constraint for linear models). Let D be a distribution over
Rd. Let H = {h : x 7→ ⟨wh, x⟩ | wh ∈ Rd, ∥wh∥2 ≤ B} be a class of linear models that pass through
the origin. Let ϕ(h, x) = θ(wh, wh′) be a surrogate explanation loss. Let G = {ϕ(h, ·) | h ∈ H}, then
we have

Rn(G) ≤
π

2
√
m
.

Proof. For a linear separator, ϕ(h, ·) is a constant function over X . The Rademacher complexity is
given by

Rn(G) = E
x∼D

[
E
σ

[
sup

ϕ(h,·)∈G

(
1

m

m∑
i=1

σiϕ(h, xi)

)]]

= E
x∼D

[
E
σ

[
sup
h∈H

(
1

m

m∑
i=1

σi

)
θ(wh, wh′)

]]

= E
x∼D

[
E
σ

[(
1

m

m∑
i=1

σi

)
sup
h∈H

θ(wh, wh′)

]]

=
π

2
E
σ

[∣∣∣∣∣ 1m
m∑
i=1

σi

∣∣∣∣∣
]

≤ π

2
√
m
.

We compare this with the Rademacher complexity of linear models which is given by Rm(H) ≤ B√
m

.
The upper bound does not depend on the upper bound on the weight B. In practice, we know that
the gradient of a linear model is constant for any data point. This implies that knowing a gradient
of a single point is enough to identify the gradient of the linear model.
We consider another type of explanation constraint that is given by a noisy model. Here, we could
observe either a noisy classifier and noisy regressor, and the constraint could be given by having
similar outputs to this noisy model. This is reminiscent of learning with noisy labels [33] or weak
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supervision [3, 19, 59]. In this case, our explanation g is simply the hypothesis element h itself, and
our constraint is on the values that h(x) can take. We first analyze this in the classification setting.

Proposition B.9 (Learning a constraint given by a noisy classifier). Let D be a distribution over
Rd. Consider a binary classification task with Y = {−1, 1}. Let H be a hypothesis class. Let
ϕ(h, x) = 1[h(x) ̸= h′(x)] be a surrogate explanation loss. Let G = {ϕ(h, ·) | h ∈ H}, then we have

Rn(G) =
1

2
Rn(H).

Proof.

Rn(G) = E
x∼D

[
E
σ

[
sup

ϕ(h,·)∈G

(
1

m

m∑
i=1

σiϕ(h, xi)

)]]

= E
x∼D

[
E
σ

[
sup
h∈H

(
1

m

m∑
i=1

σi(
1− h(x)h′(x)

2
)

)]]

= E
x∼D

[
E
σ

[
sup
h∈H

(
1

m

m∑
i=1

σi(
h(x)h′(x)

2
)

)]]

= E
x∼D

[
E
σ

[
sup
h∈H

(
1

m

m∑
i=1

σi(
h(x)

2
)

)]]

=
1

2
Rn(H).

Here, to learn the restriction of G is on the same order of Rn(H). For a given noisy regressor, we
observe slightly different upper bound.

Proposition B.10 (Learning a constraint given by a noisy regressor). Let D be a distribution over
Rd. Consider a regression task with Y = R. Let H be a hypothesis class that ∀h ∈ H,−h ∈ H. Let
ϕ(h, x) = |h(x)− h′(x)| be a surrogate explanation loss. Let G = {ϕ(h, ·) | h ∈ H}, then we have

Rn(G) ≤ 2Rn(H).
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Proof.

Rn(G) = E
x∼D

[
E
σ

[
sup

ϕ(h,·)∈G

(
1

m

m∑
i=1

σiϕ(h, xi)

)]]

= E
x∼D

[
E
σ

[
sup
h∈H

(
1

m

m∑
i=1

σi|h(xi)− h′(xi)|

)]]

= E
x∼D

[
E
σ

[
sup
h∈H

(
1

m

m∑
i=1

σimax(0, h(xi)− h′(xi)) +
1

m

m∑
i=1

σimax(0, h′(xi)− h(xi))

)]]

≤ E
x∼D

[
E
σ

[
sup
h∈H

(
1

m

m∑
i=1

σimax(0, h(xi)− h′(xi))

)]]
+

E
x∼D

[
E
σ

[
sup
h∈H

(
1

m

m∑
i=1

σimax(0, h′(xi)− h(xi))

)]]

≤ E
x∼D

[
E
σ

[
sup
h∈H

(
1

m

m∑
i=1

σi(h(xi)− h′(xi))

)]]
+ E

x∼D

[
E
σ

[
sup
h∈H

(
1

m

m∑
i=1

σi(h
′(xi)− h(xi))

)]]
,

where in the last line, we apply Talgrand’s lemma B.6 and note that the max function max(0, h(x))
is 1-Lipschitz; in the third line, we note that we break up the supremum as both terms by definition
of the max function are non-negative. Then, noting that we do not optimize over h′(x), we further
simplify this as

Rn(G) ≤ E
x∼D

[
E
σ

[
sup
h∈H

(
1

m

m∑
i=1

σih(xi)

)]]
+ E

x∼D

[
E
σ

[
sup
h∈H

(
1

m

m∑
i=1

σi(−h(xi))

)]]
≤ 2Rn(H).

As mentioned before, knowing apriori surrogate loss ϕ might be too strong. In practice, we may only
have access to the instances ϕ(·, xi) on a set of samples S = {x1, . . . , xk}. We also consider the case
when ϕ(h, x) = |h(x)− h′(x)| when h′ is unknown and h′ belongs to a learnable class C.

Proposition B.11 (Learning a constraint given by a noisy regressor from some learnable class C).
Assume D is a distribution over Rd. Let H and D be hypothesis classes. Let ϕh′(h, x) = |h(x)−h′(x)|
be a surrogate explanation loss of a constraint corresponding to h′. Let GC = {ϕh′(h, ·)|h ∈ H, h′ ∈ C},
then we have

Rn(GC) ≤ 2Rn(H) + 2Rn(C).
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Proof.

Rn(GC) = E
x∼D

[
E
σ

[
sup

ϕ(h,·)∈GC

(
1

m

m∑
i=1

σiϕ(h, xi)

)]]

= E
x∼D

E
σ

 sup
h∈H,
h′∈C

(
1

m

m∑
i=1

σi|h(xi)− h′(xi)|

)


≤ E
x∼D

E
σ

 sup
h∈H,
h′∈C

(
1

m

m∑
i=1

σimax(0, h(xi)− h′(xi))

)
 +

E
x∼D

E
σ

 sup
h∈H,
h′∈C

(
1

m

m∑
i=1

σimax(0, h′(xi)− h(xi))

)


≤ E
x∼D

E
σ

 sup
h∈H,
h′∈C

(
1

m

m∑
i=1

σi(h(xi)− h′(xi))

)
 +

E
x∼D

E
σ

 sup
h∈H,
h′∈C

(
1

m

m∑
i=1

σi(h
′(xi)− h(xi))

)


where the lasts line again holds by an application of Talgrand’s lemma. In this case, we indeed are
optimizing over h′, so we get that

Rn(GC) ≤ 2 · E
x∼D

[
E
σ

[
sup
h∈H

(
1

m

m∑
i=1

σi(h(xi))

)]]
+ 2 · E

x∼D

[
E
σ

[
sup
h′∈C

(
1

m

m∑
i=1

σi(h
′(xi))

)]]
= 2Rn(H) + 2Rn(C).

We remark that while this value is much larger than that of Rn(H), we only need information about
ϕ(h, x) and not the true label. Therefore, in many cases, this is preferable and not as expensive to
learn.

B.5 Proof of Theorem 3.19

We consider the agnostic setting of Theorem 3.19. Here, we have two notions of deviations; one is
deviation in a model’s ability to satisfy explanations, and the other is a model’s ability to generalize
to correctly produce the target function.

Proof. From Rademacher-based uniform convergence, for any h ∈ H, with probability at least 1−δ/2
over SE
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|ϕ(h,D)− ϕ(h, SE)| ≤ 2Rk(G) +
√

ln(4/δ)

2k
= εk

Therefore, with probability at least 1− δ/2, for any h ∈ Hϕ,t−εk we also have ϕ(h, SE) ≤ t and for
any h with ϕ(h, SE) ≤ t, we have h ∈ Hϕ,t+εk . In addition, by a uniform convergence bound, with
probability at least 1− δ/2, for any h ∈ Hϕ,t+εk

|errD(h)− errS(h)| ≤ Rn(Hϕ,t+εk) +

√
ln(4/δ)

2n
.

Now, let h′ be the minimizer of errS(h) given that ϕ(h, SE) ≤ t. By previous results, with probability
1− δ, we have h′ ∈ Hϕ,t+εk and

errD(h
′) ≤ errS(h

′) +Rn(Hϕ,t+εk) +

√
ln(4/δ)

2n

≤ errS(h
∗
t−εk

) +Rn(Hϕ,t+εk) +

√
ln(4/δ)

2n

≤ errD(h
∗
t−εk

) + 2Rn(Hϕ,t+εk) + 2

√
ln(4/δ)

2n
.

B.6 EPAC-PAC learnability

We note that in our definition of EPAC learnability, we are only concerned with whether a model
achieves a lower surrogate loss than τ . However, the objective of minimizing the EPAC-ERM
objective is to achieve both low average error and low surrogate loss. We characterize this property
as EPAC-PAC learnability.

Definition B.12 (EPAC-PAC learnability). For any δ ∈ (0, 1), τ > 0, the sample complexity of
(δ, τ, γ) - EPAC learning of H with respect to a surrogate loss ϕ, denoted m(δ, τ, γ;H, ϕ) is defined
as the smallest m ∈ N for which there exists a learning rule A such that every data distribution DX
over X , with probability at least 1− δ over S ∼ Dm,

ϕ(A(S),D) ≤ inf
h∈H

ϕ(h,D) + τ

and
errD(A(S)) ≤ inf

h∈H
errD(h) + γ.

If no such m exists, define m(δ, τ, γ;H, ϕ) = ∞. We say that H is EPAC-PAC learnable in the
agnostic setting with respect to a surrogate loss ϕ if ∀δ ∈ (0, 1), τ > 0, m(δ, τ, γ;H, ϕ) is finite.
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B.7 A Generalization Bound in the Realizable Setting

In this section, we assume that we are in the doubly realizable [50] setting where there exists h∗ ∈ H
such that errD(h

∗) = 0 and ϕ(h∗,D) = 0. The optimal classifier h∗ lies in H and also achieve zero
expected explanation loss. In this case, we want to output a hypothesis h that achieve both zero
empirical risk and empirical explanation risk.

Theorem B.7.13 (Generalization bound for the doubly realizable setting). For a hypothesis class H,
a distribution D and an explanation loss ϕ. Assume that there exists h∗ ∈ H that errD(h∗) = 0 and
ϕ(h∗,D) = 0. Let S = {(x1, y1), . . . , (xn, yn)} is drawn i.i.d. from D and SE = {x′1, . . . , x′k} drawn
i.i.d. from DX . With probability at least 1− δ, for any h ∈ H that errS(h) = 0 and ϕ(h, SE) = 0, we
have

errD(h) ≤ Rn(Hϕ,εk) +

√
ln(2/δ)

2n

when

εk = 2Rk(G) +
√

ln(2/δ)

2k

when G = {ϕ(h, x) | h ∈ H, x ∈ X}.

Proof. We first consider only classifiers than has low empirical explanation loss and then perform
standard supervised learning. From Rademacher-based uniform convergence, for any h ∈ H, with
probability at least 1− δ/2 over SE

ϕ(h,D) ≤ ϕ(h, SE) + 2Rk(G) +
√

ln(2/δ)

2k

when G = {ϕ(h, x) | h ∈ H, x ∈ X}. Therefore, for any h ∈ H with ϕ(h, SE) = 0, we have h ∈ Hϕ,εk

with probability at least 1− δ/2. Now, we can apply the uniform convergence on Hϕ,εk . For any
h ∈ Hϕ,εk with errS(h) = 0, with probability at least 1− δ/2, we have

errD(h) ≤ Rn(Hϕ,εk) +

√
ln(2/δ)

2n
.

Therefore, for h ∈ H that ϕ(h, SE) = 0, errS(h) = 0, we have our desired guarantee.

We remark that, since our result relies on the underlying techniques of the Rademacher complexity,
our result is on the order of O( 1√

n
). In the (doubly) realizable setting, this is somewhat loose, and

more complicated techniques are required to produce tighter bounds. We leave this as an interesting
direction for future work.

B.8 Rademacher Complexity of Linear Models with a Gradient
Constraint

We calculate the empirical Rademacher complexity of a linear model under a gradient constraint.

Theorem B.8.14 (Empirical Rademacher complexity of linear models with a gradient constraint).
Let X be an instance space in Rd, let DX be a distribution on X , let H = {h : x→ ⟨wh, x⟩ | wh ∈
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B.8.2. Illustration of different value of a function f(v).

Rd, ||wh||2 ≤ B} be a class of linear model with weights bounded by some constant B > 0 in ℓ2 norm.
Assume that there exists a constant C > 0 such that Ex∼DX [||x||22] ≤ C2. Assume that we have an
explanation constraint in terms of gradient constraint; we want the gradient of our linear model to be
close to the gradient of some linear model h′. Let ϕ(h, x) = θ(wh, wh′) be an explanation surrogate
loss when θ(u, v) is an angle between u, v. For any S = {x1, . . . , xn} is drawn i.i.d. from DX , we have

RS(Hϕ,τ ) =
B

n
Eσ [∥v∥f(v)] .

when v =
∑n

i=1 xiσi and

f(v) =


1 when θ(v, w′) ≤ τ
cos(θ(v, w′)− τ) when τ ≤ θ(v, w′) ≤ π

2 + τ

0 when θ(v, w′) ≥ π
2 + τ.

For the proof, we refer to Appendix B.8 for full proof. We compare this with the standard bound
on linear models which is given by

RS(H) =
B

n
Eσ[∥v∥].

The benefits of the explanation constraints depend on the underlying data distribution; in the case
of linear models with a gradient constraint, this depends on an angle between v =

∑n
i=1 xiσi and w′.

The explanation constraint reduces the term inside the expectation by a factor of f(v) depending on
θ(v, w′). When θ(v, w′) ≤ τ then f(v) = 1 which implies that there is no reduction. The value of f(v)
decreases as the angle between θ(v, w′) increases and reaches f(v) = 0 when θ(v, w′) ≥ π

2 + τ . When
the data is concentrated around the area of w′, the possible regions for v would be close to w′ or −w′

(Figure B.8.3 (Top)). The value of f(v) in this region would be either 1 or 0 and the reduction would
be 1

2 on average. In essence, this means that the gradient constraint of being close to w′ does not
actually tell us much information beyond the information from the data distribution. On the other
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B.8.3. Benefits of an explanation constraint also depend on the data distribution. We represent data
points xi with red squares (Left). The possible regions for v =

∑n
i=1 xiσi are the shaded areas

(Right). When the data is highly correlated with w′, v would lie in a region where f(v) is large
(Top) and this implies that the gradient constraints provide less benefits. On the other hand, when
the data is almost orthogonal to w′, v would lie in a region with a small value of f(v) (Bottom)
which leads to more benefits from the gradient constraints

.

hand, when the data points are nearly orthogonal to w′, the possible regions for v would lead to a small
f(v) (Figure B.8.3 (Bottom)). This can lead to a large reduction in complexity. Intuitively, when the
data is nearly orthogonal to w′, there are many valid linear models including those not close in angle to
w′. The constraints allows us to effectively shrink down the class of linear models that are close to w′.

Proof. (Proof of Theorem B.8.14) Recall that Hϕ,τ = {h : x → ⟨wh, x⟩ | wh ∈ Rd, ||wh||2 ≤
B, θ(wh, wh′) ≤ τ}. For a set of sample S, the empirical Rademacher complexity of Hϕ,τ is given by
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RS(Hϕ,τ ) =
1

n
Eσ

[
sup

h∈Hϕ,τ

n∑
i=1

h(xi)σi

]

=
1

n
Eσ

 sup
∥wh∥2≤B

θ(wh,wh′ )≤τ

n∑
i=1

⟨wh, xi⟩σi



=
1

n
Eσ

 sup
∥wh∥2≤B

θ(wh,wh′ )≤τ

⟨wh,
n∑

i=1

xiσi⟩

 .
For a vector w′ ∈ Rd with ∥w′∥2 = 1, and a vector v ∈ Rd, we will claim the following,

1. If θ(v, w′) ≤ τ , we have
sup

∥w∥2≤B
θ(w,w′)≤τ

⟨w, v⟩ = B∥v∥.

2. If π
2 + τ ≤ θ(v, w′) ≤ π, we have

sup
∥w∥2≤B
θ(w,w′)≤τ

⟨w, v⟩ = 0.

3. If τ ≤ θ(v, w′) ≤ π
2 + τ , we have

sup
∥w∥2≤B
θ(w,w′)≤τ

⟨w, v⟩ = B∥v∥ cos(θ(v, w′)− τ)

For the first claim, we can see that if θ(v, w′) ≤ τ , we can pick w = Bv
∥v∥ and achieve the optimum

value. For the second claim, we use the fact that θ(·, ·) satisfies a triangle inequality and for any w
that θ(w,w′) ≤ τ , we have

θ(v, w) + θ(w,w′) ≥ θ(v, w′)

θ(v, w) ≥ θ(v, w′)− θ(w,w′)

θ(v, w) ≥ π

2
+ τ − τ =

π

2
.

This implies that for any w that θ(w,w′) ≤ τ , we have ⟨w, v⟩ = ∥w∥∥v∥ cos(θ(v, w)) ≤ 0 and the
supremum is given by 0 where we can set ∥w∥ = 0. For the third claim, we know that ⟨w, v⟩ is
maximum when the angle between v, w is the smallest. From the triangle inequality above, we
must have θ(w,w′) = τ to be the largest possible value so that we have the smallest lower bound
θ(v, w) ≥ θ(v, w′)− θ(w,w′). In addition, the inequality holds when v, w′, w lie on the same plane.
Since we do not have further restrictions on w, there exists such w and we have

sup
∥w∥2≤B
θ(w,w′)≤τ

⟨w, v⟩ = B∥v∥ cos(θ(v, w′)− τ)
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as required. One can calculate a closed form formula for w by solving a quadratic equation. Let w =
Bw̃
∥w̃∥ when w̃ = v+λw′ for some constant λ > 0 such that θ(w,w′) = τ . With this we have an equation

⟨w̃, w′⟩
∥w̃∥

= cos(τ)

⟨v + λw′, w′⟩
∥v + λw′∥

= cos(τ)

Let µ = ⟨v, w′⟩, solving for λ, we have

µ+ λ√
∥v∥2 + 2λµ+ λ2

= cos(τ)

µ2 + 2µλ+ λ2 = cos2(τ)(∥v∥2 + 2λµ+ λ2)

sin2(τ)λ2 + 2 sin2(τ)µλ+ µ2 − cos2(τ)∥v∥2 = 0

λ2 + 2µλ+
µ2

sin2(τ)
− cot2(τ)∥v∥2 = 0

Solve this quadratic equation, we have

λ = −µ± cot(τ)
√
∥v∥2 − µ2.

Since λ > 0, we have λ = −µ+ cot(τ)
√
∥v∥2 − µ2. We have

w̃ = v + λw′

= v + (−µ+ cot(τ)
√
∥v∥2 − µ2)w′

= v − ⟨v, w′⟩w′ + cot(τ)w′√∥v∥2 − µ2.
With these claims, we have

RS(Hϕ,τ ) =
1

n
Eσ

 sup
∥wh∥2≤B

θ(wh,wh′ )≤τ

⟨wh,

n∑
i=1

xiσi⟩


=
B

n
Eσ

[
∥v∥1{θ(v, w′) ≤ τ}+ ∥v∥1{τ ≤ θ(v, w′) ≤ π

2
+ τ} cos(θ(v, w′)− τ)

]
=
B

n
Eσ [∥v∥f(v)] .

Theorem B.8.15 (Rademacher complexity of linear models with gradient constraint, uniform
distribution on a sphere). Let X be an instance space in Rd, let DX be a uniform distribution on a unit
sphere in Rd, let H = {h : x→ ⟨wh, x⟩ | wh ∈ Rd, ||wh||2 ≤ B} be a class of linear model with weights

229



bounded by some constant B > 0 in ℓ2 norm. Assume that there exists a constant C > 0 such that
Ex∼DX [||x||22] ≤ C2. Assume that we have an explanation constraint in terms of gradient constraint;
we want the gradient of our linear model to be close to the gradient of some linear model h′. Let
ϕ(h, x) = θ(wh, wh′) be an explanation surrogate loss when θ(u, v) is an angle between u, v. We have

Rn(Hϕ,τ ) =
B√
n

(
sin(τ) · p+ 1− p

2

)
,

where

p = erf

(√
d sin(τ)√

2

)
.

Proof. From Theorem B.8.14, we have that

Rn(Hϕ,τ ) = E[RS(Hϕ,τ )]

=
B

n
ED

[
Eσ

[
∥v∥1{θ(v, w′) ≤ τ}+ ∥v∥1{τ ≤ θ(v, w′) ≤ π

2
+ τ} cos(θ(v, w′)− τ)

]]
=
B

n
ED

[
Eσ

[
∥v∥1{θ(v, w′) ≤ π

2
− τ}+ ∥v∥1{π

2
− τ ≤ θ(v, w′) ≤ π

2
+ τ} cos(θ(v, w′)− τ)

]]
when v =

∑n
i=1 xiσi. Because xi is drawn uniformly from a unit sphere, in expectation θ(v, w′) has

a uniform distribution over [0, π] and the distribution ∥v∥ for a fixed value of θ(v, w′) are the same
for all θ(v, w′) ∈ [0, π]. From Trigonometry, we note that

cos(
π

2
− 2τ + a) + cos(

π

2
− a) = sin(2τ − a) + sin(a) ≤ 2 sin(τ).

By the symmetry property and the uniformity of the distribution of θ(v, w′) and ∥v∥.

ED

[
Eσ

[
∥v∥1{π

2
− τ ≤ θ(v, w′) ≤ π

2
+ τ} cos(θ(v, w′)− τ)

]]
= ED

[
Eσ

[
∥v∥1{0 ≤ θ(v, w′) ≤ 2τ} cos(π

2
+ θ(v, w′)− τ)

]]
= ED

[
Eσ

[
∥v∥(1{0 ≤ θ(v, w′) ≤ τ} cos(π

2
+ θ(v, w′)− τ) + 1{τ ≤ θ(v, w′) ≤ 2τ} cos(π

2
+ θ(v, w′)− τ))

]]
= ED

[
Eσ

[
∥v∥(1{0 ≤ θ(v, w′) ≤ τ} cos(π

2
+ θ(v, w′)− τ) + 1{0 ≤ 2τ − θ(v, w′) ≤ τ} cos(π

2
− (2τ − θ(v, w′))))

]]
= ED

[
Eσ

[
∥v∥(1{0 ≤ θ(v, w′) ≤ τ} cos(π

2
+ θ(v, w′)− τ) + 1{0 ≤ θ̃(v, w′) ≤ τ} cos(π

2
− θ̃(v, w′)))

]]
= ED

[
Eσ

[
∥v∥(1{0 ≤ θ(v, w′) ≤ τ} cos(π

2
+ θ(v, w′)− τ) + 1{0 ≤ θ(v, w′) ≤ τ} cos(π

2
− θ(v, w′)))

]]
≤ ED

[
Eσ

[
∥v∥1{π

2
− τ ≤ θ(v, w′) ≤ π

2
+ τ} sin(τ)

]]
when θ̃(v, w′) = π

2 − θ(v, w
′). We have

Rn(Hϕ,τ ) ≤
B

n
ED

[
Eσ

[
∥v∥1{θ(v, w′) ≤ π

2
− τ}+ ∥v∥1{π

2
− τ ≤ θ(v, w′) ≤ π

2
+ τ} sin(τ)

]]
=
B

n
ED [Eσ [∥v∥]] (Pr(θ(v, w′) ≤ π

2
− τ) + Pr(

π

2
− τ ≤ θ(v, w′) ≤ π

2
+ τ) sin(τ))
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The last equation follows from the symmetry and uniformity properties. We can bound the first
expectation

ED[Eσ∥v∥]] = ED[Eσ∥
n∑

i=1

xiσi∥]]

≤ ED[

√√√√Eσ∥
n∑

i=1

xiσi∥2]]

= ED[

√√√√Eσ

n∑
i=1

∥xi∥2σ2i ]]

≤ C
√
n.

Next, we can simply note that, since our data is distributed over a unit sphere, each data has norm
no greater than 1. Therefore, we know that C = 1 is indeed an upper bound on Ex∼DX [||x||22]. For
the probability term, we note that in expectation v has the same distribution as a random vector u
drawn uniformly from a unit sphere. We let this be some probability p:

p = Pr
(π
2
− τ ≤ θ(v, w′) ≤ π

2
+ τ
)
= Pr

(
|⟨u,w′⟩| ≤ sin(τ)

)
.

We know that the projection ⟨u,w′⟩ ∼ N (0, 1d). Then, we have that |⟨u,w′⟩| is given by a Folded
Normal Distribution, which has a CDF given by

Pr
(
|⟨u,w′⟩| ≤ sin(τ)

)
=

1

2

[
erf

(√
d sin(τ)√

2

)
+ erf

(√
d sin(τ)√

2

)]

= erf

(√
d sin(τ)√

2

)
.

We then observe that

Pr
(
θ(v, w′) ≤ π

2
− τ
)
=

1

2

(
1− Pr

(π
2
− τ ≤ θ(v, w′) ≤ π

2
+ τ
))

=
1− p
2

Plugging this in yields the following bound

Rn(Hϕ,τ ) =
B√
n

(
sin(τ) · p+ 1− p

2

)
,

where

p = erf

(√
d sin(τ)√

2

)
.
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B.9 Rademacher Complexity for Two Layer Neural Networks with
a Gradient Constraint

Here, we present the full proof of the generalization bound for two layer neural networks with
gradient explanations. In our proof, we use two results from Ma [144]. One result is a technical
lemma, and the other is a bound on the Rademacher complexity of two layer neural networks.

Lemma B.16. Consider a set S = {x1, ..., xn} and a hypothesis class F ⊂ {f : Rd → R}. If

sup
f∈F

n∑
i=1

f(xi)σi ≥ 0 for any σi ∈ {±1}, i = 1, ..., n,

then, we have that

Eσ

[
sup
f∈F
|

n∑
i=1

f(xi)σi|

]
≤ 2Eσ

[
sup
f∈F

n∑
i=1

f(xi)σi

]
.

Theorem B.9.17 (Rademacher complexity for two layer neural networks [144]). Let X be an
instance space and DX be a distribution over X . Let H = {h : x 7→

∑m
i=1wiσ(u

⊤
i x)|wi ∈ R, ui ∈

Rd,
∑m

i=1 |wi|∥ui∥2 ≤ B} be a class of two layer neural networks with m hidden nodes with a ReLU
activation function σ(x) = max(0, x). Assume that there exists some constant C > 0 such that
Ex∼DX [∥x∥22] ≤ C2. Then, for any S = {x1, . . . , xn} is drawn i.i.d. from DX , we have that

RS(H) ≤
2B

n

√√√√ n∑
i=1

||xi||22

and
Rn(H) ≤

2BC√
n
.

We defer interested readers to [144] for the full proof of this result. Here, the only requirement of
the data distribution is that Ex∼DX [∥x∥22] ≤ C2. We now present our result in the setting of two
layer neural networks with one hidden node m = 1 to provide clearer intuition for the overall proof.

Theorem B.9.18 (Rademacher complexity for two layer neural networks (m = 1) with gradient
constraints). Let X be an instance space and DX be a distribution over X . Let H = {h : x 7→
wσ(u⊤x)|w ∈ R, u ∈ Rd, |w| ≤ B, ∥u∥ = 1}. Without loss of generality, we assume that ∥u∥ = 1.
Assume that there exists some constant C > 0 such that Ex∼DX [∥x∥22] ≤ C2. Our explanation
constraint is given by a constraint on the gradient of our models, where we want the gradient of
our learnt model to be close to a particular target function h′ ∈ H. Let this be represented by an
explanation loss given by

ϕ(h, x) = ∥∇xh(x)−∇xh
′(x)∥2 +∞ · 1{∥∇xh(x)−∇xh

′(x)∥ > τ}

for some τ > 0. Let h′(x) = w′σ((u′)⊤x) the target function, then we have
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Rn(Hϕ,τ ) ≤
τC√
n

if |w′| > τ,

Rn(Hϕ,τ ) ≤
3τC√
n

if |w′| ≤ τ.

Proof. Our choice of ϕ(h, x) guarantees that, for any h ∈ Hϕ,τ , we have that ∥∇xh(x)−∇xh
′(x)∥ ≤ τ

almost everywhere. We note that for h(x) = wσ(u⊤x), the gradient is given by∇xh(x) = wu1{u⊤x >
0}, which is a piecewise constant function over two regions (i.e., u⊤x > 0, u⊤x ≤ 0), captured by
Figure B.9.4.

B.9.4. Visualization of the piecewise constant function of ∇xh(x)−∇xh
′(x) over 4 regions.

We now consider ∇xh(x)−∇xh
′(x), and we have 3 possible cases.

Case 1: θ(u, u′) > 0
This implies that the boundaries of ∇x(h) and ∇xh

′(x) are different. Then, we have that ∇xh(x)−
∇xh

′(x) is a piecewise constant function with 4 regions, taking on values

∇xh(x)−∇xh
′(x) =


wu− w′u′ when u⊤x > 0, (u′)⊤x > 0

wu when u⊤x > 0, (u′)⊤x < 0

−w′u′ when u⊤x < 0, (u′)⊤x > 0

0 when u⊤x < 0, (u′)⊤x < 0

If we assume that each region has probability mass greater than 0 then our constraint ∥∇xh(x)−
∇xh

′(x)∥2 ≤ τ implies that |w| = |w|∥u∥ ≤ τ, |w′| = |w′|∥u′∥ ≤ τ, ∥wu− w′u′∥ ≤ τ .
Case 2: θ(u, u′) = 0
This implies that the boundary of ∇xh(x) and ∇xh

′(x) are the same. Then, ∇xh(x)−∇xh
′(x) is a

piecewise constant over two regions
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∇xh(x)−∇xh
′(x) =

{
wu− w′u′ when u⊤x > 0

0 when u⊤x < 0

This gives us that |w − w′| = ∥wu− w′u′∥ ≤ τ .
Case 3: θ(u, u′) = π
Here, we have that the decision boundaries of ∇xh(x) and ∇xh

′(x) are the same but the gradients
are non-zero on different sides. Then, ∇xh(x)−∇xh

′(x) is a piecewise constant on two regions

∇xh(x)−∇xh
′(x) =

{
wu when u⊤x > 0

−w′u′ when u⊤x < 0

This gives us that |w| ≤ τ and |w′| ≤ τ .
These different cases tell us that the constraint ∥∇xh(x)−∇xh

′(x)∥ ≤ τ reduces H into a class of
models follows either

1. u = u′ and |w − w′| < τ .

2. u ̸= u′ and |w| < τ . However, this case only possible when |w′| < τ .

If |w′| > τ , we know that we must only have the first case. Now, we can calculate the Rademacher
complexity of our restricted class Hϕ,τ . We will again do this in separate cases.
Case 1: |w′| > τ
For any h ∈ Hϕ,τ , we have that u = u′ and |w − w′| < τ . For a sample S = {x1, ..., xn},

Rs(Hϕ,τ ) =
1

n
Eσ

[
sup

h∈Hϕ,τ

n∑
i=1

h(xi)σi

]

=
1

n
Eσ

[
sup
w

n∑
i=1

wσ((u′)⊤xi)σi

]
( as u = u′)

=
1

n
Eσ

[
sup
w
w

(
n∑

i=1

σ((u′)⊤xi)σi

)]
.

Since, |w − w′| < τ ,
w′ − τ < w < w′ + τ

Then, we can compute the supremum over w as

w =

{
w′ − τ if

(∑n
i=1 σ((u

′)⊤xi)σi
)
< 0

w′ + τ if
(∑n

i=1 σ((u
′)⊤xi)σi

)
≥ 0

Therefore, we have

sup
w
w

(
n∑

i=1

σ((u′)⊤xi)σi

)
=

(
w′ + τ sign

(
n∑

i=1

σ((u′)⊤xi)σi

))
·

(
n∑

i=1

σ((u′)⊤xi)σi

)
.

Now, we can calculate the Rademacher complexity as
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RS(Hϕ,τ ) =
1

n
Eσ

[
w′

(
n∑

i=1

σ((u′)⊤xi)σi

)
+ τ |

n∑
i=1

σ((u′)⊤xi)σi|

]

=
τ

n
Eσ

[
|

n∑
i=1

σ((u′)⊤xi)σi|

]

≤ τ

n

√√√√Eσ

[
∥

n∑
i=1

σ((u′)⊤xi)σi∥2
]

(Jensen’s inequality)

=
τ

n

√√√√Eσ

[
n∑

i=1

σ((u′)⊤xi)2σ2i

]
(since σi, σj are independent with mean 0)

≤ τ

n

√√√√ n∑
i=1

((u′)⊤xi)2

≤ τ

n

√√√√ n∑
i=1

∥xi∥2.

Combining this with the fact that E
[
∥x∥2

]
≤ C2, we have

Rn(Hϕ,τ ) = E[RS(Hϕ,τ )]

≤ τ

n
E[

√√√√ n∑
i=1

∥xi∥2]

≤ τ

n

√√√√E[
n∑

i=1

∥xi∥2] (Jensen’s inequality)

≤ τC√
n
.

Case 2: |w′|∥u′∥ < τ .
We know that Hϕ,τ = H(1)

ϕ,τ

⋃
H(2)

ϕ,τ when

H(1)
ϕ,τ = {h ∈ H|h : x→ wσ(u⊤x), u = u′, |w − w′| < τ}

H(2)
ϕ,τ = {h ∈ H|h : x→ wσ(u⊤x), ∥u∥ = 1, u ̸= u′, |w| < τ}

We have
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RS(Hϕ,τ ) =
1

n
Eσ

[
sup

h∈Hϕ,τ

n∑
i=1

h(xi)σi

]

≤ 1

n
Eσ

 sup
h∈H(1)

ϕ,τ

n∑
i=1

h(xi)σi + sup
h∈H(2)

ϕ,τ

n∑
i=1

h(xi)σi


= RS(H(1)

ϕ,τ ) +RS(H(2)
ϕ,τ )

The second line holds as supx∈A∪B f(x) ≤ supx∈A f(x) + supx∈B f(x) when supx∈A f(x) ≥ 0 and
supx∈B f(x) ≥ 0. We know that both of these supremums be greater than zero, as we can recover
the value of 0 with w = 0. From Case 1, we know that

Rn(H(1)
ϕ,τ ) ≤

τC√
n
.

We also note that H(2)
ϕ,τ is a class of two layer neural networks with weights with norms bounded by

τ . From Theorem B.9.17, we have that

Rn(H(2)
ϕ,τ ) ≤

2τC√
n
.

Therefore, in Case 2,

Rn(Hϕ,τ ) ≤
3τC√
n
.

as required.

Now, we consider in the general setting (i.e., no restriction on m).

Theorem B.9.19 (Rademacher complexity for two layer neural networks with gradient constraints
). Let X be an instance space and DX be a distribution over X with a large enough support. Let
H = {h : x 7→

∑m
j=1wjσ(u

⊤
j x)|wj ∈ R, uj ∈ Rd, ∥uj∥2 = 1,

∑m
j=1 |wj | ≤ B}. Assume that there

exists some constant C > 0 such that Ex∼DX [∥x∥22] ≤ C2. Our explanation constraint is given by a
constraint on the gradient of our models, where we want the gradient of our learnt model to be close
to a particular target function h′ ∈ H. Let this be represented by an explanation loss given by

ϕ(h, x) = ∥∇xh(x)−∇xh
′(x)∥2 +∞ · 1{∥∇xh(x)−∇xh

′(x)∥ > τ}

for some τ > 0. Then, we have that

Rn(Hϕ,τ ) ≤
3τmC√

n
.

To be precise,

Rn(Hϕ,τ ) ≤
(2m+ q)τC√

n
.
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when q is the number of node j of h′ such that |w′
j | < τ .

We note that this result indeed depends on the number of hidden dimensions m; however, we note
that in the general case (Theorem B.9.17), the value of B is O(m) as it is a sum over the values of
each hidden node. We now present the proof for the more general version of our theorem.

Proof. For simplicity, we first assume that any h ∈ H has that ∥uj∥ = 1,∀j. Consider h ∈ H,
we write h =

∑m
j=1w

′
jσ((u

′
j)

⊤x) and let h′(x) =
∑m

j=1w
′
jσ((u

′
j)

⊤x) be a function for our gradient
constraint. The gradient of a hypothesis h is given by

∇xh(x) =
m∑
j=1

wjuj · 1{u⊤j x > 0},

which is a piecewise constant function over at most 2m regions. Then, we consider that

∇xh(x)−∇xh
′(x) =

m∑
j=1

wjuj · 1{u⊤j x > 0} −
m∑
j=1

w′
ju

′
j · 1{(u′j)⊤x > 0},

which is a piecewise constant function over at most 22m regions. We again make an assumption that
each of these regions has a non-zero probability mass. Our choice of ϕ(h, x) guarantees that the
norm of the gradient in each region is less than τ . Similar to the case with m = 1, we will show
that the gradient constraint leads to a class of functions with the same decision boundary or neural
networks that have weights with a small norm.
Assume that among u1, ..., um there are k vectors that have the same direction as u′1, ..., u′m. Without
loss of generality, let uj = u′j for j = 1, ..., k. In this case, we have that ∇xh(x) − ∇xh

′(x) is
a piecewise function over 22m−k regions. As each region has non-zero probability mass, for each
j ∈ {1, ..., k}, we know that ∃x such that

u⊤j x = (u′j)
⊤x > 0, u⊤i x < 0 for i ̸= j, (u′i)

⊤x < 0 for i ̸= j.

In other words, we can observe a data point from each region that uniquely defines the value of a
particular wj , uj . In this case, we have that

∇xh(x)−∇xh
′(x) = wjuj − w′

ju
′
j

= (wj − w′
j)u

′
j .

From our gradient constraint, we know that ||∇xh(x) − ∇xh
′(x)|| ≤ τ,∀x, which implies that

|wj − w′
j | ≤ τ for j = 1, ..., k.

On the other hand, for the remaining j = k + 1, ...,m, we know that there exists x such that

u⊤j x > 0, u⊤i x < 0 for i ̸= j, (u′i)
⊤x < 0 for i = 1, ...,m.

Then, we have that ∇xh(x) = wjuj , and our constraint implies that |wj |∥uj∥ = |wj | ≤ τ . Similarly,
we have that |w′

j |∥u′j∥ = |w′
j | < τ, for j = k + 1, ...,m. We can conclude that Hϕ,τ is a class of two

layer neural networks with m hidden nodes (assuming ∥ui∥ = 1) that for each node wjσ(u
⊤
j x) satisfies

1. There exists l ∈ [m] that uj = u′l and |wj − w′
l| < τ .

2. |wj | < τ
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We further note that for a node w′
lσ((u

′
l)
⊤x) in h′(x) that has that a high weight |w′

l| > τ , there
must be a node wjσ(u

⊤
j x) in h with the same boundary uj = ul. Otherwise, there is a contradiction

with |w′
l| < τ for all nodes in h′ without a node in h with the same boundary. We can utilize this

characterization of the restricted class Hϕ,τ to bound the Rademacher complexity of the class. Let

H′ = {h : x 7→
m∑
j=1

w′
jσ((u

′
j)

⊤x)aj | aj ∈ {0, 1} and for j that |w′
j | > τ, aj = 1}.

This is a class of two layer neural networks with at most m nodes such that each node is from h′.
We also have a condition that if the weight of the j-th node in h′ is greater than τ , the j-th node
must be present in any member of this class. Let

H(τ) = {h : x 7→
m∑
j=1

wjσ((uj)
⊤x)aj | wj ∈ R, uj ∈ Rd, |wj | < τ, ∥uj∥ = 1}.

be a class of two layer neural networks with m nodes such that the weight of each node is at most τ .
We claim that for any h ∈ Hϕ,τ there exists h1 ∈ H′, h2 ∈ H(τ) that h = h1 + h2. For any h ∈ Hϕ,τ ,
let ph : [m]→ [m]∪{0} be a function that match a node in h with the node with the same boundary
in h′. Formally,

ph(j) =

{
l when uj = u′l
0 otherwise.

The function ph maps j to 0 if there is no node in h′ with the same boundary. Let w′
0 = 0, u′0 =

[0, . . . , 0], we can write

h(x) =
m∑
j=1

wjσ(u
⊤
j x)

=

m∑
j=1

wjσ(u
⊤
j x)− w′

ph(j)
σ((u′)⊤ph(j)x) + w′

ph(j)
σ((u′)⊤ph(j)x)

=
∑

ph(j)̸=0

(wj − w′
ph(j)

)σ((u′)⊤ph(j)x) +
∑

ph(j)=0

wjσ(u
⊤
j x)︸ ︷︷ ︸

∈H(τ)

+
∑

p(j)̸=0

w′
ph(j)

σ((u′)⊤ph(j)x)︸ ︷︷ ︸
∈H′

.

The first term is a member of H(τ) because we know that |wj − w′
p(j)| < τ or |wj | < τ . The second

term is also a member of H′ since for any l that |w′
l| > τ , there exists j that ph(j) = l. Therefore,

we can write h in terms of a sum between a member of H′ and H(τ). This implies that

Rn(Hϕ,τ ) ≤ Rn(H′) +Rn(H(τ)).

From Theorem B.9.17, we have that

Rn(H(τ)
ϕ,τ ) ≤

2τmC√
n

.

Now, we will calculate the Rademacher complexity of H′. For S = {x1, . . . , xn},
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RS(H′) =
1

n
Eσ

[
sup
h∈H′

n∑
i=1

h(xi)σi

]

=
1

n
Eσ

 sup
h∈H′

n∑
i=1

(
m∑
j=1

w′
jσ((u

′
j)

⊤xi)aj)σi


=

1

n
Eσ

 sup
h∈H′

n∑
i=1

(
∑

|w′
j |<τ

w′
jσ((u

′
j)

⊤xi)aj +
∑

|w′
j |>τ

w′
jσ((u

′
j)

⊤xi))σi


=

1

n
Eσ

 sup
aj∈{0,1}

n∑
i=1

∑
|w′

j |<τ

w′
jσ((u

′
j)

⊤xi)ajσi


=

1

n
Eσ

 sup
aj∈{0,1}

∑
|w′

j |<τ

aj(w
′
j

n∑
i=1

σ((u′j)
⊤xi)σi)

 .

To achieve the supremum, if w′
j

∑n
i=1 σ((u

′
j)

⊤xi)σi > 0 we need to set aj = 1, otherwise, we need to
set aj = 0. Therefore,

239



RS(H′) =
1

n
Eσ

 sup
aj∈{0,1}

∑
|w′

j |<τ

aj(w
′
j

n∑
i=1

σ((u′j)
⊤xi)σi)


=

1

n
Eσ

 ∑
|w′

j |<τ

σ(w′
j

n∑
i=1

σ((u′j)
⊤xi)σi)


=

1

2n
Eσ

 ∑
|w′

j |<τ

(w′
j

n∑
i=1

σ((u′j)
⊤xi)σi) + |w′

j

n∑
i=1

σ((u′j)
⊤xi)σi|

 (σ(x) =
x+ |x|

2
)

=
1

2n
Eσ

 ∑
|w′

j |<τ

|w′
j

n∑
i=1

σ((u′j)
⊤xi)σi|


≤ 1

2n

 ∑
|w′

j |<τ

|w′
j |

Eσ

[
sup
∥u∥=1

|
n∑

i=1

σ(u⊤xi)σi|

]

≤ 1

n

 ∑
|w′

j |<τ

|w′
j |

Eσ

[
sup
∥u∥=1

n∑
i=1

σ(u⊤xi)σi

]
(Lemma B.16)

≤

 ∑
|w′

j |<τ

|w′
j |

 Eσ

[
1

n
sup
∥u∥=1

n∑
i=1

u⊤xiσi

]
︸ ︷︷ ︸

Empirical Rademacher complexity of a linear model

(Talagrand’s Lemma).

From Theorem 3.20, we can conclude that

Rn(H′) ≤
∑

|w′
j |<τ

|w′
j |
C√
n
≤ qτC√

n
≤ mτC√

n

when q is the number of nodes j of h′ such that |w′
j | < τ . Therefore,

Rn(H′) ≤ (2m+ q)τC√
n

≤ 3mτC√
n

.

A tighter bound is given by (2m+q)τC√
n

when q is the number of w′
j that |w′

j | < τ . As τ → 0, we also
have q → 0. This implies that we have an upper bound of 2mτC√

n
if τ is small enough. When comparing

this to the original bound 2BC√
n

, we can do much better if τ ≪ B
m . We would like to point out that

our bound does not depend on the distribution D because we choose a strong explanation loss

ϕ(h, x) = ∥∇xh(x)−∇xh
′(x)∥2 +∞ · 1{∥∇xh(x)−∇xh

′(x)∥ > τ}

240



which guarantees that ∥∇xh(x)−∇xh
′(x)∥2 ≤ τ almost everywhere. We also assume that we are

in a high-dimensional setting d≫ m and there exists x with a positive probability density at any
partition created by ∇xh(x).

B.10 Algorithmic Results for Two Layer Neural Networks with a
Gradient Constraint

Now that we have provided generalization bounds for the restricted class of two layer neural networks,
we also present an algorithm that can identify the parameters of a two layer neural network (up
to a permutation of the weights). In practice, we might solve this via our variational objective or
other simpler regularized techniques. However, we also provide a theoretical result for the required
amount of data (given some assumptions about the data distribution) and runtime for an algorithm
to exactly recover the parameters of these networks under gradient constraints.
We again know that the gradient of two layer neural networks with ReLU activations can be written as

∇xfw,U (x) =

m∑
i=1

wiui · 1{uTi x > 0},

where we consider ||ui|| = 1. Therefore, an exact gradient constraint given of the form of pairs
(x,∇xf(x)) produces a system of equations.

Proposition B.20. If the values of ui’s are known, we can identify the parameters wi with exactly
m fixed samples.

Proof. We can select m datapoints, which each achieve value 1 for the indicator value in the gradient
of the two layer neural network. This would give us m equations, which each are of the form

∇xfw,U (xi) = wiui.

Therefore, we can easily solve for the values of wi, given that ui is known.

To make this more general, we now consider the case where ui’s are not known but are at least
linearly independent.

Proposition B.21. Let the ui’s be linearly independent. Assume that each region of the data (when
partitioned by the values of ui) has non-trivial support > p. Then, with probability 1 − δ, we can

identify the parameters wi, ui with O
(
2m +

m+log( 1
δ
)

log( 1
1−p

)

)
data points and in O(22m) time.

Proof. Let us partition X into regions satisfying unique values of the binary vector (1{uT1 x >
0}, ..., 1{uTmx > 0}), which by our assumption each have at least some probability mass p. First, we
calculate the probability that we observe one data point with an explanation from each region in
this partition. This is equivalent to sampling from a multinomial distribution with probabilities
(p1, ..., p2m), where pi ≥ p,∀i. Then,

Pr(observe all regions in n draws) = 1− Pr(∃i s.t. we do not observe region i)
= 1− 2m(1− p)n.
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Algorithm 2 Algorithm for identifying parameters of a two layer neural network, given exact
gradient constraints
1: Input: We are given M = {

∑
x∈C x|C ∈ P({x1, ..., xm})}, with {x1, ..., xm} linearly independent

2: Output: The set of basis elements {x1, ..., xm}
3: function
4: B = {}, S = {} {Set for basis vectors and set for a current sum of at least 2 elements}
5: for x ∈M do
6: if x ∈ S then
7: pass
8: else
9: B = B ∪ {x}

10: if |B| = 2 then
11: S = {y1 + y2}, where B = {y1, y2}
12: else
13: S = S ∪ {y + x|y ∈ S} {Updating sums from adding x}
14: end if
15: O = B ∩ S {Computing overlap between current basis and sums}
16: B = B \O {Removing elements contained in pairwise span}
17: S = {y − yo|y ∈ S, yo ∈ O} {Updating sums S from removing set O}
18: end if
19: end for
20: return B
21: end function

Setting this as no less than 1− δ leads to that n ≥ m+log( 1
δ
)

log( 1
1−p

)
.

Given O(2m +
m+log( 1

δ
)

log( 1
1−p

)
) pairs of data and gradients, we will observe at least one pair from each

region of the partition. Then, identifying the values of ui’s and wi’s is equivalent to identifying the
datapoints that correspond to a value of the binary vector where only one indicator value is 1. These
values can be identified in O(23m) time; the algorithm is given in Algorithm B.10.1. These results
demonstrate that we can indeed learn the parameters (up to a permutation) of a two layer neural
network given exact gradient information.

B.10.1 Algorithm for Identifying Regions

We first note that identifying the parameters ui’s and wi’s of a two layer neural network is equivalent
to identifying the values {x1, ..., xm} from the set {

∑
x∈C x|C ∈ P({x1, ..., xm})}, where P denotes

the power set. We also assume that x1, ..., xm are linearly independent, so we cannot create xi from
any linear combination of xj ’s with j ̸= i. Then, we can identify the set {x1, ..., xm} as in Algorithm
2. This algorithm runs in O(23m) time as it iterates through each point in M and computes the
overlapping set O and resulting updated sum S, which takes O(22m) time. From the resulting set B,
we can exactly compute values ui and wi up to a permutation.
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B.11 Additional Synthetic Experiments

We now present additional synthetic experiments that demonstrate the performance of our approach
under settings with imperfect explanations and compare the benefits of using different types of
explanations.

B.11.1 Variational Objective is Better with Noisy Gradient Explanations

Here, we present the remainder of the results from the synthetic regression task of B.11.6, under
more settings of noise ϵ added to the gradient explanation.
Again, we observe that our method does better than that of the Lagrangian approach and the self-
training method. Under high levels of noise, the Lagrangian method does poorly. On the contrary,
our method is resistant to this noise and also outperforms self-training significantly in settings with
limited labeled data.

B.11.2 Comparing Different Types of Explanations

Here, we present synthetic results to compare using different types of explanation constraints. We
focus on comparing noisy gradients as before, as well as noisy classifiers, which are used in the setting
of weak supervision [19]. Here, we generate our noisy classifiers as h∗(x) + ϵ, where ϵ ∼ N (0, σ2).
We omit the results of self-training as it does not use any explanations, and we keep the supervised
method as a baseline. Here, t = 0.25.
We observe different trends in performance as we vary the amount of noise in the noisy gradient
or noisy classifier explanations. With any amount of noise and sufficient regularization (λ), this
influences the overall performance of the methods that incorporate constraints. With few labeled
data, using noisy classifiers helps outperform standard supervised learning. With a larger amount
of labeled data, this leads to no benefits (if not worse performance of the Lagrangian approach).
However, with the noisy gradient, under small amounts of noise, the restricted class of hypothesis
will still capture solutions with low error. Therefore, in this case, we observe that the Lagrangian
approach outperforms standard supervised learning in the case with few labeled data and matches it
with sufficient labeled data. Our method outperforms or matches both methods across all settings.
We consider another noisy setting, where noise has been added to the weights of a copy of the target
two layer neural network. Here, we compare how this information impacts learning from the direct
outputs (noisy classifier) or the gradients (noisy gradients) of that noisy copy (Figure B.11.7).
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B.11.5. Comparison of MSE on regressing a two layer neural network with explanations of noisy
gradients. m = 1000, k = 20, λ = 10. For the iterative methods, T = 10. Results are averaged over 5
seeds.
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B.11.6. Comparison of MSE on regressing a two layer neural network with explanations as a noisy
classifier (top) and noisy gradients (bottom). m = 1000, k = 20. For the iterative methods, T = 10.
Results are averaged over 5 seeds. ϵ represents the variance of the noise added to the noisy classifier
or noisy gradient.
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B.11.7. Comparison of MSE on regressing a two layer neural network with explanations as a noisy
classifier (top) and noisy gradients (bottom). m = 1000, k = 20. For the iterative methods, T = 10.
Results are averaged over 5 seeds. ϵ represents the variance of the noise added to the noisy classifier
or noisy gradient.
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B.12 Additional Baselines

We compare against an additional baseline of a Lagrangian-regularized model + self-training on
unlabeled data. We again note that this is not a standard method in practice and does not naturally
fit into a theoretical framework, although we present it to compare against a method that uses both
explanations and unlabeled data.
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B.12.8. Comparison of MSE on regressing a linear model (top left) and two layer neural network
(top right) with gradient explanations. m = 1000, k = 20. For the iterative methods, T = 2. Results
are averaged over 5 seeds. Comparison of classification accuracy on the YouTube dataset (bottom
left) and the Yelp dataset (bottom right). m = 500, k = 150. Results are averaged over 40 seeds.

We observe that our method outperforms this baseline (Figure B.12.8), again especially in the
settings with limited labeled data. We observe that although this new method indeed satisfies
constraints, when performing only a single round of self-training, it no longer satisfies these constraints
as much. Thus, this supports the use of our method to perform multiple rounds of projections onto
a set of EPAC models.

B.13 Experimental Details

For all of our synthetic and real-world experiments, we use values of m = 1000, k = 20, T = 3, τ =

0, λ = 1, unless otherwise noted. For our synthetic experiments, we use d = 100, σ2 = 5. Our two
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layer neural networks have hidden dimensions of size 10. They are trained with a learning rate of
0.01 for 50 epochs. We evaluate all networks on a (synthetic) test set of size 2000.
For our real-world data, our two layer neural networks have a hidden dimension of size 10 and are
trained with a learning rate of 0.1 (YouTube) and 0.1 (Yelp) for 10 epochs. λ = 0.01 and gradient
values computed by the smoothed approximation in [113] has c = 1. Test splits are used as follows
from the YouTube and Yelp datasets in the WRENCH benchmark [41].
We choose the initialization of our variational algorithm h0 as the standard supervised model, trained
using gradient descent.
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B.14 Ablations

We also perform ablation studies in the same regression setting as Section 3.6. We vary parameters
that determine either the experimental setting or hyperparameters of our algorithms.

B.14.1 Number of Explanation-annotated Data

First, we vary the value of k to illustrate the benefits of our method over the existing baselines.
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B.14.9. Comparison of MSE on regressing a two layer neural network over different amounts of
explanation-annotated data k. m = 1000. For the iterative methods, T = 10. Results are averaged
over 5 seeds.

We observe that our variational approach performs much better than a simple augmented Lagrangian
method, which in turn does better than supervised learning with sufficiently large values of k. Our
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approach is always better than the standard supervised approach.
We also provide results for how well these methods satisfy these explanations over varying values of k.

B.14.2 Simpler Teacher Models Can Maintain Good Performance

As noted before, we can use simpler teacher models to be regularized into the explanation-constrained
subspace. This can lead to overall easier optimization problems, and we synthetically verify the
impacts on the overall performance. In this experimental setup, we are regressing a two layer neural
network with a hidden dimension size of 100, which is much larger than in our other synthetic
experiments. Here, we vary over simpler teacher models by changing their hidden dimension size.
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B.14.10. Comparison of MSE on regressing a two layer neural network over simpler teacher models
(hidden dimension). Here, k = 20,m = 1000, T = 10. Results are averaged over 5 seeds.

We observe no major differences as we shrink the hidden dimension size by a small amount. For
significantly smaller hidden dimensions (e.g., 2 or 4), we observe a large drop in performance as these
simpler teachers can no longer fit the approximate projection onto our class of EPAC models accurately.
However, slightly smaller networks (e.g., 6, 8) can fit this projection as well, if not better in some cases.
This is a useful finding, meaning that our teacher can be a smaller model and get comparable results,
showing that this simpler teacher can help with scalability without much or any drop in performance.

B.14.3 Number of Unlabeled Data

As a main benefit of our approach is the ability to incorporate large amounts of unlabeled data,
we provide a study as we vary the amount of unlabeled data m that is available. When varying
the amount of unlabeled data, we observe that the performance of self-training and our variational
objective improves at similar rates.
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B.14.11. Comparison of MSE on regressing a two layer neural network over different values of m.
k = 20, T = 10. Results are averaged over 5 seeds.
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B.14.4 Data Dimension

We also provide ablations as we vary the underlying data dimension d. As we increase the dimension
d, we observe that the methods seem to achieve similar performance, due to the difficulty in modeling
the high-dimensional data. Also, here gradient information is much harder to incorporate, as the
input gradient itself is d-dimensional, so we do not see as much of a benefit of our approach as d grows.
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B.14.12. Comparison of MSE on regressing a two layer neural network over different underlying data
dimensions d. m = 1000, k = 20. For the iterative methods, T = 10. Results are averaged over 5 seeds.
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B.14.5 Hyperparameters

First, we compare the different approaches over different values of regularization (λ) towards satisfying
the explanation constraints. Here, we compare the augmented Lagrangian approach, the self-training
approach, and our variational approach.
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B.14.13. Comparison of MSE on regressing a two layer neural network over different values of λ.
m = 1000, k = 20. For the iterative methods, T = 10. Results are averaged over 5 seeds.

We observe that there is not a significant trend as we change the value of λ across the different
methods. Since we know that our explanation is perfect (our restricted EPAC class contains the
target classifier), increasing the value of λ should help, until this constraint is met.
Next, we compare different hyperparameter settings for our variational approach. Here, we analyze
trends as we vary the values of T (number of iterations) and τ (threshold before adding hinge
penalty). We note that the value of τ does not significantly impact the performance of our method
while increasing values of T seems to generally benefit performance on this task.

B.15 Social Impacts

While our proposed method has the potential to improve performance and efficiency in a variety of
applications, our method could introduce new biases or reinforce existing biases in the data used to
train the model. For example, if our explanations constraints are poorly specified and reflect biased
behavior, this could lead to inaccurate or discriminatory predictions, which could have negative

253



20 40 60 80
Number of Labeled Data (n)

2.6

2.4

2.2

2.0

1.8

1.6

1.4

M
SE

 (l
og

 sc
al

e)
Variational, t = 0
Variational, t = 0.1
Variational, t = 0.2
Variational, t = 0.3
Variational, t = 0.4

20 40 60 80
Number of Labeled Data (n)

2.6

2.4

2.2

2.0

1.8

1.6

1.4

M
SE

 (l
og

 sc
al

e)

Variational, t = 0
Variational, t = 0.1
Variational, t = 0.2
Variational, t = 0.3
Variational, t = 0.4

B.14.14. Comparison of MSE on regressing a two layer neural network over different values of T
(left) and τ (right) in our variational approach. m = 1000, k = 20, τ = 10, T = 10, unless noted
otherwise. Results are averaged over 5 seeds.

impacts on individuals or groups that are already marginalized. Therefore, it is important to note
that these explanation constraints must be properly analyzed and specified to exhibit the desired
behavior of our model.
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Appendix C

Supplementary Material for Chapter 6: Label

Propagation with Weak Supervision
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C.1 Closed form solution of LPA

We provide a closed form solution of the following optimization problem.

min
f∈Rn+m

1

2
(
∑
i,j

wij(fi − fj)2 + µ||f − h||22) s.t. fi = yi for i ≤ n.

Here we abuse notation h as a vector (h(x1), . . . , h(xn+m)) and hi = h(xi). For simplicity we refer
i ∈ L as 1 ≤ i ≤ n and i ∈ U as n+ 1 ≤ i ≤ n+m. First, note that

1

2
(
∑
i,j

wij(fi − fj)2 =
1

2
(
∑
i∈L

∑
j∈L

wij(fi − fj)2 + 2
∑
i∈L

∑
j∈U

wij(fi − fj)2

+
∑
i∈U

∑
j∈U

wij(fi − fj)2)

The first term is a constant as fi = yi for i ∈ L. Denote fL ∈ Rn is a column vector with entry fi for
i ∈ L and fU ∈ Rm is a column vector with entry fj for j ∈ U . We sometimes refer wi,j to wij . For
the second term we have

∑
i∈L

∑
j∈U

wij(fi − fj)2 =
∑
i∈L

∑
j∈U

wij(f
2
i − 2fifj + f2j )

=
∑
i∈L

(
∑
j∈U

wij)f
2
i +

∑
j∈U

(
∑
i∈L

wij)f
2
j − 2

∑
i∈L

∑
j∈U

fiwijfj

= constant + fTUDULfU − 2fTLWLU fU .

where DUL ∈ Rm×m is a diagonal matrix with (DUL)jj =
∑

i∈Lwi,j+n and WLU ∈ Rn×m is a matrix
with entry (WLU )ij = wi,j+n. For the third term, we have

1

2

∑
i∈U

∑
j∈U

wij(fi − fj)2 =
1

2

∑
i∈U

∑
j∈U

wij(f
2
i − 2fifj + f2j )

=
∑
i∈U

(
∑
j∈U

wij)f
2
i −

∑
i∈U

∑
j∈U

fiwijfj

= fTUDUU fU − fTUWUU fU

where DUURm×m is a diagonal matrix with (DUU )jj =
∑

i∈U wi,j+n and WUU ∈ Rm×m is a matrix
with entry (WUU )ij = wi+n,j+n. Therefore, the overall objective is given by

min
fU∈Rm

constant + fTU (DUL +DUU −WUU )fU − 2fTLWLU fU +
µ

2
||f − h||22.

Differentiating with respect to fU and setting equal to 0, we have
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2(DUL +DUU −WUU )fU − 2W T
LU fL + 2µ(fU − hU ) = 0

fU = (DUL +DUU −WUU + µId)
−1(µhU +W T

LU fL)

when hU ∈ Rm with (hU )j = hj+n. We can also extend this to the case when µ ∈ Rm+n, where we
have a different value of µi for each i. The optimization objective is given by

min
f∈Rn+m

1

2
(
∑
i,j

wij(fi − fj)2 +
∑
i

µi(fi − hi)2) s.t. fi = yi for i ≤ n.

We can write the regularization term for U as∑
i∈U

µi(fi − hi)2 = (fU − hU )
TDµ(fU − hU )

when Dµ ∈ Rm is a diagonal matrix with entry (Dµ)jj = µj+n. We can write the optimization
objective as

min
fU∈Rm

constant + fTU (DUL +DUU −WUU )fU − 2fTLWLU fU + (fU − hU )
TDµ(fU − hU ).

Differentiating with respect to fU and setting equal to 0, we have

2(DUL +DUU −WUU )fU − 2W T
LU fL + 2Dµ(fU − hU ) = 0

fU = (DUL +DUU +Dµ −WUU )
−1(DµhU +W T

LU fL)

C.2 Theoretical Results

First, we analyze the closed form solution of the LPA in Lemma C.1.

Lemma C.1. Let f∗ be the optimal solution of the optimization problem of Equation 4.1 then for
n+ 1 ≤ i ≤ n+m,

f∗i =

∑
j wijf

∗
j + µhi∑

j wij + µ

Proof. For each i ≤ n, we must have f∗i = yi to satisfy the hard constraints. For each n+1 ≤ i ≤ n+m,
we differentiate the objective with respect to fi and set equal to 0, resulting in∑

j

wij(fi − fj) + µ(fi − hi) = 0.

Rearranging this and setting fj = f∗j , we have the lemma.

Next, we will analyze the error |f∗i − yi|, which is the difference between the optimal solution and
the true label. Note that |f∗i − yi| < 0.5 implies that we have a correct soft label f∗i .
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Lemma C.2. Let f∗ be the optimal solution of the optimization problem of Equation 4.1. Then, for
n+ 1 ≤ i ≤ n+m, we have

|f∗i − yi| ≤
∑

j wij |f∗j − yj |+
∑

j wij |yj − yi|+ µ|hi − yi|∑
j wij + µ

.

Proof. From lemma C.1,

|f∗i − yi| = |
∑

j wijf
∗
j + µhi∑

j wij + µ
− yi|

= |
∑

j wij(f
∗
j − yi) + µ(hi − yi)∑

j wij + µ
|

= |
∑

j wij(f
∗
j − yj) +

∑
j wij(yj − yi) + µ(hi − yi)∑

j wij + µ
|

≤
∑

j wij |f∗j − yj |+
∑

j wij |yj − yi|+ µ|hi − yi|∑
j wij + µ

Lemma C.2 says that we can bound the error of point i, |f∗i − yi| by the error of its neighbors
|f∗j − yj | and terms corresponding to the smoothness of the true labels and the prior information
accuracy. Because we know that the error on labeled points are zero, this lemma motivates us to
bound the error in term of the distance of our points from the labeled points.
Next, in addition to the average error defined in Definition 4.26, we define the In-error, Between-
error and Out-error for each Nk.

Definition C.3. For a graph G with an adjacency matrix W = (w)ij , a set of k-hop neighbors Nk

and a prediction f ∈ Rn+m, we define the In-error, Between-error and Out-error of Nk as

Errin(f, y, k) =

∑
i∈Nk,j∈Nk−1

wij |fi − yi|
Cin(k)

Errbet(f, y, k) =

∑
i∈Nk,j∈Nk

wij |fi − yi|
Cbet(k)

Errout(f, y, k) =

∑
i∈Nk,j∈Nk+1

wij |fi − yi|
Cout(k)

For simplicity, we will write Ein(k), Ebet(k) ,Eout(k) for Errin(f∗, y, k), Errbet(f
∗, y, k), Errout(f

∗, y, k)

respectively.

We will use Lemma C.2, to derive a relationship between errors in Nk and its neighbors. We make
use of the fact that the Out-flow of Nk is the same as the In-flow of Nk+1.

Lemma C.4. For 0 ≤ k ≤ l − 1
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Cout(k) = Cin(k + 1)

Lemma C.5. (Error difference inequality) For 1 ≤ k ≤ l − 1, we have

Cin(k)(Ein(k)− Eout(k − 1)) +
∑
i∈Nk

µ|f∗i − yi| ≤ Cout(k)(Ein(k + 1)− Eout(k)) + sk + µ|Nk|αk

where sk is the smoothness of true labels and αk is the prior information error over Nk.

Proof. From lemma C.2, we have∑
j

wij |f∗i − yi|+ µ|f∗i − yi| ≤
∑
j

wij |f∗j − yj |+
∑
j

wij |yj − yi|+ µ|hi − yi|.

We take a summation over i ∈ Nk,

∑
i∈Nk

∑
j

wij |f∗i − yi|+ µ|f∗i − yi| ≤
∑
i∈Nk

(
∑
j

wij |f∗j − yj |+
∑
j

wij |yj − yi|+ µ|hi − yi|).

From the definition of the In-error, Between-error, Out-error, smoothness sk, and weak label error
αk, we have

LHS = Cin(k)Ein(k) + Cbet(k)Ebet(k) + Cout(k)Eout(k) +
∑
i∈Nk

µ|f∗i − yi|

RHS = Cout(k − 1)Eout(k − 1) + Cbet(k)Ebet(k) + Cin(k + 1)Ein(k + 1) + sk + µ|Nk|αk.

From lemma C.4, we know that

Cout(k) = Cin(k + 1), (C.2.1)

so we can rearrange the inequality as

Cin(k)(Ein(k)− Eout(k − 1)) +
∑
i∈Nk

µ|f∗i − yi| ≤ Cout(k)(Ein(k + 1)− Eout(k)) + sk + µ|Nk|αk.

Lemma C.6. (Error difference inequality k = l)

Cin(l)(Ein(l)− Eout(l − 1)) +
∑
i∈Nl

µ|f∗i − yi| ≤ sl + µ|Nl|αl

Proof. Similar to lemma C.5, we have

∑
i∈Nl

∑
j

wij |f∗i − yi|+ µ|f∗i − yi| ≤
∑
i∈Nl

(
∑
j

wij |f∗j − yj |+
∑
j

wij |yj − yi|+ µ|hi − yi|)
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Because, Nl is the last neighborhood, there is no edge out from Nl and

LHS = Cin(l)Ein(l) + Cbet(l)Ebet(l) +
∑
i∈Nl

µ|f∗i − yi|

RHS = Cout(l − 1)Eout(l − 1) + Cbet(l)Ebet(l) + sl + µ|Nl|αl

and rearrange to

Cin(l)(Ein(l)− Eout(l − 1)) +
∑
i∈Nl

µ|f∗i − yi| ≤ sl + µ|Nl|αl.

We can see that this inequality contains different notions of error. We now define the proportion
between In-error and Out-error.

Definition C.7. Let ak, bk be the proportion of the In-error and Out-error with the average error,

ak =
Ein(k)

Ek
, bk =

Ein(k)

Ek
.

when

Ek =

∑
i∈Nk

|f∗i − yi|
|Nk|

.

Assumption C.8. (Uniformity of error) We assume that the In-error and Out-error are roughly
the same as the average error in each neighborhood.

ak = O(1), bk = O(1),
bk
ak

= O(1)

For example, any graph G that has all points in a neighborhood Nk with the same number of edges
that go into and out from that point, has the property that ak = bk = 1. In particular, assume that
we have 2 points in Nk, the first point has 4 edges from Nk−1 and 2 edges to Nk+1 while the second
point has 2 edges from Nk−1 and 1 edge to Nk+1, this graph still has ak = bk = 1. In general, we
expect the proportion bk

ak
to be close to 1. Next, we will substitute ak, bk in Lemma C.5.

Corollary C.9. For 1 ≤ k ≤ l − 1, we have

(akEk − bk−1Ek−1) ≤
Cout(k)

Cin(k) + µ|Nk|
(ak+1Ek+1 − bkEk) +

sk + µ|Nk|αk

Cin(k) + µ|Nk|

Proof. From lemma C.5

Cin(k)(Ein(k)− Eout(k − 1)) +
∑
i∈Nk

µ|f∗i − yi| ≤ Cout(k)(Ein(k + 1)− Eout(k)) + sk + µ|Nk|αk

We let Ein(k) = akEk and Eout(k) = bkEk and
∑

i∈Nk
|f∗i − yi| = |Nk|Ek.
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Cin(k)(akEk − bk−1Ek−1) + µ|Nk|Ek ≤ Cout(k)(ak+1Ek+1 − bkEk) + sk + µ|Nk|αk

Cin(k)(akEk − bk−1Ek−1) + µ|Nk|(Ek − Ek−1) ≤ Cout(k)(ak+1Ek+1 − bkEk) + sk + µ|Nk|αk,

as we know that Ek−1 ≥ 0. Then, simplifying yields that

(Cin(k) + µ|Nk|)(akEk − bk−1Ek−1) ≤ Cout(k)(ak+1Ek+1 − bkEk)) + sk + µ|Nk|αk

(akEk − bk−1Ek−1) ≤
Cout(k)

Cin(k) + µ|Nk|
(ak+1Ek+1 − bkEk) +

sk + µ|Nk|αk

Cin(k) + µ|Nk|
.

Corollary C.10. We have

(alEl − bl−1El−1) ≤
sl + µ|Nl|αl

Cin(l) + µ|Nl|
.

The corollary implies that the difference between the error between neighborhood can’t be too large.
We introduce the next two lemma to help deriving the bound.

Lemma C.11. For d1, d2, . . . , dl that satisfies the following inequalities,

dk ≤ γkdk+1 + ck

for 1 ≤ k ≤ l − 1 and

dl ≤ cl.

We have

dk ≤
l∑

i=k

ci(
i−1∏
j=k

γj)

Proof. The main idea is that we can use the upper bound on dl, dl−1, . . . , dk+1 to find the upper
bound of dk. First, we start with dl−1

dl−1 ≤ γl−1dl + cl−1

≤ γl−1cl + cl−1.

Next, we continue with dl−2,

dl−2 ≤ γl−2dl−1 + cl−2

≤ γl−2(γl−1cl + cl−1) + cl−2.

= clγl−1γl−2 + cl−1γl−2 + cl−2
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and so on. With this idea, we can show by induction that

dk ≤
l∑

i=k

ci(
i−1∏
j=k

γj).

We sum these inequalities up to have the lemma.

Lemma C.12. For x1, x2, . . . , xl that satisfies the following inequalities,

akxk − bk−1xk−1 ≤ dk

for 1 ≤ k ≤ l, when ak, bk, dk are positive constant. We have

xk ≤
1

ak
(

k∑
i=1

di(

k−1∏
j=i

δj)) +
a1
ak

(

k−1∏
j=1

δj)x0

when

δj =
bj
aj

Proof. We divide both side of the inequality by ak, for each 1 ≤ k ≤ l, we have

xk ≤
bk−1

ak
xk−1 +

dk
ak
.

We can recursively apply this inequality,

xk ≤
bk−1

ak
(
bk−2

ak−1
xk−2 +

dk−1

ak−1
) +

dk
ak
.

=
1

ak
(
bk−1

ak−1
bk−2xk−2 +

bk−1

ak−1
dk−1 + dk)

=
1

ak
(δk−1bk−2xk−2 + δk−1dk−1 + dk)

≤ 1

ak
(δk−1bk−2(

bk−3

ak−2
xk−3 +

dk−2

ak−2
) + δk−1dk−1 + dk)

≤ 1

ak
(δk−1δk−2bk−3xk−3 + δk−1δk−2dk−2 + δk−1dk−1 + dk)

≤ . . .

≤ 1

ak
(

k∑
i=1

di(

k−1∏
j=i

δj)) +
a1
ak

(

k−1∏
j=1

δj)x0

Now, we are ready to derive the error bound of LPA.

Theorem C.2.13. Let f∗ be the optimal solution of the optimization problem of Equation 4.1, the
error of f∗ in each neighborhood is given by
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Ek ≤
1

ak
(

k∑
i=1

di(
k−1∏
j=i

δj))

when

δj =
bj
aj
, dk =

l∑
i=k

ci(
i−1∏
j=k

γj)

and

ck =
sk + µ|Nk|αk

Cin(k) + µ|Nk|
, γk =

Cout(k)

Cin(k) + µ|Nk|
.

Under assumption C.8, we have

Ek ≤ O(
k∑

i=1

di)

Proof. From corollary C.9, C.10 we have

(akEk − bk−1Ek−1) ≤
Cout(k)

Cin(k) + µ|Nk|
(ak+1Ek+1 − bkEk) +

sk + µ|Nk|αk

Cin(k) + µ|Nk|
and

(alEl − bl−1El−1) ≤
sl + µ|Nl|αl

Cin(l) + µ|Nl|
.

Let

dk = akEk − bk−1Ek−1, ck =
sk + µ|Nk|αk

Cin(k) + µ|Nk|
, γk =

Cout(k)

Cin(k) + µ|Nk|
By lemma C.11, we have

akEk − bk−1Ek−1 = dk ≤
l∑

i=k

ci(

i−1∏
j=k

γj).

By lemma C.12, we have

Ek ≤
1

ak
(

k∑
i=1

di(
k−1∏
j=i

δj)) +
a1
ak

(
k−1∏
j=1

δj)E0

=
1

ak
(

k∑
i=1

di(
k−1∏
j=i

δj))

when
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δj =
bj
aj
.

The last equality is true because the error E0 = 0. With the assumption C.8, bk
ak

= O(1), we have

Ek ≤ O(

k∑
i=1

di)

C.3 Spectral bound

The following is the original version of the spectral generalization bound found in [55], where they
assume that we can have repeated labeled points (at most u times).

Theorem C.3.14. (Generalization performance of graph regularization) Let f be the optimal solution
of Equation 4.2, n ≥ 4 be the number of randomly sampled labeled points from some distribution
where each vertex occurs no more than u times, together with values y1, . . . , yn, |yi| ≤M . Let λ1 be
the second smallest eigenvalue of the Laplacian matrix of G. Assuming that ∀x |f(x)| ≤ K, we have
with probability 1− δ, (conditional on the multiplicity being no greater than t),

|Rn(f)−R(f)| ≤ β +

√
2 log(2/δ)

n

(
nβ + (K +M)2

)
where

β =
3η2
√
un

(λ1 − ηu)2
+

4ηM

λ1 − ηu

We can set u = 1,M = 1,K = 1 to achieve the simplified version (Theorem 4.28).

C.4 Dongle nodes

We can change a label propagation problem with multiple initial predictions into a standard label
propagation by augmenting a graph with dongle nodes [146]. Without loss of generality, we assume
that each initial prediction has 3 possible outputs hj : X → {∅, 0, 1} for j = 1, . . . , k. However, this
method also works for a general case when hj : X → [0, 1]. We augment the original graph G with
the following nodes and edges,

1. For each weak labeler hj , we add 2 nodes to the graph G with vertices vn+m+j , vn+m+k+j .
This represents a prediction of class 0 or 1 from the weak labeler j.

2. For each xi that hj(xi) = 0, we draw a weighted edge between vi (the corresponding vertex of
xi) and vn+m+j with weight αj(xi).

3. For each xi that hj(xi) = 1, we draw a weighted edge between vi (the corresponding vertex of
xi) and vn+m+k+j with weight αj(xi).
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4. For each xi that hj(xi) = ∅, we do not draw any edge.

Let G′ be the new graph with a weighted adjacency matrix (w′
ij) then solving the objective of

Equation 4.3 is equivalent to solving

min
f∈Rn+m+2k

n+m+2k∑
i=1

n+m+2k∑
j=1

w′
ij(fi − fj)2 (C.4.2)

such that

1. fi = yi for i ≤ n.

2. fi = 0 for n+m+ 1 ≤ i ≤ n+m+ k.

3. fi = 1 for n+m+ k + 1 ≤ i ≤ n+m+ 2k.

We see initial predictions as dongle nodes and encode the parameter αj(xi) as a weight of an edge
connecting the corresponding dongle node of predictor j to the node of xi. With a direct calculation,
we can see that the objective of Equation C.4.2 is the same as the original objective,

n+m∑
i=1

n+m∑
j=1

wij(fi − fj)2 +
n+m∑
i=1

k∑
j=1

(fi − hj(xi))2αj(xi)

such that fi = yi for i ≤ n. With this procedure, we add 2k nodes and at most (n+m)k edges to G.

C.5 Connection between LPA with multiple and single initial pre-
dictions

We analyze the closed form solution of the optimization objective of Equation 4.3. By differentiating
with respect to fi, we know that the optimal solution f∗i satisfies the following

n+m∑
j=1

2wij(f
∗
i − f∗j ) +

k∑
j=1

2(f∗i − hj(xi))αj(xi) = 0

f∗i =

∑n+m
j=1 wijf

∗
j +

∑k
j=1 αj(xi)hj(xi)∑n+m

j=1 wij +
∑k

j=1 αj(xi)

From Lemma C.1, recall that the optimal solution of LPA with an initial prediction (objective of
Equation 4.1) is given by

f∗i =

∑
j wijf

∗
j + µh(xi)∑

j wij + µ

We can see that if we set
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h(xi) =

∑k
j=1 αj(xi)hj(xi)∑k

j=1 αj(xi)
, µ(xi) =

k∑
j=1

αj(xi),

the solution LPA with multiple initial predictions is equivalent to LPA with the initial prediction h,
which could be seen as a weighted average prediction. The objective is given by

min
f∈Rn+m

1

2
(
∑
i,j

wij(fi − fj)2 +
n+m∑
i=1

µ(xi)(fi − h(xi))2) s.t. fi = yi for i ≤ n.

We note that now the parameter µ is now depends on each instance xi. When we have

k∑
j=1

αj(xi) = µ

is a constant for all xi then we will have the same setting as in the objective of Equation 4.1.
However, our analysis still works in this case when µ(xi) is not a constant.

C.5.1 Difference between LPA+WL and LPAD(A)

We note that LPAD (A) uses Snorkel to estimated accuracies αj . From above, LPAD (A) is equivalent
to LPA with an initial prediction

h(xi) =

∑k
j=1 αjhj(xi)∑k

j=1 αj

, µ(xi) =

k∑
j=1

αj .

We observe that h is exactly the prior information for LPA+WL. However, the key difference is that
for LPA + WL, we have a fixed µ for all data points, while in LPAD(A), the value µ(xi) depends on xi.
To illustrate this, we consider 2 scenarios. First, we assume that we have 3 weak labelers h1, h2, and
h3, all with estimated accuracy 0.8. We consider a point x1 with h1(x1) = 1, h2(x1) = 1, h3(x1) = 1

and x2 with h1(x2) = 1, h2(x2) = ∅, h3(x2) = ∅, where ∅ is abstention. We can observe that

1. h(x1) = h(x2) = 1

2. µ(x1) = 2.4, µ(x2) = 0.8

Here in LPA + WL, x1, x2 have the same prior information and regularization parameter µ. In
LPAD(A), we put much more weight on the regularization parameter µ(x1) than µ(x2). This is
intuitive as we should be more confident about our prior information when a higher number of weak
labelers agree.
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C.6 Methods for selecting alpha
C.6.1 Boosting approach

From boosting literature [398], given many weak learners hj : X → {0, 1} for j = 1, 2, . . . , k, an
optimal way to combine these weak learner (corresponding to an exponential loss upper bound) is a
weighted average

h =

∑k
j=1 αjhj∑k
j=1 αj

, αj = ln(
P(hj(x) = y)

1− P(hj(x) = y)
),

Instead of accuracy, we could set αj in this fashion suggested by the boosting literature. We show
that this value of αj minimizes the upper bound on the error |f∗i − yi|. Recall that the optimal
solution of Equation 4.3 satisfies

f∗i =

∑n+m
j=1 wijf

∗
j +

∑k
j=1 αj(xi)hj(xi)∑n+m

j=1 wij +
∑k

j=1 αj(xi)

We can bound the error of a point i, |f∗i − yi| by the error of its neighbor |f∗j − yj |. Observe that

f∗i − yi =
∑n+m

j=1 wijf
∗
j +

∑k
j=1 αj(xi)hj(xi)∑n+m

j=1 wij +
∑k

j=1 αj(xi)
− yi

f∗i − yi =
∑n+m

j=1 wij(f
∗
j − yj + yj − yi) +

∑k
j=1 αj(xi)(hj(xi)− yi)∑n+m

j=1 wij +
∑k

j=1 αj(xi)

|f∗i − yi| ≤
∑n+m

j=1 wij |f∗j − yj |+
∑n+m

j=1 wij |yj − yi|+ |
∑k

j=1 αj(xi)(hj(xi)− yi)|∑n+m
j=1 wij +

∑k
j=1 αj(xi)

..

The first term represents errors of neighbor points |f∗j − yj | and the second term represents the
smoothness of the true labels on the graph G and the third term represents the accuracy of the
weighted prediction. We can improve the upper bound by selecting appropriate value of αj(xi) and
wij to minimize

|
∑k

j=1 αj(xi)(hj(xi)− yi)∑k
j=1 αj(xi)

| ≥ |
∑k

j=1 αj(xi)(hj(xi)− yi)∑n+m
j=1 wij +

∑k
j=1 αj(xi)

|.

Consider the following lemma,

Lemma C.15. Given k classifier hi : X → {−1, 1} for i = 1, . . . , k. Let h(x) =
∑k

i=1 αihi(x) be the
weighted average among the classifiers. Assume that the prediction of hi(x) are independent between
different i . The optimal αi that minimize the risk when the loss is exponential loss of h(x),

L(h, x, y) = exp(−yh(x))

is given by

267



αi =
1

2
ln(

P(hi(x) = y)

1− P(hi(x) = y)
)

Proof. The risk is given by

E(L(h, x, y)) = E(exp(−yh(x)))

= E(exp(−y
k∑

i=1

αihi(x)))

=

k∏
i=1

E(exp(−yαihi(x)))

=
k∏

i=1

pi exp(−αi) + (1− pi) exp(αi)

when pi = P(hi(x) = y). It is sufficient to choose αi that maximize

pi exp(−αi) + (1− pi) exp(αi).

Differentiate with respect to αi and set to zero, we have

−pi exp(−αi) + (1− pi) exp(αi) = 0

(1− pi) exp(αi) = pi exp(−αi)

exp(2αi) =
pi

1− pi

αi =
1

2
ln(

pi
1− pi

)

Note that exponential loss is an upper bound of our hinge loss and Lemma C.15 suggests that to
minimize the exponential loss upper bound, we should set

αi =
1

2
ln(

pi
1− pi

)

C.6.2 Heteroscedastic regression

Recall that we model

hj ∼ N (y, σ(x)2)

so that we can write
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hj(xi) = y(xi) + σj(xi)ε

when ε ∼ N (0, 1). We want to regress σ(x). Rearraging we have,

hj(xi)− y(xi) = σj(xi)ε

(hj(xi)− y(xi))2 = σj(xi)
2ε2

log((hj(xi)− y(xi))2) = log(σj(xi)
2) + log(ε2)

On labeled data, we can regress a function gj(xi) to match log((hj(xi)− y(xi))2) then we set

αj(xi) =
1

exp(gj(xi))
.

C.7 Additional Experimental Details

We use the default splits from the WRENCH benchmark [41] for each of our binary classification
dataset. This benchmark has a Apache-2.0 license. For each text classification dataset (Youtube, SMS,
CDR), we use pretrained BERT embeddings [186]. For our image classification tasks (Basketball),
we use pretrained ResNet embeddings [187]. For each task, we balance the datasets and randomly
sample 100 labeled datapoints. We balance the datasets to make sure that the overall sample of
labeled data contains roughly the same amount of points from each class.
We use cluster compute resources to produce our empirical results. We use a single GPU (NVIDIA
GeForce RTX 2080Ti) to run our methods and each of the baselines.

C.7.1. Examples of weak labels on the YouTube dataset

C.7.1 Weak Label Sources

We use the standard weak labels contained within the WRENCH benchmark [41]. These are standard
in programmatic weak supervision literature and primarily consist of simple hand-engineered rules.
For example, on the YouTube dataset (or a spam classification task), examples of weak labels are
functions that check for the presence of words in a sentence (Figure C.7.1). We defer interested
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readers to the benchmark [41] and other papers in weak supervision [3] for more details.

C.7.2 Hyperparameter Optimization

We perform hyperparameter optimization of all methods, selecting the best set of parameters on the
validation set. We optimize over the following parameters for all methods’ endmodels:

• learning rate: [0.01, 0.001, 0.0001]

• number of epochs: [20, 30, 40, 50]

• weight decay: [0, 0.01, 0.001]

In each experiment, we have a fixed batch size of 100 and a fixed architecture of a 2 layer neural
network with a hidden dimension of 64 and a ReLU activation function. For all graph-based methods,
we have an additional parameter t ∈ [1, 2, 5, 10, 100]. t controls the average degree of nodes in
G. Let N be the number of nodes in G, we use the value t

N and as our threshold percentile for
our euclidean distance threshold graph. In essence, we add an edge between two points when the
Euclidean distance between them is less than the t

N -th percentile of all N2 pairwise distances. The
motivation for this is that N node corresponds to N2 edges, so adding t

N edges leads to a resulting
graph with average degree t.
For our GCN baseline, we construct a graph G in the same manner as all other LPA-based methods.
The GCN architecture is a 2 layer neural network with hidden dimension of 16 and ReLU activations.
Consequently, we train an endmodel on the pseudolabeled data, which is the same architecture as
all other methods. For our Liger + L baseline, we optimizer over a fixed threshold value for their
cosine similarity as some k for each weak labeler. We note that this baseline is highly sensitive to the
value of k; for BERT embeddings, we select values of k ∈ [0.995, 0.9975, 1] as points are much less
distinguished in the embedding space in comparison the larger foundation models (GPT-3, CLIP) in
the original paper [165]. We use 2 clusters for all tasks.

C.8 Complete Version of Tables

We present our results for both training/pseudolabel performance (Table C.7.1) and test/endmodel
performance (Table C.8.2) in more detail and with additional comparisons.
In our pseudolabel performance table, we provide the Non-Abstain accuracy (i.e, only considering
accuracy on points on which the model makes a vote). We define abstaining as having a maximum
logit (across either class) that is within ϵ = 0.001 of 0.5. We observe a fundamental tradeoff:
balancing high accuracy and little coverage against lower accuracy and higher coverage. We also
observe that LPA performs well locally on regions connected to labeled points with non-abstain
accuracy close to 100 percents, but has low overall coverage.
For our endmodel results, we additionally compare against a fully supervised approach that uses all of
the training data and their labels. We remark that some datasets in the WRENCH benchmark have
noisy labels, leading to imperfect fully supervised performance. For example, we also add evaluations
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YouTube SMS CDR

Method Acc Cov NA Acc Acc Cov NA Acc Acc Cov NA Acc

Snorkel + L 75.96 ± 0.13 89.75 ± 0.08 78.93 ± 0.14 70.40 ± 0.34 48.31 ± 0.52 92.20 ± 0.29 70.64 ± 0.12 92.41 ± 0.11 72.33 ± 0.15

LPA 55.98 ± 0.08 11.97 ± 0.16 100.00 ± 0.00 54.71 ± 0.01 9.42 ± 0.03 100.00 ± 0.00 50.79 ± 0.00 1.58 ± 0.00 100.00 ± 0.00

Liger + L 81.06 ± 0.47 99.98 ± 0.01 81.07 ± 0.47 78.62 ± 0.23 96.01 ± 0.20 79.81 ± 0.18 50.56 ± 0.13 81.79 ± 10.72 50.98 ± 0.46

LPA + WL 76.02 ± 0.12 89.81 ± 0.08 78.97 ± 0.14 70.75 ± 0.35 49.03 ± 0.52 92.32 ± 0.29 70.64 ± 0.12 92.41 ± 0.11 72.33 ± 0.15

LPAD (A) 84.03 ± 0.15 89.81 ± 0.08 87.89 ± 0.16 70.80 ± 0.26 49.00 ± 0.51 92.45 ± 0.10 72.87 ± 0.08 91.66 ± 0.49 74.95 ± 0.17

LPAD (P) 89.52 ± 0.13 89.75 ± 0.08 94.03 ± 0.11 70.98 ± 0.27 49.03 ± 0.52 92.79 ± 0.13 71.91 ± 0.25 92.22 ± 0.11 73.75 ± 0.25

LPAD (B) 75.87 ± 0.14 89.81 ± 0.08 78.80 ± 0.16 70.83 ± 0.24 48.93 ± 0.05 92.58 ± 0.16 70.40 ± 0.08 91.64 ± 0.50 72.27 ± 0.13

LPAD (O) 89.36 ± 0.08 89.81 ± 0.08 93.8 ± 0.10 71.52 ± 0.30 49.00 ± 0.51 93.91 ± 0.19 73.91 ± 0.07 92.23 ± 0.09 75.93 ± 0.09

LPAD (1) 83.11 ± 0.07 76.97 ± 0.11 93.03 ± 0.07 70.88 ± 0.26 48.64 ± 0.51 92.93 ± 0.09 71.39 ± 0.07 75.00 ± 0.11 78.52 ± 0.09

Basketball Tennis

Method Acc Cov NA Acc Acc Cov NA Acc

Snorkel + L 69.09 ± 0.02 100.00 ± 0.0 69.09 ± 0.02 86.10 ± 0.06 100.00 ± 0.0 86.10 ± 0.06

LPA 62.16 ± 0.02 25.82 ± 0.05 97.12 ± 0.17 70.60 ± 0.29 52.61 ± 0.34 89.16 ± 0.44

Liger + L 59.06 ± 2.53 55.83 ± 9.88 65.21 ± 1.17 83.60 ± 1.34 100.00 ± 0.00 83.60 ± 1.34

LPA + WL 74.09 ± 0.30 99.94 ± 0.04 74.11 ± 0.30 86.91 ± 0.14 99.87 ± 0.03 86.96 ± 0.15

LPAD (A) 69.75 ± 0.33 99.95 ± 0.03 69.76 ± 0.33 87.15 ± 0.05 99.94 ± 0.03 87.17 ± 0.06

LPAD (P) 82.46 ± 0.19 90.42 ± 0.32 85.89 ± 0.19 87.69 ± 0.11 99.98 ± 0.01 87.70 ± 0.12

LPAD (B) 74.26 ± 0.30 99.95 ± 0.02 74.28 ± 0.30 87.20 ± 0.08 99.97 ± 0.01 87.21 ± 0.08

LPAD (O) 74.02 ± 0.33 99.99 ± 0.01 74.03 ± 0.33 87.23 ± 0.09 100.00 ± 0.00 87.23 ± 0.09

LPAD (1) 75.87 ± 0.20 69.97 ± 0.23 86.97 ± 0.24 87.46 ± 0.17 99.38 ± 0.04 87.70 ± 0.17

C.7.1. We report accuracy, coverage, and non-abstaining accuracy (NA Acc) of the baselines and
our variants of LPA on the training data (i.e, pseudolabel statistics), when averaged over 5 seeds.

on the Tennis dataset, which only achieves 88% fully supervised performance, and all methods seem
to match this performance. We also add some additional variations of our dongle-based approach.
We add a comparison to a boosting (Appendix C.6.1) to determine α, which we refer to as LPAD
(B). We also compare against a method that uses the unosberved ground truth accuracies for α
(LPAD (O)) and another method that sets α = 1, ∀x (LPAD (1)). We note that LPAD (O) is an
unfair comparison to all other methods as it accesses ground truth accuracies that other methods do
not use; we add this comparison to describe the best potential performance of LPAD.

C.9 Hyperparameter ablation

We provide an ablation study on hyperparameter t. We report accuracy on the test data of an
endmodel that is trained on pseudolabels from baselines and our methods with particular values of t
to determine the construction of G. We observe that all graph-based methods are sensitive to the
choice of t, which controls the sparsity of edges in the (Euclidean) graph G. We remark that this
finding is intuitive as most graph-based semi-supervised algorithms leverage properties of this graph
to achieve better performance. We can see a common trend among all methods where when t is
large, the end-model accuracy tends to decrease. We note that Snorkel + L does not leverage any
graph information, but we still add it here for comparison.
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Method Youtube SMS Basketball CDR Tennis

Snorkel + L 87.44 ± 0.47 96.24 ± 0.32 82.08 ± 0.83 68.03 ± 0.28 88.51 ± 0.04

FS + L 87.76 ± 0.51 94.84 ± 0.43 70.23 ± 1.20 67.70 ± 0.29 88.56 ± 0.02

CLL 88.56 ± 0.80 94.56 ± 0.73 77.02 ± 3.96 68.52 ± 0.58 88.78 ± 0.13

LPA 82.00 ± 1.37 94.32 ± 0.45 78.71 ± 2.41 67.41 ± 0.82 83.35 ± 3.30

GCN 84.16 ± 0.95 94.32 ± 1.02 61.34 ± 1.16 65.42 ± 1.00 88.63 ± 0.14

Liger + L 88.72 ± 0.58 96.08 ± 0.38 80.98 ± 1.71 67.33 ± 0.18 86.43 ± 0.87

LPA + WL 88.32 ± 0.50 96.80 ± 0.36 83.13 ± 1.43 67.61 ± 0.19 88.51 ± 0.04

LPAD (A) 90.32 ± 0.43 96.32 ± 0.52 83.06 ± 0.74 68.13 ± 0.74 88.56 ± 0.02

LPAD (P) 87.84 ± 0.53 96.64 ± 0.39 82.01 ± 2.96 68.97 ± 0.51 88.60 ± 0.04

LPAD (B) 88.64 ± 0.37 96.56 ± 0.33 76.58 ± 2.20 67.01 ± 0.43 88.56 ± 0.02

LPAD (O) 90.16 ± 0.50 96.40 ± 0.50 81.10 ± 1.43 69.06 ± 0.59 88.58 ± 0.02

LPAD (1) 83.20 ± 1.15 94.32 ± 0.35 78.61 ± 1.95 67.76 ± 0.21 88.43 ± 0.16

Fully Supervised 89.92 ± 1.45 98.04 ± 0.38 86.04 ± 2.02 73.71 ± 0.85 88.43 ± 1.06

C.8.2. We report accuracy on test data for training an endmodel on pseudolabeled training data,
when averaged over 5 seeds. We bold baselines when they outperform both of our methods. We
bold our methods when they outperform all baselines.

YouTube

Method t = 1 t = 2 t = 5 t = 10 t = 100

Snorkel + L 87.04 ± 0.47 85.44 ± 0.9 86.4 ± 0.78 86.4 ± 0.78 87.04 ± 0.47

LPA 79.76 ± 1.99 81.6 ± 1.15 82.0 ± 1.37 82.64 ± 1.62 75.68 ± 1.51

LPA + WL 86.24 ± 0.75 86.56 ± 0.81 86.16 ± 0.71 88.32 ± 0.5 83.12 ± 1.2

LPAD (A) 89.12 ± 0.5 88.96 ± 1.04 89.04 ± 0.68 90.32 ± 0.43 84.0 ± 0.54

LPAD (B) 87.2 ± 0.55 86.24 ± 1.22 87.12 ± 0.69 88.64 ± 0.37 83.84 ± 0.27

LPAD (P) 87.76 ± 0.79 87.84 ± 0.53 89.2 ± 0.31 89.92 ± 0.53 82.8 ± 1.03

C.9.3. We report accuracy on test data for training an endmodel on pseudolabeled training data
from various label propagation methods when using different hyperparameter t and averaged over 5
seeds.
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SMS

Method t = 1 t = 2 t = 5 t = 10 t = 100

Snorkel + L 95.04 ± 0.46 96.08 ± 0.48 96.24 ± 0.32 96.24 ± 0.32 95.04 ± 0.46

LPA 94.32 ± 0.45 94.52 ± 0.26 95.24 ± 0.38 92.2 ± 1.08 80.76 ± 3.51

LPA + WL 94.88 ± 0.67 96.44 ± 0.26 96.8 ± 0.36 95.36 ± 0.6 85.12 ± 3.82

LPAD (A) 95.6 ± 0.28 96.8 ± 0.33 96.32 ± 0.52 95.96 ± 0.41 86.12 ± 4.27

LPAD (B) 96.04 ± 0.19 96.68 ± 0.32 96.56 ± 0.33 96.12 ± 0.34 82.64 ± 4.36

LPAD (P) 95.8 ± 0.46 95.64 ± 0.36 96.64 ± 0.39 96.16 ± 0.48 84.32 ± 2.82

C.9.4. We report accuracy on test data for training an endmodel on pseudolabeled training data
from various label propagation methods when using different hyperparameter t and averaged over 5
seeds.

CDR

Method t = 1 t = 2 t = 5 t = 10 t = 100

Snorkel + L 67.87 ± 0.25 68.03 ± 0.28 68.24 ± 0.72 68.24 ± 0.72 67.87 ± 0.25

LPA 67.01 ± 0.82 65.17 ± 1.09 63.19 ± 1.18 59.33 ± 1.8 44.39 ± 2.69

LPA + WL 67.87 ± 0.25 67.61 ± 0.19 67.16 ± 0.84 65.8 ± 0.82 49.66 ± 1.8

LPAD (A) 68.13 ± 0.74 67.68 ± 1.1 68.65 ± 0.53 67.56 ± 0.38 61.28 ± 3.21

LPAD (B) 66.44 ± 1.23 67.01 ± 0.43 65.98 ± 0.92 66.26 ± 1.15 54.06 ± 2.78

LPAD (P) 68.97 ± 0.51 67.27 ± 1.05 65.48 ± 0.36 64.93 ± 1.8 58.34 ± 3.71

C.9.5. We report accuracy on test data for training an endmodel on pseudolabeled training data
from various label propagation methods when using different hyperparameter t and averaged over 5
seeds.

273



Basketball

Method t = 1 t = 2 t = 5 t = 10 t = 100

Snorkel + L 81.62 ± 1.07 83.62 ± 0.8 82.08 ± 0.83 82.08 ± 0.83 81.62 ± 1.07

LPA 75.56 ± 0.55 79.36 ± 1.49 75.12 ± 1.26 78.71 ± 2.41 66.02 ± 1.19

LPA + WL 83.13 ± 1.43 80.87 ± 0.64 79.95 ± 1.56 80.11 ± 1.75 73.45 ± 1.09

LPAD (A) 80.44 ± 0.83 78.9 ± 1.53 81.64 ± 1.35 83.06 ± 0.75 74.83 ± 1.49

LPAD (B) 75.81 ± 3.47 72.75 ± 2.11 76.58 ± 2.2 78.0 ± 4.34 69.36 ± 1.03

LPAD (P) 82.01 ± 2.96 74.6 ± 2.05 73.31 ± 5.25 68.71 ± 4.41 67.18 ± 3.64

C.9.6. We report accuracy on test data for training an endmodel on pseudolabeled training data
from various label propagation methods when using different hyperparameter t and averaged over 5
seeds.
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Appendix D

Supplementary Material for Chapter 7: Learning from

Interval Targets

D.1 Additional related work

Weak supervision. Our setting is part of a sub-field of weak supervision where one learns from
noisy, limited, or imprecise sources of data rather than a large amount of labeled data. Learning from
noisy labels assumes that we only observe a noisy version of the true labels at the training time where
the noise follows different noise models (usually random noise) [31, 33, 35, 37, 374, 375, 399–401].
Programmatic weak supervision, on the other hand, assumes that we have access to multiple noisy
weak labels (but deterministic noise) specified by domain experts, e.g. from logic rules or heuristics
methods [3, 19, 24, 26, 41, 59, 364, 365, 402]. Positive-unlabeled learning is another type of weak
supervision where the training set only contains positive examples and unlabeled examples [403–408].
Learning with side information. In contrast to the weakly supervised setting, we have access to
standard labeled data but also have access to some additional information. This could be unlabeled
data which is studied in semi-supervised learning [52–54, 168, 169, 409–413] or different constraints
based on the domain knowledge such as physics rules [190, 191, 396, 414, 415] or explanations
[4, 46, 51, 416] or output constraints [417, 418] which is similar to the interval targets. In some
settings, interval targets are the best thing one could have (similar to the weak supervision setting)
but in many cases such as in bond pricing, target intervals are readily available in the wild and could
also be considered as a side information.

D.2 Limitations

Our theoretical results rely on a Lipschitz continuity assumption to characterize the size of the
reduced interval. We note that other similar assumptions, such as a modulus of continuity, could
also lead to analogous results. Importantly, we do not impose any assumptions on the distribution
of the intervals themselves. While this generality can be viewed as a strength, it would be an
interesting direction for future work to investigate whether stronger results are possible under
additional structural assumptions on the intervals. Our generalization bounds are derived via uniform
convergence. This approach is necessary to accommodate general loss functions and hypothesis
classes but may be suboptimal compared to specialized analyses—such as those for least squares
regression—which do not rely on uniform convergence and can yield sharper rates. For clarity, we
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assume deterministic labels, although our framework allows for interval targets to be random (see
Appendix D.4). Extending the results to fully random labels is in principle possible, though the
notion of correctness—i.e., whether the interval contains the label—becomes less well-defined in
such settings. Finally, we assume that the data distribution is nonatomic, which enables us to
reason about zero-probability events. This is a standard technical condition that does not limit the
applicability of our results to discrete or finite-support distributions.

D.3 Additional proofs
D.3.1 Proof of Proposition 5.30

Proof. First, we assume that πℓ(f(x), l, u) = 0. This implies that there exists ỹ ∈ [l, u] such
that ℓ(f(x), ỹ) = 0. From the assumption on ℓ that ℓ(y, y′) = 0 if and only if y = y′, we
must have f(x) = ỹ ∈ [l, u] as required. On the other hand, if f(x) ∈ [l, u], it is clear that
πℓ(f(x), l, u) = ℓ(f(x), f(x)) = 0 since ℓ(y, y′) ≥ 0.
Now, assume that we can write ℓ(y, y′) = ψ(|y − y′|) for some non-decreasing function ψ, we have

πℓ(f(x), l, u) = min
ỹ∈[l,u]

ψ(|f(x)− ỹ|) (D.3.1)

= ψ( min
ỹ∈[l,u]

|f(x)− ỹ|) (D.3.2)

=


ψ(l − f(x)) f(x) < l

ψ(0) l ≤ f(x) ≤ u
ψ(f(x)− u) f(x) > u

(D.3.3)

= 1[f(x) < l]ℓ(f(x), l) + 1[f(x) > u]ℓ(f(x), u). (D.3.4)

Here we rely on the assumption that ψ is non-decreasing so the minimum value of ψ(x) happens
when x is also at the minimum value.

D.3.2 Proof of Proposition D.9

Proof. Since f1 ̸= f2, there exists x such that f1(x) ̸= f2(x). Without loss of generality, let f1(x) <
f2(x). Consider a simple one point distribution D with only one data point (x, y) = (x, f2(x)+ϵ) with
probability mass 1 and DI be another one point distribution with (x, l, u) = (x, f(x1)− ϵ, f(x2)− ϵ).
We can see that 0 = EDI

[π(f1(X), L, U)] < EDI
[π(f2(X), L, U)] = ϵp while (f(x2)− f(x1) + ϵ)p =

err(f1) > err(f2) = ϵp.

D.3.3 Proof of Proposition D.10

Proof. From the Proposition 5.30,

π(f(x), l, u) = 1[f(x) < l]ℓ(f(x), l) + 1[f(x) > u]ℓ(f(x), u) (D.3.5)

Recall that y ∈ [l, u], we consider 3 cases,
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1. f(x) < l, π(f(x), l, u) = ℓ(f(x), l) = ψ(|l − f(x)|) ≤ ψ(|y − f(x)|) = ℓ(f(x), y)

2. f(x) > u, π(f(x), l, u) = ℓ(f(x), u) = ψ(|f(x)− u|) ≤ ψ(|f(x)− y|) = ℓ(f(x), y)

3. l ≤ f(x) ≤ u, π(f(x), l, u) = 0 ≤ ℓ(f(x), y)

D.3.4 Proof of Theorem D.5.11

Proof. From the triangle inequality,

ℓ(f(x), y) = ℓ(f(x), fopt(x)) + ℓ(fopt(x), y) (D.3.6)

We can take an expectation to have

E[ℓ(f(X), Y )] ≤ E[ℓ(f(X), fopt(X)] + OPT. (D.3.7)

Since fopt ∈ F̃OPT which from Theorem 5.36, we can bound

fopt(x) ∈ [l
(m)
D→x − rOPT(x), l

(m)
D→x + sOPT(x)]. (D.3.8)

Similarly, for any f ∈ F̃η, we have

f(x) ∈ [l
(m)
D→x − rη(x), u

(m)
D→x + sη(x)] (D.3.9)

Finally, we can bound the error between any two intervals with the maximum loss between their
boundaries.

D.3.5 Proof of Proposition 5.40

Proof. Since we can write ℓ(y, y′) = ψ(|y − y′|) for some non-decreasing function ψ, we have

ρℓ(f(x), l, u) = max
ỹ∈[l,u]

ψ(|f(x)− ỹ|) (D.3.10)

= ψ( max
ỹ∈[l,u]

|f(x)− ỹ|) (D.3.11)

=

{
ψ(u− f(x)) f(x) < l+u

2

ψ(f(x)− l) f(x) ≥ l+u
2

(D.3.12)

= 1[f(x) ≤ l + u

2
]ℓ(f(x), u) + 1[f(x) >

l + u

2
]ℓ(f(x), l). (D.3.13)

Here we rely on the assumption that ψ is non-decreasing so the maximum value of ψ(x) happens
when x is also at the maximum value.

D.3.6 Proof of Corollary 5.41

Proof. Since ℓ(y, y′) = |y − y′|, from Proposition 5.40, we have a closed form solution of ρ,
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ρℓ(f(x), l, u) = 1[f(x) ≤ l + u

2
]ℓ(f(x), u) + 1[f(x) >

l + u

2
]ℓ(f(x), l) (D.3.14)

= 1[f(x) ≤ l + u

2
](u− f(x)) + 1[f(x) >

l + u

2
](f(x)− l) (D.3.15)

= 1[f(x) ≤ l + u

2
](u− l + u

2
+
l + u

2
− f(x)) + 1[f(x) >

l + u

2
](f(x)− l + u

2
+
l + u

2
− l)
(D.3.16)

=
u− l
2

+ 1[f(x) ≤ l + u

2
](
l + u

2
− f(x)) + 1[f(x) >

l + u

2
](f(x)− l + u

2
) (D.3.17)

= |f(x)− l + u

2
|+ u− l

2
. (D.3.18)

Since ui, li are constants, ui−li
2 would have no impact on the optimal solution of (5.20) and therefore,

the optimal would also be the same as the one that minimizes
∑n

i=1 |f(xi)−
li+ui

2 |.

D.3.7 Proof of Proposition 5.42

Proof. From the realizability assumption, we know that f∗ ∈ F̃0, therefore,

err(f) = E[ℓ(f(X), f∗(X))] ≤ max
f ′∈F̃0

E[ℓ(f(X), f ′(X))]. (D.3.19)

On the other hand, Let f ′′ ∈ F̃0, be a hypothesis that achieves the maximum value of E[ℓ(f(X), f ′′(X))].
Since f ′′ ∈ F̃0 we know that

E[πℓ(f ′′(X), L, U)] = 0. (D.3.20)

Since the projection loss is always non-negative and is continuous, from Lemma D.2, we can conclude
that πℓ(f ′′(x), l, u) = 0 for any x, l, u with positive density function p(x, l, u) > 0 which implies
f ′′(x) ∈ [l, u]. Therefore, for any x with p(x) > 0,

ℓ(f(x), f ′′(x)) ≤ max
ỹ∈[l,u]

ℓ(f(x), ỹ) = ρℓ(f(x), l, u). (D.3.21)

We can take an expectation over X,L,U and have the desired result.

D.3.8 Proof of Proposition 5.43

Proof. Consider when X = {0, 1} and f∗ such that f∗(0) = f∗(1) = 0. Consider a hypothesis class
of constant functions F = {f : X → R | f(x) = d,∀x ∈ X}. We can see that f∗ ∈ F . Assume that
we have a uniform distribution over X and we also have deterministic interval [l(x), u(x)]. Assume
that for x = 0, we have an interval [l(0), u(0)] = [−a, ϵ] for some a > 0 and for x = 1, we have an
interval [l(1), u(1)] = [−ϵ, 2ϵ]. Since F is a class of constant hypothesis, for all x, we must have
f(x) ∈ [−a, ϵ] ∩ [−ϵ, 2ϵ] = [−ϵ, ϵ]. This implies that

F̃0 = {f | f(x) = c,∀x ∈ X , c ∈ [−ϵ, ϵ]}. (D.3.22)
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Therefore,

f1 = argmin
f∈F

max
f ′∈F̃0

E[ℓ(f(X), f ′(X)] (D.3.23)

= argmin
f∈F

max
f ′∈F̃0

1

2
(|f(0)− f ′(0)|+ |f(1)− f ′(1)|) (D.3.24)

= argmin
f∈F

max
c∈[−ϵ,ϵ]

|f(0)− c| (D.3.25)

(D.3.26)

By symmetry, we can see that the optimal f1(x) = 0 which means that err(f1) = 0. On the other
hand, consider f2, from Corollary 5.41, f2 is equivalent to the solution of supervised learning with
the midpoint of each interval,

f2 = argmin
f∈F

E[ρℓ(f(X), L, U)] (D.3.27)

= argmin
f∈F

1

2
[|f(0)− −a+ ϵ

2
|+ |f(1)− −ϵ+ 2ϵ

2
|]. (D.3.28)

By symmetry, the optimal f2 should lie in the middle between these two points so that f2(x) =
−a/2 + ϵ. We would have err(f2) = | − a/2 + ϵ| which can be arbitrarily large as a→∞.

D.4 Probabilistic interval setting

In this section, we consider the probabilistic interval setting which is when, for each x, the corre-
sponding interval is drawn from some distribution DI .

Assumption D.1. A distribution P with a probability density function p(x) is a nonatomic
distribution when for any x such that p(x) > 0 and for any ϵ > 0, there exists a set Sx,ϵ ⊆ B(x, ϵ) (a
ball with radius ϵ) such that Pr(Sx,ϵ) > 0. We assume that the distribution D and DI are nonatomic
distributions .

Lemma D.2. Let P be a nonatomic distribution over X with a probability density function p(x).
For any continuous function f : X → [0,∞), if EP [f(X)] = 0 then f(x) = 0 for all x with p(x) > 0.

Proof. We will prove this by contradiction. Assume that there exists x with p(x) > 0 such that
f(x) > 0. By the continuity of f , there exists δ1 > 0 such that for any x′ ∈ B(x, δ1) such that
|f(x)−f(x′)| ≤ f(x)/2 which implies that f(x′) ≥ f(x)/2. In addition, by the nonatomic assumption,
there exists Sx,δ1 ⊆ B(x, δ1) such that Pr(Sx,δ1) > 0. Therefore,
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EP [f(X)] =

∫
w∈X

f(w)p(w)dw (D.4.29)

≥
∫
w∈Sx,δ1

f(w)p(w)dw (D.4.30)

≥
∫
w∈Sx,δ1

f(x)p(w)

2
dw (D.4.31)

=
f(x) Pr(Sx,δ1)

2
> 0. (D.4.32)

This leads to a contradiction since EP [f(X)] > 0.

Similar to the deterministic interval setting, for any f ∈ F̃0, f has to lie inside the interval as well.
One difference would be that in the probabilistic interval setting, we can have multiple intervals for
each x and since f has to lie inside all of them, f would also lie inside the intersection of all of them
for which we denote as [l̃x, ũx] for each x.

Proposition D.3. For any f ∈ F̃0, and a loss function ℓ that satisfies Assumption 5.29, for any x
with positive probability density p(x) > 0, we have

f(x) ∈
⋂

p(x,l,u)>0

[l, u] := [l̃x, ũx]. (D.4.33)

Proof. Let f ∈ F̃0 so we have E[π(f(X), L, U)] = 0. From Lemma D.2, for any (x, l, u) such that
p(x, l, u) > 0, we have π(f(x), l, u) = 0 which implies f(x) ∈ [l, u] (From Proposition 5.30). There-
fore, by taking an intersection over all possible intervals, we would have f(x) ∈

⋂
p(x,l,u)>0[l, u] :=

[l̃x, ũx].

Proposition D.4. Let F be a class of functions that are m-Lipschitz. For any x, x′, denote
l̃
(m)
x′→x = l̃x′ −m∥x− x′∥, ũ(m)

x′→x = ũx′ +m∥x− x′∥, then for any f ∈ F̃0 and for any x with positive
probability density p(x) > 0,

f(x) ∈
⋂
x′

[l̃
(m)
x′→x, ũ

(m)
x′→x] := [l̃

(m)
D→x, ũ

(m)
D→x] (D.4.34)

Proof. Consider f ∈ F̃0, since f is m-Lipschitz, for any x, x′ ∈ X , we have |f(x)−f(x′)| ≤ m∥x−x′∥
which implies

f(x′)−m∥x− x′∥ ≤ f(x) ≤ f(x′) +m∥x− x′∥ (D.4.35)

We illustrate this in Figure Figure 5.4. Then, from Proposition D.3, for f ∈ F̃0, we have
l̃x′ ≤ f(x′) ≤ ũx′ which implies

l̃
(m)
x′→x = l̃x′ −m∥x− x′∥ ≤ f(x′)−m∥x− x′∥ (D.4.36)

ũ
(m)
x′→x = ũx′ +m∥x− x′∥ ≥ f(x′)−m∥x+ x′∥. (D.4.37)
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Substitute back to equation (D.4.35) and take supremum over x′, we have

l̃
(m)
x′→x ≤f(x) ≤ ũ

(m)
x′→x (D.4.38)

sup
x′
l̃
(m)
x′→x ≤f(x) ≤ inf

x′
ũ
(m)
x′→x (D.4.39)

l̃
(m)
D→x ≤f(x) ≤ ũ

(m)
D→x. (D.4.40)

Next, we present the probabilistic interval version of Theorem 5.36. Details of the proofs are the
same, except that we use l̃, ũ instead of l, u.

Theorem D.4.5. Let F be a class of functions that are m-Lipschitz. ℓ : Y × Y → R is a loss
function that satisfies Assumption 5.29. For any f ∈ F̃η and for any x with positive probability
density p(x) > 0,

f(x) ∈ [l̃
(m)
D→x − rη(x), ũ

(m)
D→x + sη(x)] (D.4.41)

where l̃(m)
D→x, ũ

(m)
D→x are defined as in Proposition D.4 and

1. rη(x) = r such that η = E[1[g(x,X, r) < L]ℓ(g(x,X, r), L)] where g(x, x′, r) = l̃x′ − (r −
(l̃
(m)
D→x − l̃

(m)
x′→x)).

2. sη(x) = s such that η = E[1[h(x,X, s) > U ]ℓ(h(x,X, s), U)] where h(x, x′, s) = ũx′ + (s −
(ũ

(m)
x′→x − ũ

(m)
D→x)).

Proof. Now, we will show that if f ∈ F̃η then we have f(x) ∈ [l̃
(m)
D→x − rη(x), ũ

(m)
D→x + sη(x)] instead.

First, we explore what would be a requirement to change the lower bound of f(x) from l̃
(m)
D→x to

l̃
(m)
D→x − r. Again, from Lipschitzness,

f(x′)−m∥x− x′∥ ≤ f(x) (D.4.42)

Taking a supremum here, we have

sup
x′
f(x′)−m∥x− x′∥ ≤ f(x). (D.4.43)

Here, we will use supx′ f(x′)−m∥x− x′∥ as a new lower bound for f(x). Assume that it is lower
than l̃(m)

D→x, we can write

sup
x′
f(x′)−m∥x− x′∥ = l̃

(m)
D→x − r (D.4.44)

for some r > 0, then it implies that for all x′ ∈ X , we must have

f(x′)−m∥x− x′∥ ≤ l̃(m)
D→x − r (D.4.45)

(f(x′)− l̃x′ + (l̃x′ −m∥x− x′∥) ≤ l̃(m)
D→x − r (D.4.46)
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f(x′) ≤ l̃x′ − l̃(m)
x′→x + l̃

(m)
D→x − r (D.4.47)

f(x′) ≤ l̃x′ − (r − (l̃
(m)
D→x − l̃

(m)
x′→x)) (D.4.48)

That is, if one can change the lower bound of f(x) from l̃
(m)
D→x to l̃(m)

D→x − r then for all x′, f(x′) has
to take value lower than l̃x′ by at least r − (l̃

(m)
D→x − l̃

(m)
x′→x) whenever this term is positive. However,

f ∈ F̃η so that f(x′) can’t be too far away from l̃x′ since E[πℓ(f(X), L, U)] ≤ η. From Proposition
5.30, if one can write ℓ(y, y′) = ψ(|y − y′|) for some non-decreasing function ψ then we have

πℓ(f(x), l, u) = 1[f(x) < l]ℓ(f(x), l) + 1[f(x) > u]ℓ(f(x), u). (D.4.49)

Therefore,

η ≥ E[πℓ(f(X), L, U)] ≥ E[1[f(X) < L]ℓ(f(X), L)]. (D.4.50)

Let g(x, x′, r) = l̃x′− (r− (l̃
(m)
D→x− l̃

(m)
x′→x)) be the upper bound of f(x′) for any x′ as we derived in the

equation (D.4.48). Since 1[a < L]ℓ(a, L)] is a decreasing function over a, equation (D.4.50) implies

η ≥ E[1[f(X) < L]ℓ(f(X), L)] ≥ E[1[g(x,X, r) < L]ℓ(g(x,X, r), L)] (D.4.51)

We can also see that g(x, x′, r) is a decreasing function of r which means E[1[g(x,X, r) < L]ℓ(g(x,X, r), L)]

is an increasing function of r. The largest possible value of r would then be the r such that the
inequality holds,

η = E[1[g(x,X, r) < L]ℓ(g(x,X, r), L)]. (D.4.52)

which we denoted this as rη(x). Similarly, we can show that if the largest possible value of s such
that we can change the upper bound of f(x) from ũ

(m)
D→x to ũ(m)

D→x + s is given by

η = E[1[h(x,X, s) > U ]ℓ(h(x,X, s), U)] (D.4.53)

where h(x, x′, s) = ũx′ + (s− (ũ
(m)
x′→x − ũ

(m)
D→x)).

Theorem D.4.6. Under the conditions of Theorem D.4.5, if further assume that for each x,
the lower and upper bound of y is given by deterministic function [l(x), u(x)] and ℓ is an ℓp loss
ℓ(y, y′) = |y − y′|p and denote the lower bound gap and upper bound gap of f(x) induced by x′ as
lg

(m)
x′→x = l̃

(m)
D→x − l̃

(m)
x′→x and ug(m)

x′→x = ũ
(m)
x′→x − ũ

(m)
D→x then we have

rη(x) = r s.t. E[(r − lg(m)
X→x)

p
+] = η (D.4.54)

sη(x) = s s.t. E[(s− ug(m)
X→x)

p
+] = η (D.4.55)

where we denote c+ = max(0, c). Further, we can bound rη(x) and sη(x),
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rη(x) ≤ inf
δ
δ + (

η

Pr(lg
(m)
X→x ≤ δ)

)1/p (D.4.56)

sη(x) ≤ inf
δ
δ + (

η

Pr(ug
(m)
X→x ≤ δ)

)1/p. (D.4.57)

Proof. Since [l, u] is deterministic for each x, we have l̃x = l(x). By the property of squared loss,

E[1[g(x,X, r) < L]ℓ(g(x,X, r), L)] = E[(L− g(x,X, r))p+] (D.4.58)
= E[(l(X)− g(x,X, r))p+] (D.4.59)

= E[(l(X)− (l̃X − (r − (l̃
(m)
D→x − l̃

(m)
X→x))))

p
+] (D.4.60)

= E[(r − lg(m)
X→x)

p
+] (D.4.61)

as required. We can use a similar argument for sη(x). Next, we can see that for any valid value of r,

η ≥ E[(r − lg(m)
X→x)

p
+] ≥ E[(r − δ)p+1[lg

(m)
X→x ≤ δ]] = (r − δ)p+ Pr(lg

(m)
X→x ≤ δ). (D.4.62)

By rearranging, r ≤ δ + ( η

Pr(lg
(m)
X→x≤δ)

)1/p. Taking the infimum over δ, we have the desired inequality.

Again, we can apply the same idea for sη(x).

D.5 Sample complexity bounds
D.5.1 Error bound in the realizable setting

We begin with a foundational result that characterizes the error of any hypothesis in F̃η based on
the reduced intervals established in the previous section.

Theorem D.5.7 (Error bound, Realizable setting). Let F be a class of functions that are m-
Lipschitz, assume that f∗ ∈ F̃0, then for any f ∈ F̃η,

err(f) ≤ E[d(ℓ, I0(X), Iη(X))]. (D.5.63)

when Iη(x) := [l
(m)
D→x − rη(x), u

(m)
D→x + sη(x)] represents the reduced interval from Theorem 5.36 and

d(ℓ, I1, I2) = max(ℓ(l1, u2), ℓ(u1, l2)) when I1 = [l1, u1], I2 = [l2, u2].

We remark that this bound can be tight for certain hypothesis classes. For example, consider the case
where F consists of constant hypotheses and let n→∞. In this scenario, we have rη(x)→ r0(x) = 0

and Iη(x)→ I0(x). For each x, the error bound is given by

d(ℓ, I0(x), I0(x)) = ℓ(l
(m)
D→x, u

(m)
D→x) = ℓ(sup

x′
lx′ , inf

x′
ux′), (D.5.64)

representing the loss between the boundaries of the intersected intervals. It is tight since the inequality
holds when f∗ and f each take values at the respective boundaries of the intersected interval.

283



D.5.2 Main sample complexity result

Building on Theorem D.5.7, we now present our main result, which provides explicit sample
complexity guarantees for learning with interval targets for any hypothesis classes whose the
Rademacher complexity decay as O(1/

√
n). This includes a class of linear models or a class of

two-layer neural networks with a bounded weight [144]. To simplify the Theorem, we will only
present the statement and the proof for the case of L1 loss. However, an extension for a general Lp

loss is straightforward where we can replace the triangle inequality with the Minkowski’s inequality.

Theorem D.5.8 (Generalization bound, Realizable Setting). Let F be a hypothesis class satisfying
i) the conditions of Theorem D.5.7 (realizability and m-Lipschitzness), ii) Rademacher complexity
decays as O(1/

√
n), iii) support of the distribution DI is bounded, iv) loss function is ℓ(y, y′) = |y−y′|.

With probability at least 1− δ, for any f that minimize the objective (5.5), for any τ > 0,

err(f) ≤ EX [|u(m)
D→X − l

(m)
D→X |]︸ ︷︷ ︸

(a)

+ τ +

(
D√
n
+M

√
ln(1/δ)

n

)
Γ(τ)︸ ︷︷ ︸

(b)

, (D.5.65)

where D,M are constants and Γ(τ) = E
X̃

[
1/min(PrX(lg

(m)

X→X̃
≤ τ),PrX(ug

(m)

X→X̃
≤ τ))

]
is decreas-

ing in τ .

Proof. Step 1: Derive the bound in term of η. Recall that from Theorem D.5.7, we have

err(f) ≤ E[d(ℓ, I0(X), Iη(X))]. (D.5.66)

when Iη(x) = [l
(m)
D→x − rη(x), u

(m)
D→x + sη(x)]. Since we have an ℓ1 loss, we have

d(ℓ, I0(x), Iη(x)) = |u(m)
D→x − l

(m)
D→x +max(rη(x), sη(x))|. (D.5.67)

Substitute this back in, we have an error bound

err(f) ≤ E[|u(m)
D→X − l

(m)
D→X +max(rη(X), sη(X))|] (D.5.68)

≤ E[|u(m)
D→X − l

(m)
D→X |] + E[|max(rη(X), sη(X))|] (triangle inequality). (D.5.69)

Now, our goal is to bound the term E[|max(rη(X), sη(X))|]. From Proposition 5.37, we know that

rη(x) ≤ inf
τ
τ + (η/Pr(lg

(m)
X→x ≤ τ)) and sη(x) ≤ inf

τ
τ + (η/Pr(ug

(m)
X→x ≤ τ)). (D.5.70)

We place δ with τ in the original statement because we will use δ as something else, later. This
implies that

max(rη(x), sη(x)) ≤ inf
τ
τ +

(
η

min(Pr(lg
(m)
X→x ≤ τ),Pr(ug

(m)
X→x ≤ τ))

)
. (D.5.71)

We define Λ(D, τ) = min(Pr(lg
(m)
X→x ≤ τ),Pr(ug

(m)
X→x ≤ τ))−1 so that
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max(rη(x), sη(x)) ≤ inf
τ
τ + ηΛ(D, τ). (D.5.72)

We can see that when Λ(D, τ) ≥ 0 and Λ(D, τ) is a decreasing function in τ . Substitue this back to
the equation D.5.69, for any τ > 0, we would have

err(f) ≤ E[|u(m)
D→X − l

(m)
D→X |] + E[|τ + ηΛ(D, τ)|] (D.5.73)

≤ E[|u(m)
D→X − l

(m)
D→X |] + τ + ηE[Λ(D, τ)] (D.5.74)

= E[|u(m)
D→X − l

(m)
D→X |] + τ + ηΓ(D, τ) (D.5.75)

where we define Γ(D, τ) = E[Λ(D, τ)]. We can see that every term in the equation above is
independent of η, apart from the term η itself. This provide a more explicit error bound in term of
η. Now, we will bound η in terms of the number of sample n.
Step 2: Bounding η in terms of the number of sample. Recall the result from (5.6), with
probability at least 1− δ over the draws (xi, li, ui) ∼ DI , for all f ∈ F ,

E[πℓ(f(X), L, U)] ≤ 1

n

n∑
i=1

πℓ(f(xi), li, ui) + 2Rn(Π(F)) +M

√
ln(1/δ)

n
. (D.5.76)

Here, Rn(Π(F)) is the Rademacher complexity of the function class Π(F) := {πℓ(f(x), l, u) 7→ R |
f ∈ F} and we assume that the πℓ is uniformly bounded by M . We recall that we learn f̂ by
minimizing the empirical projection loss

f̂ = argmin
f∈F

n∑
i=1

πℓ(f(xi), li, ui). (D.5.77)

Under the realizable setting, this objective would be zero since f∗ ∈ F which implies that f∗ has
zero empirical projection

∑n
i=1 πℓ(f

∗(xi), li, ui) = 0 but f̂ also minimize the empirical projection
loss so f̂ must also have a zero empirical projection loss. We write η(f) to refer to the η value of f .
Formally, defined as

η(f) = E[πℓ(f(X), L, U)]. (D.5.78)

Substituting f̂ to the bound above, we have

η(f̂) ≤ 2Rn(Π(F)) +M

√
ln(1/δ)

n
. (D.5.79)

The next step is to bound the Rademacher complexity Rn(Π(F)) in terms of Rn(F). We will do this
by first showing that ϕi(f(x)) = πℓ(f(x), li, ui) is a Lipschitz continuous function and then reduce
Rn(Π(F)) to Rn(F) with a variant of Talagrand’s Lemma [419]. From our assumption that the
support of DI is a bounded set, and our hypothesis class is a class of two-layer neural network with
bounded weight, there exists a constant C for which, we have |f(x)| ≤ C almost surely. Here, we
will show this property for Lp loss, recall that
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ϕi(f(x)) = πℓ(f(x), li, ui) (D.5.80)
= (li − f(x))p1[f(x) < li] + (f(x)− ui)p1[f(x) > u]. (D.5.81)

Differentiate with respect to f(x), we have

|∇f(x)ϕi(f(x))| = p|(li − f(x))p−11[f(x) < li] + (f(x)− ui)p−11[f(x) > u]| (D.5.82)

≤ 2p(2C)p−1. (D.5.83)

Since this gradient is bounded for any f(x), we can conclude that ϕi(f(x)) is B-Lipschitz for some
constant B. Now, we unpack the definition of the Rademacher complexity,

Rn(Π(F)) = E(xi,li,ui)∼DI
[Eσi∼{−1,1}[sup

f∈F

1

n

n∑
i=1

πℓ(f(xi), li, ui)σi]] (D.5.84)

= E(xi,li,ui)∼DI
[Eσi∼{−1,1}[sup

f∈F

1

n

n∑
i=1

ϕi(f(xi))σi]]. (D.5.85)

We recall the following result from Meir and Zhang [419] that when ϕ1, ϕ2, . . . ϕn be functions where
ϕi : R→ R are ϕi are Li-Lipschitz, then

Eσi∼{−1,1}[sup
f∈F

1

n

n∑
i=1

ϕi(f(xi))σi] ≤ Eσi∼{−1,1}[sup
f∈F

1

n

n∑
i=1

Lif(xi)σi]. (D.5.86)

Applying this result with the fact that ϕi is B-Lipschitz for all i = 1, . . . , n, we can conclude that

Rn(Π(F)) = E(xi,li,ui)∼DI
[Eσi∼{−1,1}[sup

f∈F

1

n

n∑
i=1

ϕi(f(xi))σi]] (D.5.87)

≤ E(xi,li,ui)∼DI
[Eσi∼{−1,1}[sup

f∈F

1

n

n∑
i=1

Bf(xi)σi]] (D.5.88)

= BRn(F). (D.5.89)

We successfully reduce the Rademacher complexity of Π(F) to F . Since we assume that the
Rademacher complexity of F decays as O(1/

√
n), there exists a constant D such that

Rn(Π(F)) ≤
D√
n

(D.5.90)

and

η(f̂) ≤ D√
n
+M

√
ln(1/δ)

n
(D.5.91)
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for some constant D,M . Substitute this back to the result from step 1 concludes our proof. In the
general setting with Lp loss where ℓ(y, y′) = |y − y′|p, we would have the following bound,

err(f) ≤

EX [|u(m)
D→X − l

(m)
D→X |

p]1/p + τ +

(
D√
n
+M

√
ln(1/δ)

n

)1/p

Γ(τ)1/p

p

(D.5.92)

D.5.3 Agnostic setting

Now, we study the agnostic setting, where we do not assume the existence of such f∗ in F . Instead,
we focus on comparing with fopt = argminf∈F err(f), the hypothesis in F with the smallest expected
error. First, we show that, in contrast to the realizable setting, simply minimizing the projection
loss may not converge to fopt. This is because a smaller projection loss π does not imply a smaller
standard loss ℓ.

Proposition D.9. Let ℓ be an ℓp loss, for any hypothesis f1, f2, there exists a distribution DI and
D such that EDI

[πℓ(f1(X), L, U)] < EDI
[πℓ(f2(X), L, U)] but err(f1) > err(f2).

While minimizing the projection loss, we might overlook a hypothesis that has a smaller standard
loss but a higher projection loss. However, we remark that the projection loss is still useful since it
is a lower bound of the standard loss.

Proposition D.10. Let ℓ : Y × Y → R be a loss function that satisfies Assumption 5.29, then for
any f ,

E[πℓ(f(X), L, U)] ≤ err(f). (D.5.93)

Consequently, if we let OPT = err(fopt), we must have fopt ∈ F̃OPT since the projection loss is
upper bound by the standard loss. This means we can apply Theorem 5.36 for fopt and consequently
achieve an error bound similar to what we obtained in the realizable setting.

Theorem D.5.11 (Error bound, Agnostic setting). Let F be a class of functions that are m-Lipschitz,
and suppose ℓ satisfies Assumption 5.29 and the triangle inequality, then for any f ∈ F̃η, we have

err(f) ≤ OPT+E[d(ℓ, Iη(X), IOPT(X))]. (D.5.94)

While it’s not ideal to minimize the projection loss in the agnostic setting since we may not converge
to fopt, our bound suggests that the expected error of f would not be much larger than that of
fopt. This error bound becomes smaller when the intervals Iη(x), IOPT(x) are small. Overall, our
theoretical insight suggests that we can improve our error bound by (i) having a smoother hypothesis
class (smaller m) (ii) increasing the number of data points n (which leads to smaller η), since both
results in smaller intervals Iη(x). However, if m is too small, F may not contain a good hypothesis,
causing OPT to be large. Next, we provide a sample complexity bound for the agnostic setting.
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Theorem D.5.12 (Generalization Bound, Agnostic Setting). Under the conditions of Theorem
5.38 apart from realizability, with probability at least 1− δ, for any f that minimize the empirical
projection objective, for any τ > 0,

err(f) ≤ OPT︸ ︷︷ ︸
(a)

+EX [|u(m)
D→X − l

(m)
D→X |]︸ ︷︷ ︸

(b)

+2τ +

(
errproj(f) +

D√
n
+M

√
ln(1/δ)

n
+OPT

)
Γ(τ)︸ ︷︷ ︸

(c)

,

(D.5.95)
where D,M are constants and Γ(τ) = E

X̃

[
1/min(PrX(lg

(m)

X→X̃
≤ τ),PrX(ug

(m)

X→X̃
≤ τ))

]
is a de-

creasing function of τ , errproj(f) is an empirical projection error of f , and OPT is the expected error
of the optimal hypothesis in F .

Proof. The proof idea is similar to the realizable setting. Recall that we have an error bound

err(f) ≤ OPT+E[d(ℓ, Iη(X), IOPT(X))] (D.5.96)

where Iη(x) = [l
(m)
D→x − rη(x), u

(m)
D→x + sη(x)]. We can write

d(l, Iη(X), IOPT(X)) ≤ |u(m)
D→x − l

(m)
D→x +max(rη(x) + sOPT(x), rOPT(x) + sη(x))|. (D.5.97)

With a triangle inequality, substitute this back to the error bound, we have

err(f) ≤ OPT+E[|u(m)
D→X − l

(m)
D→X |] + E[max(rη(x) + sOPT(x), rOPT(x) + sη(x))]. (D.5.98)

We can see that the first two terms are term a) and b) in the Theorem 5.39. Therefore, we are left
with bounding the final term. From Proposition 5.37 , we know that for any τ > 0,

rη(x) ≤ inf
τ
τ + (η/Pr(lg

(m)
X→x ≤ τ)) and sη(x) ≤ inf

τ
τ + (η/Pr(ug

(m)
X→x ≤ τ)). (D.5.99)

This implies that

rη(x) + sOPT(x) ≤ 2τ + (η/Pr(lg
(m)
X→x ≤ τ)) + (OPT/Pr(ug(m)

X→x ≤ τ)) (D.5.100)

=≤ 2τ + (η + OPT)(max(1/Pr(lg
(m)
X→x ≤ τ)), 1/Pr(ug

(m)
X→x ≤ τ))) (D.5.101)

=≤ 2τ + (η + OPT)(1/min(Pr(lg
(m)
X→x ≤ τ),Pr(ug

(m)
X→x ≤ τ)). (D.5.102)

We have the same upper bound for rOPT(x) + sη(x)). Taking an expectation, we have

E[max(rη(x) + sOPT(x), rOPT(x) + sη(x))] ≤ 2τ + (η + OPT)Γ(τ) (D.5.103)

when Γ(τ) = E
X̃

[
1/min(PrX(lg

(m)

X→X̃
≤ τ),PrX(ug

(m)

X→X̃
≤ τ))

]
. The final step is to bound η in

terms of the empirical loss, following the uniform convergence argument from the realizable setting,
with probability at least 1− δ,
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η ≤ êrr(f) +
D√
n
+M

√
ln(1/δ)

n
. (D.5.104)

This concludes our proof for the agnostic setting.

D.6 Relaxation of Ambiguity Degree for a regression setting

As noted in the related work section, the ambiguity degree is defined in the context of classification
and it might not be suitable for regression tasks. This is due to the nature of the loss function, In
classification, a hypothesis is either correct or incorrect, and a small ambiguity degree ensures that
we can recover the true label. However, in regression, we are often satisfied with predictions that are
sufficiently close to the target—for example, within an error tolerance of ϵ. This implies that we do
not need to recover the exact true label, but a ball with a small radius around the true label might
be sufficient.
In this section, we explore a relaxation of the original ambiguity degree to the regression setting.
Motivated by the concept of a tolerable area around the true label y, we define an ambiguity radius

Definition D.13 (Ambiguity Radius). For distributions D,DI with a probability density function
p, an ambiguity radius is defined as

AmbiguityRadius(D,DI) := min
r≥0

r s.t. Pr
X,Y∼D

(
⋂

p(X,l,u)>0

[l, u] ⊆ B(Y, r)) = 1 (D.6.105)

when B(y, r) = {y′ | |y − y′| ≤ r} is a ball of radius r around y.

The interpretation of this is that it is the smallest radius r for which we are guaranteed the intersection
of all interval for a given x must lie within a radius of r from the true label y. As a direct consequence,
we know that whenever the ambiguity degree is small the ambiguity radius must be zero since the
intersection of all interval for a given x is just the true label {y}.
In fact, our analysis have captured the essence of this interval intersection for each x. We recall that
for any f ∈ F̃0 and for each x with p(x) > 0,

f(x) ∈ I0(x) = [l
(m)
D→x, u

(m)
D→x] ⊆ B(y, r∗), (D.6.106)

when r∗ is the ambiguity radius. This follows directly from the definition of the ambiguity radius.
As a result, we know that each interval I0(x) would have a size at most 2r∗. The same technique as
in the Section 5.4 would imply that the expected error of any f ∈ F̃0 would be at most 2r∗ in the
realizable setting (with L1 loss).
Finally, we want to remark that our analysis not only is applicable to this extension of the ambiguity
degree to the ambiguity radius, we further use the smooth property of F and I0(x) might even be a
proper subset of the ball B(y, r∗), giving a result stronger than one based solely on the ambiguity
radius.
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D.7 Experiments
D.7.1 Computational efficiency

The computational cost of our projection objective matches standard regression loss, as we only
evaluate boundaries of the given interval (Proposition 5.30). The naive minmax approach maintains
this cost equivalence, since the maximum loss occurs at interval boundaries. For minmax with
smoothness constraints through regularization, our alternating gradient descent-ascent updates for f
and f ′ double the computational overhead. The pseudo-label approach requires training k hypotheses
from F̃η before generating labels, resulting in (k + 1) times the base cost - typically manageable
given efficient regression training.

D.7.2 Experiment setup

Following prior work [76], we conducted experiments on five public datasets from the UCI Machine
Learning Repository: Abalone, Airfoil, Concrete, Housing, and Power Plant. Since these datasets are
originally regression tasks with single target values, we transformed them into datasets with interval
targets (described shortly). Dataset statistics are provided in Section D.8. For the experimental
setup, we used the same configuration as [76]: the model architecture is a MLP with hidden layers
of sizes 10, 20, and 30. We trained the models using the Adam optimizer with a learning rate of
0.001 and a batch size of 512 for 1000 epochs.
Interval Data Generation Methodology. We propose a general approach for generating interval
data for each target value y. This method depends on two factors: the interval size q ∈ [0,∞] and
the interval location p ∈ [0, 1]. The interval is then defined as [l, u] = [y − pq, y + (1− p)q]. When
p = 0, the target value y is at the lower boundary of the interval whereas p = 1 places y at the
upper boundary. In this work, we consider q and p to be generated from uniform distributions over
specified ranges. The prior interval generation method in Cheng et al. [76] could be seen as a special
case of our approach when q ∼ Uniform[0, qmax] and p ∼ Uniform[0, 1].

D.7.3 Results

Which method works best in the uniform setting? We begin by evaluating methods in the
uniform interval setting described in prior work [76], where the interval size q ∼ Uniform[0, qmax]

and the location of the interval p ∼ Uniform[0, 1]. For each dataset, we set qmax to be approximately
equal to the range of the target values, ymax − ymin. Specifically, we set qmax = 30 (Abalone), 30
(Airfoil), 90 (Concrete), 120 (Housing), and 90 (Power Plant). Our findings indicate that the PL
(mean) method performs best in this uniform setting, with PL (max) and the projection method
ranking second and third, respectively (Table D.7.1). Given the superior performance of PL (mean),
we conducted an ablation study to better understand its effectiveness. We explored the impact
of varying the number of hypotheses k and compared it with an ensemble baseline that combines
pseudo-labels before using them to train the model, for which we still find that PL (mean) still
performs better (Appendix D.11).
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Projection Minmax Minmax (reg) PL (max) PL (mean)
((5.5)) ((5.20)) ((5.25)) ((5.26)) ((5.27))

Abalone 1.560.01 1.650.02 1.540.01 1.520.01 1.520.01
Airfoil 2.460.08 2.650.07 3.410.04 3.310.04 2.420.07
Concrete 5.750.13 7.340.2 6.230.16 5.860.48 5.430.12
Housing 5.170.13 6.880.31 5.420.15 5.070.09 5.050.09
Power-plant 3.40.03 3.470.02 3.480.03 3.330.01 3.330.01

Average (rank) 2.8 4.4 4.2 2.2 1

D.7.1. Test Mean Absolute Error (MAE) and the standard error (over 10 random seeds) for the
uniform interval setting. PL (mean) is the best-performing method in this setting.

What about other interval settings? We conducted more detailed experiments to investigate
which factors impact the performance of each method. Specifically, we varied the interval size q and
the interval location p by 1) varying qmax, 2) varying qmin, 3) varying p with three settings designed
to position the true value y at: i) only one boundary of the interval, ii) both boundaries of the
interval, iii) the middle of the interval. Full details are provided in Appendix D.9. We found that: (1)
All methods are quite robust to changes in the interval size, except for the Minmax method, whose
performance decreases significantly as the interval size increases. This is consistent with our insights
from the proof of 5.43), (2) The location of the true value y can have a large impact on performance;
specifically, the Minmax method performs better when y is close to the middle of the interval. One
explanation is that Minmax is equivalent to supervised learning with the midpoint of the interval
(Corollary 5.41). Conversely, the other methods perform better when y is close to both boundaries
of the interval but not when y is close to only one boundary. Finally, we conclude that if we only
know that the interval size is large, it is better to use the PL (pseudo-labeling). However, if we know
the true value y is close to the middle of the interval, then the Minmax method is more preferable.

D.7.4 Connection to our theoretical analysis

To validate our theoretical findings in practice, we conducted experiments designed to test whether
our theory holds under empirical conditions. Recall that our main result (Theorem 5.36) states
that if a hypothesis f approximately lies within the intervals (f ∈ F̃η) and is smooth, then f will lie
within intervals smaller than the original ones. To control the smoothness of our hypothesis, we
utilize a Lipschitz MLP, which is an MLP augmented with spectral normalization layers [199]. The
normalization ensures that the Lipschitz constant of the MLP is less than 1. We then scale the
output of the MLP by a constant factor m to ensure that the Lipschitz constant of the hypothesis is
less than m.
Test performance First, we plot the test Mean Absolute Error (MAE) of the Lipschitz MLP with
the projection objective, compared with the test MAE of the standard MLP (Figure D.7.1 (Top)).
We found that, with the right level of smoothness, Lipschitz MLP can achieve better performance
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than the standard MLP. When the Lipschitz constant is very small, the performance is poor for all
datasets. However, performance improves as the Lipschitz constant increases. We observe that the
optimal Lipschitz constant is always larger than the Lipschitz constant estimated from the training
set (vertical line). For some datasets, performance degrades when the Lipschitz constant becomes too
large. This aligns with our insight from Theorem D.5.11, which suggests that we can improve the
error bound by ensuring that the hypothesis class is as smooth as possible (smaller m so that Iη(x)
is small) while still containing a good hypothesis (i.e., low OPT). Nevertheless, we do not need to
know the Lipschitz constant of the dataset and can treat it as a tunable hyperparameter in practice.
Reduced interval size Second, we determine whether the intervals, within which our hypothesis
f ∈ F̃0 lies, are smaller than the original intervals. Recall that the original intervals are given by
[l, u], and our theorem suggests that they would reduce to Iη(x) = [l̃

(m)
D→x − rη(x), ũ

(m)
D→x + sη(x)].

While we can use a Monte Carlo approximation to estimate Iη(x), it does not take into account
the hypothesis class F . Instead, we approximate Iη(x) using samples of hypotheses from F̃0 by
proceeding as follows: 1) We train 10 models with the projection objective, each from different random
initializations (denoted by f1, . . . , f10), 2) For each x, we approximate the reduced interval using the
minimum and maximum values of the outputs from these models, given by [mini fi(x),maxi fi(x)].
We set m ∈ {0.1, 0.1× 21, . . . , 0.1× 213} and consider a uniform interval setting with qmax = 90. As
expected, when the hypothesis becomes smoother, we observe that the average interval size decreases
(Figure D.7.1 (Bottom)). Moreover, we found that even when the Lipschitz constant is much larger
than the value estimated from the data (vertical line), the average reduced interval size remains
significantly smaller than the original interval (which is 45 since qmax = 90). We also observe that
the average interval sizes from the standard MLPs are smaller than the original values.

D.8 Dataset Statistics

The datasets are from the UCI Machine learning repository [420–423] with Creative Commons
Attribution 4.0 International (CC BY 4.0) license. We provide the statistics of the datasets including
the number of data points, the number of features, the minimum and maximum values of the target
value and the approximated Lipschitz constant in Table D.8.2. The Lipschitz constant here is
approximated by calculating the proportion |y−y′|

∥x−x′∥ for all pairs of data points then the value is given
by the 95th percentiles of these proportions. We perform this procedure to avoid the outliers which
have a size of around two orders of magnitude bigger than the 95th percentile value (Figure D.8.2).
This allows us to approximate the level of smoothness that does appear in the dataset rather than
use the maximum Lipschitz constant. One could also think of this as a probabilistic Lipschitz value
rather than the classical notion [424].
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D.7.1. Test MAE of the projection method with Lipschitz MLP using different values of the
Lipschitz constant. The vertical line is the Lipschitz constant approximated from the training set.
(Top) The dashed horizontal lines are the test MAE of PL (Mean) and Projection approach with a
standard MLP. (Bottom) Approximated interval size Iη(x) for Lipschitz MLP with a different value
of Lipschitz constant m. The dashed horizontal lines are the values from standard (non-Lipschitz)
MLP. The figures for all datasets are in Appendix D.10.

Dataset # data points # features [y min, y max] Lipschitz constant

Abalone 4177 10 [1,29] 3.23
Airfoil 1503 5 [103, 141] 7.75
Concrete 1030 8 [2,83] 13.8
Housing 414 6 [7, 118] 11.68
Power plant 9568 4 [420,496] 14.18

D.8.2. Dataset statistics.
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D.8.2. The value of |y−y′|
∥x−x′∥ by percentiles. We use the 95th percentile of this value as an

approximated Lipschitz constant for each dataset.
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D.9 Impacts of the interval size and interval location
D.9.1 Impact of the interval size
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D.9.3. Test MAE when varying the maximum interval size qmax ∈ {0, 30, 60, 90, 120} while qmin = 0.

We want to investigate the impact of interval size on the performance of the proposed methods.
Intuitively, a smaller interval would make the problem easier. In the extreme case when the interval
size is zero, we recover the supervised learning setting. Here, we assume that the interval location p
is still drawn uniformly from [0, 1] and we consider two experiments. First, we vary the maximum
interval size qmax ∈ {0, 30, 60, 90, 120} while keeping the minimum interval size qmin = 0. As
expected, a larger maximum interval size leads to the drop in test performance across the boards
(Figure D.9.3). Second, we vary the minimum inter val size qmin ∈ {0, 15, 30, 45, 60, 75, 90} while
keeping qmax fixed at 90. We can see that the test performance also decreases for all methods as
we increase the minimum interval size (Figure D.9.4). Notably, the standard minmax approach is
highly sensitive to the interval size where its performance degrades significantly much more than
other approaches in both experiments. This is due to the nature of the approach that wants to
minimize the loss with respect to the worst-case label, as we have a larger interval, these worst-case
labels can be much stronger and may not represent the property of the true labels anymore. On
the other hand, our other minmax approaches and the projection approach are more robust to the
change in the minimum interval size and the error only went up slightly for both experiments.

295



0 20 40 60 80
qmin

2

3

4

5

6
M

AE
abalone

0 20 40 60 80
qmin

3

4

5

6

7

M
AE

airfoil

0 20 40 60 80
qmin

6

7

8

9

10

11

M
AE

concrete

0 20 40 60 80
qmin

5

6

7

8

9

10

11

M
AE

housing

0 20 40 60 80
qmin

3.4

3.6

3.8

4.0

M
AE

power-plant

Projection
Minmax
Minmax (reg)
Minmax PL (mean)
Minmax PL (max)

D.9.4. Test MAE when varying the minimum interval size qmin ∈ {0, 15, 30, 45, 60, 75, 90} while
qmax = 90.

D.9.2 Impact of the interval location

When y is more likely to be on one side of the interval (vary pmin)

In the previous settings, we assume that the location of the interval p is drawn uniformly from
U [0, 1], that is, when y true is equally likely to be located at anywhere on the intervals. Here, we
explore what would happen when it is not the case. We assume that we fixed qmin = 0, qmax = 90

and consider three scenarios. First, we consider when y is more likely to be on one side of the interval.
Here, we consider when p ∼ U [pmin, 1] where pmin ∈ {0, 0.2, 0.4, 0.6, 0.8, 1} (Figure D.9.5). In this
case, when pmin = 0 we have the uniform interval setting while when pmin = 1, y true always lies
on the upper bound of the intervals. We can see that the test MAE of all approaches increases as
pmin is larger. Again, the minmax approach performs much worse than others. One explanation
for this is that the minmax with respect to. the label would encourage the model to be close to
the middle point of each interval (Corollary 5.41). However, the the y true is far away from the
midpoint leads to his phenomenon. We also provide the test MAE with no minmax approach for
better visualization (Figure D.9.6)
When y true is more likely to be in the middle of the interval
Second, we consider when y true is more likely to be in the middle of the interval (p is close to 0.5).
We capture this setting by considering p ∼ U [0.5− c, 0.5 + c] for c ∈ {0, 0.1, 0.2, 0.3, 0.4, 0.5} (Figure
D.9.7). Intuitively, when c = 0, the true y is always in the middle of the interval and when c = 0.5,
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D.9.5. Test MAE when varying the minimum interval location pmin ∈ {0, 0.2, 0.4, 0.6, 0.8, 1}. In this
case, when pmin = 0 we have the uniform interval setting while when pmin = 1, y true always lie on
the upper bound of the intervals.

we recover the uniform interval setting. In contrast to the first setting, we can see that the minmax
approach performs the best in this setting for a small value of c. Again, this is perhaps due to the
nature of the minmax approach mentioned earlier which encourages the prediction to be close to
the middle point of the interval, for which, in this case, close to the y true. Remarkably, minmax
performs better until c = 0.2 which corresponds to p ∼ [0.3, 0.7] which is a reasonable location of y
true in practice. However, when c is large we would recover the uniform interval setting and the
minmax would go back to becoming the worst-performer. On the other hand, the performance of
other approaches is better as c is larger, that is when y true is more spread out across the interval.

297



0.0 0.2 0.4 0.6 0.8 1.0
pmin

1.5

2.0

2.5

3.0

3.5

4.0

M
AE

abalone

0.0 0.2 0.4 0.6 0.8 1.0
pmin

3

4

5

6

M
AE

airfoil

0.0 0.2 0.4 0.6 0.8 1.0
pmin

6

7

8

9

M
AE

concrete

0.0 0.2 0.4 0.6 0.8 1.0
pmin

5

6

7

8

9

10

M
AE

housing

0.0 0.2 0.4 0.6 0.8 1.0
pmin

4

5

6

M
AE

power-plant

Projection
Minmax (reg)
Minmax PL (mean)
Minmax PL (max)

D.9.6. Test MAE when varying the minimum interval location pmin ∈ {0, 0.2, 0.4, 0.6, 0.8, 1}. In this
case, when pmin = 0 we have the uniform interval setting while when pmin = 1, y true always lies on
the upper bound of the intervals.(no minmax approach)
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D.9.7. Test MAE when varying the interval location, p ∼ U [0.5− c, 0.5 + c] for
c ∈ {0, 0.1, 0.2, 0.3, 0.4, 0.5}. When c = 0, the true y is always in the middle of the interval and
when c = 0.5, we recover the uniform interval setting.
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When y is more likely to be on either side of the interval
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D.9.8. Test MAE when varying the interval location, when p is drawn uniformly from
[0, 0.5− c] ∪ [0.5 + c, 1] when c ∈ {0, 0.1, 0.2, 0.3, 0.4, 0.5}. Here, when c = 0 we have the uniform
interval setting while when c = 0.5, y true is either on the upper or the lower bound of the intervals.

Finally, we consider when y is more likely to be on either side of the interval where p is drawn
uniformly from [0, 0.5− c] ∪ [0.5 + c, 1] when c ∈ {0, 0.1, 0.2, 0.3, 0.4, 0.5}. Here, when c = 0 we have
the uniform interval setting while when c = 0.5, y true is either on the upper or the lower bound of
the intervals. We found that as c is larger where the y true is more likely to be near either of the
boundaries, the minmax performance drop significantly (Figure D.9.8). However, we found that the
performance of other approaches increases (Figure D.9.9). This is in contrast to the first setting
where we see that when y is more likely to be near only one side of the boundary, the performance
drops remarkably.
Overall, from these experiments, we may conclude that for all approaches apart from the original
minmax with respect to. labels, having y true that lies near both of the boundaries of the interval
are beneficial to the test performance and lying on both sides is crucial.

D.9.3 Large Ambiguity degree setting

We consider a setting with large ambiguity degree where q ∼ Uniform[qmin, 90] when qmin ∈
{30, 60, 90} and p ∼ Uniform[0.5− c, 0.5 + c] when c ∈ {0, 0.1, 0.2, 0.3, 0.4, 0.5}. Here as c is smaller,
y true would be located near the middle point of the interval while as c is larger, we would recover
the uniform setting. These settings have a large ambiguity degree since when qmin > 0, interval size
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D.9.9. Test MAE when varying the interval location, when p is drawn uniformly from
[0, 0.5− c] ∪ [0.5 + c, 1] when c ∈ {0, 0.1, 0.2, 0.3, 0.4, 0.5}. Here, when c = 0 we have the uniform
interval setting while when c = 0.5, y true is either on the upper or the lower bound of the
intervals.(no minmax approach)

can’t be arbitrarily small and [pmin, pmax] ⊂ [0, 1] implies that true y would not lie at the boundary
of the constructed interval. As a result, the intersection of all possible intervals would no longer be
just {y} anymore which leads to the ambiguity degree of 1. We found that there is no single method
that always performs well on every interval setting. The Minmax is the best performing method for
all c ≤ 0.3 while when c > 0.3 the best-performing approaches are either PL (mean) or PL (max)
(Figure D.9.10).
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D.9.10. The best performing approach for each c and qmin
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D.9.4 Interval padding experiment
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D.9.11. Interval padding experiment

From above, we found that the Minmax approach performs better when y true is close to the middle
point of the interval, but performs worse in the uniform interval setting when p ∼ Uniform[0, 1]. In
this experiment, we start with the uniform interval setting and add padding to the original interval
as a factor of the interval size. Formally, for an original interval [l, u] of size q = u − l, we have
a new interval [l − sq, u + sq] when s > 0 is a scale parameter. By doing this, y true would be
proportionally closer to the midpoint of the new interval, but distancewise is the same. We found
that as we add the padding, the performance of other approaches decreases significantly and gets
worse than the performance of the Minmax when the scale is 0.5 (when the padded interval is twice
the size of the original interval) while the performance of Minmax is about the same. This shows
that a redundant interval (padding) can harm the performance of the proposed approaches except
Minmax and our result that interval location p can have a large impact on the performance is still
applicable to this padding setting.
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D.10 Interval size and test performance of LipMLP

10 1 100 101 102 103

Lipschitz constant

0

1

2

3

Av
er

ag
e 

in
te

rv
al

 si
ze

abalone

10 1 100 101 102 103

Lipschitz constant

0

5

10

15

Av
er

ag
e 

in
te

rv
al

 si
ze

airfoil

10 1 100 101 102 103

Lipschitz constant

0

2

4

6

8

10

12

Av
er

ag
e 

in
te

rv
al

 si
ze

concrete

10 1 100 101 102 103

Lipschitz constant

0.0

2.5

5.0

7.5

10.0

12.5

15.0

Av
er

ag
e 

in
te

rv
al

 si
ze

housing

10 1 100 101 102 103

Lipschitz constant

0

1

2

3

4

5

Av
er

ag
e 

in
te

rv
al

 si
ze

power-plant

LipMLP Train
LipMLP Test
MLP Train
MLP Test
Lipschitz constant (Approx)

D.10.12. Approximated interval size Iη(x) for Lipschitz MLP with a different value of Lipschitz
constant m. The dashed horizontal lines are the values from standard MLP.
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D.10.13. Test MAE of the projection method with Lipschitz MLP with different values of Lipschitz
constant. The vertical line is the Lipschitz constant approximated from the training set. The dashed
horizontal lines are the test MAE of PL (Mean) and Projection approach with a standard MLP. The
optimal Lipschitz constant balances the trade-off between constraining the hypothesis class and
maintaining enough capacity to achieve low error.
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D.11 Ablation for PL (mean)

Since PL (mean) is the best-performing approach in the uniform interval setting, we also performed
an ablation study to improve our understanding of this method. First, we explore the impact of the
number of hypotheses k used to represent F̃0. We found that for every dataset, as k is larger, the
test MAE becomes smaller. While we use k = 5 for all PL experiments, this ablation suggests that
we can increase k to get better performance at the cost of more computation.
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D.11.14. Test MAE for PL (mean) with different number of hypotheses k used to represent F̃0. For
almost every dataset, the test MAE decreases as k is larger.

Second, we also compare PL (mean) with a natural ensemble baseline where we combine pseudo
labels by averaging them first and then train a model with respect to. the averaged labels. In
particular, the objective for the ensemble baseline is given by

min
f

n∑
i=1

ℓ(f(xi),

k∑
j=1

fj(xi)). (D.11.107)

We found that PL (mean) still performs better than this baseline on 2 out of 5 datasets while the
other 3 datasets are similar.

D.12 Additional experiments on the tabular data benchmark

The main takeaway from our theoretical analysis is that an appropriate level of smoothness can lead
to a performance gain. In addition to our experiments on the UCI datasets, we also tested this on
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Abalone Airfoil Concrete Housing Power-plant

PL (mean) 1.520.01 2.420.07 5.430.12 5.050.09 3.330.01
PL ensemble baseline 1.510.01 3.30.04 5.570.19 5.060.08 3.320.01

D.11.3. Test Mean Absolute Error (MAE) and the standard error (over 10 random seeds) for PL
(Mean) and a PL ensemble baseline

18 additional regression tasks from a tabular data benchmark [198]. To ensure that the MAEs of
different datasets are comparable, we used z-score rescaling on the target values of each dataset so that
the standard deviation was 100. We only used the training datasets to infer the rescaling parameters.
To generate the interval targets, we used the proposed algorithm with qmin = 0, qmax = 50, pmin = 0,

and pmax = 1. In our experiment, we compared MLP with LipMLP using different values for the
Lipschitz constants, where m ∈ {1, 4, 16, 64, 256, 1024}. We used a validation dataset to select the
best hyperparameters, which included the learning rate for MLP (from {0.01, 0.001, 0.0001, 0.00001})
and both the learning rate and the Lipschitz constant for LipMLP. We provide the test MAE with
standard error over 5 random seeds for both methods in Table Table 5.1. We bolded the result
whenever the mean + standard error (ste) of one method was lower than the mean - ste of the other
method. We found that on almost every dataset (apart from GPU), LipMLP performed better than
or at least on par with MLP. This extensive improvement demonstrates suggests that determining the
right level of smoothness is a simple yet effective method for enhancing learning with interval targets.
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Appendix E

Supplementary Material for Chapter 8: What Does

Preference Learning Recover from Pairwise Comparison

Data?

E.1 Proofs for CPRD Representability

Proposition 6.47 (CPRD BT factorization). For a distribution P over X × Y × Y, the CPRD ωP

is representable by a BT model if and only if there exists a strictly positive function h : X × Y → R
such that for all x and all y ̸= y′ with P (x, y, y′) + P (x, y′, y) > 0,

P (x, y, y′)

P (x, y′, y)
=
h(x, y)

h(x, y′)
. (6.6)

Proof. Fix x and y ̸= y′ with P (x, y, y′)P (x, y′, y) > 0. By the CPRD definition,

ωP (y ≻ y′ | x)
ωP (y′ ≻ y | x)

=
P (x, y, y′)

P (x, y′, y)
. (E.1.1)

(⇒) If ωP is representable by a BT model, then there exists a score function r : X ×Y → R such that

ωP (y ≻ y′ | x) = σ
(
r(x, y)− r(x, y′)

)
. (E.1.2)

In addition,

ωP (y
′ ≻ y | x) = σ

(
r(x, y′)− r(x, y)

)
. (E.1.3)

Write ∆ = r(x, y)− r(x, y′), by substituting this into equation (E.1.1) gives

P (x, y, y′)

P (x, y′, y)
=

σ(∆)

σ(−∆)
= exp(∆). (E.1.4)

Setting h(x, y) := exp(r(x, y)) > 0 yields (6.7).
(⇐) Conversely, assume (6.7) holds for some h > 0 and define r(x, y) := log h(x, y). Then (6.7)
becomes

P (x, y, y′)

P (x, y′, y)
= exp

(
r(x, y)− r(x, y′)

)
. (E.1.5)

By the identity σ(t)/σ(−t) = exp(t), and using (E.1.1) we have
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ωP (y ≻ y′ | x)
ωP (y′ ≻ y | x)

=
P (x, y, y′)

P (x, y′, y)
=

σ(∆)

σ(−∆)
(E.1.6)

Since ωP (y ≻ y′ | x) + ωP (y
′ ≻ y | x) = 1 and σ(∆) + σ(−∆) = 1, we can conclude that

ωP (y ≻ y′ | x) = σ(∆) as desired.

Theorem 6.49 (CPRD of conditionally independent distribution and BT model). Let P be a
distribution over X × Y × Y, then the following holds;

1. If P satisfies positive–negative conditional independence, then the CPRD ωP is representable
by a BT model.

2. If the CPRD ωP is representable by a BT model, then there exists a positive–negative conditional
independence distribution Q such that ωQ = ωP .

In addition, the suitable score function r for a positive–negative conditional independence distribution
P is given by

r(x, y) = log
p+(y | x)
p−(y | x)

. (6.8)

Proof. (⇒) Assume that P is a positive–negative conditional independence distribution, then for
any x and y ̸= y′, we can write P as

P (x, y+, y−) = PX(x) p+(y
+ | x) p−(y− | x). (E.1.7)

Therefore,

P (x, y, y′)

P (x, y′, y)
=
PX(x) p+(y | x) p−(y′ | x)
PX(x) p+(y′ | x) p−(y | x)

(E.1.8)

=
p+(y | x) p−(y′ | x)
p+(y′ | x) p−(y | x)

(E.1.9)

=
h(x, y)

h(x, y′)
. (E.1.10)

where we define h(x, y) := p+(y|x)
p−(y|x) . Since we can write the ratio of the probability in this form, by

Proposition 6.47, we can conclude that ωP is representable by a BT model. In addition, recall from
the proof of Proposition 6.47 that the score function r is given by r(x, y) = log h(x, y). Therefore,
we also have

r(x, y) = log
p+(y | x)
p−(y | x)

. (E.1.11)

(⇐) Conversely, assume that the CPRD ωP is representable by a BT model, then there exists a
score function r : X × Y → R such that

ωP (y ≻ y′ | x) = σ(r(x, y)− r(x, y′)). (E.1.12)
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We will construct a positive–negative conditional independence distribution Q such that ωQ = ωP .
For any x, assume that we have a base marginal distribution µ(· | x) on Y with a full support.
Define q−(y | x) = µ(y | x)/Z−(x) where Z−(x) =

∫
µ(y | x)dy is value that ensure that q−(y | x)

is a valid probability distribution. Define q+(y | x) = µ(y | x) exp(r(x, y))/Z+(x) where Z+(x) =∫
µ(y | x) exp(r(x, y))dy is value that ensure that q+(y | x) is a valid probability distribution. The

distribution Q is given by

Q(x, y+, y−) = PX(x) q+(y
+ | x) q−(y− | x). (E.1.13)

We can see that

Q(x, y, y′)

Q(x, y′, y)
=
q+(y | x) q−(y′ | x)
q+(y′ | x) q−(y | x)

=
h′(x, y)

h′(x, y′)
(E.1.14)

where we define h′(x, y) := q+(y|x)
q−(y|x) . Since we can write the ratio of the probability in this form, by

Proposition 6.47, we can conclude that ωQ is representable by a BT model. Similarly, from the
proof of Proposition 6.47, the score function rQ of the BT model from fitting with the distribution
Qis given by rQ(x, y) = log h′(x, y),

rQ(x, y) = log
q+(y | x)
q−(y | x)

(E.1.15)

= log
µ(y | x) exp(r(x, y))/Z+(x)

µ(y | x)/Z−(x)
(E.1.16)

= r(x, y) + log
Z−(x)

Z+(x)
. (E.1.17)

Finally, we have

ωQ(y ≻ y′ | x) = σ(rQ(x, y)− rQ(x, y′)) (E.1.18)

= σ(r(x, y) + log
Z−(x)

Z+(x)
)− (r(x, y′) + log

Z−(x)

Z+(x)
)) (E.1.19)

= σ(r(x, y)− r(x, y′)) (E.1.20)
= ωP (y ≻ y′ | x). (E.1.21)

Therefore, we have ωQ = ωP as desired.

E.2 Proofs for Learning CPRD

Theorem 6.51 (Decomposition of the discriminative BT learning objective). The discriminative
BT learning objective (6.12) can be decomposed as
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LBT(θ) = C + Z E
(x,{y,y′})∼P̃

[
DKL

(
Bern(ωP (y ≻ y′ | x))

∥Bern(Prθ(y ≻ y
′ | x))

)]
(6.14)

where C is independent of θ and Bern(p) is the Bernoulli distribution with parameter p. P̃ is a
compairson distribution induced by P and Z is its normalizing constant. The CPRD ωP in equation
(6.15) is well-defined whenever P̃ (x, {y, y′}) > 0.

Proof. We will start by writing the proof for the finite case when X and Y are finite. The continuous
case follows by replacing sums with integrals.
The main idea is to write the objective in terms of unordered comparisons. For convenience, let
I ⊂ X × Y × Y be any index set such that for every x ∈ X and every distinct y ̸= y′ ∈ Y, exactly
one of (x, y, y′) and (x, y′, y) belongs to I. Recall the definition of a comparison distribution P̃ ,

P̃ (x, {y, y′}) = P (x, y, y′) + P (x, y′, y)

Z
, (E.2.22)

where Z =
∑

(x,y,y′)∈I P (x, y, y
′) + P (x, y′, y) is a normalizing constant. This distribution has a

support over the this set I. With this distribution, we can group the sum over (y, y′) and (y′, y) in
the BT objectiveto obtain

LBT(θ) = −
∑

x∈X ,y,y′∈Y
P (x, y, y′) logPrθ(y ≻ y

′ | x) (E.2.23)

= −
∑

(x,y,y′)∈I

P (x, y, y′) logPrθ(y ≻ y
′ | x)−

∑
x∈X ,y∈Y

P (x, y, y) logPrθ(y ≻ y | x) (E.2.24)

Since Prθ(y ≻ y | x) = σ(0) = 0.5, the second term is a constant that only depends on the distribution
P and we can write

LBT(θ) = C −
∑

(x,y,y′)∈I

P (x, y, y′) logPrθ(y ≻ y
′ | x) (E.2.25)

= C −
∑

(x,y,y′)∈I

P (x, y, y′)(logPrθ(y ≻ y
′ | x) + P (x, y′, y) log(Prθ(y

′ ≻ y | x))) (E.2.26)

= C − Z
∑

(x,y,y′)∈I

P̃ (x, {y, y′})
( P (x, y, y′)

ZP̃ (x, {y, y′})
logPrθ(y ≻ y

′ | x) (E.2.27)

+
P (x, y′, y)

ZP̃ (x, {y, y′})
logPrθ(y

′ ≻ y | x)
)

(E.2.28)

Recall the definition of the CPRD,

ωP (y ≻ y′ | x) =
P (x, y, y′)

P (x, y′, y) + P (x, y, y′)
=

P (x, y, y′)

ZP̃ (x, {y, y′})
. (E.2.29)
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In addition, we note that a cross entropy between two Bernoulli distributions Bern(p) and Bern(q)

is given by

CE(Bern(p),Bern(q)) = −p log q − (1− p) log(1− q) (E.2.30)

which is exactly the term in the (E.2.28). To see that it is a Bernoulli distribution, we use the fact
that Prθ(y ≻ y′ | x) + Prθ(y

′ ≻ y | x) = 1 and ωP (y ≻ y′ | x) + ωP (y
′ ≻ y | x) = 1. Therefore, we

can write

− P (x, y, y′)

ZP̃ (x, {y, y′})
logPrθ(y ≻ y

′ | x)− P (x, y′, y)

ZP̃ (x, {y, y′})
logPrθ(y

′ ≻ y | x) (E.2.31)

= CE(Bern(ωP (y ≻ y′ | x)),Bern(Prθ(y ≻ y
′ | x))). (E.2.32)

Substitute back, we have

LBT(θ) = C + Z
∑

(x,y,y′)∈I

P̃ (x, {y, y′})CE(Bern(ωP (y ≻ y′ | x)),Bern(Prθ(y ≻ y
′ | x))). (E.2.33)

Since cross entropy decomposes as

CE(p, q) = H(p) +DKL(p∥q), (E.2.34)

where H(p) is the entropy and DKL(p∥q) is the KL divergence, we can write the objective as

LBT(θ) = C + Z
∑

(x,y,y′)∈I

P̃ (x, {y, y′})
(
H(Bern(ωP (y ≻ y′ | x))) (E.2.35)

+DKL(Bern(ωP (y ≻ y′ | x))∥Bern(Prθ(y ≻ y
′ | x)))

)
. (E.2.36)

The entropy term is independent of θ and is a constant term that depends on the true CPRD ωP .
Finally, we can write the objective as

LBT(θ) = C + ZE
(x,{y,y′})∼P̃

[
DKL(Bern(ωP (y ≻ y′ | x))∥Bern(Prθ(y ≻ y

′ | x)))
]
. (E.2.37)

Corollary 6.52. For any distribution P such that its CPRD is representable by a BT model, the
global minimizer r̂θ of the discriminative BT learning objective (6.12) satisfies

Pr̂θ(y ≻ y
′ | x) = ωP (y ≻ y′ | x) (6.15)

for P̃ -almost every unordered comparison (x, {y, y′}).

Proof. From Theorem 6.51, we have

LBT(θ) = C + ZE
(x,{y,y′})∼P̃

[
DKL(Bern(ωP (y ≻ y′ | x))∥Bern(Prθ(y ≻ y

′ | x)))
]
. (E.2.38)
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By the property of the KL divergence, the term DKL(Bern(ωP (y ≻ y′ | x))∥Bern(Prθ(y ≻ y′ | x))) is
always non-negative and vanishes if and only if its arguments coincide. Since ωP is representable by
a BT model, we know that there exists θ∗ such that Pr∗θ

(y ≻ y′ | x) = ωP (y ≻ y′ | x) which make the
KL term vanish. As a result, LBT(θ

∗) = C which is the global minimum due to the non-negativity
of the KL divergence term.
For any other global minimizer r̂θ, we can’t have the objective value smaller than this global minimum,
we must have LBT(r̂θ) = C and therefore it must be the case that

Pr̂θ(y ≻ y
′ | x) = ωP (y ≻ y′ | x) (E.2.39)

for P̃ -almost every unordered comparison (x, {y, y′}).

Corollary 6.53 (Consistency under conditional independence). Assume that P satisfies positive–
negative conditional independence. If the BT model family contains a parameter θ∗ such that
Pr∗θ

(y ≻ y′ | x) = ωP (y ≻ y′ | x), then

1. θ∗ minimizes the discriminative BT learning objective (6.12)

2. Any global minimizer θ̂ of the discriminative BT learning objective (6.12) satisfies

Pr̂θ(y ≻ y
′ | x) = ωP (y ≻ y′ | x) (6.16)

for P̃ -almost every unordered comparison (x, {y, y′}).

Proof. Recall from Theorem 6.49, if the distribution P satisfies positive–negative conditional
independence, then its CPRD is a representable by a BT model. Therefore, the global minimizer
of the discriminative BT learning objective (6.12) would exactly recover the true CPRD almost
surely.

E.3 Sample Complexity

Theorem E.3.1 (Estimation error bound). Let r∗ be a target score function, H be a hypothesis
class which is bounded by some constant B. Let P be a triplet distribution that is BT-consistent with
respect to r∗ and let S be a set of n samples drawn from P . Let ropt ∈ argminr∈H LBT(r) is the
optimal score function in H that minimize the population BT objective with respect to P . Let r̂ be
the empirical risk minimizer of the empirical BT learning objective on S then there exists a constant
cB,MB > 0 such that with probability at least 1− δ over S,

EQpair [(∆r̂−∆r∗)
2] ≲

1

λconn
((
ϵmisspec

cB
)2+

1

cB
(R̂S(Hpair)+MB

√
log(2/δ)

n
))+EQpair [(∆ropt −∆r∗)

2]

(E.3.40)
λconn is the connectivity degree, R̂S(Hpair) is the empirical Rademacher complexity of the class
Hpair := {r(x, y) − r(x, y′) : r ∈ H} and ϵ2misspec = E

P̃
[Pr∗(y ≻ y′ | x) − Propt(y ≻ y′ | x)2] is the

misspecification error.
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Proof. Step 1: Transition from ∆r̂ −∆r∗ to ∆r̂ −∆ropt.
Our goal is to bound EQpair [(∆r̂ − ∆r∗)

2]. We know that the empirical risk minimizer r̂ would
generally converge to ropt. Therefore, we first bound the difference ∆r̂ −∆r∗ into the difference
∆r̂ −∆ropt and the difference ∆ropt −∆r∗ .

∆r̂ −∆r∗ = (∆r̂ −∆ropt) + (∆ropt −∆r∗) (E.3.41)

Taking the expectation over Qpair, and applying the Minkowski inequality,

EQpair [(∆r̂ −∆r∗)
2] ≤ 2EQpair [(∆r̂ −∆ropt)

2] + 2EQpair [(∆ropt −∆r∗)
2]. (E.3.42)

The second term EQpair [(∆ropt −∆r∗)
2] is the difference between the margin of the optimal score

function in H and the true margin. This is a constant term that depends on the hypothesis class
and the true score function and is zero in the realizable case. The next step is to bound the first
term in this equation.
Step 2: Transition from the expectation over Qpair to the expectation over P̃ . Our
accuracy is evaluated on the distribution Qpair but the BT objective is evaluated on the distribution
P̃ . This part of the proof aim to connect them. Here we use the definition of the connectivity
function and the two-sample variance identity.
Recall that we want to bound

EQpair [(∆r̂ −∆ropt)
2] = Ex∼QxEy,y′∼Qy(y|x)[(∆r̂(x, y, y

′)−∆ropt(x, y, y
′))2] (E.3.43)

= Ex∼QxEy,y′∼Qy(y|x)[(r̂(x, y)− r̂(x, y
′))− (ropt(x, y)− ropt(x, y

′))]2 (E.3.44)

= Ex∼QxEy,y′∼Qy(y|x)[(r̂ − ropt)(x, y)− (r̂ − ropt)(x, y
′)]2 (E.3.45)

= 2Ex∼Qx Vary∼Qy(y|x)[(r̂ − ropt)(x, y)] (E.3.46)

= 2ṼarQ[(r̂ − ropt)] (E.3.47)

The second to last equality follows from the two-sample variance identity and the final equality
follows from the definition of ṼarQ.
By the definition of the connectivity,

λconn = inf
f,g∈H

E
P̃
[(∆f −∆g)2]

ṼarQ[(f − g)]
≤

E
P̃
[(∆r̂ −∆ropt)

2]

ṼarQ[(r̂ − ropt)]
(E.3.48)

Therefore,

EQpair [(∆r̂ −∆ropt)
2] ≤ 2ṼarQ[(r̂ − ropt)] ≤

2

λconn
E
P̃
[(∆r̂ −∆ropt)

2] (E.3.49)

Step 3: Bound E
P̃
[(∆r̂ −∆ropt)

2] in terms of the polulation risk LBT(r̂)− LBT(ropt).
To relate the difference between the margin ∆r̂ − ∆ropt to the difference in the population risk
LBT(r̂)− LBT(ropt), we will use the property of the BT objective and show that the loss is strongly
convex. Recall from proof of Theorem 6.51, the BT objective can be decomposed as
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LBT(r) = C + ZE
(x,{y,y′})∼P̃

[
CE(Bern(ωP (y ≻ y′ | x)),Bern(Pr(y ≻ y′ | x)))

]
. (E.3.50)

For each (x, {y, y′}), we define gx,y,y′ : R→ R,

gx,y,y′(a) = CE(Bern(ωP (y ≻ y′ | x)),Bern(σ(a))) (E.3.51)
= −ωP log σ(a)− (1− ωP ) log(1− σ(a)) (E.3.52)

We write ωP for ωP (y ≻ y′ | x) for convenience. With this definition, we can write the BT objective as

LBT(r) = C + ZE
(x,{y,y′})∼P̃

[
gx,y,y′(∆r(x, y, y

′))
]
. (E.3.53)

We will write ∆r for ∆r(x, y, y
′) for convenience from now. Next, we will show that gx,y,y′ is strongly

convex with respect to a. We can check this by taking the derivative. Using the property that
σ′(a) = σ(a)(1− σ(a)), we have the first derivative

g′x,y,y′(a) = σ(a)− ωP (E.3.54)

and the second derivative

g′′x,y,y′(a) = σ(a)(1− σ(a)) (E.3.55)

Since the score function r is bounded by a constant B, for any (x, {y, y′}), we know that |∆r| =
|r(x, y)− r(x, y′)| ≤ 2B. Now, for a that is bounded above by a constant 2B, we know that

σ(a)(1− σ(a)) ≥ σ(2B)(1− σ(2B)) := cB > 0 (E.3.56)

With this assumption, we can conclude that gx,y,y′ is cB strongly convex. Recall that if f is c strongly
convex then for any x, y, we have

f(x)− f(y) ≥ f ′(y)(x− y) + c

2
(x− y)2. (E.3.57)

Apply this inequality on gx,y,y′ with ∆r̂(x, y, y
′) and ∆ropt(x, y, y

′) and drop (x, y, y′) for convenience.

g(∆r̂)− g(∆ropt) ≥ g′(∆ropt)(∆r̂ −∆ropt) +
cB
2
(∆r̂ −∆ropt)

2. (E.3.58)

Now, we take the expectation over the distribution P̃ , we have

1

Z
(LBT(r̂)− LBT(ropt)) ≥ E

P̃
[g′(∆ropt)(∆r̂ −∆ropt)] +

cB
2
E
P̃
[(∆r̂ −∆ropt)

2] (E.3.59)

Rearranging,

cB
2
E
P̃
[(∆r̂ −∆ropt)

2] ≤ 1

Z
(LBT(r̂)− LBT(ropt))− E

P̃
[g′(∆ropt)(∆r̂ −∆ropt)] (E.3.60)

≤ 1

Z
(LBT(r̂)− LBT(ropt)) + |EP̃

[g′(∆ropt)(∆r̂ −∆ropt)]| (E.3.61)

We can bound the second term by using the Cauchy-Schwarz inequality,
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|E
P̃
[g′(∆ropt)(∆r̂ −∆ropt)]| ≤

√
E
P̃
[g′(∆ropt)

2]
√

E
P̃
[(∆r̂ −∆ropt)

2] (E.3.62)

From our derivation, we know that g′(a) = ωP − σ(a), so

E
P̃
[g′(∆ropt)

2] = E
P̃
[ωP − σ(∆ropt)]

2 (E.3.63)

Since P is BT-consistent, we have

ωP (y ≻ y′ | x) = Pr∗(y ≻ y′ | x) = σ(∆r∗(x, y, y
′)) (E.3.64)

Therefore, E
P̃
[g′(∆ropt)

2] is the same as a misspecification error ϵ2misspec of ropt.

|E
P̃
[g′(∆ropt)(∆r̂ −∆ropt)]| ≤ ϵmisspec

√
E
P̃
[(∆r̂ −∆ropt)

2] (E.3.65)

Let A =
√

E
P̃
[(∆r̂ −∆ropt)

2], our goal is to bound A2. Substitute the result from the Cauchy-
Schwarz inequality back, we have

cB
2
A2 ≤ 1

Z
(LBT(r̂)− LBT(ropt)) + ϵmisspecA (E.3.66)

Solving this quadratic inequality, we have that

A ≤
ϵmisspec +

√
ϵ2misspec +

2cB
Z (LBT(r̂)− LBT(ropt))

cB
(E.3.67)

With Minkowski inequality, we have that

A2 ≤ 2(
ϵmisspec

cB
)2 + 2((

ϵmisspec

cB
)2 +

2

ZcB
(LBT(r̂)− LBT(ropt))) (E.3.68)

Finally, we have

E
P̃
[(∆r̂ −∆ropt)

2] ≤ 4((
ϵmisspec

cB
)2 +

1

ZcB
(LBT(r̂)− LBT(ropt))) (E.3.69)

Step 4: Use the uniform convergence result to bound the difference in the popuation
risk LBT(r̂)− LBT(ropt)

This is the final step to bound the estimation error. Let L̂BT(r) be the empirical risk of the BT
objective with n samples drawn from P . We write the difference in the population risk as

LBT(r̂)− LBT(ropt) = (LBT(r̂)− L̂BT(r̂)) + (L̂BT(r̂)− L̂BT(ropt)) + (L̂BT(ropt)− LBT(ropt))

(E.3.70)

≤ (LBT(r̂)− L̂BT(r̂)) + (L̂BT(ropt)− LBT(ropt)) (E.3.71)

≤ 2 sup
r∈H
|LBT(r)− L̂BT(r)| (E.3.72)

This holds since r̂ is the empirical risk minimizer therefore L̂BT(r̂) ≤ L̂BT(ropt). We will bound
the right hand side term using the standard Rademacher complexity result. As a quick recap, an
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empirical Rademacher complexity of a class F on the sample S = {zi}ni=1 is defined as

R̂S(F) = Eσ

[
sup
f∈F

1

n

n∑
i=1

σif(zi)

]
(E.3.73)

where σi are i.i.d. Rademacher random variables. The uniform convergence result states that if
the class of loss function G := {z 7→ ℓ(f, z) : f ∈ H} is bounded by some constant M , then with
probability at least 1− δ over the sample S, we have

sup
f∈F
|E[ℓ(f, z)]− 1

n

∑
zi∈S

ℓ(f, zi)| ≤ 2R̂S(G) + 3M

√
log(2/δ)

n
(E.3.74)

Let Hpair = {r(x, y)− r(x, y′) : r ∈ H} be the class of pairwise score differences of score functions in
H. In our case, the class of loss function is given by ℓ◦Hpair = {(x, y, y′) 7→ gx,y,y′(r(x, y)− r(x, y′)) :
r ∈ H} since the BT objective is decomposed as

LBT(r) = C + ZE
(x,{y,y′})∼P̃

[
gx,y,y′(r(x, y)− r(x, y′))

]
(E.3.75)

Next, we will show that the loss is bounded by some constant M . From the definition

gx,y,y′(a) = −ωP log σ(a)− (1− ωP ) log(1− σ(a)) (E.3.76)
≤ − log(min{σ(a), 1− σ(a)}) (E.3.77)
≤ log(1 + exp(2B)) :=MB (E.3.78)

The final step is from our assumption that r(x, y) ≤ B for all x, y so that |r(x, y)− r(x, y′)| ≤ 2B.
Therefore, from the uniform convergence from Rademacher complexity, with probability at least
1− δ, we have

sup
r∈H

1

|Z|
|LBT(r)− L̂BT(r)| ≤ 2R̂S(ℓ ◦ Hpair) + 3MB

√
log(2/δ)

n
(E.3.79)

In addition, we note that

g′x,y,y′(a) = ωP − σ(a) ≤ 1 (E.3.80)

which implies that gx,y,y′ is 1-Lipshitz. As a result, the Rademacher complexity of our loss must
follows

R̂S(ℓ ◦ Hpair) ≤ R̂S(Hpair) · 1 (E.3.81)

Substitute this back, we have

sup
r∈H

1

|Z|
|LBT(r)− L̂BT(r)| ≤ 2R̂S(Hpair) + 3MB

√
log(2/δ)

n
(E.3.82)

and
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1

|Z|
LBT(r̂)− LBT(ropt) ≤ 4R̂S(Hpair) + 6MB

√
log(2/δ)

n
(E.3.83)

Step 5: Combine all the bounds together
Here, we just combine everything together to get the final bound.

EQpair [(∆r̂ −∆r∗)
2] (E.3.84)

≤ 2EQpair [(∆r̂ −∆ropt)
2] + 2EQpair [(∆ropt −∆r∗)

2] (E.3.85)

≤ 4

λconn
E
P̃
[(∆r̂ −∆ropt)

2] + 2EQpair [(∆ropt −∆r∗)
2] (E.3.86)

≤ 4

λconn
(4((

ϵmisspec

cB
)2 +

1

ZcB
(LBT(r̂)− LBT(ropt)))) + 2EQpair [(∆ropt −∆r∗)

2] (E.3.87)

≤ 4

λconn
(4((

ϵmisspec

cB
)2 +

1

cB
(4R̂S(Hpair) + 6MB

√
log(2/δ)

n
))) + 2EQpair [(∆ropt −∆r∗)

2] (E.3.88)

=
16

λconn
((
ϵmisspec

cB
)2 +

1

cB
(4R̂S(Hpair) + 6MB

√
log(2/δ)

n
)) + 2EQpair [(∆ropt −∆r∗)

2] (E.3.89)

≲
1

λconn
((
ϵmisspec

cB
)2 +

1

cB
(R̂S(Hpair) +MB

√
log(2/δ)

n
)) + EQpair [(∆ropt −∆r∗)

2] (E.3.90)

Corollary E.2 (Estimation error bound, realizable). Let r∗ be the target score function, H be
a hypothesis class such that r∗ ∈ H and H is bounded by some constant B. Let P be a triplet
distribution that is BT-consistent with respect to r∗ and let S be a set of n samples drawn from P .
Let r̂ be the empirical risk minimizer of the BT learning objective on S then there exists a constant
cB,MB > 0 such that with probability at least 1− δ over S,

EQpair [(∆r −∆r∗)
2] ≲

1

λconn
(
1

cB
(R̂S(Hpair) +MB

√
log(2/δ)

n
))

when R̂S is an empirical Rademacher complexity of the class Hpair := {r(x, y) − r(x, y′) : r ∈ H}
and λconn is the connectivity degree of P with respect to H and Q.

Proof. In the realizable setting, we know that r∗ ∈ H so we have ropt = r∗. As a result ϵ2misspec = 0

and EQpair [(∆ropt − ∆∗
r)

2] = 0. Substituting these into the estimation error bound, we have the
desired result.

Proposition E.3 (Connectivity degree for tabular BT). In classical setting of tabular BT, we only
have one context x and a finite number of responses Y = {y1, y2, . . . , ym} where each response has
an associated score θi ∈ R for i = 1, 2, . . . ,m. Our goal is to recover the θ. Assuming that the
evaluation distribution Q is uniform over the response space and we restrict the hypothesis class to
be H = {θ : θ ∈ Rm

∑m
i=1 θi = 0} such that the mean of the score is zero for identifiability then the

connectivity degree is given by
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λconn = mλ2(L) (E.3.91)

is the Fiedler value of the Laplacian matrix L of the comparison graph. This graph is defined as a
graph with m nodes where node i represents the response yi and the edge weight between node i and
node j is the probability that yi and yj are compared.

Proof. From the definition of the connectivity degree,

λconn = inf
f,g∈H

E
P̃
[(∆f −∆g)2]

ṼarQ[(f − g)]
(E.3.92)

Our first observation is that H−H = {θ − θ′ : θ, θ′ ∈ H} = H. This holds since our θ is any real
value vector with the mean of zero, so the difference between any two score functions would still
belong to the same class. As a result, we can write the connectivity as

λconn = inf
θ∈Rm,θ⊤1=0

E
P̃
[∆θ2]

ṼarQ[θ]
(E.3.93)

Now, let’s unpack each term at a time. For the numerator, we have

E
P̃
[∆θ2] = E

yi,yj∼P̃
[(θi − θj)2] = θ⊤Lθ (E.3.94)

when L is the Laplacian matrix of the comparison graph where the edge weight between node i and
node j is given by P̃ij the probability for which yi and yj are compared.
For the second term, we have

ṼarQ[θ] = Ex∼Qx Vary∼Qy(y|x)[θ] (E.3.95)

Since, there is only one x, we are left with just the variance of the score function.

ṼarQ[θ] = Vary∼Qy [θ] = EQy [θ
2]− (EQy [θ])

2 (E.3.96)

From our assumption, Q is a uniform distribution over the response space, and θ has mean of zero,
we can conclude that EQy [θ] =

1
m

∑m
i=1 θi = 0 and

ṼarQ[θ] = EQy [θ
2] =

1

m
θ⊤Lθ (E.3.97)

Therefore,

λconn = inf
θ∈Rm,θ⊤1=0

θ⊤Lθ
1
mθ

⊤θ
= mλ2(L) (E.3.98)

where λ2(L) is the second smallest eigenvalue of the Laplacian matrix L. This holds from the
Rayleigh quotient.

Our proposed connectivity degree recovers the Fiedler value which appears in the prior work that
provide an estimation bound for this classical tabular BT setting [213].
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Proposition E.4 (Connectivity degree for linear BT). In the setting of linear BT, we have a
hypothesis class of H = {r : r(x, y) = w⊤ϕ(x, y), w ∈ Rd} where ϕ(x, y) is a feature map. Let Q be
the evaluation distribution and assume that the feature map is centered around Q, that is for any
context x, we have Ey∼Qy(y|x)[ϕ(x, y)] = 0, then the connectivity degree is given by

λconn = λmin(Σ
−1/2
Q ΣPΣ

−1/2
Q ) (E.3.99)

is the smallest eigenvalue of the matrix Σ
−1/2
Q ΣPΣ

−1/2
Q where ΣP ∈ Rd×d is defined as

ΣP = E
(x,y,y′)∼P̃

[(ϕ(x, y)− ϕ(x, y′))(ϕ(x, y)− ϕ(x, y′))⊤] (E.3.100)

and the matrix ΣQ ∈ Rd×d is defined as

ΣQ = E(x,y)∼Q[ϕ(x, y)ϕ(x, y)
⊤] (E.3.101)

Proof. Similar to the proof of the connectivity degree for tabular BT, we first note that H−H =

{r − r′ : r, r′ ∈ H} = H. This holds since our r is any linear function of the feature map, so the
difference between any two score functions would still be a linear function of the feature map. As a
result, we can write the connectivity as

λconn = inf
w∈Rd

E
P̃
[(∆w⊤ϕ)2]

ṼarQ[w⊤ϕ]
(E.3.102)

For the numerator, we have

E
P̃
[(∆w⊤ϕ)2] = E

(x,y,y′∼P̃ )
[(w⊤ϕ(x, y)− w⊤ϕ(x, y′))2] (E.3.103)

= E
(x,y,y′∼P̃ )

[(w⊤(ϕ(x, y)− ϕ(x, y′)))2] (E.3.104)

= E
(x,y,y′∼P̃ )

[(w⊤(ϕ(x, y)− ϕ(x, y′)))(ϕ(x, y)− ϕ(x, y′))⊤w] (E.3.105)

= w⊤E
(x,y,y′∼P̃ )

[(ϕ(x, y)− ϕ(x, y′))(ϕ(x, y)− ϕ(x, y′))⊤]w (E.3.106)

= w⊤ΣPw (E.3.107)

For the denominator, we have

ṼarQ[w
⊤ϕ] = Ex∼Qx Vary∼Qy(y|x)[w

⊤ϕ(x, y)] (E.3.108)

Vary∼Qy(y|x)[w
⊤ϕ(x, y)] = Ey∼Qy(y|x)[(w

⊤ϕ(x, y))2]− (Ey∼Qy(y|x)[w
⊤ϕ(x, y)])2 (E.3.109)

= Ey∼Qy(y|x)[w
⊤ϕ(x, y)ϕ(x, y)⊤w]− (w⊤Ey∼Qy(y|x)[ϕ(x, y)])

2 (E.3.110)

= w⊤Ey∼Qy(y|x)[ϕ(x, y)ϕ(x, y)
⊤]w − (w⊤Ey∼Qy(y|x)[ϕ(x, y)])

2 (E.3.111)

= w⊤Ey∼Qy(y|x)[ϕ(x, y)ϕ(x, y)
⊤]w (E.3.112)

The last term is zero since Ey∼Qy(y|x)[ϕ(x, y)] = 0 by our assumption. Therefore, we have
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ṼarQ[w
⊤ϕ] = Ex∼Qxw

⊤Ey∼Qy(y|x)[ϕ(x, y)ϕ(x, y)
⊤]w (E.3.113)

= w⊤Ex∼QxEy∼Qy(y|x)[ϕ(x, y)ϕ(x, y)
⊤]w (E.3.114)

= w⊤ΣQw (E.3.115)

Putting everything together, we have

λconn = inf
w∈Rd

w⊤ΣPw

w⊤ΣQw
= λmin(Σ

−1/2
Q ΣPΣ

−1/2
Q ) (E.3.116)

where λmin(·) is the smallest eigenvalue of the matrix. This holds from the Rayleigh quotient.

Our result compliments the result in [240], which provide a bound for recovering the parameter w
under ∥·∥ΣP

. Our result shows how to transfer to the evaluation under the test distribution Q. This
ΣP is also related to the Fisher information matrix that is used on active reward learning in [255].
The key difference is that our ΣP is independent of the current hypothesis w and is only dependent
on the comparison distribution P̃ and the hypothesis class H while Fisher information in [255] is
dependent on the current hypothesis w.

Theorem 6.61 (Accuracy bound, realizable case). Let r̂ be the empirical risk minizer of the BT
learning objective, then there exists a constant D > 0 such that with probability at least 1− δ,

AccQ(r̂) ≥ sup
k>0

[
Pr
Q
(|∆r∗ | ≥ k)︸ ︷︷ ︸

margin

− D
Comp(H, δ)
k2λconn︸ ︷︷ ︸

connectivity

]
(6.24)

where the complexity term is defined as in right hand side of the Theorem 6.60.

Proof. We will prove this using Markov’s inequality and some algebra. Recall from Theorem 6.57
that

AccQ(r̂) ≥ Pr
Qpair

(|∆r̂ −∆r∗ | ≤ |∆r∗|) (E.3.117)

For any k > 0, the following hold

Pr
Qpair

(|∆r̂ −∆r∗| ≤ |∆r∗|) ≥ Pr
Qpair

(|∆r̂ −∆r∗ | < k, |∆r∗ | ≥ k) (E.3.118)

≥ Pr
Qpair

(|∆r̂ −∆r∗ | < k) + Pr
Qpair

(|∆r∗ | ≥ k)− 1 (E.3.119)

= Pr
Qpair

(|∆r∗ | ≥ k)− Pr
Qpair

(|∆r̂ −∆r∗ | ≥ k) (E.3.120)

This is true from the identity that Pr(A ∩B) ≥ Pr(A) + Pr(B)− 1. Now, from Markov’s inequality,
we know that
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Pr
Qpair

(|∆r̂ −∆r∗ | ≥ k) = Pr
Qpair

(|∆r̂ −∆r∗ |2 ≥ k2) (E.3.121)

≤
EQpair [(∆r̂ −∆r∗)

2]

k2
(E.3.122)

≤
c( 1

cB
(R̂S(Hpair) +MB

√
log(2/δ)

n ))

λconnk2
(E.3.123)

=:
cComplexity(H, δ)

k2λconn
(E.3.124)

when c > 0 is a constant. The final line follows from Theorem 6.60 which holds with probability at
least 1− δ. Substituting this back, we have

Pr
Qpair

(|∆r −∆r∗| ≤ |∆r∗|) ≥ Pr
Qpair

(|∆r∗ | ≥ k)−
cComplexity(H, δ)

k2λconn
(E.3.125)

Taking the supremum over all k > 0 for the right hand side and we have the desired result.
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E.4 Additional Experiments
E.4.1 Accuracy on pairs with small margin

From Figure E.4.1a and E.4.1b, we can see that the accuracy gap between r∗rank and r∗ is larger
than the overall accuracy. It takes much less data to achieve the same accuracy for r∗rank than r∗.
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b Bottom 10% smallest true margin

E.4.1. Effect of score margin on learning efficiency on pairs with the smallest true margin.

E.4.2 Connectivity Degree

We provide more details on how we calculate the connectivity degree. The connectivity degree is
defined as

λconn(P,Q;H) = inf
f,g∈H

E
P̃
[(∆f −∆g)2]

ṼarQ[(f − g)]
(E.4.126)

Since we are in the finite setting with X = {x1, . . . , xm}, let P̃ijk = P̃ (xi, {xj , xk}) for convenience,
then the numerator is given by

E
P̃
[(∆f −∆g)2] =

∑
i,j,k

P̃ijk(∆f(xi, xj , xk)−∆g(xi, xj , xk))
2. (E.4.127)

Our test distribution Q is a uniform distribution over the response space, so the variance is given by

ṼarQ[(f − g)] =
1

m

m∑
i=1

[
1

m

m∑
j=1

(f(xi, xj)− g(xi, xj))2 − (
1

m

m∑
j=1

(f(xi, xj)− g(xi, xj)))2]. (E.4.128)

Since we have access to P̃ and all possible value of xi, we can compute each term in the numerator
and denominator for any function f and g. To estimate the connectivity degree, we initialize the
score function f and g in the form of cosine similarity between two hidden representations h(x) and
h(y) parameterized by two-layer neural networks.

f(x, y) = cosine-similarity(hf (x), hf (y)), (E.4.129)
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E.4.1. Stability of the estimated connectivity degree from the minimax optimization. For each value
of α, the estimation is repeated 10 times and aggregated across 5 random seeds.

α Mean Std. Relative std.

−16.0 0.0333 0.0260 95.9%
−8.0 0.2159 0.0461 33.2%
−4.0 0.9569 0.0522 7.3%
−2.0 2.2040 0.0292 1.5%
−1.0 3.3330 0.0130 0.4%
−0.5 3.9672 0.0003 0.01%
0.0 3.2801 0.0075 0.2%
0.5 2.6066 0.0191 0.8%
1.0 2.0599 0.0296 1.6%
2.0 1.2605 0.0267 2.5%
4.0 0.4888 0.0386 9.8%
8.0 0.0850 0.0086 17.8%

16.0 0.0060 0.0020 44.1%

g(x, y) = cosine-similarity(hg(x), hg(y)), (E.4.130)

We then jointly train f and g to minimize the term in the connectivity degree definition, using
gradient descent.
To optimize p− that maximizes the connectivity degree, we can turn this into a minimax problem.
For any p−, we can compute the corresponding p+ that is BT-consistent and as a result can compute
the corresponding comparison distribution P̃ . Our optimization objective becomes

max
p−

λconn(P (p
−), Q;H) (E.4.131)

which leads to the following optimization problem:

max
p−

inf
f,g∈H

E
P̃ (p−)

[(∆f −∆g)2]

ṼarQ[(f − g)]
(E.4.132)

What we can do is to initialize p− as a uniform distribution and f, g in the similar form as before,
then we can apply alternating gradient descent ascent to update p− and f, g.

Stability of the estimated connectivity degree. We provide a stability analysis for the
connectivity degree estimated by the minimax optimization in Section 6.7.3. For each value of α,
we repeated the estimation 10 times and aggregated the results across 5 random seeds. Table E.4.1
reports the average mean, average standard deviation, and average relative standard deviation.
Overall, the estimate is fairly stable in the main regime of interest. For α ∈ [−4, 4], the relative
standard deviation is at most about 10%, and is below 3% for most values in this range. For
more extreme values of α, the relative variation becomes larger, but this occurs precisely when the
connectivity degree itself is already very small. In these cases, the absolute standard deviation
remains small; for example, it is 0.0260 at α = −16 and 0.0020 at α = 16. These results suggest that,
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although the minimax estimate is stochastic, it is sufficiently stable to support the trends reported
in Section 6.7.3.

E.4.3 Connectivity Degree General Setting

When we have general test distribution Q′ over X ×Y ×Y . The connectivity degree is generalized to

λconn(P,Q
′;H) = inf

f,g∈H

E
P̃
[(∆f −∆g)2]

EQ′ [(∆f −∆g)2]
(E.4.133)

This general quantity is a worst-case ratio between disagreement on the training and test distribution.
When Q′ = P , this quantity is 1. Previously, we focus on the test distribution with the product form
Q′(x, y, y′) = Qx(x)Q(y | x)Q(y′ | x). Under this choice, we evaluate over all independent pairs of
responses drawn from Q(· | x) rather than only over some selective pairs. This gives the quantity a
connectivity interpretation: the ratio asks whether the training distribution captures enough pairwise
information to control disagreement over the full response space over independent pairs.
Across datasets, connectivity is larger when the training comparisons better cover the pairwise
distinctions that matter under the target evaluation distribution. Across models, expanding the
hypothesis class can decrease connectivity because the infimum is taken over a richer set of functions.
This is precisely why connectivity is informative: it captures the interaction between the data
distribution and the model class. In practice, this motivates estimating connectivity using a tractable
hypothesis class, such as linear models, as a proxy for more complex classes: if connectivity is poor
even for the linear class, it will be no larger for richer classes.
In the experiment in Section 6.7.6, we compute the connectivity degree for a class of linear reward
heads over the embeddings from Llama-3.1-8B-Instruct. For this linear setting, the connectivity
degree is simply the smallest eigenvalue of the covariance matrix.

Proposition E.5 (Connectivity degree for linear BT with general test distribution). In the setting
of linear BT, let

H = {r : r(x, y) = w⊤ϕ(x, y), w ∈ Rd}, (E.4.134)

where ϕ(x, y) is a feature map. Let P be the training comparison distribution and let Q′ be a general
test distribution over X × Y × Y. Define

ΣP = E(x,y,y′)∼P

[
(ϕ(x, y)− ϕ(x, y′))(ϕ(x, y)− ϕ(x, y′))⊤

]
, (E.4.135)

and

ΣQ′ = E(x,y,y′)∼Q′

[
(ϕ(x, y)− ϕ(x, y′))(ϕ(x, y)− ϕ(x, y′))⊤

]
. (E.4.136)

Then the connectivity degree is given by

λconn(P,Q
′;H) = λmin

(
Σ
−1/2
Q′ ΣPΣ

−1/2
Q′

)
, (E.4.137)

where λmin(·) denotes the smallest eigenvalue.
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Proof. First note that

H−H = {r − r′ : r, r′ ∈ H} = H, (E.4.138)

since the difference between two linear reward functions is still linear in ϕ. Therefore, it suffices to
consider functions of the form rw(x, y) = w⊤ϕ(x, y).
By definition of connectivity under a general test comparison distribution,

λconn(P,Q
′;H) = inf

w∈Rd

E(x,y,y′)∼P

[(
w⊤ϕ(x, y)− w⊤ϕ(x, y′)

)2]
E(x,y,y′)∼Q′

[
(w⊤ϕ(x, y)− w⊤ϕ(x, y′))

2
] . (E.4.139)

For the numerator, we have

E(x,y,y′)∼P

[(
w⊤ϕ(x, y)− w⊤ϕ(x, y′)

)2]
= E(x,y,y′)∼P

[(
w⊤(ϕ(x, y)− ϕ(x, y′))

)2]
= w⊤ΣPw.

(E.4.140)

Similarly, for the denominator,

E(x,y,y′)∼Q′

[(
w⊤ϕ(x, y)− w⊤ϕ(x, y′)

)2]
= E(x,y,y′)∼Q′

[(
w⊤(ϕ(x, y)− ϕ(x, y′))

)2]
= w⊤ΣQ′w.

(E.4.141)

Thus,

λconn(P,Q
′;H) = inf

w ̸=0

w⊤ΣPw

w⊤ΣQ′w
. (E.4.142)

By the Rayleigh quotient for generalized eigenvalues,

inf
w ̸=0

w⊤ΣPw

w⊤ΣQ′w
= λmin

(
Σ
−1/2
Q′ ΣPΣ

−1/2
Q′

)
. (E.4.143)

This proves the claim.

E.4.4 Synthetic non-BT CPRD experiment

We construct a synthetic non-BT CPRD whose BT projection has the same target score r∗ as the
original BT-consistent distribution. Let PBT denote the original BT-consistent triplet distribution.
For each unordered pair {yi, yj}, define its unordered comparison mass

MBT(x, i, j) := PBT(x, yi, yj) + PBT(x, yj , yi). (E.4.144)

The induced comparison distribution P̃ is proportional to this mass:
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P̃ (x, {yi, yj}) =
MBT(x, i, j)

Z
, (E.4.145)

where Z is the normalizing constant from Theorem 6.51. The CPRD of PBT is

ωPBT
(yi ≻ yj | x) = σ(r∗(x, yi)− r∗(x, yj)) . (E.4.146)

Perturbing the oriented triplet mass. We construct PnonBT by perturbing the two orientations
of each unordered pair in opposite directions. Let gx(i, j) be an antisymmetric perturbation,

gx(i, j) = −gx(j, i), (E.4.147)

supported only on pairs with MBT(x, i, j) > 0. We define

PnonBT(x, yi, yj) = PBT(x, yi, yj) + εgx(i, j), (E.4.148)

and equivalently

PnonBT(x, yj , yi) = PBT(x, yj , yi)− εgx(i, j). (E.4.149)

Thus the unordered comparison mass is unchanged:

PnonBT(x, yi, yj) + PnonBT(x, yj , yi) = PBT(x, yi, yj) + PBT(x, yj , yi) =MBT(x, i, j). (E.4.150)

Therefore PBT and PnonBT induce the same comparison distribution P̃ . Only the directional split
within each unordered pair changes. By the definition of the CPRD,

ωP (yi ≻ yj | x) =
P (x, yi, yj)

P (x, yi, yj) + P (x, yj , yi)
. (E.4.151)

Therefore,

ωPnonBT
(yi ≻ yj | x) =

PBT(x, yi, yj) + εgx(i, j)

MBT(x, i, j)
(E.4.152)

= ωPBT
(yi ≻ yj | x) + εhx(i, j), (E.4.153)

where

hx(i, j) :=
gx(i, j)

MBT(x, i, j)
. (E.4.154)

Condition for preserving the BT projection. By Theorem 6.51, the population BT objective
can be written, up to constants independent of r, as a cross-entropy projection of the CPRD onto
the BT family under the comparison distribution P̃ . Thus, for PnonBT, the relevant objective is
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LnonBT
BT (r) =

∑
x,i<j

P̃ (x, {yi, yj}) CE(Bern(ωPnonBT
(yi ≻ yj | x)),Bern(σ(r(x, yi)− r(x, yj)))) .

(E.4.155)
We now derive the condition under which r∗ remains the BT projection target. Fix x and write
ri = r(x, yi), ωij = ωPnonBT

(yi ≻ yj | x), and ∆ij = ri − rj . For one unordered pair {yi, yj}, the
Bernoulli cross-entropy term is

ℓij(r) = −ωij log σ(∆ij)− (1− ωij) log σ(−∆ij). (E.4.156)

From equation (E.3.54), we have

∂ℓij(r)

∂ri
= −ωij(1− σ(∆ij)) + (1− ωij)σ(∆ij) (E.4.157)

= σ(∆ij)− ωij . (E.4.158)

Applying this to all pairs involving yi gives

∂LnonBT
BT (r)

∂r(x, yi)
=
∑
j ̸=i

P̃ (x, {yi, yj}) [σ(ri − rj)− ωPnonBT
(yi ≻ yj | x)] . (E.4.159)

Now evaluate the gradient at r = r∗. Since PBT is BT-consistent,

ωPBT
(yi ≻ yj | x) = σ(r∗i − r∗j ). (E.4.160)

Using the induced CPRD perturbation,

ωPnonBT
(yi ≻ yj | x) = ωPBT

(yi ≻ yj | x) + εhx(i, j), (E.4.161)

we obtain

∂LnonBT
BT (r∗)

∂r(x, yi)
=
∑
j ̸=i

P̃ (x, {yi, yj})
[
σ(r∗i − r∗j )− ωPnonBT

(yi ≻ yj | x)
]

(E.4.162)

=
∑
j ̸=i

P̃ (x, {yi, yj}) [ωPBT
(yi ≻ yj | x)− ωPBT

(yi ≻ yj | x)− εhx(i, j)] (E.4.163)

= −ε
∑
j ̸=i

P̃ (x, {yi, yj})hx(i, j). (E.4.164)

Since

P̃ (x, {yi, yj})hx(i, j) =
MBT(x, i, j)

Z
· gx(i, j)

MBT(x, i, j)
=
gx(i, j)

Z
, (E.4.165)

the gradient shift is
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∂LnonBT
BT (r∗)

∂r(x, yi)
= − ε

Z

∑
j ̸=i

gx(i, j). (E.4.166)

Therefore, a sufficient condition for preserving the BT projection target is the zero-flow condition∑
j ̸=i

gx(i, j) = 0 for all x, i. (E.4.167)

Equivalently, ∑
j ̸=i

P̃ (x, {yi, yj})hx(i, j) = 0 for all x, i. (E.4.168)

Under this condition, r∗ remains a stationary point of the BT projection objective. Since the BT
cross-entropy objective is convex in the tabular scores, up to the usual additive shift fixed by the
identifiability convention, r∗ remains the BT projection target for PnonBT.

Choice of the perturbation gx. We choose gx to be a sum of signed circulations on directed
3-cycles. For a cycle (a, b, c), define

g(a,b,c)x (i, j) = 1{(i, j) ∈ {(a, b), (b, c), (c, a)}} − 1{(i, j) ∈ {(b, a), (c, b), (a, c)}}. (E.4.169)

This perturbation is antisymmetric. It also has zero row sum:∑
j ̸=i

g(a,b,c)x (i, j) = 0 for all i. (E.4.170)

Because each cycle has zero row sum, their sum also satisfies∑
j ̸=i

gx(i, j) = 0 for all x, i. (E.4.171)

Thus the perturbation preserves the BT projection target by (E.4.167). In our implementation, we
sample valid 3-cycles from the support of the comparison graph and randomly flip their orientations.
We use at most 20 cycles per context. Validation and test sizes are both 2048, and final results are
averaged over five random seeds.
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Appendix F

Supplementary Material for Chapter 9: Reward Learning

from Best-of-N Preference Data: Targets, Tradeoffs, and

Design Principles

F.1 Proofs for Characterizing the Learned Reward

In this section, we provide full proof details for results in Section 7.4.

Lemma 7.64. Assuming that there is no tie in reward score, for any context x and outcome y, the
probability mass of PBoN is given by

PBoN(y | x) = F (x, y)N − F−(x, y)N (7.5)

Proof. For a specific response y to be selected as the Best-of-N, two conditions must hold:

1. At least one of the N samples, y1, . . . , yN equals y

2. No sample has score strictly greater than r∗(x, y)

Since we assume that there is no tie in the reward score, the conditions are equivalent to when the
highest reward score is r∗(x, y) among N samples.

PBoN(y | x) = Pr(max
i
r∗(x, yi) = r∗(x, y)) (F.1.1)

= Pr(r∗(x, yi) ≤ r∗(x, y))− Pr(r∗(x, yi) < r∗(x, y)) (F.1.2)

= F (x, y)N − F−(x, y)N (F.1.3)

The final line holds from independence between y1, . . . , yN .

This Lemma resembles Lemma 2.3 of Beirami et al. [284] which was for the BoN policy. We can
provide a similar result for the Worst-of-N distribution as well.

Lemma 7.66. Assume that there is no tie in reward score, for any context x and outcome y, the
probability mass of PWoN is given by

PWoN(y | x) = (1− F−(x, y))N − (1− F (x, y))N (7.10)
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Proof. Similar to the Best-of-N, the condition at which a response y is the Worst-of-N is when the
lowest score is r∗(x, y) among N samples y1, . . . , yN .

PWoN(y | x) = Pr(min
i
r∗(x, yi) = r∗(x, y)) (F.1.4)

= Pr(r∗(x, yi) ≥ r∗(x, y))− Pr(r∗(x, yi) > r∗(x, y)) (F.1.5)

= (1− F−(x, y))N − (1− F (x, y))N (F.1.6)

We introduce the definition of Conditional Preference Distribution (CPRD) from Pukdee et al. [79]
which encodes the preference information of a comparison distribution. This allows us to refer to the
result from Pukdee et al. [79] and cleanly identify the population minimizer.

Definition F.1 (Conditional Preference Distribution (CPRD)). For a distribution P over X ×Y×Y ,
the conditional preference distribution (CPRD) of P is defined on any unordered pair {y, y′} with
y ̸= y′ and x ∈ X as follows

ωP (y ≻ y′ | x) =
P (x, y, y′)

P (x, y, y′) + P (x, y′, y)
. (F.1.7)

Theorem 7.65 (Identification of r∗BI). Let r∗BI ∈ argminr LPBI(r) then there exists a function
c : X → R such that

r∗BI(x, y) = log
PBoN(y | x)
Pbase(y | x)

+ c(x) (7.7)

for almost every pair (x, y) with respect to PBI. Furthermore, r∗BI preserves the ranking induced by
r∗ that is for any x, y, y′ with non-zero probability mass,

r∗(x, y) > r∗(x, y′) =⇒ r∗BI(x, y) > r∗BI(x, y
′) (7.7)

Proof. Part 1: Show that r∗BI is a log ratio.
By Corollary 5.4 of Pukdee et al. [79], when the comparison distribution satisfies the positive–
negative conditional independence, the population minimizer of the BT learning objective, recovers
the CPRD of the comparison distribution.

Pr∗BI
(y ≻ y′ | x) = ωP (y ≻ y′ | x) (F.1.8)

almost everywhere with respect to PBI when Pr∗BI
(y ≻ y′ | x) = σ(r∗BI(x, y) − r∗BI(x, y

′)) is the
preference distribution induced by the score function r∗BI.
In addition, by Theorem 4.4 of Pukdee et al. [79], when the comparison distribution satisfies the
positive–negative conditional independence, its CPRD is representable by a BT model where the
score function is given by the log ratio,

ωP (y ≻ y′ | x) = σ(log
PBoN(y | x)
Pbase(y | x)

− log
PBoN(y

′ | x)
Pbase(y′ | x)

) (F.1.9)
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Combining the two results, we can conclude that for all x, y, y′ with non-zero probability mass with
respect to PBI,

σ(r∗BI(x, y)− r∗BI(x, y
′)) = σ(log

PBoN(y | x)
Pbase(y | x)

− log
PBoN(y

′ | x)
Pbase(y′ | x)

) (F.1.10)

Since σ is a strictly increasing function, we also have

r∗BI(x, y)− r∗BI(x, y
′) = log

PBoN(y | x)
Pbase(y | x)

− log
PBoN(y

′ | x)
Pbase(y′ | x)

(F.1.11)

For any context x, let y0 be a fixed outcome with a positive probability mass then for any y

r∗BI(x, y) = log
PBoN(y | x)
Pbase(y | x)

+ r∗BI(x, y0)− log
PBoN(y0 | x)
Pbase(y | x)

(F.1.12)

Set c(x) = r∗BI(x, y0)− log PBoN(y0|x)
Pbase(y|x) then we have

r∗BI(x, y) = log
PBoN(y | x)
Pbase(y | x)

+ c(x) (F.1.13)

for all y with non-zero probability mass with respect to PBI as desired.
Part 2: Show that r∗BI preserves the ranking of r∗.
It suffices to show that r∗(x, y) > r∗(x, y′) implies

PBoN(y | x)
Pbase(y | x)

>
PBoN(y

′ | x)
Pbase(y′ | x)

. (F.1.14)

By Lemma 7.64, we have

PBoN(y | x)
Pbase(y | x)

=
F (x, y)N − F−(x, y)N

Pbase(y | x)
. (F.1.15)

Using the factorization aN − bN = (a− b)
∑N−1

j=0 aN−1−jbj and the fact that F (x, y)− F−(x, y) =

Pbase(y | x) this simplifies to

PBoN(y | x)
Pbase(y | x)

=

N−1∑
j=0

F (x, y)N−1−j F−(x, y)j . (F.1.16)

Finally, by the definition of F (x, y), we know that whenever r∗(x, y) > r∗(x, y′) we also have
F (x, y) > F (x, y′) and F−(x, y) > F−(x, y′). Since PBoN(y|x)

Pbase(y|x) can be written as a polynomial in
F (x, y), F−(x, y) with positive coefficients, we can conclude that

N−1∑
j=0

F (x, y)N−1−j F−(x, y)j >

N−1∑
j=0

F (x, y′)N−1−j F−(x, y′)j . (F.1.17)

PBoN(y | x)
Pbase(y | x)

>
PBoN(y

′ | x)
Pbase(y′ | x)

(F.1.18)

This concludes our proof.

332



Theorem 7.67 (Identification of r∗BWI). Let r∗BWI ∈ argminr LPBWI(r) then there exists a function
c : X → R such that

r∗BWI(x, y) = log
PBoN(y | x)
PWoN(y | x)

+ c(x) (7.11)

for almost every pair (x, y). Furthermore, r∗BWI preserves the ranking induced by r∗ that is for any
x, y, y′ with non-zero probability mass,

r∗(x, y) > r∗(x, y′) =⇒ r∗BWI(x, y) > r∗BWI(x, y
′) (7.11)

Proof. The first part follows the same idea as in the proof of Theorem 7.65 but just replace Pbase

with PWoN. For the second part, we need to show that r∗BWI preserves the ranking of r∗ where we
will show that whenever r∗(x, y) > r∗(x, y′) we have

PBoN(y | x)
PWoN(y | x)

>
PBoN(y

′ | x)
PWoN(y′ | x)

. (F.1.19)

By Lemma 7.64 and Lemma 7.66, we have

PBoN(y | x)
PWoN(y | x)

=
F (x, y)N − F−(x, y)N

(1− F−(x, y))N − (1− F (x, y))N
(F.1.20)

Using the factorization aN − bN = (a− b)
∑N−1

j=0 aN−1−jbj and the fact that F (x, y)− F−(x, y) =

Pbase(y | x) this simplifies to

PBoN(y | x)
PWoN(y | x)

=

∑N−1
j=0 F (x, y)N−1−j F−(x, y)j∑N−1

j=0 (1− F−(x, y))N−1−j (1− F (x, y))j
. (F.1.21)

Here the term (F (x, y)− F−(x, y)) cancels out.
By definition, r∗(x, y) > r∗(x, y′) implies F (x, y) > F (x, y′) and 1 − F−(x, y) < 1 − F−(x, y′).
Therefore, for the numerator, we have

N−1∑
j=0

F (x, y)N−1−j F−(x, y)j >
N−1∑
j=0

F (x, y′)N−1−j F−(x, y′)j . (F.1.22)

For the denominator, we have

N−1∑
j=0

(1− F−(x, y))N−1−j (1− F (x, y))j <
N−1∑
j=0

(1− F−(x, y′))N−1−j (1− F (x, y′))j . (F.1.23)

Putting everything together, we can conclude that

∑N−1
j=0 F (x, y)N−1−j F−(x, y)j∑N−1

j=0 (1− F−(x, y))N−1−j (1− F (x, y))j
>

∑N−1
j=0 F (x, y′)N−1−j F−(x, y′)j∑N−1

j=0 (1− F−(x, y′))N−1−j (1− F (x, y′))j
. (F.1.24)

Finally,
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PBoN(y | x)
PWoN(y | x)

>
PBoN(y

′ | x)
PWoN(y′ | x)

. (F.1.25)

This concludes our proof.

Proposition 7.69 (Best-vs-Random and Best-vs-Worst perform pairwise margin maximization).
Assume that there is no tie in reward score. For each context and pair of outcomes (x, {y, y′}), define

ymax ∈ arg max
u∈{y,y′}

r∗(x, u), ymin ∈ arg min
u∈{y,y′}

r∗(x, u)

Then for any hypothesis class H, the population risk minimizer r∗BR ∈ argminr∈H LPBR(r) satisfies

r∗BR ∈ argmin
r∈H

E
(x,{y,y′})∼P̃BR

[
− log σ

(
r(x, ymax)− r(x, ymin)

)]
The same result holds for r∗BW by replacing the comparison distribution P̃BR with P̃BW. In particular,
both objectives are the same pairwise margin-maximization loss, differing only in the comparison
distribution.

Proof. From Theorem 5.2 of Pukdee et al. [79], the BT learning objective can be decomposed as the
cross entropy between the CPRD and the preference distribution induced by the score function.

LP (r) = C − Z E
(x,{y,y′})∼P̃

[
ωP log σ(∆r) + (1− ωP ) log(σ(−∆r))

]
(F.1.26)

where ωP (y ≻ y′ | x) is the CPRD of P and ∆r(x, y, y
′) = r(x, y)− r(x, y′) is the margin between

two outcomes. C,Z are constants and P̃ is a comparison distribution induced by P .
We claim that the CPRD of the Best-vs-Random scenario is either 0 or 1. For any context and
pairs of outcomes (x, {y, y′}), let ymax ∈ argmaxu∈{y,y′} r

∗(x, u) and ymin ∈ argminu∈{y,y′} r
∗(x, u)

be the outcome with a higher and lower reward score. By the definition of Best-vs-Random, the
reward score of the positive sample is always higher than the reward score of the negative sample.
Therefore, we would always have ymax as a positive sample and ymin as a negative sample. Therefore,
the CPRD is given by

ωPBR(ymax ≻ ymin | x) =
P (x, ymax, ymin)

P (x, ymax, ymin) + P (x, ymin, ymax)
= 1 (F.1.27)

and

ωPBR(ymin ≻ ymax | x) =
P (x, ymin, ymax)

P (x, ymin, ymax) + P (x, ymax, ymin)
= 0. (F.1.28)

Substitute this back, we have

ωP log σ(∆r) + (1− ωP ) log(σ(−∆r)) = log σ(r(x, ymax)− r(x, ymin)). (F.1.29)

With this result, we can conclude that the minimizer satisfies
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r∗BR ∈ argmin
r∈H

E
(x,{y,y′})∼P̃BR

[
− log σ(r(x, ymax)− r(x, ymin))

]
. (F.1.30)

The result also holds for Best-vs-Worst, which also guarantees that the reward score of the positive
sample is always higher than the reward score of the negative sample.

In the next part, we will show that the r∗BR would converge to the r∗BI as N grows. To show this, we
will first show that PBR would be close to PBI as N increases. The intuition is that as N is large,
the random sample from the rest of outcomes would be close to drawing an independent sample
from the base distribution. We start with first deriving the probability mass of PBR.

Lemma F.2 (Probability mass of PBR). Assume that there is no tie in reward score, for any context
x and outcome y, y′ there exists a constant c > 0 for which the probability mass of PBR is given by

PBR(x, y, y
′) =

{
0 if y = y′ or r∗(x, y′) > r∗(x, y)
cN
N−1P (x)Pbase(y

′ | x)PBoN,N−1(y | x) otherwise
(F.1.31)

where PBoN,N−1 is the probability mass of PBoN with N − 1 draws.

Proof. The first case is quite simple. When we see a pair y = y′, we do not add it to the comparison
distribution. Therefore, the probability mass is 0. In addition, if r∗(x, y′) > r∗(x, y), then it is not
possible for y to be preferred over y′ given the context x. Therefore, the probability mass is 0 as
well. For the second case, assume that y, y′ are two outcomes with r∗(x, y) > r∗(x, y′) and y ̸= y′.
We can first factorize

PBR(x, y, y
′) = P (x)PBR(y

+ = y, y− = y′ | x) (F.1.32)

where y+ and y− are the positive and negative samples. To compute the second conditional
probability term, we use the fact that for a given sample y1, . . . , yN , the probability of the positive
sample being y and the negative sample being y′ is given by

PBR(y
+ = y, y− = y′ | x, y1, . . . , yN ) = 1[argmax

yi
r∗(x, yi) = y] · |{i : yi = y′}|

N − 1
. (F.1.33)

The first term is an indicator function which ensures that the sample with the maximum reward
score is y while the second term is the probability that the random sample that is drawn uniformly
from the rest of outcomes is y′ which is basically the number of outcomes that is equal to y′ divided
by the number of remaining outcomes, N − 1. We can rewrite this as

PBR(y
+ = y, y− = y′ | x, y1, . . . , yN ) =

1

N − 1
1[argmax

yi
r∗(x, yi) = y] ·

N∑
i=1

1[yi = y′]. (F.1.34)

Taking the expectation over all y1, . . . , yN , we have
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PBR(y
+ = y, y− = y′ | x) = Ey1:N [PBR(y

+ = y, y− = y′ | x, y1, . . . , yN )] (F.1.35)

=
1

N − 1

N∑
i=1

Pr
y1:N

(yi = y′, argmax
yj

r∗(x, yj) = y) (F.1.36)

=
1

N − 1

N∑
i=1

Pr
y1:N

(yi = y′, argmax
yj ,j ̸=i

r∗(x, yj) = y) (since r∗(x, y) > r∗(x, y′))

(F.1.37)

=
1

N − 1

N∑
i=1

Pr
yi
(yi = y′)Pyj ,j ̸=i(argmax

yj
r∗(x, yj) = y) (by independence)

(F.1.38)

=
N

N − 1
Pbase(y

′ | x)Py2:N (argmax
yj

r∗(x, yj) = y) (F.1.39)

=
N

N − 1
Pbase(y

′ | x)PBoN,N−1(y | x) (F.1.40)

Finally, we note that the above result only holds when y ̸= y′. When y = y′, we have to replace
|{i:yi=y′}|

N−1 with |{i:yi=y′}|−1
N−1 since one sample is already chosen as y. Regardless, we don’t need to

worry about such case since we will discard the pair with y = y′ and set the probability mass to 0.
To ensure that the probability mass is valid, we need to scale up the probability mass of the rest by
some factor c. This concludes the proof.

Before we prove that the total variation between PBR and PBI is small, we first provide a lemma
which relates the total variation between two distributions with its unnormalized probability mass.

Lemma F.3 (Normalization Preserves Closeness). Let P̃ and Q̃ be two unnormalized probability
mass functions over a finite set of outcomes Ω. Let Zp :=

∑
x∈Ω P̃ (x) and Zq :=

∑
x∈Ω Q̃(x) be

the normalization constants of P̃ and Q̃ respectively with P (x) = P̃ (x)
Zp

and Q(x) = Q̃(x)
Zq

as the
normalized probability mass functions. If there exists a constant c > 0 such that Zp ≥ c and Zq ≥ c,
then the total variation of P,Q is bounded by the total variation of P̃ , Q̃,

TV(P,Q) ≤ 2

c
TV(P̃ , Q̃) (F.1.41)

Proof. Without loss of generality, assume that Zq ≥ Zp. The total variation of P,Q is given by
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TV(P,Q) =
1

2

∑
x∈Ω
|P (x)−Q(x)| (F.1.42)

=
1

2

∑
x∈Ω
| P̃ (x)
Zp
− Q̃(x)

Zq
| (F.1.43)

≤ 1

2

∑
x∈Ω
| P̃ (x)
Zp
− Q̃(x)

Zp
|+ 1

2

∑
x∈Ω
|Q̃(x)

Zq
− Q̃(x)

Zp
| (F.1.44)

=
1

Zp
TV(P̃ , Q̃) +

|Zp − Zq|
2Zp

(F.1.45)

Since

1

2
|Zp − Zq| =

1

2
|
∑
x∈Ω

P̃ (x)−
∑
x∈Ω

Q̃(x)| ≤ 1

2

∑
x∈Ω
|P̃ (x)− Q̃(x)| = TV(P̃ , Q̃) (F.1.46)

We have

TV(P,Q) ≤ 2

Zp
TV(P̃ , Q̃) ≤ 2

c
TV(P̃ , Q̃) (F.1.47)

Proposition F.4 (Total Variation between PBR and PBI). Assume that there is no tie in the reward
score and we discard the pair with y = y′. Then, for any base distribution Pbase, there exists a
constant c > 0 for which for any N ≥ 2, the total variation between PBR and PBI is given by

TV(PBR, PBI) ≤
c

N − 1
(F.1.48)

Proof. For any fixed context x and the positive outcome y, the probability mass of PBI is given by

PBI(y, y
′ | x) =

{
0 if y = y′

1
ZI
PBoN(y | x)Pbase(y

′ | x) otherwise
(F.1.49)

where ZI is a constant that compensates for the case when we discard the pair with y = y′. On the
other hand, the probability mass of PBR is given by

PBR(y, y
′ | x) =


0 if y = y′

0 if r∗(x, y′) > r∗(x, y)
1
ZR

N
N−1Pbase(y

′ | x)PBoN,N−1(y | x) otherwise
(F.1.50)

and ZR is also a normalization constant. To show that the total variation between PBR and PBI is
small, from Lemma F.3 it is sufficient to show that the unnormalized probability mass of these two
distributions are close. Define the unnormalized probability mass of PBR and PBI as

P̃BI(y, y
′ | x) =

{
0 if y = y′

PBoN(y | x)Pbase(y
′ | x) otherwise

(F.1.51)
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P̃BR(y, y
′ | x) =


0 if y = y′

0 if r∗(x, y′) > r∗(x, y)
N

N−1Pbase(y
′ | x)PBoN,N−1(y | x) otherwise

(F.1.52)

Without loss of generality, let the set of outcomes {y1, . . . , ym} be ordered such that r∗(x, y1) <
r∗(x, y2) < · · · < r∗(x, ym). As a result, we can write

F (x, yj) = F (x, yj−1) + Pbase(yj | x) (F.1.53)

for any j ∈ {1, 2, . . . ,m} when F (x, y0) = 0. Further, we will write Fj = F (x, yj) and pj = Pbase(yj |
x) for the convenience of notation. With this notation, we know that P̃BR(yi, yj | x) = 0 for any
i < j since the reward score of yi is lower than yj so it’s not possible for yi to be preferred over yj
under Best-vs-Random. Therefore, the total variation between P̃BI and P̃BR is given by

2TV(P̃BI, P̃BR) =
∑
y,y′

|P̃BI(y, y
′ | x)− P̃BR(y, y

′ | x)| (F.1.54)

=
∑
i>j

|P̃BI(yi, yj | x)− P̃BR(yi, yj | x)|+
∑
i<j

|P̃BI(yi, yj | x)− P̃BR(yi, yj | x)|

(F.1.55)

=
∑
i>j

|P̃BI(yi, yj | x)− P̃BR(yi, yj | x)|+
∑
i<j

|P̃BI(yi, yj | x)| (F.1.56)

We can split the total variation into two parts. The first part is the difference between the probability
mass of P̃BI and P̃BR when i > j while the second part is just the probability mass of P̃BI when
i < j. We bound the first part as follows:

∑
i>j

|P̃BI(yi, yj | x)− P̃BR(yi, yj | x)| =
∑
i>j

|PBoN(yi | x)Pbase(yj | x)−
N

N − 1
PBoN,N−1(yi | x)Pbase(yj | x)|

(F.1.57)

=
∑
i>j

|(FN
i − FN

i−1)−
N

N − 1
(FN−1

i − FN−1
i−1 )|pj (F.1.58)

Let g(u) = N
N−1u

N−1−uN . Differentiating g(u) with respect to u, we have g′(u) = NuN−2(1−u) ≥ 0

for all u ∈ [0, 1] which implies that g(u) is increasing on [0, 1]. We can write the term above in terms
of g,

(FN
i − FN

i−1)−
N

N − 1
(FN−1

i − FN−1
i−1 ) = g(Fi−1)− g(Fi) ≤ 0 (F.1.59)

This follows from the fact that g(u) is increasing while Fi > Fi−1. Therefore, we have
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∑
i>j

|P̃BI(yi, yj | x)− P̃BR(yi, yj | x)| =
∑
i>j

(g(Fi)− g(Fi−1))pj (F.1.60)

=

m−1∑
j=1

pj

m∑
i=j+1

(g(Fi)− g(Fi−1)) (F.1.61)

=
m−1∑
j=1

pj(g(Fm)− g(Fj)) (F.1.62)

≤
m−1∑
j=1

pjg(Fm) (F.1.63)

≤ g(Fm) = g(1) =
1

N − 1
(F.1.64)

For the second part, we have

∑
i<j

|P̃BI(yi, yj | x)| =
∑
i<j

(FN
i − FN

i−1)pj (F.1.65)

=

m−1∑
i=1

m∑
j=i+1

(FN
i − FN

i−1)pj (F.1.66)

=
m∑
i=1

(FN
i − FN

i−1)
m∑

j=i+1

pj (F.1.67)

=
m−1∑
i=1

(FN
i − FN

i−1)(1− Fi) (F.1.68)

=

m−1∑
i=1

FN
i − FN

i−1 − FN+1
i + FiF

N
i−1 (F.1.69)

= FN
m−1 −

m−1∑
i=1

FN+1
i +

m−1∑
i=1

(Fi−1 + pi)F
N
i−1 (F.1.70)

= FN
m−1 −

m−1∑
i=1

FN+1
i +

m−2∑
i=0

FN+1
i +

m−1∑
i=1

piF
N
i−1 (F.1.71)

= FN
m−1 − FN+1

m−1 +
m−1∑
i=1

piF
N
i−1 (F.1.72)

= FN
m−1(1− Fm−1) +

m−1∑
i=1

piF
N
i−1 (F.1.73)

=
m∑
i=1

piF
N
i−1 (F.1.74)

Here we use the telescoping technique. We observe that the third term is a left Riemann sum
for approximating the integral of uN between 0 and 1 by splitting [0, 1] into intervals with width
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p1, p2, . . . , pm−1, pm. Since this function is increasing, we can conclude that the Riemann sum is
upper bounded by the true integral.

m∑
i=1

FN
i−1pi ≤

∫ 1

0
uNdu =

1

N + 1
(F.1.75)

Therefore, ∑
i<j

|P̃BI(yi, yj | x)| ≤
1

N + 1
(F.1.76)

Combining two parts, we can conclude that

2TV(P̃BI, P̃BR) ≤
1

N − 1
+

1

N + 1
≤ 2

N − 1
(F.1.77)

The final step we need is to show that the normalization constant of PBI and PBR are bounded below
by a constant. We start with ZI .

ZI =
∑
i ̸=j

P̃BI(yi, yj | x) (F.1.78)

= 1−
m∑
i=1

P̃BI(yi, yi | x) (F.1.79)

= 1−
m∑
i=1

(FN
i − FN

i−1)pi (F.1.80)

≥ 1− (max pi)

m∑
i=1

(FN
i − FN

i−1) = 1−max pi (F.1.81)

ZI is bounded below by 1−max pi for any N . In addition, for ZR, we have

ZR =
∑
i>j

P̃BR(yi, yj | x) (F.1.82)

=
∑
i>j

N

N − 1
(FN−1

i − FN−1
i−1 )pj (F.1.83)

≥ N

N − 1
(FN−1

m − FN−1
m−1 )pm (F.1.84)

=
N

N − 1
(1− (1− pm)N−1)pm (F.1.85)

≥ p2m (F.1.86)

The lower bound here is fairly loose but it is sufficient for us to use Lemma F.3 which now implies
that there exists a constant cx > 0 such that

TV(PBR(y, y
′ | x), PBI(y, y

′ | x)) ≤ cx
N − 1

(F.1.87)
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for any x ∈ X . Now, we take the summation over all x and will have the total variation between
PBR and PBI is bounded by

TV(PBR, PBI) =
∑
x

P (x) TV(PBR(y, y
′ | x), PBI(y, y

′ | x)) ≤ c

N − 1
(F.1.88)

when c =
∑

x P (x)cx. This concludes the proof.

Now, we have established that PBR and PBI are close as N grows, with this we can also show that
the population risk minimizer would also be close to each other as well. Here we apply a standard
technique in learning theory that first shows that a small TV distance means that the difference in
the population risk would be small. Then, we use the strong convexity of the population risk to show
that the difference in the population risk minimizer would be small as well. We will first prove some
technical lemmas that will be useful for the proof and then will present the main proof accordingly.
The first lemma shows that we can bound the population risk difference in terms of the total variation
between the two distributions.

Lemma F.5. Let H be a hypothesis class that is bounded by some constant B. Let P and Q be two
comparison distributions then there exists a constant MB such that

sup
r∈H
|LP (r)− LQ(r)| ≤ 2MB TV(P,Q) (F.1.89)

Proof. First, we will show that if H is bounded by B then the BT loss is also bounded as well.
Recall that the loss on any (x, y, y′) is given by

ℓ(∆r) = − log σ(r(x, y+)− r(x, y−)) = log(1 + exp(r(x, y−)− r(x, y+))). (F.1.90)

Since r is bounded by B, we have |r(x, y−)− r(x, y+)| ≤ 2B so that

ℓ(∆r) ≤ log(1 + exp(2B)) :=MB. (F.1.91)

Next, we will show that the difference in the population risk is bounded by the total variation
between the two distributions.

|LP (r)− LQ(r)| = |
∑
x,y,y′

P (x, y, y′)ℓ(∆r(x, y, y
′))−

∑
x,y,y′

Q(x, y, y′)ℓ(∆r(x, y, y
′))| (F.1.92)

= |
∑
x,y,y′

(P (x, y, y′)−Q(x, y, y′))ℓ(∆r(x, y, y
′))| (F.1.93)

≤
∑
x,y,y′

|P (x, y, y′)−Q(x, y, y′)|ℓ(∆r(x, y, y
′))| (F.1.94)

≤
∑
x,y,y′

|P (x, y, y′)−Q(x, y, y′)|MB (F.1.95)

= 2MB TV(P,Q) (F.1.96)
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Since this is true for any r ∈ H, it would also hold for the supremum over all r ∈ H. This concludes
the proof.

The second lemma shows that if the population risk between two distributions is small on all
hypotheses in the hypothesis class, then the population risk minimizer of one distribution would also
perform well on the other distribution.

Lemma F.6. Let H be a hypothesis class and P , Q be two comparison distributions such that
supr∈H |LP (r) − LQ(r)| ≤ ϵ. Let r∗P and r∗Q be the population risk minimizer of LP and LQ
respectively. Then, we have

LP (r∗Q) ≤ LP (r∗P ) + 2ϵ (F.1.97)

LQ(r∗P ) ≤ LQ(r∗Q) + 2ϵ (F.1.98)

Proof. We write the difference between the population risk of r∗P and r∗Q as

LP (r∗Q)− LP (r∗P ) = (LP (r∗Q)− LQ(r∗Q)) + (LQ(r∗Q)− LQ(r∗P )) + (LQ(r∗P )− LP (r∗P )) (F.1.99)

≤ |LP (r∗Q)− LQ(r∗Q)|+ (LQ(r∗Q)− LQ(r∗P )) + |LQ(r∗P )− LP (r∗P )| (F.1.100)

≤ ϵ+ 0 + ϵ = 2ϵ (F.1.101)

The first and third term follows from the assumption that supr∈H |LP (r)− LQ(r)| ≤ ϵ. The second
term is at most 0 since r∗Q is the population risk minimizer of LQ so that LQ(r∗Q) ≤ LQ(r) for
any r ∈ H including r∗P . We have the first result and the second result follows from the same
argument.

In this Lemma, we show that when the hypothesis class is convex, we can bound the difference
between the margin of a reward function with the population risk minimizer with the difference in
their population risk.

Lemma F.7. Let H be a convex hypothesis class that is bounded by some constant B. Let P be a
comparison distribution and r∗P be the population risk minimizer of LP . There exists a constant cB
such that for any reward function r ∈ H, we have

∥r − r∗P ∥∆,P ≤
2

σB
(LP (r)− LP (r∗P )) (F.1.102)

Proof. First, we will show that when H is bounded, LP (r) is strongly convex. This result follows
from the proof of Theorem 6.7 in Pukdee et al. [79]. We provide a brief proof here for completeness.
We can write the BT objective as

LP (r) = C + E
(x,{y,y′})∼P̃

[
gx,y,y′(∆r(x, y, y

′))
]
. (F.1.103)

where gx,y,y′ : R→ R, is defined for each (x, {y, y′}) as
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gx,y,y′(a) = −ωP (y ≻ y′ | x) log σ(a)− (1− ωP (y ≻ y′ | x)) log(1− σ(a)) (F.1.104)

We will write ∆r for ∆r(x, y, y
′) for convenience from now. The first thing we will show is that

gx,y,y′ is strongly convex with respect to a. We can check this by taking the derivative. Using the
property that σ′(a) = σ(a)(1− σ(a)), we have the first derivative

g′x,y,y′(a) = σ(a)− ωP (F.1.105)

and the second derivative

g′′x,y,y′(a) = σ(a)(1− σ(a)) (F.1.106)

Since the score function r is bounded by a constant B, for any (x, {y, y′}), we know that |∆r| =
|r(x, y)− r(x, y′)| ≤ 2B. Now, for a ∈ [−2B, 2B] we know that

σ(a)(1− σ(a)) ≥ σ(2B)(1− σ(2B)) := σB > 0 (F.1.107)

With this assumption, we can conclude that gx,y,y′ is σB-strongly convex. Recall that if f is σB-
strongly convex, then for any x, y, we have

f(x)− f(y) ≥ f ′(y)(x− y) + σB
2
(x− y)2. (F.1.108)

Apply this inequality on gx,y,y′ with ∆r and ∆r∗P
and drop (x, y, y′) for convenience.

gx,y,y′(∆r)− gx,y,y′(∆r∗P
) ≥ g′x,y,y′(∆r∗P

)(∆r −∆r∗P
) +

σB
2
(∆r −∆r∗P

)2. (F.1.109)

Take the expectation over the distribution P̃ , we have

E
P̃
[gx,y,y′(∆r)− gx,y,y′(∆r∗P

)] ≥ E
P̃
[g′x,y,y′(∆r∗P

)(∆r −∆r∗P
)] +

σB
2
E
P̃
[(∆r −∆r∗P

)2]. (F.1.110)

The left hand side is just the difference between the population risk, while the second term on the right
hand side is the margin semi-norm with respect to P ; since (∆r −∆r∗P

)2 is invariant under swapping
y and y′, its expectation under P̃ is equal to the expectation over P which is exactly ∥r − r∗P ∥∆,P .

LP (r)− LP (r∗P ) ≥ E
P̃
[g′x,y,y′(∆r∗P

)(∆r −∆r∗P
)] +

σB
2
∥r − r∗P ∥∆,P . (F.1.111)

Now, the final part is to show that the first term on the right hand side is non-negative. We achieve
this by using the property of H being convex. From convexity, we know that for any t ∈ [0, 1], we have

rt = (1− t)r∗P + tr ∈ H (F.1.112)

Since r∗P is the population risk minimizer, the right derivative of the population risk with respect to
t at t = 0 must be non-negative.
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∂

∂t
LP (rt)

∣∣∣∣
t=0

≥ 0 (F.1.113)

where

∂

∂t
LP (rt) =

∂

∂t
E
P̃
[gx,y,y′(∆rt)] (F.1.114)

= E
P̃
[g′x,y,y′(∆rt)

∂

∂t
∆rt ] (F.1.115)

We can derive

∂

∂t
∆rt =

∂

∂t
((1− t)∆r∗P

+ t∆r) = ∆r −∆r∗P
. (F.1.116)

Therefore,

∂

∂t
LP (rt) = E

P̃
[g′x,y,y′(∆rt)(∆r −∆r∗P

)] (F.1.117)

Setting t = 0 and substituting back, we would have that

E
P̃
[g′x,y,y′(∆r∗P

)(∆r −∆r∗P
)] ≥ 0 (F.1.118)

as desired. As a result, we can conclude that

LP (r)− LP (r∗P ) ≥
σB
2
∥r − r∗P ∥∆,P . (F.1.119)

This concludes the proof.

Now, we are ready to prove the Theorem 7.71.

Theorem 7.71 (r∗BR is close to r∗BI). Let H be a convex hypothesis class that is bounded by some
constant B. Let r∗BR ∈ argminr∈H LPBR(r) then there exists a constant cB such that for any N ≥ 2,

∥r∗BR − r∗BI∥∆,PBR ≤
cB

N − 1
(7.15)

Proof. First, by proposition F.4, we have that the total variation between PBR and PBI is bounded
by c

N−1 for some constant c > 0,

TV(PBR, PBI) ≤
c

N − 1
. (F.1.120)

By Lemma F.5, we can bound the population risk difference with the total variation,

sup
r∈H
|LPBR(r)− LPBI(r)| ≤ 2MB TV(PBR, PBI) ≤

2MBc

N − 1
. (F.1.121)

By Lemma F.6, we would have

LPBR(r
∗
BI)− LPBR(r

∗
BR) ≤

4MBc

N − 1
(F.1.122)
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Finally, by the convexity of H and Lemma F.7, we have

∥r∗BR − r∗BI∥∆,PBR ≤
2

σB
(LPBR(r

∗
BI)− LPBR(r

∗
BR)) ≤

8MBc

σB(N − 1)
. (F.1.123)

Setting cB = 8MBc
σB

concludes the proof.

The proof for Theorem 7.72 follows the same argument. The key difference is to show that the total
variation between PBW and PBWI now decays exponentially.

Proposition F.8 (Total Variation between PBW and PBWI). Assume that there is no tie in the
reward score and we discard the pair with y = y′. Then, there exists a constant c > 0 and ρ < 1 for
which for any N ≥ 2, the total variation between PBW and PBWI is given by

TV(PBW, PBWI) ≤ cρN (F.1.124)

Proof. The main idea of the proof is to bound the total variation between PBW and PBWI on the
pair of best and worst outcome. This is because we know that as N grows, we are more likely to see
the outcome with the highest and lowest true reward score. For the first step, we will calculate the
probability mass of PBW and PBWI.
Part 1: Calculate the probability mass of PBWI and PBW. We start with the probability
mass of PBWI.

PBWI(y, y
′ | x) =

{
0 if y = y′

1
cI
PBoN(y | x)PWoN(y

′ | x) otherwise
(F.1.125)

Here cI is a constant that ensures that PBWI is a valid probability distribution. We need this constant
because whenever y = y′, we discard the triplet. We will bound this constant term. Without loss of
generality, assume that the set of outcomes is given by y1, y2, . . . , ym where r∗(x, y1) < r∗(x, y2) <

· · · < r∗(x, ym) so that y1 is the worst outcome and ym is the best outcome. We also define the
unnormalized probability mass of PBWI as

P̃BWI(y, y
′ | x) = PBoN(y | x)PWoN(y

′ | x) (F.1.126)

From Lemma 7.64 and 7.66, we have

P̃BWI(yi, yj | x) = PBoN(yi | x)PWoN(yj | x) (F.1.127)

= (F (x, yi)
N − F−(x, yi)

N )((1− F−(x, yj))
N − (1− F (x, yj))N ) (F.1.128)

= (F (x, yi)
N − F (x, yi−1)

N )((1− F (x, yj−1))
N − (1− F (x, yj))N ) (F.1.129)

= (FN
i − FN

i−1)((1− Fj−1)
N − (1− Fj)

N ) (F.1.130)

This follows from the fact that F−(x, yi) = F (x, yi−1). We also write Fi = F (x, yi) for convenience.
It is clear that PBWI is just P̃BWI normalized by some constant that takes care of the case when we
discard the pair with y = y′. Therefore,
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cI =
∑
y ̸=y′

P̃BWI(y, y
′ | x) (F.1.131)

= 1−
m∑
i=1

P̃BWI(yi, yi | x) (F.1.132)

= 1−
m∑
i=1

(FN
i − FN

i−1)((1− Fi−1)
N − (1− Fi)

N ) (F.1.133)

For each i between 1 and m, the term (FN
i −FN

i−1)((1−Fi−1)
N − (1−Fi)

N ) would converge to 0 as
N grows. Further, when i = 1, we have

(FN
1 − FN

0 )((1− F0)
N − (1− F1)

N ) = FN
1 (1− (1− F1)

N ) (F.1.134)

and when i = m, we have

(FN
m − FN

m−1)((1− Fm−1)
N − (1− Fm)N ) = (1− FN

m−1)(1− Fm−1)
N (F.1.135)

Both terms also converge to 0 as N grows. As a result, we can conclude that cI → 1 as N grows and
there exists a constant a > 0 for which cI ≥ a > 0 for all N . Combining everything together, we have

PBWI(yi, yj | x) =

{
0 if i = j
1
cI
(FN

i − FN
i−1)((1− Fj−1)

N − (1− Fj)
N ) otherwise

(F.1.136)

when cI → 1 as N grows. Next, we will calculate the probability mass of PBW. First, for any i ≤ j
we know that

PBW(yi, yj | x) = 0 (F.1.137)

because yj has a higher reward score than yi so it’s impossible for yi to be preferred over yj . For
the case when i > j, the probability is not zero anymore. Let Y1, Y2, . . . , YN be the N outcomes
sampled from the base distribution and let P̃BW be the unnormalized probability mass of PBW then

P̃BW(yi, yj | x) = Pr(argmax
Yi

r∗(x, Yi) = yi, argmin
Yi

r∗(x, Yi) = yj) (F.1.138)

= Pr(max r∗(x, Yi) = r∗(x, yi),min r∗(x, Yi) = r∗(x, yj)) (F.1.139)
= Pr(r∗(x, yj) ≤ r∗(x, Yi) ≤ r∗(x, yi))− Pr(r∗(x, yj) ≤ r∗(x, Yi) < r∗(x, yi))

(F.1.140)

− Pr(r∗(x, yj) < r∗(x, Yi) ≤ r∗(x, yi)) + Pr(r∗(x, yj) < r∗(x, Yi) < r∗(x, yi))
(F.1.141)

= (Fi − Fj−1)
N − (Fi−1 − Fj−1)

N − (Fi − Fj)
N + (Fi−1 − Fj)

N (F.1.142)

This follows from the assumption that there is no tie in the reward score and the second to last line
holds from an inclusion-exclusion principle. We have
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PBW(yi, yj | x) =

{
0 if i ≤ j
1
cD
P̃BW(yi, yj | x)

(F.1.143)

Similarly cD is a constant that ensures that PBW is a valid probability distribution which handles
the case when i ≤ j. We know that

cD =
∑
i>j

P̃BW(yi, yj | x) =
m−1∑
j=1

m∑
i=j+1

P̃BW(yi, yj | x) (F.1.144)

Let Sj =
∑m

i=j+1 P̃BW(yi, yj | x) then we can write

Sj =

m∑
i=j+1

P̃BW(yi, yj | x) (F.1.145)

=
m∑

i=j+1

(Fi − Fj−1)
N − (Fi−1 − Fj−1)

N − (Fi − Fj)
N + (Fi−1 − Fj)

N (F.1.146)

=

m∑
i=j+1

(Fi − Fj−1)
N −

m−1∑
i=j

(Fi − Fj−1)
N −

m∑
i=j+1

(Fi − Fj)
N +

m−1∑
i=j

(Fi − Fj)
N (F.1.147)

= (Fm − Fj−1)
N − (Fj − Fj−1)

N − (Fm − Fj)
N (F.1.148)

= (1− Fj−1)
N − (1− Fj)

N − (Fj − Fj−1)
N (F.1.149)

Therefore,

cD =

m−1∑
j=1

Sj (F.1.150)

=
m−1∑
j=1

((1− Fj−1)
N − (1− Fj)

N − (Fj − Fj−1)
N ) (F.1.151)

=

m−2∑
j=0

(1− Fj)
N −

m−1∑
j=1

(1− Fj)
N −

m−1∑
j=1

(Fj − Fj−1)
N (F.1.152)

= 1− (1− Fm−1)
N −

m−1∑
j=1

(Fj − Fj−1)
N (F.1.153)

= 1−
m∑
j=1

(Fj − Fj−1)
N (F.1.154)

Similar to cI , cD → 1 as N grows assuming that the base distribution does not concentrate all
probability on a single outcome. There exists a constant b > 0 for which cD ≥ b > 0 for all N .
Part 2: Bound the total variation between PBWI and PBW.
We will start with the total variation between the conditional distributions PBWI(y, y

′ | x) and
PBW(y, y′ | x). Let δ(m,1) be the probability distribution that assigns probability 1 to the pair
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(ym, y1) and 0 to all other pairs. By triangle inequality,

TV(PBWI(y, y
′ | x), PBW(y, y′ | x)) ≤ TV(PBWI(y, y

′ | x), δ(m,1)) + TV(PBW(y, y′ | x), δ(m,1))

(F.1.155)

= (1− PBWI(ym, y1 | x)) + (1− PBW(ym, y1 | x)) (F.1.156)

The final line follows from δ(m,1) put zero probability mass everywhere and assign probability 1 to
the pair (ym, y1). Using the results from Part 1,

1− PBWI(ym, y1 | x) = 1−
(FN

m − FN
m−1)((1− F0)

N − (1− F1)
N )

cI
(F.1.157)

=
cI − (1− FN

m−1)(1− (1− F1)
N )

cI
(F.1.158)

≤ 1− (1− (1− pm)N )(1− (1− p1)N )

cI
(F.1.159)

=
(1− pm)N + (1− p1)N − (1− pm)N (1− p1)N

cI
(F.1.160)

≤ (1− pm)N + (1− p1)N

cI
(F.1.161)

when pm and p1 are the probability mass of ym and y1 respectively. Similarly,

1− PBW(ym, y1 | x) = 1− (Fm − F0)
N − (Fm−1 − F0)

N − (Fm − F1)
N + (Fm−1 − F1)

N

cD
(F.1.162)

=
cD − (1− (1− pm)N − (1− p1)N + (1− pm − p1)N )

cD
(F.1.163)

≤ 1− (1− (1− pm)N − (1− p1)N + (1− pm − p1)N )

cD
(F.1.164)

=
(1− pm)N + (1− p1)N − (1− pm − p1)N

cD
(F.1.165)

≤ (1− pm)N + (1− p1)N

cD
(F.1.166)

Therefore, we have

TV(PBWI(y, y
′ | x), PBW(y, y′ | x)) ≤

(
(1− pm)N + (1− p1)N

cI
+

(1− pm)N + (1− p1)N

cD

)
(F.1.167)

≤ 2(
1

a
+

1

b
)max(1− pm, 1− p1)N (F.1.168)

:= cxρ
N
x (F.1.169)
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Since we have this TV bound for the conditional distribution, we also have a similar bound for the
total variation between PBWI and PBW

TV(PBWI, PBW) ≤
∑
x

TV(PBWI(y, y
′ | x), PBW(y, y′ | x))P (x) (F.1.170)

≤
∑
x

P (x)cxρ
N
x (F.1.171)

≤ (
∑
x

P (x)cx)max
x

(ρx)
N (F.1.172)

:= cρN (F.1.173)

This concludes the proof.

Theorem 7.72 (r∗BW is close to r∗BWI). Let H be a convex hypothesis class that is bounded by some
constant B. Let r∗BW ∈ argminr∈H LPBW(r) then there exists a constant cB and ρ < 1 such that for
any N ≥ 2,

∥r∗BW − r∗BWI∥∆,PBW ≤ cBρ
N (7.16)

Proof. From Proposition F.8, we have that

TV(PBW, PBWI) ≤ cρN (F.1.174)

for some constant c > 0 and ρ < 1. We then apply the same argument as in the proof of Theorem
7.71, which allows us to bound the difference between r∗BW and r∗BWI in terms of the total variation
between PBW and PBWI. This concludes the proof.

F.2 Sample Complexity

In this section, we provide full proof details for results in Section 7.5.

Proposition 7.74 (Margin of r∗BI). Assuming no ties in reward score, for any context x and pair of
outcomes y, y′ with non-zero probability mass, the margin of r∗BI admits the decomposition

∆r∗BI
(x; y, y′) = N log

F (x, y)

F (x, y′)
+ BN (x; y, y′), (7.18)

where BN (x; y, y′) is uniformly bounded in N .

Proof. Recall the closed form for PBoN(y | x):

PBoN(y | x) = F (x, y)N − F−(x, y)N = F (x, y)N −
(
F (x, y)− Pbase(y | x)

)N
. (F.2.175)

We rewrite it as

PBoN(y | x) = F (x, y)N
(
1−

(
1− Pbase(y|x)(y|x)

F (x,y)

)N)
. (F.2.176)

Let αx(y) := 1− Pbase(y|x)
F (x,y) ∈ [0, 1). Then
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PBoN(y | x) = F (x, y)N
(
1− αx(y)

N
)
. (F.2.177)

Substituting into the r∗BI expression (up to an additive constant):

r∗BI(x, y) = log

(
F (x, y)N (1− αx(y)

N )

Pbase(y | x)

)
= N logF (x, y) + log(1− αx(y)

N )− logPbase(y | x).

(F.2.178)
Subtracting for y and y′:

∆r∗BI
(x; y, y′) = N

(
logF (x, y)− logF (x, y′)

)
+
[
log
(
1− αx(y)

N
)
− log

(
1− αx(y

′)N
)]
− log

(
Pbase(y | x)
Pbase(y′ | x)

)
(F.2.179)

= N
(
logF (x, y)− logF (x, y′)

)
+BN (x; y, y′) (F.2.180)

Since 0 ≤ αx(y) < 1, we have αx(y)
N → 0 as N → ∞. The sequence {log(1 − αx(y)

N )}N≥1 is
monotone increasing and bounded above by 0 and below by log(1−αx(y)). Therefore their difference
remains bounded, and the final term − log(Pbase(y | x)/Pbase(y

′ | x)) is constant. The dominant
term is N(logF (x, y)− logF (x, y′)). If r∗(x, y) > r∗(x, y′), then F (x, y) > F (x, y′), so the margin
diverges.

Proposition 7.75 (Margin of r∗BWI). Assume no ties in r∗(x, ·). For any context x and pair of
outcomes y, y′ with non-zero probability mass, the margin of r∗BWI admits the decomposition

∆r∗BWI
(x; y, y′) = N

(
log

F (x, y)

F (x, y′)
+ log

1− F−(x, y′)

1− F−(x, y)

)
+BN (x; y, y′) (7.19)

where BN (x; y, y′) is uniformly bounded in N .

Proof. We use the result from Theorem 7.67 which provides a closed form for r∗BWI, we have

r∗BWI(x, y) = log
PBoN(y | x)
PWoN(y | x)

+ c(x) (F.2.181)

and

∆r∗BWI
(x; y, y′) = r∗BWI(x, y)− r∗BWI(x, y

′) (F.2.182)

= log
PBoN(y | x)
PWoN(y | x)

− log
PBoN(y

′ | x)
PWoN(y′ | x)

(F.2.183)

= log
F (x, y)N − F−(x, y)N

(1− F−(x, y))N − (1− F (x, y))N
− log

F (x, y′)N − F−(x, y′)N

(1− F−(x, y′))N − (1− F (x, y′))N
(F.2.184)

= log
F (x, y)N (1− (F

−(x,y)
F (x,y) )

N )

(1− F−(x, y))N (1− ( 1−F (x,y)
1−F−(x,y)

)N )
− log

F (x, y′)N (1− (F
−(x,y′)
F (x,y′) )

N )

(1− F−(x, y′))N (1− ( 1−F (x,y′)
1−F−(x,y′))

N )

(F.2.185)
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We can see that the terms (1− (F
−(x,y)
F (x,y) )

N ) and 1− ( 1−F (x,y)
1−F−(x,y)

)N ) are increasing with N and converge
to 1 as N →∞. This also holds for y′. Therefore, we can write the margin as

∆r∗BWI
(x; y, y′) = N log

F (x, y)

1− F−(x, y)
−N log

F (x, y′)

1− F−(x, y′)
+BN (x; y, y′) (F.2.186)

= N

(
log

F (x, y)

F (x, y′)
+ log

1− F−(x, y′)

1− F−(x, y)

)
+BN (x; y, y′) (F.2.187)

where BN (x; y, y′) is uniformly bounded in N . This concludes the proof.

Theorem F.2.9 (Formal connectivity bounds for PBI). Assume that every triplet in the support of
Q has non-zero probability under PBI. Then there exists a constant CQ > 0 for which for any N ,

λconn(PBI, Q;H) ≥ CQ(min
x,y

Pbase(y | x))N (F.2.188)

Fix α ∈ R and define Ax,α = {y ∈ Y : r∗(x, y) ≤ α}. Assume that H contains functions f, g such
that f(x, ·)− g(x, ·) is constant on Ax,α and on its complement for every x, and that

γQ,α := Pr
Q
(y ∈ Ax,α, y

′ /∈ Ax,α) + Pr
Q
(y /∈ Ax,α, y

′ ∈ Ax,α) > 0.

If η := 1−maxx,y Pbase(y | x) > 0, then there exists a constant DQ,α > 0 such that for any N ,

λconn(PBI, Q;H) ≤ DQ,αEx∼Px [Pbase(Ax,α | x)N + Pbase(Ax,α | x)] (F.2.189)

Proof. We start with the lower bound. Recall the definition of the connectivity degree,

λconn(PBI, Q;H) = inf
f,g∈H

EPBI [(∆f −∆g)2]

EQ[(∆f −∆g)2]
. (F.2.190)

If λconn(PBI, Q;H) = 0, the lower bound is immediate. So assume that λconn(PBI, Q;H) > 0. For
any f, g ∈ H, we can rewrite

EPBI [(∆f −∆g)2] ≥
∑

Q(x,y,y′)>0

PBI(x, y, y
′)(∆f −∆g)2 (F.2.191)

= EQ[
PBI(x, y, y

′)

Q(x, y, y′)
(∆f −∆g)2] (F.2.192)

≥
(

min
Q(x,y,y′)>0

PBI(x, y, y
′)

Q(x, y, y′)

)
EQ[(∆f −∆g)2]. (F.2.193)

Therefore,

λconn(PBI, Q;H) ≥ min
Q(x,y,y′)>0

PBI(x, y, y
′)

Q(x, y, y′)
. (F.2.194)

Let

ZI(x) = 1−
∑
y∈Y

PBoN(y | x)Pbase(y | x) (F.2.195)
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be the normalization constant that removes the event y = y′. Then, for any y ̸= y′, we have

PBI(x, y, y
′)

Q(x, y, y′)
=
P (x)PBoN(y | x)Pbase(y

′ | x)
ZI(x)Q(x, y, y′)

(F.2.196)

≥ P (x)PBoN(y | x)Pbase(y
′ | x)

Q(x, y, y′)
(F.2.197)

since ZI(x) ≤ 1. By Lemma 7.64,

PBoN(y | x) = F (x, y)N − F−(x, y)N ≥ Pbase(y | x)N . (F.2.198)

Hence, for every (x, y, y′) in the support of Q,

PBI(x, y, y
′)

Q(x, y, y′)
≥ P (x)Pbase(y

′ | x)
Q(x, y, y′)

Pbase(y | x)N ≥ CQ(min
x,y

Pbase(y | x))N (F.2.199)

where

CQ := min
Q(x,y,y′)>0

P (x)Pbase(y
′ | x)

Q(x, y, y′)
> 0. (F.2.200)

Substituting back, we obtain

λconn(PBI, Q;H) ≥ CQ(min
x,y

Pbase(y | x))N . (F.2.201)

Now, we prove the upper bound. Fix α ∈ R and define

Ax,α = {y ∈ Y : r∗(x, y) ≤ α} (F.2.202)

and write pA(x) := Pbase(Ax,α | x). Without loss of generality, let the set of outcomes be
{y1, y2, . . . , ym} such that r∗(x, y1) < r∗(x, y2) < · · · < r∗(x, ym) (assuming that there is no tie in
reward score). Let k be the largest index for which r∗(x, yk) ≤ α. Then

pA(x) =
k∑

i=1

Pbase(yi | x) = F (x, yk). (F.2.203)

On the other hand, under the Best-of-N sampling we have

PBoN(Ax,α | x) =
k∑

i=1

PBoN(yi | x) =
k∑

i=1

(F (x, yi)
N−F−(x, yi)

N ) = F (x, yk)
N = pA(x)

N . (F.2.204)

By assumption, H contains f, g ∈ H such that for any x,

f(x, y)− g(x, y) =

{
γ1 if y ∈ Ax,α

γ0 otherwise.
(F.2.205)

Denote ϕ = f − g. For this choice,
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λconn(PBI, Q;H) ≤ EPBI [(ϕ(x, y)− ϕ(x, y′))2]
EQ[(ϕ(x, y)− ϕ(x, y′))2]

(F.2.206)

=
PrPBI(y ∈ Ax,α, y

′ /∈ Ax,α) + PrPBI(y /∈ Ax,α, y
′ ∈ Ax,α)

PrQ(y ∈ Ax,α, y′ /∈ Ax,α) + PrQ(y /∈ Ax,α, y′ ∈ Ax,α)
. (F.2.207)

By assumption, the denominator is exactly γQ,α > 0. For the numerator, first note that

ZI(x) = 1−
m∑
i=1

(FN
i − FN

i−1)pi (F.2.208)

≥ 1− (max
i
pi)

m∑
i=1

(FN
i − FN

i−1) (F.2.209)

≥ 1−max
i
pi (F.2.210)

≥ 1−max
x,y

Pbase(y | x) = η. (F.2.211)

Therefore,

Pr
PBI

(y ∈ Ax,α, y
′ /∈ Ax,α) + Pr

PBI
(y /∈ Ax,α, y

′ ∈ Ax,α) (F.2.212)

= Ex∼Px

[
1

ZI(x)
(PBoN(Ax,α | x)(1− pA(x)) + (1− PBoN(Ax,α | x))pA(x))

]
(F.2.213)

≤ 1

η
Ex∼Px

[
pA(x)

N (1− pA(x)) + (1− pA(x)N )pA(x)
]

(F.2.214)

≤ 1

η
Ex∼Px

[
pA(x)

N + pA(x)
]
. (F.2.215)

Substituting back, we conclude that

λconn(PBI, Q;H) ≤ 1

ηγQ,α
Ex∼Px [pA(x)

N + pA(x)]. (F.2.216)

This proves the upper bound with DQ,α = 1
ηγQ,α

.

Theorem F.2.10 (Connectivity bounds for PBWI). Let Pbase be a base distribution. Then there
exists a constant C > 0 such that for any N ,

λconn(PBWI, Q;H) ≥ C
(

min
x,y ̸=y′

Pbase(y | x)Pbase(y
′ | x)

)N
(F.2.217)

On the other hand, for any real-valued α, we define the set of outcomes for which the reward is less
than α for a given context x as Ax,α = {y ∈ Y : r∗(x, y) ≤ α}. For any α, if H is flexible enough,
then there exists a constant D > 0 such that for any N ,

λconn(PBWI, Q;H) ≤ DEx∼Px [1 + (Pbase(Ax,α | x))N (1− Pbase(Ax,α | x))N ] (F.2.218)
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Proof. Here we absorb the normalization constant of PBWI into the constants. The proof is similar
to the proof of Theorem F.2.9, except that we replace the calculation of the probability mass of PBI

with that of PBWI. We start with the lower bound,

PBWI(x, y, y
′)

Q(x, y, y′)
=
P (x)PBoN(y | x)PWoN(y

′ | x)
Q(x, y, y′)

(F.2.219)

=
P (x)(F (x, y)N − F−(x, y)N )((1− F−(x, y′))N − (1− F (x, y′))N )

Q(x, y, y′)
(F.2.220)

≥ P (x)Pbase(y | x)NPbase(y
′ | x)N

Q(x, y, y′)
. (F.2.221)

Again, the term that decays with N is Pbase(y | x)NPbase(y
′ | x)N . So there exists a constant C > 0

such that

PBWI(x, y, y
′)

Q(x, y, y′)
≥ C

(
min
x,y ̸=y′

Pbase(y | x)Pbase(y
′ | x)

)N
. (F.2.222)

For the upper bound, we first calculate the probability mass of PWoN(Ax,α | x). We assume the
same outcome ordering as in the proof of PBI,

PWoN(Ax,α | x) =
k∑

i=1

PWoN(yi | x) (F.2.223)

=
k∑

i=1

((1− F−(x, yi))
N − (1− F (x, yi))N ) (F.2.224)

= 1− (1− F (x, yk))N (F.2.225)

= 1− (1− Pbase(Ax,α))
N . (F.2.226)

With this, we have

Pr
PBWI

(y ∈ Ax,α, y
′ /∈ Ax,α) + Pr

PBWI
(y /∈ Ax,α, y

′ ∈ Ax,α) (F.2.227)

= (PBoN(Ax,α | x))(1− PWoN(Ax,α | x)) + (1− PBoN(Ax,α | x))(PWoN(Ax,α | x)) (F.2.228)

= (Pbase(Ax,α))
N (1− Pbase(Ax,α))

N + (1− (Pbase(Ax,α))
N )(1− (1− Pbase(Ax,α))

N ) (F.2.229)

≤ 1 + (Pbase(Ax,α))
N (1− Pbase(Ax,α))

N . (F.2.230)

Lemma F.11 (General-Q estimation error). Let P be a comparison distribution, let H be a convex
hypothesis class bounded by some constant B, and let r∗P ∈ argminr∈H LP (r). Let S be a set of n
i.i.d. samples drawn from P , and let r̂ be the empirical risk minimizer of the BT learning objective
based on S. Then there exists a constant D > 0 such that with probability at least 1− δ,
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EQ[(∆r̂ −∆r∗P
)2] ≤ DComp(n,H, δ)

λconn(P,Q;H)
(F.2.231)

where

Comp(n,H, δ) := 1

σB

(
R̂S(Hpair) +MB

√
log(2/δ)

n

)
, (F.2.232)

with MB := log(1 + exp(2B)) and σB := σ(2B)(1− σ(2B)).

Proof. If λconn(P,Q;H) = 0, the claim is vacuous. So assume that λconn(P,Q;H) > 0. By the
definition of the connectivity degree,

EQ[(∆r̂ −∆r∗P
)2] ≤ 1

λconn(P,Q;H)
EP [(∆r̂ −∆r∗P

)2]. (F.2.233)

By Lemma F.7,

EP [(∆r̂ −∆r∗P
)2] = ∥r̂ − r∗P ∥∆,P ≤

2

σB
(LP (r̂)− LP (r∗P )). (F.2.234)

Let L̂P denote the empirical BT risk on the sample S. Since r̂ is the empirical risk minimizer,

LP (r̂)− LP (r∗P ) = (LP (r̂)− L̂P (r̂)) + (L̂P (r̂)− L̂P (r∗P )) + (L̂P (r∗P )− LP (r∗P )) (F.2.235)

≤ 2 sup
r∈H
|LP (r)− L̂P (r)|. (F.2.236)

Now let ℓ(a) = − log σ(a). Since H is bounded by B, we have |r(x, y)− r(x, y′)| ≤ 2B, so

ℓ(a) ≤ log(1 + exp(2B)) :=MB (F.2.237)

for all relevant a. Moreover, ℓ is 1-Lipschitz. Therefore, by the standard Rademacher-complexity
bound and the contraction lemma, with probability at least 1− δ,

sup
r∈H
|LP (r)− L̂P (r)| ≤ 2R̂S(Hpair) + 3MB

√
log(2/δ)

n
. (F.2.238)

Combining the last three displays, we obtain

EQ[(∆r̂ −∆r∗P
)2] ≤ 1

λconn(P,Q;H)

(
8

σB
R̂S(Hpair) +

12MB

σB

√
log(2/δ)

n

)
. (F.2.239)

Absorbing the numerical factors into a constant D proves the lemma.

Theorem 7.79 (Accuracy Bound). Assume that H is convex, bounded by some constant B, and
realizable, r∗BI ∈ H. Assume also that for every triplet (x, y, y′) in the support of Q, both Pbase(y | x)
and Pbase(y

′ | x) are non-zero. Let r̂ be the empirical risk minimizer of the BT learning objective with
respect to PBI. Then there exist constants D > 0 and MQ > 0 such that with probability at least 1− δ,
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AccQ(r̂) ≥ sup
k>0

[
Pr
Q

(∣∣∣∣log F (x, y)F (x, y′)

∣∣∣∣ ≥ k + MQ

N

)
− D

Comp(n,H, δ)
N2k2λconn

]
(7.22)

where λconn := λconn(PBI, Q;H).

Proof. Since r∗BI preserves the ranking induced by r∗, the sign-based accuracy with respect to r∗ is
the same as the sign-based accuracy with respect to r∗BI. By Lemma F.11 applied with P = PBI

and r∗P = r∗BI, there exists a constant D > 0 such that with probability at least 1− δ,

EQ[(∆r̂ −∆r∗BI
)2] ≤ D Comp(n,H, δ)

λconn(PBI, Q;H)
. (F.2.240)

For any threshold u > 0, order preservation implies

AccQ(r̂) ≥ Pr
Q
(|∆r̂ −∆r∗BI

| ≤ |∆r∗BI
|) (F.2.241)

≥ Pr
Q
(|∆r∗BI

| ≥ u)− Pr
Q
(|∆r̂ −∆r∗BI

| > u) (F.2.242)

≥ Pr
Q
(|∆r∗BI

| ≥ u)−
EQ[(∆r̂ −∆r∗BI

)2]

u2
(F.2.243)

≥ Pr
Q
(|∆r∗BI

| ≥ u)−D Comp(n,H, δ)
u2λconn(PBI, Q;H)

, (F.2.244)

where the third line follows from Markov’s inequality.
Next, we use Proposition 7.74. Because X and Y are finite and every triplet in the support of Q has
non-zero probability mass under Pbase(· | x), the uniform boundedness of BN (x; y, y′) implies that

MQ := max
(x,y,y′)∈supp(Q)

sup
N≥1
|BN (x; y, y′)| <∞. (F.2.245)

For every (x, y, y′) in the support of Q, Proposition 7.74 gives

∆r∗BI
(x; y, y′) = N log

F (x, y)

F (x, y′)
+BN (x; y, y′). (F.2.246)

Therefore,

|∆r∗BI
(x; y, y′)| ≥ N

∣∣∣∣log F (x, y)F (x, y′)

∣∣∣∣−MQ. (F.2.247)

In particular, for any k > 0,∣∣∣∣log F (x, y)F (x, y′)

∣∣∣∣ ≥ k + MQ

N
=⇒ |∆r∗BI

(x; y, y′)| ≥ Nk. (F.2.248)

Hence,

Pr
Q
(|∆r∗BI

| ≥ Nk) ≥ Pr
Q

(∣∣∣∣log F (x, y)F (x, y′)

∣∣∣∣ ≥ k + MQ

N

)
. (F.2.249)

Substituting u = Nk into the accuracy bound above yields
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AccQ(r̂) ≥ sup
k>0

[
Pr
Q

(∣∣∣∣log F (x, y)F (x, y′)

∣∣∣∣ ≥ k + MQ

N

)
−D Comp(n,H, δ)

N2k2λconn(PBI, Q;H)

]
. (F.2.250)

This is the desired result.

F.3 Experiment details

In this section, we provide full experimental details and additional results that supplement the
main experiments. We conduct experiments on synthetic data to validate our theoretical findings,
following the setup of Pukdee et al. [79].

F.3.1 Synthetic Data Setup

Context and Response Space. Let S = {u1, u2, . . . , um} be a finite set of items with ui ∈ Rd,
and let X = Y = S. We use the same space for contexts and responses to simplify the synthetic
setting, so the score function can be interpreted as a similarity function between items. We set
m = 16 and d = 128 for simplicity. To generate the dataset, we sample each ui from N (0, Id).
Ground-truth Score Function. The ground-truth score is defined via a two-layer neural network
f∗ : Rd → Re with hidden dimension h = 32 and output embedding dimension e = 8, using ReLU
activations:

r∗(x, y) = cosine-similarity(f∗(x), f∗(y)), (F.3.251)

ensuring scores lie in [−1, 1].
Triplet Generation. We generate n triplets S = {(xi, y+i , y

−
i )}ni=1 by sampling xi uniformly from

X and drawing y+i and y−i from a negative distribution p−(· | xi) and a positive distribution p+(· | xi)
that is BT-consistent with r∗, i.e., log(p+(y | x)/p−(y | x)) = r∗(x, y). By default, we use a uniform
negative distribution p−(· | x) = 1

m . The validation set is also generated in the same way.
Training and Evaluation. We train a two-layer neural network with the same architecture as f∗

to minimize the empirical BT loss on S. We use the Adam optimizer with learning rate selected from
{10−4, 10−3, 10−2}. We train for 200 epochs and select hyperparameters via a validation set of 2048
triplets drawn from the same distribution based on validation loss. We report accuracy with respect
to the uniform distribution Q over all pairs (ui, uj), with standard error over 5 random seeds.
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F.3.2 Comparison between Best-vs-Random and Best-vs-Worst for each N
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F.3.1. Test accuracy for Best-vs-Random and Best-vs-Worst on UltraFeedback for each
N ∈ {4, 8, 16}.

F.3.3 Model ablation
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F.3.2. Test accuracy for Best-vs-Random across different base models.

F.3.4 Connectivity degree of UltraFeedback
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F.3.3. Connectivity vs. N for UltraFeedback.
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F.3.5 Additional results for synthetic data
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F.3.4. Test accuracy for Best-vs-Worst-Independent on synthetic data.
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F.3.5. Test accuracy for Best-vs-Independent vs. Best-vs-Worst-Independent for each N .

F.3.6 Details on distribution reshaping

To modify the shape of the base distribution in a standardized way, we use upsampling and
downsampling. Each time we sample a response from the base distribution, we accept it with
probability 1− p. Otherwise, we evaluate its reward score. If the score lies in the percentile range
[c−w/2, c+w/2] for the given context x, then we accept the response in the upsampling setting and
reject it in the downsampling setting; outside this range, we do the opposite. We repeat this process
until we obtain N = 4 responses, and then apply the Best-vs-Random mechanism to generate the
training data. Equivalently, this procedure increases or decreases the probability mass in a specified
score band, yielding the modified base distributions
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F.3.6. Connectivity degree for Best-vs-Independent vs. Best-vs-Worst-Independent for each N .

Pbase,up ∝ (1− p)Pbase + pPc,w (F.3.252)

Pbase,down ∝ (1− p)Pbase − pPc,w (F.3.253)

where Pc,w denotes the base distribution with probability mass concentrated in the region whose
reward score lies in the percentile range [c− w/2, c+ w/2]. Here c is the percentile center and w is
the width of the band. We use c ∈ {15, 30, 50, 70, 85}, w = 30, and p = 0.8. This up/downsampling
procedure provides a standardized way to reshape the base distribution. For example, setting c = 15

targets lower-score responses, while setting c = 85 targets higher-score responses. We use n = 512

samples for each dataset and train a reward model with the same setup as in the previous experiments.

F.3.7 Distribution of the reward score under different base distributions
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F.3.7. Distribution of the reward score for different base distributions for PKU-SafeRLHF.
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F.3.8. Distribution of the reward score for different base distributions for GSM8K.
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F.3.9. Distribution of the reward score for different base distributions for UltraFeedback.
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F.3.8 Additional details for GSM8K

GSM8K [279] is a question-answering dataset rather than a preference dataset, so we construct
preference pairs from model-generated responses. For each prompt in the test set, we sample multiple
responses from the base generator and score them with the reward model. Each response is labeled
as correct or incorrect by extracting the final numeric answer and comparing it to the gold answer.
We then pair a randomly selected correct response against the highest-scoring incorrect response
(i.e., the most convincing wrong answer according to the reward model), and discard prompts that
lack either a correct or incorrect response.
A complication is that the reward model is poorly calibrated for mathematical correctness on GSM8K:
the score distributions for correct and incorrect responses overlap substantially, meaning a non-trivial
fraction of correct responses receive lower reward scores than incorrect ones from the same prompt.
To avoid contaminating the test set with pairs where the reward model effectively disagrees with the
ground-truth labeling, we additionally require the chosen (correct) response to outscore the rejected
(incorrect) response by a reward margin of at least 2. Figure F.3.10a shows the resulting score
distributions: even after this filter, the chosen and rejected distributions remain heavily overlapping,
indicating that the test set is far from trivial.
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F.3.10. Reward scores on GSM8K: histogram and scatter.
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Appendix G

Supplementary Material for Chapter 10: Reliable learning

in challenging environments

G.1 Additional related work

Reliability. A learning model that outputs a confidence level is valuable in practical applications,
as it allows us to determine when to trust the model and when to defer the task to a human.
However, it is well-known that models like neural networks can exhibit high confidence, yet still
produce incorrect results [425]. To tackle this issue, there has been a line of works on learning
algorithms with uncertainty estimate [426–430]. Unlike prior work, our results take into account the
relevant notion of robust loss. In particular, we extend the reliability guarantees in perfect selective
classification [83] and reliable-useful learning model [81] to different robust losses under a test-time
attack. Prior work on reliability under data poisoning attacks [309] obtained similar results on
training-time attacks, by providing guarantees that the learner is always correct at any point that it
makes a prediction provided the training data corruption does not exceed a point-specific threshold.
Our work is also related to learning algorithms with an abstention option [431–435].
Robustness. Robustness against adversarial attacks is essential for the safe deployment of machine
learning models in the real world. Our focus in this work is on perturbation attacks, where we aim to
provide learners that remain robust even when the test data points are perturbed. It is known that
many modern approaches such as deep neural networks fail in this case even when the perturbation is
human-imperceptible [14, 84]. There has been a lot of empirical effort [15, 17, 18, 321, 322, 331]
as well as theoretical effort [90, 105, 107, 335–337, 436, 437] to develop learners with improved
robustness, and more broadly to understand various aspects of adversarial robustness. In particular,
there is a line of work on certified robustness [96, 438, 439] which provides a pointwise guarantee
that the prediction does not change, so long as the attack strength is within a learner-specified
‘radius’ for the point. While the certified robustness research focuses on this consistency aspect, our
work addresses the reliability aspect where we hope to guarantee that the prediction is also correct.
Distribution shift. A distribution shift refers to the phenomenon where the training distribution
differs from the test distribution which often leads to a degradation in the learner’s performance.
This has been studied under several different settings [440], ranging from covariate shift [441–443],
and domain adaptation [93, 317, 444, 445] to transfer learning [94, 446, 447]. Many algorithms
have been proposed to deal with the shift which involves encouraging invariance between different
domains [448–450] or taking into account the worst-case subpopulation [451–454]. While prior
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work typically focuses on the average performance on the target domain or subpopulation, we provide
point-wise reliability guarantees.
Learning with noise. There is extensive classic literature on learning methods which are tolerant
or robust to noise [366, 455]—including efficient learning under bounded or Massart noise [35, 108],
agnostic active learning [456–458], learning under malicious noise [37, 368], to list a few. Recent
work has considered reliable learning under some of these classic noise models [309, 459].

G.2 Additional proof details for robustly-reliable learners w.r.t.
metric ball attacks

Theorem G.2.1. Let H be any hypothesis class. With respect to M-ball attacks and ℓCA, for η ≥ 0,

(a) there exists a robustly-reliable learner L such that RRL
CA(S, η) ⊇ Agree(H0(S)), and

(b) for any robustly-reliable learner L, RRL
CA(S, η) ⊆ Agree(H0(S)).

The results hold for RRL
TL as well.

Proof. (Proof of Theorem G.2.1) The robustly-reliable learner L is given as follows. Set hLS =

argminh∈H errS(h) i.e. an ERM over S, and rLS (z) =∞ if z ∈ Agree(H0(S)), else rLS (z) = −1. By
realizability, errS(hLS) ≤ errS(h

∗) = 0, or hLS ∈ H0(S). We first show that L is robustly-reliable.
For z ∈ X , if rLS (z) = η > 0, then z ∈ Agree(H0(S)). We have h∗(z) = hLS(z) since the classifiers
h∗, hLS ∈ H0(S) and z lies in the agreement region of classifiers in H0(S) in this case. Thus, we have
ℓh

∗
CA(h

L
S , x, z) = 0 for any x such that z ∈ Bo

M(x, η). The η = 0 case corresponds to reliability in the
absence of test-time attack, so [82] applies. Therefore, RRL

CA(S, η) ⊇ Agree(H0(S)) for all η ≥ 0

follows from the setting rLS (z) =∞ if z ∈ Agree(H0(S)).
Conversely, let z ∈ DIS(H0(S)). There exist h1, h2 ∈ H0(S) such that h1(z) ̸= h2(z). If possible, let
there be a robustly-reliable learner L such that z ∈ RRL

CA(S, η) for some η > 0. By definition of the
robust-reliability region, we must have rLS (z) > 0. By definition of a ball, we have z ∈ Bo

M(z, η) for
any η > 0, and therefore ℓh∗

CA(h
L
S , z, z) = 0. But then we must have hLS(z) = h∗(z) by definition of ℓCA.

But we can set h∗ = h1 or h∗ = h2 since both are consistent with S. But h1(z) ̸= h2(z), and therefore
hLS(z) ̸= h∗(z) for one of the above choices for h∗, contradicting that L is robustly-reliable.

Theorem G.2.2. Let H be any hypothesis class. With respect to M-ball attacks and ℓST, for η ≥ 0,

(a) there exists a robustly reliable learner L such that RRL
ST(S, η) ⊇ AST, and

(b) for any robustly-reliable learner L, RRL
ST(S, η) ⊆ AST,

where AST = {z | Bo(z, η) ⊆ Agree(H0(S)) ∧ ∀h ∈ H0(S), h(x) = h(z),∀x ∈ Bo(z, η)}.

Proof. (Proof of Theorem G.2.2) Given sample S, consider the learner L which outputs hLS =

argminh∈H errS(h), and rLS (z) is given by the largest η > 0 for which Bo(z, η) ⊆ Agree(H0(S))

and h(x) = h(z), ∀ x ∈ Bo(z, η), h ∈ H0(S), else η = 0 if z ∈ Agree(H0(S)), and −1 otherwise.
Note that the supremum exists here since a union of open sets is also open. By realizability,
errS(h

L
S) ≤ errS(h

∗) = 0, or hLS ∈ H0(S). We first show that L is robustly-reliable w.r.t. M for loss
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ℓST. For z ∈ X , if rLS (z) = η ≥ 0, then Bo(z, η) ⊆ Agree(H0(S)), in particular z ∈ Agree(H0(S)).
Moreover, by definition, for any x ∈ Bo(z, η), we have hLS(z) = hLS(x) by construction. Putting
together, and using the property that distance functions of a metric are symmetric, we have
hLS(z) = h∗(x) for any x such that z ∈ Bo(x, η). Thus, we have ℓh∗

ST(h
L
S , x, z) = 0 for any x such that

z ∈ Bo(x, η). Thus L satisfies Definition 8.82.
Conversely, we will show that for any robustly-reliable learner L w.r.t. ℓST, for any η > 0,

RRL
ST(S, η) ⊆ Agree(H0(S)),

which follows from similar arguments from Theorem G.2.1 which also apply to the ℓST loss. Let
z ∈ DIS(H0(S)). There exists h1, h2 ∈ H0(S) such that h1(z) ̸= h2(z). If possible, let there be a
robustly-reliable learner L such that z ∈ RRL

ST(S, η) for some η > 0. By definition of the robust-
reliability region, we must have rLS (z) > 0. By definition of a closed ball, we have z ∈ Bo

M(z, η) for
any η > 0, and therefore ℓh∗

ST(h
L
S , z, z) = I[hLS(z) ̸= h∗(z)] = 0 which implies that hLS(z) = h∗(z). But

we can set h∗ = h1 or h∗ = h2 since both are consistent with S. But h1(z) ̸= h2(z), and therefore
hLS(z) ̸= h∗(z) for one of the above choices for h∗, contradicting that L is robustly-reliable. Next, we
will show that, for any η > 0,

RRL
ST(S, η) ⊆ {z | Bo

M(z, η) ⊆ Agree(H0(S))}.

We will prove this by contradiction. Suppose z ∈ Agree(H0(S)), but there exists x′ ∈ Bo
M(z, η) such

that x′ ̸∈ Agree(H0(S)). Let there be a robustly-reliable learner L such that z ∈ RRL
ST(S, η). By

definition, we have ℓh∗
ST(h

L
S , x, z) = 0 for any x that z ∈ Bo

M(x, η). This implies that ℓh∗
ST(h

L
S , x

′, z) = 0

that is hLS(z) = h∗(x′). Because x′ ̸∈ Agree(H0(S)), there exists h1, h2 ∈ H0(S) such that h1(x′) ̸=
h2(x

′). We can set h∗ = h1 or h∗ = h2 since both are consistent with S. But h1(x′) ̸= h2(x
′), and

therefore hLS(z) ̸= h∗(z) for one of the above choices for h∗, contradicting that L is robustly-reliable.
Finally, we will show that, for any η > 0,

RRL
ST(S, η) ⊆ {z | Bo

M(z, η) ⊆ Agree(H0(S)) ∧ h(x) = h(z), ∀ x ∈ Bo
M(z, η), h ∈ H0(S)}.

Let z be a data point such that Bo
M(z, η) ⊆ Agree(H0(S)) but there exists x′ ∈ Bo

M(z, η) such that
h(x′) ̸= h(z) for h ∈ H0(S). Let there be a robustly-reliable learner such that z ∈ RRL

ST(S, η). This
implies that ℓST(h

L
S , x, z) = 0 for any x that z ∈ Bo

M(z, η). However, ℓST(h
L
S , x

′, z) = I[hLS(z) ̸=
h∗(x′)] = I[hLS(z) ̸= hLS(x

′)] ̸= 0, contradicting that L is robustly-reliable.

Theorem G.2.3. Let H be any hypothesis class. With respect to M-ball attacks and ℓIA, for η ≥ 0,

(a) there exists a robustly reliable learner L such that RRL
IA(S, η) ⊇ AIA, and

(b) for any robustly-reliable learner L, RRL
IA(S, η) ⊆ AIA,

where AIA = (AST ∩ {z | h∗(z) = 1}) ∪ {z | z ∈ Agree(H0(S)) ∧ h∗(z) = 0}.

Proof. (Proof of Theorem G.2.3) The construction of the robustly-reliable learner for ℓIA is similar to
the robustly-reliable learner for ℓST. The key difference is that the reliability radius now depends on

366



the predicted label. Given sample S, consider the learner L which outputs hLS = argminh∈H errS(h).

1. If hLS(z) = 1, rLS (z) is given by the largest η > 0 for which Bo(z, η) ⊆ Agree(H0(S)) and
h(x) = h(z), ∀ x ∈ Bo(z, η), h ∈ H0(S) and η = 0 when z ∈ Agree(H0(S)), and −1 otherwise.
Note that the supremum exists here since a union of open sets is also open.

2. If hLS(z) = 0, rLS (z) =∞ when z ∈ Agree(H0(S)), and −1 otherwise.

We first show that L is robustly-reliable w.r.t. M for loss ℓIA. By realizability, errS(hLS) ≤ errS(h
∗) =

0, or hLS ∈ H0(S). For z ∈ X , if hLS(z) = 1 and rLS (z) = η ≥ 0, then Bo(z, η) ⊆ Agree(H0(S)), in
particular z ∈ Agree(H0(S)). Moreover, by definition, for any x ∈ Bo(z, η), we have hLS(z) = hLS(x)

by construction. Putting together, and using the property that distance functions of a metric are
symmetric, we have hLS(z) = h∗(x) for any x such that z ∈ Bo(x, η). Thus, we have ℓh∗

ST(h
L
S , x, z) = 0

for any x such that z ∈ Bo(x, η). This also implies that ℓh∗
IA(h

L
S , x, z) = 0 since ℓST implies ℓIA.

On the other hand, if hLS(z) = 0 and rLS (z) = ∞, we have z ∈ Agree(H0(S)). This implies that
hLS(z) = h∗(z) = 0. For any x that z ∈ UIA(x, h

∗), by the incentive-aware property of the adversary,
if h∗(x) = 1, we must have UIA(x, h

∗) = {x} which implies that z = x and h∗(z) = h∗(x) = 1. In our
case, h∗(z) = 0 also implies that we must also have h∗(x) = 0. Therefore, ℓh∗

IA(h
L
S , x, z) = I[hLS(z) ̸=

h∗(x)∧z ∈ UIA(x, h
∗)] ≤ I[hLS(z) ̸= h∗(x)] = 0. Therefore, we can conclude that L satisfies Definition

8.82.
Conversely, we will show that for any robustly-reliable learner L w.r.t. ℓIA, for any η > 0,

RRL
IA(S, η) ∩ {z | hLS(z) = 0} ⊆ Agree(H0(S)) ∩ {z | h∗(z) = 0}.

Since z ∈ UIA(z), for z to lie in the robustly-reliable region, we need ℓh
∗

IA(h
L
S , z, z) = I[hLS(z) ̸=

h∗(z)] = 0 that is z must be reliable. By similar arguments from Theorem G.2.1, we have the result.
Next, we will show that, for any η > 0,

RRL
IA(S, η) ∩ {z | hLS(z) = 1} ⊆ {z | Bo

M(z, η) ⊆ Agree(H0(S))}.

We will prove this by contradiction. Suppose z ∈ Agree(H0(S)), but there exists x′ ∈ Bo
M(z, η) such

that x′ ̸∈ Agree(H0(S)). Let there be a robustly-reliable learner L such that z ∈ RRL
IA(S, η) and

hLS(z) = 1. Because x′ ̸∈ Agree(H0(S)), there exists h1 ∈ H0(S) such that h1(x′) = 0. We may have
h∗ = h1 since h1 is consistent with S. However, we have UIA(x

′, h1) = Bo
M(x′, η) and

ℓh
∗

IA(h
L
S , x

′, z) = I[h(z) ̸= h∗(x′) ∧ z ∈ UIA(x
′)] = 1

which contradicts with z lies in the robustly-reliable region. Furthermore, with a similar argument
that we can’t have h∗(x′) = 0, we can show that the agreed label of any x must be 1,

RRL
IA(S, η) ∩ {z | hLS(z) = 1}

⊆ {z | Bo
M(z, η) ⊆ Agree(H0(S)) ∧ h(x) = 1, ∀ x ∈ Bo

M(z, η), h ∈ H0(S)}.
= AST ∩ {z | h∗(z) = 1}
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This concludes that for any robustly-reliable learner L with respect to ℓIA, we have

RRL
IA(S, η) ⊆ (AST ∩ {z | h∗(z) = 1}) ∪ {z | z ∈ Agree(H0(S)) ∧ h∗(z) = 0}.

G.3 General robustly-reliable learner

Definition G.4 (General robustly-reliable learner). A learner L is robustly-reliable for sample S
w.r.t. a perturbation function U , concept space H and robust loss function ℓ if, for any target concept
h∗ ∈ H, given S labeled by h∗, the learner outputs functions hLS : X → Y and aLS : X → {0, 1}
such that for all z ∈ X if aLS(z) = 1 and z ∈ U(x) then ℓh

∗
(hLS , x, z) = 0. On the other hand, if

aLS(z) = 0, our learner abstains from prediction. The robustly-reliable region of a learner L is defined
as RRL(S) = {x ∈ X | aLS(x) = 1}, the region that the learner L does not abstain.

We again obtain the pointwise optimal characterization of the robustly-reliable region in terms of
the agreement region. For ℓCA, ℓTL the robustly-reliable region would be the same as the region
where we can be sure of what the correct label is: i.e. the agreement region of the version space
while for ℓST, it is the region of points z for which U−1(z) lies inside the agreement region of the
version space, and all classifiers in the version space agree on U−1(z).

Theorem G.3.5. Let H be any hypothesis class, and U be the perturbation function.

(a) There exists a robustly-reliable learner L w.r.t. U and ℓCA such that RRL
CA(S) ⊇ Agree(H0(S)).

Moreover, for any robustly-reliable learner L, RRL
CA(S) ⊆ Agree(H0(S)).

(b) The same results hold for RRL
TL as well.

(c) There exists a robustly-reliable learner L w.r.t. U and ℓST, such that RRL
ST(S) ⊇ AST, and for

any L robustly-reliable w.r.t. ℓST, RRL
ST(S) ⊆ AST, where AST = {z | U−1(z) ⊆ Agree(H0(S))∧

h(x) = h(z), ∀ x ∈ U−1(z), h ∈ H0(S)}.
(d) There exists a robustly-reliable learner L w.r.t. U and ℓIA, such that RRL

IA(S) ⊇ AIA, and for
any L robustly-reliable w.r.t. ℓIA, RRL

IA(S) ⊆ AIA, where AIA = (AST ∩ {z | h∗(z) = 1}) ∪ {z |
z ∈ Agree(H0(S)) ∧ h∗(z) = 0}.

Proof. We first establish part (a). Given sample S, consider the learner L which outputs hLS =

argminh∈H errS(h) i.e. an ERM over S, and aLS(z) = I[z ∈ Agree(H0(S))]. By realizability,
errS(h

L
S) ≤ errS(h

∗) = 0, or hLS ∈ H0(S). We first show that L is robustly-reliable. For z ∈ X , if
aLS(z) = 1, then z ∈ Agree(H0(S)). We have h∗(z) = hLS(z) since the classifiers h∗, hLS ∈ H0(S) and
z lies in the agreement region of classifiers in H0(S). Thus, we have ℓh∗

CA(h
L
S , x, z) = 0 for any x such

that z ∈ U(x). RRL
CA(S) ⊇ Agree(H0(S)) follows from the choice of aLS(z) = I[z ∈ Agree(H0(S))].

On the other hand, Let z ∈ DIS(H0(S)). There exist h1, h2 ∈ H0(S) such that h1(z) ̸= h2(z). If
possible, let there be a robustly-reliable learner L such that z ∈ RRL

CA(S). That is, aLS(z) = 1. We
have z ∈ U(z), and therefore ℓh∗

CA(h
L
S , z, z) = 0. But then we must have hLS(z) = h∗(z) by definition
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of ℓCA. We can set h∗ = h1 or h∗ = h2 since both are consistent with S. However, h1(z) ̸= h2(z), and
therefore hLS(z) ̸= h∗(z) for one of the above choices for h∗, contradicting that L is robustly-reliable.
This completes the proof of (a). Essentially the same argument may be used to establish (b), by
substituting ℓCA with ℓTL. We will now turn our attention to part (c).
Given sample S, consider the learner L which outputs hLS = argminh∈H errS(h), that is an ERM over
S, and aLS(z) = I[U−1(z) ∈ Agree(H0(S)) ∧ hLS(x1) = hLS(x2) ∀ x1, x2 ∈ U−1(z)]. By realizability,
errS(h

L
S) ≤ errS(h

∗) = 0, or hLS ∈ H0(S). We first show that L is robustly-reliable w.r.t. ℓST. For
z ∈ X , if aLS(z) = 1, then U−1(z) ⊆ Agree(H0(S)), in particular z ∈ Agree(H0(S)). Moreover, by
definition, for any x that z ∈ U(x), we have hLS(z) = hLS(x) by construction of aLS(z). Putting
together, we have hLS(z) = h∗(x) for any x such that z ∈ U(x). Thus, we have ℓh∗

ST(h
L
S , x, z) = 0 for

any x such that z ∈ U(x).
On the other hand, for any robustly-reliable learner L, we will show that

RRL
ST(S) ⊆ Agree(H0(S)).

Let z ∈ DIS(H0(S)). There exists h1, h2 ∈ H0(S) such that h1(z) ̸= h2(z). If possible, let there
be a robustly-reliable learner L such that z ∈ RRL

ST(S). That is, aLS(z) = 1. We have z ∈ U−1(z),
and therefore ℓh∗

ST(h
L
S , z, z) = I[hLS(z) ̸= h∗(z)] = 0 which implies that hLS(z) = h∗(z). But we can

set h∗ = h1 or h∗ = h2 since both are consistent with S. However, h1(z) ̸= h2(z), and therefore
hLS(z) ̸= h∗(z) for one of the above choices for h∗, contradicting that L is robustly-reliable. Next, we
will show that

RRL
ST(S) ⊆ {z | U−1(z) ⊆ Agree(H0(S))}.

We will prove this by contradiction, z ∈ Agree(H0(S)) but there exists x′ ∈ U−1(z) such that
x′ ̸∈ Agree(H0(S)). Let there be a robustly-reliable learner L such that z ∈ RRL

ST(S). By definition,
we have ℓh∗

ST(h
L
S , x, z) = 0 for any x that z ∈ U(x). This implies that ℓh∗

ST(h
L
S , x

′, z) = 0 that is
hLS(z) = h∗(x′). Because x′ ̸∈ Agree(H0(S)), there exists h1, h2 ∈ H0(S) such that h1(x′) ̸= h2(x

′).
We can set h∗ = h1 or h∗ = h2 since both are consistent with S. But h1(x′) ̸= h2(x

′), and therefore
hLS(z) ̸= h∗(z) for one of the above choices for h∗, contradicting that L is robustly-reliable. Next, we
will show that

RRL
ST(S) ⊆ {z | U−1(z) ⊆ Agree(H0(S)) ∧ h(x) = h(z), ∀ x ∈ U−1(z), h ∈ H0(S)}.

Let z be a data point that U−1(z) ⊆ Agree(H0(S)) but there exists x′ ∈ U−1(z) that h(x′) ̸= h(z)

for h ∈ H0(S). Let there be a robustly-reliable learner that z ∈ RRL
ST(S). This implies that

ℓST(h
L
S , x, z) = 0 for any x that z ∈ U(x). However, ℓST(h

L
S , x

′, z) = I[hLS(z) ̸= h∗(x′)] = I[hLS(z) ̸=
hLS(x

′)] ̸= 0, contradicting that L is robustly-reliable.
Finally, the proof of part d) is similar to the proof of part c). Given sample S, consider the learner
L which outputs hLS = argminh∈H errS(h), that is an ERM over S, and

1. if hLS(z) = 1, let aLS(z) = I[U−1(z) ∈ Agree(H0(S)) ∧ hLS(x1) = hLS(x2) ∀ x1, x2 ∈ U−1(z)];
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2. if hLS(z) = 0, let aLS(z) = I[z ∈ Agree(H0(S))].

By realizability, errS(hLS) ≤ errS(h
∗) = 0, or hLS ∈ H0(S). We first show that L is robustly-reliable

w.r.t. ℓIA. For z ∈ X , if hLS(z) = 1 and aLS(z) = 1, then U−1(z) ⊆ Agree(H0(S)), in particular
z ∈ Agree(H0(S)). Moreover, by definition, for any x that z ∈ U(x), we have hLS(z) = hLS(x) by
construction of aLS(z). Putting together, we have hLS(z) = h∗(x) for any x such that z ∈ U(x). Thus,
we have ℓh∗

ST(h
L
S , x, z) = 0 for any x such that z ∈ U(x). This also implies that ℓh∗

IA(h
L
S , x, z) = 0 for

any x such that z ∈ U(x) since ℓST implies ℓIA.
For z ∈ X , if hLS(z) = 0 and aLS(z) = 1, we have z ∈ Agree(H0(S)) and hLS(z) = h∗(z) = 0. By
the incentive-aware property of the adversary, any x such that z ∈ U(x), we can’t have h∗(x) = 1

since the adversary has no incentive to make any perturbation in this case. Therefore, we have
h∗(x) = 0 and UIA(h

∗, x) = U(x). We have ℓh∗
IA(h

L
S , x, z) = I[h(z) ̸= h∗(x) ∧ z ∈ UIA(x, h

∗)] = 0. We
can conclude that our learner L is robustly-reliable w.r.t. ℓIA.
Conversely, we will show that for any robustly-reliable learner L w.r.t. ℓIA, for any η > 0,

RRL
IA(S) ∩ {z | hLS(z) = 0} ⊆ Agree(H0(S)) ∩ {z | h∗(z) = 0}.

Since z ∈ UIA(z), for z to lie in the robustly-reliable region, we need ℓh
∗

IA(h
L
S , z, z) = I[hLS(z) ̸=

h∗(z)] = 0 that is z must be reliable. By similar arguments from above, we have the result. Next,
we will show that,

RRL
IA(S) ∩ {z | hLS(z) = 1} ⊆ {z | U−1(z) ⊆ Agree(H0(S))}.

We will prove this by contradiction. Suppose z ∈ Agree(H0(S)), but there exists x′ ∈ U−1(z) such
that x′ ̸∈ Agree(H0(S)). Let there be a robustly-reliable learner L such that z ∈ RRL

IA(S) and
hLS(z) = 1. Because x′ ̸∈ Agree(H0(S)), there exists h1 ∈ H0(S) such that h1(x′) = 0. We may have
h∗ = h1 since h1 is consistent with S. However, we have UIA(x

′, h1) = U(x′) and

ℓh
∗

IA(h
L
S , x

′, z) = I[h(z) ̸= h∗(x′) ∧ z ∈ UIA(x
′)] = 1

which contradicts with z lies in the robustly-reliable region. Furthermore, with a similar argument
that we can’t have h∗(x′) = 0, we can show that the agreed label of any x must be 1,

RRL
IA(S, η) ∩ {z | hLS(z) = 1}

⊆ {z | U−1(z) ⊆ Agree(H0(S)) ∧ h(x) = 1, ∀ x ∈ U−1(z), h ∈ H0(S)}.
= AST ∩ {z | h∗(z) = 1}

This concludes that for any robustly-reliable learner L with respect to ℓIA, we have

RRL
IA(S) ⊆ (AST ∩ {z | h∗(z) = 1}) ∪ {z | z ∈ Agree(H0(S)) ∧ h∗(z) = 0}.
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We can also define a safely-reliable region for general perturbations as follows.

Definition G.6. (General safely-reliable region) Let L be a robustly-reliable learner w.r.t. a
perturbation function U for sample S, concept space H and robust loss function ℓ. The safely-reliable
region of a learner L is defined as SRL(S) = {x ∈ X | U(x) ⊆ RRL(S)}.

G.4 Additional proof details for safely-reliable region

Lemma G.7. Let D be isotropic log-concave over Rd and H = {h : x → sign(⟨wh, x⟩) | wh ∈
Rd, ∥wh∥2 = 1} be the class of linear separators. Let B(·, η) be a L2 ball perturbation with radius η.
For S ∼ Dm, for m = O( 1

ε2
(VCdim(H) + ln 1

δ )), with probability at least 1− δ, we have

Pr({x | B(x, η) ⊆ Agree(H0(S)}) ≥ 1− 2η − Õ(
√
dε).

Proof. (Proof of Lemma G.7) From uniform convergence (Theorem 4.1 [460]), for S ∼ Dm, for m =

O( 1
ε2
(VCdim(H)+ ln 1

δ )), with probability at least 1− δ, we have Agree(BH
D (h∗, ε)) ⊆ Agree(H0(S)).

From [461] (Theorem 14), for linear separators on a log-concave distribution A = {x : ∥x∥2 <
α
√
d} ∩ {x : |⟨wh∗ , x⟩| ≥ C1αε

√
d} ⊆ Agree(BH

D (h∗, ε)) for some constant C1. We claim that for
any x ∈ Aη := {x : ∥x∥2 < α

√
d − η} ∩ {x : |⟨wh∗ , x⟩| ≥ C1αε

√
d + η}, we have B(x, η) ⊆ A.

Let x ∈ Aη, consider z ∈ B(x, η). We have ||z||2 ≤ ||z − x||2 + ∥x∥2 ≤ η + α
√
d − η = α

√
d

and |⟨wh∗ , z⟩| ≥ |⟨wh∗ , x⟩| − |⟨wh∗ , z − x⟩| ≥ C1αε
√
d + η − ||z − x|| ≥ C1αε

√
d. Therefore, z ∈ A

for any z ∈ B(x, η) which implies that for any x ∈ Aη, B(x, η) ⊆ A which also implies that
Aη ⊆ {x | B(x, η) ⊆ Agree(H0(S))}. We can bound the probability mass of Aη with the following
fact on isotropic log-concave distribution D over Rd [462]: 1) Prx∼D(∥x∥ ≥ α

√
d) ≤ e−α+1, 2) When

d = 1 Prx∼D(x ∈ [a, b]) ≤ |b− a| and 3) The projection ⟨wh∗ , x⟩ follows a 1-dimensional isotropic
log-concave distribution. We have Prx∼D(Aη) ≥ 1 − Prx∼D({x : ||x|| ≥ α

√
d − η}) − Prx∼D({x :

|⟨wh∗ , x⟩| ≤ C1αε
√
d+ η}) ≥ 1− e−

(
α− η√

d

)
+1 − 2C1αε

√
d− 2η = 1− 2η − Õ(

√
dε). The final line

holds when we set α = ln( 1√
dε
).

Proof. (Proof of Lemma 8.87) First, we will show that for any sample S ∼ Dm with no points lying
on the decision boundary of h∗, there exists a constant δ1(S) such that for any h with a small enough
angle to h∗, θ(wh, wh∗) ≤ δ1, h must have the same prediction as h∗ on S that is h ∈ H0(S). Since
there is no point lying on the decision boundary, we have minx∈S

|⟨wh∗ ,x⟩|
∥x∥ > 0.

For δ1, such that 0 < δ1 < minx∈S
|⟨wh∗ ,x⟩|

∥x∥ , if θ(wh, wh∗) ≤ δ1, for any x ∈ S,

|⟨wh∗ , x⟩ − ⟨wh, x⟩| ≤ ∥wh∗ − wh∥∥x∥
≤ θ(wh∗ , wh)∥x∥
< |⟨wh∗ , x⟩|.

The second to last inequality holds due to the fact that the arc length cannot be smaller than
corresponding chord length, and the last inequality follows from the assumption θ(wh, wh∗) ≤ δ1. This
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G.4.1. For any set of samples S (blue and red points) with no point lying on the decision boundary
of a linear separator h∗, for any 0 < c < d, there exists an area around the decision boundary of h∗

(formally defined as {x ∈ Rd | c ≤ ∥x∥ ≤ d, |⟨wh∗ , x⟩| ≤ δ(S, c, d)}, illustrated by a purple rectangle)
such that for any point (purple star) in this area, there exists a hypothesis h that agree with h∗ on
S but disagree with h∗ at that point

implies that ⟨wh∗ , x⟩⟨wh, x⟩ > 0 and h ∈ H0(S). Now, consider any x such that c ≤ ∥x∥ ≤ d. We will
show that there exists a constant δ = δ(S, c, d) such that if the margin of |⟨wh∗ , x⟩| is smaller than
δ then x ̸∈ Agree(H0(S)). Since |⟨wh∗ , x⟩| = ∥x∥ cos(θ(wh∗ , x)) ≥ c cos(θ(wh∗ , x)), δ > |⟨wh∗ , x⟩|
implies that cos(θ(wh∗ , x)) < δ

c that is the angle between wh∗ and x is almost π
2 . Intuitively, we

claim that if δ is small enough then there exists h ∈ H0(S) such that h(x) ̸= h∗(x). Without loss
of generality, let ⟨wh∗ , x⟩ > 0 (θ(wh∗ , x) < π

2 ). We will show that if θ(wh∗ , x) is close enough to
π
2 , we can rotate wh∗ to wh with a small enough angle so that θ(wh, wh∗) ≤ δ1 but ⟨wh, x⟩ < 0

(θ(wh, x) >
π
2 ) as illustrated in Figure G.4.1. Formally, we consider wh = wh∗−λx

∥wh∗−λx∥ for some λ > 0

(to be specified). We will show that there exists λ such that 1) ⟨wh, x⟩ < 0, and 2) θ(wh, wh∗) ≤ δ1.
The first condition corresponds to λ > ⟨x,wh∗ ⟩

∥x∥2 . The second condition leads to the following inequality

⟨wh∗ − λx,wh∗⟩
∥wh∗ − λx∥

≥ cos(δ1)

1− λ⟨x,wh∗⟩√
1− 2λ⟨x,wh∗⟩+ ∥x∥2λ2

≥ cos(δ1)

Assume that λ < 1
⟨x,wh∗ ⟩

, the inequality is equivalent to

(1− λ⟨x,wh∗⟩)2 ≥ cos2(δ1)(1− 2λ⟨x,wh∗⟩+ ∥x∥2λ2)

(cos2(δ1)∥x∥2 − ⟨x,wh∗⟩2)λ2 + 2λ⟨x,wh∗⟩ sin2(δ1)− sin2(δ1) ≤ 0.
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Solving this inequality leads to

λ ≤ λmax =
−2 sin2(δ1)⟨x,wh∗⟩+ 2 sin(δ1) cos(δ1)

√
(∥x∥2 − ⟨x,wh∗⟩2)

2(cos2(δ1)∥x∥2 − ⟨x,wh∗⟩2)
.

Therefore, there exists λ that satisfies both of conditions 1), 2) if λmax > ⟨x,wh∗ ⟩
∥x∥2 . Finally, we

claim that if |⟨x,wh∗⟩| ≤ δ(S, c, d) ≤ c2 tan(δ1)√
(d+d tan(δ1))2+(c2 tan(δ1))2

then λmax >
⟨x,wh∗ ⟩
∥x∥2 . For x with

|⟨x,wh∗⟩| ≤ δ , we have ⟨x,wh∗ ⟩
∥x∥2 ≤

δ
∥x∥2 ≤

δ
c2

and also

λmax =
−2 sin2(δ1)⟨x,wh∗⟩+ 2 sin(δ1) cos(δ1)

√
(∥x∥2 − ⟨x,wh∗⟩2)

2(cos2(δ1)∥x∥2 − ⟨x,wh∗⟩2)

>
− sin2(δ1)⟨x,wh∗⟩+ sin(δ1) cos(δ1)

√
(∥x∥2 − ⟨x,wh∗⟩2)

cos2(δ1)∥x∥2

=
− sin2(δ1)

⟨x,wh∗ ⟩
∥x∥2 + sin(δ1) cos(δ1)

√
(1− ( ⟨x,wh∗ ⟩

∥x∥ )2)

cos2(δ1)

≥
− sin2(δ1)

δ
c2

+ sin(δ1) cos(δ1)
√
(1− ( δ

c2
)2)

cos2(δ1)d
.

The last inequality follows from ⟨x,wh∗ ⟩
∥x∥2 ≤

δ
c2

. It is sufficient to show that

− sin2(δ1)
δ
c2

+ sin(δ1) cos(δ1)
√

(1− ( δ
c2
)2)

cos2(δ1)d
≥ δ

c2

⇔ − tan2(δ1)
δ

c2
+ tan(δ1)

√
(1− (

δ

c2
)2) ≥ d δ

c2

⇔ tan(δ1)

√
(1− (

δ

c2
)2) ≥ (d+ tan2(δ1))

δ

c2

⇔ δ(S, c, d) ≤ c2 tan(δ1)√
(d+ tan2(δ1))2 + c2 tan2(δ1)

.

Proof. (Proof of Theorem 8.88) We know that for ℓCA, ℓTL, the robustly-reliable region is the same as
the reliable region. This is also a reason why the probability mass does not depend on η2. Consider the
optimal robustly-reliable learner L, we have RRL

CA(S, η2) = RRL
TL(S, η2) = Agree(H0(S)) (Theorem

G.2.1). On the other hand, RRL
ST(S, η2) = {z | B(z, η2) ⊆ Agree(H0(S)) ∧ h(x) = h(z), ∀ x ∈

B(z, η2), h ∈ H0(S)} (Theorem G.2.2). a) Since SRL
TL(S, η1, η2) = {x | B(x, η1) ⊆ Agree(H0(S))}.

Applying Lemma G.7, we have the first result. b) Recall that SRL
CA(S, η1, η2) = {x ∈ X |

B(x, η1) ∩ {z | h∗(z) = h∗(x)} ⊆ Agree(H0(S))}. We will show that for any x ∈ SRL
CA(S, η1, η2),

B(x, η1) = B(x, η1) ∩ {z | h∗(z) = h∗(x)} by contradiction. Let x ∈ SRL
CA(S, η1, η2) and B(x, η1)
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G.4.2. The safely-reliable region contains any point that retains a reliability radius of at least η2
even after being attacked by an adversary with strength η1.

contain two points with a different label, this implies that this ball must contain the decision
boundary of h∗ (B(x, η1) ∩ {x | ⟨w∗

h, x⟩ = 0} ̸= ∅). The ball must also contain a point that
has the same label as x with an arbitrarily small margin w.r.t. h∗. For any a > 0, there exists
z ∈ B(x, η1) ∩ {z | h∗(z) = h∗(x)} with |⟨z, wh∗⟩| < a. This is impossible because by Lemma
8.87 the agreement region Agree(H0(S)) can not contain point with arbitrarily small margin if S
does not contain any point on the decision boundary of h∗. This event has a probability 1 as the
projection ⟨wh∗ , x⟩ also follows a log-concave distribution which implies that Pr(⟨wh∗ , x⟩ = 0) =

0. Therefore, with probability 1, B(x, η1) must contain points with the same label and we can
conclude that SRL

CA(S, η1, η2) = SRL
TL(S, η1, η2). c) Similarly, by Lemma 8.87, we can show that if

B(z, η2) ⊆ Agree(H0(S)), B(z, η2) then every point in B(z, η2) must have same label with probability
1. Therefore, RRL

ST(S, η2) = {z | B(z, η2) ⊆ Agree(H0(S))}. We have SRL
ST(S, η1, η2) = {x ∈ X |

BM(x, η1) ⊆ {z | B(z, η2) ⊆ Agree(H0(S))}} = {x ∈ X | BM(x, η1 + η2) ⊆ Agree(H0(S))} by a
triangle inequality (see Figure G.4.2). Applying Lemma G.7, we have the result. d) With the result
above we have RRL

IA(S, η2) = ({z | B(z, η2) ⊆ Agree(H0(S))}∩{z | h∗(z) = 1})∪(Agree(H0(S))∩{z |
h∗(z) = 0}). Recall that SRL

IA(S, η1, η2) = {x ∈ X | h∗(x) = 0 ∧BM(x, η1) ⊆ RRL
IA(S, η2)} ∪ {x ∈

X | h∗(x) = 1 ∧ x ∈ RRL
CA(S, η2))}. Therefore, we have SRL

IA(S, η1, η2) = ({z | B(z, η2) ⊆
Agree(H0(S))} ∩ {z | h∗(z) = 1}) ∪ ({z | B(z, η1) ⊆ Agree(H0(S))} ∩ {z | h∗(z) = 0}) We can
conclude the result by applying Lemma G.7 and symmetry.

G.5 Safely-reliable region for classifiers with smooth boundaries

We also bound the probability mass of the safely-reliable region for more general concept spaces
beyond linear separators. Specifically, we consider classifiers with smooth boundaries in the sense of
[463].
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Definition G.8 (α-norm). Let f : C → R be a function on C ⊂ Rd, and let α ∈ R+. For
k = (k1, . . . , kd) ∈ Zd

≥0, let ||k||1 =
∑d

i=1 ki and let Dk = ∂k

∂k1x1...∂
kdxd

. We define α-norm of f as

||f ||α := max
||k||1<⌈α⌉

sup
x∈C
|Dkf(x)|+ max

||k||1=⌈α⌉−1
sup

x ̸=x′∈C

|Dkf(x)−Dkf(x′)|
|x− x′|α−⌈α⌉+1

.

We define αth order smooth functions to be those which have a bounded α-norm. More precisely,
we define the class of αth order smooth functions FC

α := {f | ||f ||α ≤ C}. For example, 1st
order smoothness corresponds to Lipschitz continuity. We now define concept classes with smooth
classification boundaries.

Definition G.9 (Concepts with Smooth Classification Boundaries, [464]). A set of concepts HC
α

defined on X = [0, 1]d+1 is said to have αth order smooth classification boundaries, if for every
h ∈ HC

α the classification boundary is the graph of function xd+1 = f(x1, . . . , xd), where f ∈ FC
α

and (x1, . . . , xd+1) ∈ X i.e. the predicted label is given by sign(xd+1 − f(x1, . . . , xd)).

If we further assume that the probability density may be upper and lower bounded by some absolute
positive constants (i.e. “nearly” uniform density), we can bound the safely-reliable region of our
learner even in this setting. We start with analogues of Lemmas G.7 and 8.87 for concepts with
smooth classification boundaries.
We first bound the probability mass of points x for which B(x, η) is contained in the agreement
region of sample-consistent classifiers. We use the Lipschitzness of smooth functions to show that
such point x must lie outside of a ‘ribbon’ around the boundary of target concept h∗, and adapt and
extend the arguments of [464] to bound the probability mass of this ribbon.

Lemma G.10. Let the instance space be X = [0, 1]d+1 and D be a distribution over X with a
“nearly” uniform density where there exist positive constants 0 < a < b such that a ≤ p(x) ≤ b for all
x ∈ [0, 1]d+1 when p(x) is the probability density of D. Let HC

α be the hypothesis space of concepts
with smooth classification boundaries with d < α < ∞, and B(·, η) be a L2 ball perturbation with
radius η. For S ∼ Dm, for m = O( 1

ε2
(VCdim(H) + ln 1

δ )), with probability at least 1− δ, we have

Pr({x | B(x, η) ⊆ Agree(H0(S)}) ≥ 1− 2b(C + 1)η −O
(
ba−

α
d+α ε

α
d+α

)
.

Proof. By uniform convergence (Theorem 4.1, [460]), for S ∼ Dm, for m = O( 1
ε2
(VCdim(H)+ln 1

δ )),
with probability at least 1 − δ, we have Agree(BH

D (h∗, ε)) ⊆ Agree(H0(S)). Therefore, it suffices
to lower bound π := Pr{x | B(x, η) ⊆ Agree(BH

D (h∗, ε))}. Let h∗ ∈ HC
α be the target concept

and denote x = (x1, . . . , xd) ∈ [0, 1]d. Recall that the predicted label of (x, xd+1) from h, h∗ is
given by sign(xd+1 − fh(x)) and sign(xd+1 − fh∗(x)) respectively. Therefore, h, h∗ would disagree
on (x, xd+1) when xd+1 lies between fh(x) and fh∗(x). Denote Φh(x) = |

∫ fh(x)
fh∗ (x)

p(x, xd+1)dxd+1|
be the probability mass of points that h disagree with h∗ over (x, xd+1) for a fixed x ∈ [0, 1]d.
With this notation, the probability mass of points (x, xd+1) that h and h∗ disagree with is given
by
∫
[0,1]d |Φh(x)|dx. Furthermore, from a ≤ p(x, xd+1) ≤ b, we know that a|fh(x) − fh∗(x)| ≤

|Φh(x)| ≤ b|fh(x)− fh∗(x)|.
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Consider h ∈ BD(h
∗, ε), we have

∫
[0,1]d |Φh(x)|dx ≤ ε. This implies that

∫
[0,1]d |fh(x)− fh∗(x)|dx ≤∫

[0,1]d |
Φ(x)
a |dx ≤

ε
a . Since the classification boundaries are assumed to be αth order smooth with

α > d, Lemma 11 of [464] implies that ||fh− fh∗ ||∞ = O
(
( εa)

α
d+α

)
where ||g||∞ := supx∈[0,1]d |g(x)|.

Consider
1− π = Pr

x∼DX
(∃z ∈ B(x, η), ∃h ∈ B(h∗, ε), h(z) ̸= h∗(z)).

Recall that for z = (z, zd+1), h(z) ̸= h∗(z) when zd+1 lies between h(z), h∗(z) which implies fh∗(z)−
|fh∗(z)− fh(z)| < zd+1 < fh∗(z) + |fh∗(z)− fh(z)|. Since z ∈ B(x, η) and the boundary functions fh
are C-Lipschitz (by Definition G.8) we have |fh(z)−fh(x)| ≤ C∥z−x∥ ≤ Cη and |zd+1−xd+1| ≤ η.
This implies that fh∗(x)−|fh∗(z)−fh(z)|−(C+1)η < xd+1 < fh∗(x)+|fh∗(z)−fh(z)|+(C+1)η. We
are interested in the set {x | ∃z ∈ B(x, η),∃h ∈ B(h∗, ε), h(z) ̸= h∗(z)}, this leads to the inequality

fh∗(x)−D − (C + 1)η < xd+1 < fh∗(x) +D + (C + 1)η

when D = sup z∈B(x,η)
h∈B(h∗,ε)

|fh∗(z)− fh(z)| ≤ suph∈B(h∗,ε)∥fh∗ − fh∥∞ = O
(
( εa)

α
d+α

)
. Therefore,

1− π ≤
∫
[0,1]d

∫ fh∗ (x)+D+(C+1)η

fh∗ (x)−D−(C+1)η
p(x, xd+1)dxd+1dx

≤ 2b((C + 1)η +D)

= 2b(C + 1)η +O
(
ba−

α
d+α ε

α
d+α

)
.

The above bound immediately implies a bound on the probability mass of the safely-reliable region
for ℓTL, in combination with our previous results. The following lemma allows us to easily handle
the extension of our results to losses ℓCA and ℓST as well, where the safely-reliable region involves
additional constraints.

Lemma G.11. Let the instance space be X = [0, 1]d+1 and D be a distribution over X . Let HC
α

be the hypothesis space of concepts with smooth classification boundaries with d < α < ∞. For
h∗ ∈ HC

α , for a set of samples S ∼ Dm such that there is no data point in S that lies on the decision
boundary, there exists δ(S) > 0 such that for any x = (x, xd+1) with |fh∗(x)− xd+1| < δ, we have
x ̸∈ Agree(H0(S)).

Proof. Note that translation preserves smoothness, i.e. any concept ht with fht(x) = fh∗(x) + t

would also lie in HC
α . If |t| < δ(S) = minx∈S |fh∗(x)− xd+1|, fht(x)− xd+1 must have the same sign

as (fh∗(x)− xd+1) for any x ∈ S, that is ht would agree with h∗ on every point in S. Furthermore,
for any x with |fh∗(x)− xd+1| < δ, we can always translate h∗ to ht that ht(x) ̸= h∗(x) (see Figure
G.5.3). Therefore, x ̸∈ Agree(H0(S)).

Equipped with the above lemmas, we establish bounds on the probability mass of the safely reliable
region for concept classes with smooth classification boundaries.
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G.5.3. For any set of samples S (blue and red points) with no point lying on the decision boundary
of a concept with smooth boundary h∗, there exists a band around the decision boundary of h∗

(formally defined as {x ∈ Rd | |fh∗(x)− xd+1| < δ} (purple)) such that for any point (purple star) in
this area, there exists a hypothesis h (by translation) that agree with h∗ on S but disagree with h∗

at that point.

Theorem G.5.12. Let the instance space be X = [0, 1]d+1 and D be a distribution over X with
a “nearly” uniform density where there exist positive constants 0 < a < b such that a ≤ p(x) ≤ b

for all x ∈ [0, 1]d+1 when p(x) is the probability density of D. Let HC
α be the hypothesis space of

concepts with smooth classification boundaries with d < α <∞, and B(·, η) be a L2 ball perturbation
with radius η. For S ∼ Dm, for m = O( 1

ε2
(VCdim(H) + ln 1

δ )) with no point lying on the decision
boundary of h∗, for an optimal robustly-reliable learner L, we have
(a) Pr(SRL

TL(S, η1, η2)) ≥ 1− 2b(C + 1)η1 −O
(
ba−

α
d+α ε

α
d+α

)
with probability 1− δ,

(b) SRL
CA(S, η1, η2) = SRL

TL(S, η1, η2),

(c) Pr(SRL
ST(S, η1, η2)) ≥ 1− 2b(C + 1)(η1 + η2)−O

(
ba−

α
d+α ε

α
d+α

)
with probability 1− δ,

(d) Pr(SRL
IA(S, η1, η2)) ≥ 1− b(C + 1)(η1 + η2)−O

(
ba−

α
d+α ε

α
d+α

)
with probability 1− δ.

Proof. From Lemma G.11, the agreement region does not contain points that are arbitrarily close to
the boundary of h∗. Therefore, we can remove the additional conditions on labels for SRL

CA(S, η1, η2)

and SRL
ST(S, η1, η2), that is SRL

CA(S, η1, η2) = SRL
TL(S, η1, η2) = {x | B(x, η1) ⊆ Agree(H0(S))} and

SRL
ST(S, η1, η2) = {x ∈ X | BM(x, η1) ⊆ {z | B(z, η2) ⊆ Agree(H0(S))}} = {x ∈ X | BM(x, η1 +

η2) ⊆ Agree(H0(S))}. Similarly, we have SRL
IA(S, η1, η2) = ({z | B(z, η2) ⊆ Agree(H0(S))} ∩ {z |

h∗(z) = 1}) ∪ ({z | B(z, η1) ⊆ Agree(H0(S))} ∩ {z | h∗(z) = 0}). The result follows from Lemma
G.10.

G.6 More on computational efficiency

It is possible to extend the optimization objective to a wide range of hypothesis classes under the
following assumption.
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Assumption G.13. For a hypothesis class H, we assume that for any h∗ ∈ H, a set of data points
S labeled by h∗ then for any points x, y that h∗(x) ̸= h∗(y), the line that connects between x, y

must pass through a disagreement region of H0(S),

{λx+ (1− λ)y | λ ∈ [0, 1]} ∩DIS(H0(S)) ̸= ∅.

For example, a class of linear separators and a class of classifiers with smooth boundaries satisfies
this assumption.

Lemma G.14. Let H be a hypothesis class and D be a distribution over Rd. If H satisfies Assumption
G.13 then for a set of samples S ∼ Dm, the reliability radius of a test point z is given by

min
h,h′,z′

||z−z′||2

s.t. h ∈ H0(S),

h′ ∈ H0(S),

h(z′) ̸= h′(z′).

Proof. Let r be the largest reliability radius of a test point z that is if we perturb z by a radius
at most r then the perturbed point is still in the agreement region. Consider for any perturbation
z′ that there exists h, h′ that h′(z′) has a different label from h′(z). If H satisfies Assumption
G.13, h′(z) ̸= h′(z′) implies that the line between z, z′ must pass through the disagreement region.
Therefore, r ≤ ∥z − z′∥. On the other hand, let r20 be the solution of the optimization given above.
This implies that for any point z′ that ∥z − z′∥ < r0, for any h, h′ ∈ H0(S), we must have that
h(z) = h(z′) that is z′ ∈ Agree(H0(S)). Therefore, we have r0 ≤ r and we can conclude that
r = r0.

Remark. This could be solved efficiently in practice. For example, in the case of linear separators,
the problem takes the form of solving a quadratic program for each test point. We observe that
our proof of Theorem 8.88 above suggests an alternate margin-based approach which might be
even more practical to implement, while retaining high probability reliability guarantees under
the distributional assumption. If ĥ denotes an ERM classifier on sample S, one could check the
membership z ∈ Âη := {x : ∥x∥2 < α

√
d− η} ∩ {x : |⟨wĥ, x⟩| ≥ C1αε

√
d+ η} for any η ≥ 0 by just

computing the norm and margin w.r.t. ĥ. A simple halving search (e.g. starting with η = 1
2) could

be used to estimate the reliability radius.
Further, we can relax this constrained objective into a regularized objective that can be solved using
empirical risk minimization. In the following Lemma, we show that this provides a lower bound on
the reliability radius.

378



Lemma G.15. (Relaxation of the optimization objective for reliability radius) Let H be a hypothesis
class and D be a distribution over Rd. If H satisfies Assumption G.13 then for a set of samples
S ∼ Dm, let h1, h2, z∗ be the optimal solution of the objective

h1, h2, z
∗ = argmin

h,h′,z′
∥z−z′∥2 + λ(R̂(h, S ∪ {(z′, 0)}) + R̂(h′, S ∪ {(z′, 1)}))

when R̂(h,A) is an empirical risk of h on the sample A then ∥z − z∗∥2 ≤ r when r the reliability
radius of z.

Proof. Let h, h′, z′ be the optimal solution of the optimization objective in Lemma G.14 so that the
reliability radius r is given by ∥z − z′∥. Without loss of generality, let h(z′) = 0 and h′(z′) = 1. By
definition, we have R̂(h, S ∪ {(z′, 0)}) = 0 and R̂(h′, S ∪ {(z′, 1)})) = 0. Let h1, h2, z∗ be an optimal
solution of the objective in Lemma G.15 then we have

∥z − z∗∥2 + λ(R̂(h1, S ∪ {(z∗, 0)}) + R̂(h2, S ∪ {(z∗, 1)}))
≤ ∥z − z′∥2 + λ(R̂(h, S ∪ {(z′, 0)}) + R̂(h′, S ∪ {(z′, 1)}))
= ∥z − z′∥2

Since the empirical risk is non-negative, we can conclude that ∥z − z∗∥2 ≤ ∥z − z′∥2 = r2.

Similar observations also apply to the computation of the safely-reliable region. It may be useful to
compute the safely-reliable region when we want to estimate the robust reliability performance of an
algorithm on test data. In particular, this may be helpful in determining how often and where our
learner gives a bad reliability radius, which can inform its safe deployment in practice.

G.7 Bounds on the P→Q disagreement coefficient

We will now consider some commonly studied concept spaces, and bound the P→Q disagreement
coefficient for broad classes of distribution shifts.

Linear separators and nearly log-concave or s-concave distributions.
We give a bound on ΘP→Q for P and Q isotropic nearly log-concave distributions [465] over Rd, a
broad class that includes isotropic log-concave distributions.

Definition G.16 (β-log-concavity). A density function f : Rd → R≥0 is β-log-concave if for any
λ ∈ [0, 1] and any x1, x2 ∈ Rd, we have f(λx1 + (1− λ)x2) ≥ e−βf(x1)

λf(x2)
1−λ.

For example, 0-log-concave densities are also log-concave. Also, since the condition in the definition
holds for λ = 0, we have β ≥ 0. Note that a smaller value of β makes the distribution closer to
logconcave. We have the following bound on ΘP→Q for distribution shift involving nearly log-concave
densities. At a high level, we bound the angle between the normal vectors of the linear separators
with small disagreement with h∗ under P, and bound the probability mass of their disagreement

379



region under Q, by refining and generalizing the arguments from [461]. In particular, we quantify
how much near-logconcavity is sufficient for the angle bound to hold, which further implies that any
point in the disagreement region is either far away from the mean or close to the margin.

Theorem G.7.17. Let the concept space H be the class of linear separators in Rd. Let P be isotropic
β1-log-concave and Q be isotropic β2-log-concave, over Rd. Then for 0 ≤ β1, β2 ≤ 1

56⌈log2(d+1)⌉ , we

have ΘP→Q(ε) = O(d1/2+
β2

2 ln 2 log(d/ε)).

Proof. Our proof builds on and generalizes the arguments used in the proof of Theorem 14 in [461].
Let h ∈ BP(h

∗, r), i.e. d(h, h∗) ≤ r. We can apply the whitening transform from Theorem 16 of
[461] provided (1/20+ c1)

√
1/C1 − c21 ≤ 1/9, where C1 = eβ1⌈log2(d+1)⌉ and c1 = e(C1− 1)

√
2C1. It

may be verified that this condition holds for 0 ≤ β1 ≤ 1
56⌈log2(d+1)⌉ . Now, by Theorem 11 of [461] we

can bound the angle between their normal vectors as θ(wh, wh∗) ≤ cr where c is an absolute constant.
Now if x ∈ X has a large margin |wh∗ · x| ≥ crα and small norm ||x|| ≤ α, for some α > 0, we have

|wh · x− wh∗ · x| ≤ ||wh − wh∗ || · ||x|| < crα.

Now the large margin condition |wh∗ · x| ≥ crα implies ⟨wh, x⟩⟨wh∗ , x⟩ > 0, or h(x) = h∗(x). Since
h ∈ BP(h

∗, r) was arbitrary, we have x /∈ DIS(BP(h
∗, r))). Therefore, the set {x | ||x|| > α} ∪ {x |

|wh∗ · x| ≤ crα} contains the disagreement region DIS(BP(h
∗, r))).

By Theorem 11 of [461], since Q is an isotropic β2-log-concave distribution, we have PrQ[||x|| >
R
√
Cd] < Ce−R+1, for C = eβ2⌈log2(d+1)⌉. Thus setting α =

√
Cd log

√
C
r gives PrQ[||x|| > α] <

e
√
Cr. Also, by Theorem 11 of [461], for sufficiently small non-negative β2 ≤ 1

56⌈log2(d+1)⌉ , we have

PrQ[|wh∗ · x| ≤ crα] ≤ c′r
√
Cd log

√
C
r for constant c′. The proof is concluded by a union bound and

applying Definition 8.91.

We further consider the case where the distributions belong to the broad class of isotropic s-concave
distributions. In particular, unlike β-log-concave distributions, the distributions from this class can
potentially be fat-tailed.

Definition G.18 (s-concavity). A density function f : Rd → R≥0 is s-concave for s ∈ (−∞, 1] ∪
{−∞} if for any λ ∈ [0, 1] and any x1, x2 ∈ Rd, we have f(λx1 + (1 − λ)x2) ≥ (λf(x1)

s +

(1− λ)f(x2)s)1/s.

Note that any s-concave function is also s′-concave if s > s′. Moreover, concave functions are 1-
concave and log-concave functions are s-concave for any s < 0. Using results from [466], we adapt
the arguments in Theorem G.7.17 to show a bound on the disagreement coefficient when P is
isotropic β-log-concave and Q is isotropic s-concave.

Theorem G.7.19. Let the concept space H be the class of linear separators in Rd. Let P be isotropic
β-log-concave and Q be isotropic s-concave, over Rd. Then for s ≥ −1/(2d + 3) and sufficiently
small non-negative β ≤ 1

56⌈log2(d+1)⌉ , we have ΘP→Q(ε) = O
(√

d 2(1+ds)2

s+s2(d+2)
(1− εs/(1+ds))

)
.
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Proof. Similar to the proof of Theorem G.7.17, we can apply the whitening transform from Theorem
16 of [461] provided (1/20+c1)

√
1/C1 − c21 ≤ 1/9, where C1 = eβ⌈log2(d+1)⌉ and c1 = e(C1−1)

√
2C1.

It may be verified that this condition holds for 0 ≤ β ≤ 1
56⌈log2(d+1)⌉ . We can also show that the set

{x | ||x|| > α} ∪ {x | |wh∗ · x| ≤ crα} contains the disagreement region DIS(BP(h
∗, r))).

By Theorem 11 of [466], we have PrQ[|wh∗ ·x| ≤ crα] ≤ 2(1+ds)
1+s(d+2) · crα. By Theorem 5 of [466], since

Q is an isotropic s-concave distribution, we have PrQ[||x|| > t
√
d] <

(
1− c1st

1+ds

)(1+ds)/s
, for any

t ≥ 16 and absolute constant c1. This implies PrQ[||x|| > c1
√
d1+ds

s (1− rs/(1+ds))] < Cr for some
constant C. Thus setting α = c1

√
d1+ds

s (1− rs/(1+ds)) gives PrQ[||x|| > α] < Cr. Also, for this α,
we have PrQ[|wh∗ · x| ≤ crα] ≤ c 2(1+ds)

1+s(d+2) · c1
√
d1+ds

s (1− rs/(1+ds))r = c′
√
d 2(1+ds)2

s+s2(d+2)
(1− rs/(1+ds))r

for constant c′. The proof is concluded by a union bound and applying Definition 8.91.

Smooth classification boundaries. We also illustrate our notion for more general concept spaces
beyond linear separators. Specifically, we consider classifiers with smooth boundaries (Definition
G.9). If we further assume that the probability density may be upper and lower bounded by an
αth order smooth function, we can bound the disagreement coefficient for shift from P to Q. In-
terestingly, while [464] need the distribution to be sandwiched between smooth functions, our result
only needs a lower bound on the smoothness of P and an upper bound on the smoothness of Q.

Theorem G.7.20. Let the instance space be X = [0, 1]d+1. Let the hypothesis space be HC
α , with

d < α < ∞. If the marginal distributions PX ,QX have densities p(x) and q(x) on [0, 1]d+1 such
that there exists an αth order smooth function g(x) and ap, bq ∈ R+ such that apg(x) ≤ p(x) and

q(x) ≤ bqg(x) for all x ∈ [0, 1]d+1, then ΘP→Q(ε) = O
(
bqa

− α
d+α

p ε−
d

d+α

)
.

Proof. We will extend the arguments from [464] to the distribution shift setting. Let x =

(x1, . . . , xd) ∈ [0, 1]d and let h ∈ BP (h
∗, r) where h∗ ∈ Hα is the target concept. Denote

Φp
h(x) =

∫ fh(x)
fh∗ (x)

p(x, xd+1)dxd+1, and Φq
h(x) =

∫ fh(x)
fh∗ (x)

q(x, xd+1)dxd+1. It is easy to verify by taking

derivatives that Φ̃h(x) =
∫ fh(x)
fh∗ (x)

g(x, xd+1)dxd+1 is αth order smooth. Since h ∈ BP (h
∗, r),∫

[0,1]d
|Φ̃h(x)|dx ≤

∫
[0,1]d

1

ap
|Φp

h(x)|dx ≤
r

ap
.

By Lemma 11 of [464], this implies ||Φ̃h||∞ = O
(
( r
ap
)

α
d+α

)
, and therefore ||Φq

h||∞ ≤ bq||Φ̃h||∞ =

O
(
bqa

− α
d+α

p r
α

d+α

)
. Since this holds for any h ∈ BP(h

∗, r), we have

sup
h∈BP (h∗,r)

||Φq
h||∞ = O

(
bqa

− α
d+α

p r
α

d+α

)
.

By definition of region of disagreement, we have
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Pr
x∼QX

[x ∈ DIS(BP(h
∗, r))] = Pr

x∼QX

[x ∈ ∪h∈BP (h∗,r){x′ | h(x′) ̸= h∗(x′)}]

≤ 2

∫
[0,1]d

sup
h∈BP (h∗,r)

||Φq
h||∞dx

= O
(
bqa

− α
d+α

p r
α

d+α

)
.

The result follows from definition of ΘP→Q(ϵ).

G.8 Simple examples for the P→Q disagreement coefficient

Example 1. (Non-overlapping spheres the same center) Let P, Q be uniform distribution over a
sphere with the center at the origin with radius 1 and 2 respectively. Let H be a class of linear
separators that pass through the origin and h∗ ∈ H. By symmetry, we have

ΘP→Q(ε) = sup
r≥ε

PrQ(DIS(BP(h
∗, r)))

r

= sup
r≥ε

PrP(DIS(BP(h
∗, r)))

r

= ΘP(ε).

The disagreement coefficient from P to Q is the same as the disagreement coefficient on P.
Example 2. (Thresholds) Let P, Q be uniform distribution over an interval [−1

2 ,
1
2 ] and [−1, 1]

respectively. Let H be a class of a threshold function. Let h∗ have a thereshold at 0. We have
DIS(BP(h

∗, r)) = [−r, r] and

ΘP→Q(ε) = sup
r≥ε

PrQ([−r, r])
r

=
2r
2

r
= 1

compared to the disagreement coefficient ΘP(ε) = 2.

G.9 Additional proof details for distribution shift

Proof. (of Theorem 8.92) If S ∼ Pm, with m ≥ c
ϵ2
(d + ln 1

δ ) for some sufficiently large constant
c, we have by uniform convergence ([460], Theorem 4.10) that with probability at least 1 − δ,
we have dP(h, h∗) ≤ dS(h, h

∗) + ϵ for all h ∈ H. Here dD(h1, h2) = Prx∼DX
[h1(x) ̸= h2(x)], and

dS(h1, h2) =
1
|S|
∑

x∈S I[h1(x) ̸= h2(x)]. Therefore, Agree(BH
P (h∗, ϵ)) ⊆ Agree(H0(S)) ⊆ RL(S) in

this event. Denoting this event by ‘E’ and its complement by ‘Ē’, we have
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Pr
x∼Q,S∼Pm

[x ∈ RL(S)] = Pr
x∼Q

[x ∈ RL(S) | E] Pr[E] + Pr
x∼Q

[x ∈ RL(S) | Ē] Pr[Ē]

≥ Pr
x∼Q

[x ∈ RL(S) | E] · (1− δ)

≥ Pr
x∼Q

[x ∈ RL(S) | E]− δ

≥ Pr
x∼Q

[x ∈ Agree(BH
P (h∗, ϵ))]− δ.

Noting Prx∼Q[x ∈ Agree(BH
P (h∗, ϵ))] = 1 − Prx∼Q[x ∈ DIS(BH

P (h∗, ϵ))] and using Definition 8.91
completes the proof.

G.10 Safely-reliable correctness under distribution shift

There is a growing practical [318, 319] as well as recent theoretical interest [320] in the setting
of ‘robustness transfer’, where one simultaneously expects adversarial test-time attacks as well as
distribution shift. We will study the reliability aspect for this more challenging setting. We note that
the definition of a robustly-reliable learner does not depend on the data distribution (see Definition
8.82) as the guarantee is pointwise. Our optimality result in Section 8.3 applies even when a test
point is drawn from a different distribution Q. In this case, the safely-reliable region instead would
have a different probability mass.

Definition G.21 (P→Q safely-reliable correctness). The P→Q safely-reliable correctness of L (at
sample ratem, for distribution shift from P toQ, w.r.t. robust loss ℓ) is defined as the probability mass
of its safely-reliable region under Q, on a sample S ∼ Pm, i.e. PQRL

ℓ (S, η1, η2) := Prx∼Q,S∼Pm [x ∈
SRL

ℓ (S, η1, η2)].

We will now combine our results on test-time attacks and distribution shift to give a general bound
on the P→Q safely-reliable correctness for the different robust losses (Definition 8.80).

Theorem G.10.22. Let Q be a realizable distribution shift of P with respect to H, and h∗ ∈ H be
the target concept. There exist learners for robust losses ℓCA, ℓTL, ℓST, ℓIA with P→Q safely-reliable
correctness given by
(a) PQRL

CA(S, η1, η2) = Prx∼Q[BM(x, η1) ∩ {z | h∗(z) = h∗(x)} ⊆ Agree(H0(S))],

(b) PQRL
TL(S, η1, η2) = Prx∼Q[BM(x, η1) ⊆ Agree(H0(S))],

(c) PQRL
ST(S, η1, η2) = Prx∼Q[BM(x, η1) ⊆ {z | Bo(z, η) ⊆ Agree(H0(S)) ∧ h(x) = h(z), ∀ x ∈

Bo(z, η), h ∈ H0(S)}],
(d) PQRL

IA(S, η1, η2) = Prx∼Q[({z | B(z, η2) ⊆ Agree(H0(S))} ∩ {z | h∗(z) = 1}) ∪ ({z | B(z, η1) ⊆
Agree(H0(S))} ∩ {z | h∗(z) = 0})].

Proof. The proof follows by applying Theorems G.2.1 and G.2.2, and using Definitions 8.86 and
G.21.
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We consider an example when the training distribution P is isotropic log-concave and the test
distribution Qµ is log-concave with its mean shifted by µ but the covariance matrix is still an identity
matrix (see Figure Figure 8.4, right).

Theorem G.10.23. Let P,Q be isotropic log-concave over Rd. Let Qµ be a distribution after
shifting the mean of Q by µ ∈ Rd. Let H = {h : x → sign(⟨wh, x⟩) | wh ∈ Rd, ∥wh∥2 = 1} be the
class of linear separators. Let B(·, η) be a L2 ball perturbation with radius η. For S ∼ Pm, for
m = O( 1

ε2
(VCdim(H) + ln 1

δ )), for an optimal robustly-reliable learner L, we have
(a) PrQµ(SRL

TL(S, η1, η2)) ≥ 1− 2(η1 + ∥µ∥2)− Õ(
√
dε) with probability 1− δ,

(b) SRL
CA(S, η1, η2) = SRL

TL(S, η1, η2),

(c) PrQµ(SRL
ST(S, η1, η2)) ≥ 1− 2(η1 + η2 + ∥µ∥2)− Õ(

√
dε) with probability 1− δ,

(d) PrQµ(SRL
IA(S, η1, η2)) ≥ 1− (η1 + η2 + 2∥µ∥2)− Õ(

√
dε) with probability 1− δ.

The Õ-notation suppresses dependence on logarithmic factors and distribution-specific constants.

Proof. From triangle inequality, we know that B(x− µ, r + ∥µ∥2) ⊇ B(x, r). We can simply extend
the proofs from Theorem 8.88. Recall that SRL

CA(S, η1, η2) = SRL
TL(S, η1, η2) = {x | B(x, η1) ⊆

Agree(H0(S))} ⊇ {x | B(x − µ, η1 + ∥µ∥2) ⊆ Agree(H0(S))} and SRL
ST(S, η1, η2) = {x ∈ X |

BM(x, η1 + η2) ⊆ Agree(H0(S))} ⊇ {x ∈ X | BM(x− µ, η1 + η2 + ∥µ∥2) ⊆ Agree(H0(S))}. When
x is drawn from a distribution Qµ, we know that x− µ follows a distribution Q which is isotropic
log-concave. We can apply Lemma G.7 to bound the probability mass of the safely-reliable region
under Qµ. Similarly, we can do the same for SRL

IA(S, η1, η2).

Similar bounds on reliability under robustness transfer may be given for linear separators under more
general source or target distributions, including isotropic β-log-concave or s-concave distributions,
as well as for concept classes with smooth classification boundaries, by applying Theorem G.10.22
to the examples from previous sections.

G.11 Agnostic setting

Proof of Theorem 8.95. The robustly-reliable learner L is given as follows. Set hLS = argminh∈H errS(h)

i.e. an ERM over S, and rLS (z) =∞ if z ∈ Agree(Hν(S)), else rLS (z) = −1. To study the robustly-
reliable region, we assume there is some concept h∗ ∈ H which satisfies errS(h

∗) ≤ ν. By definition
of ERM, errS(hLS) ≤ errS(h

∗) = ν, or hLS ∈ Hν(S). We first show that L is robustly-reliable. For
z ∈ X , if rLS (z) = η > 0, then z ∈ Agree(Hν(S)). We have h∗(z) = hLS(z) since the classifiers
h∗, hLS ∈ Hν(S) and z lies in the agreement region of classifiers in Hν(S) in this case. Thus, we have
ℓh

∗
CA(h

L
S , x, z) = 0 for any x such that z ∈ Bo

M(x, η). In the η = 0 case, h∗(z) = hLS(z) by definiton
and the same argument applies. Therefore, RRL

CA(S, ν, η) ⊇ Agree(Hν(S)) for all η ≥ 0 follows from
the setting rLS (z) =∞ if z ∈ Agree(Hν(S)).
Conversely, let z ∈ DIS(Hν(S)). There exist h1, h2 ∈ Hν(S) such that h1(z) ̸= h2(z). By definition,
robustly-reliable learning with η = 0 is not possible for z. If possible, let there be a robustly-reliable
learner L such that z ∈ RRL

CA(S, ν, η) for some η > 0. By definition of the robust-reliability region,
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we must have rLS (z) > 0. By definition of a ball, we have z ∈ Bo
M(z, η) for any η > 0, and therefore

ℓh
∗

CA(h
L
S , z, z) = 0 for every h∗ ∈ H such that errS(h∗) ≤ ν. But then we must have hLS(z) = h∗(z) by

definition of ℓCA. But we can set h∗ = h1 or h∗ = h2 since both are in Hν(S). But h1(z) ̸= h2(z),
and therefore hLS(z) ̸= h∗(z) for one of the above choices for h∗, contradicting that L is robustly-
reliable.
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Appendix H

Supplementary Material for Chapter 11: Nash Equilibria

and Pitfalls of Adversarial Training in Adversarial

Robustness Games

H.1 Property of the optimal solution of the SVM objective

We first look at the relationship between the optimal solution of this SVM objective and the
underlying data distribution.

Lemma H.1 (Sign of the the optimal solution). Let w∗ = [w∗
1, . . . , w

∗
d] be an optimal solution of the

SVM objective (9.1). If each feature is independent of each other, for a feature i with

E[xi|y = −1] ≤ 0 ≤ E[xi|y = 1],

we have w∗
i ≥ 0. Conversely, if

E[xi|y = 1] ≤ 0 ≤ E[xi|y = −1],

then we have w∗
i ≤ 0.

Proof. Assume that

E[xi|y = −1] ≤ 0 ≤ E[xi|y = 1]. (H.1.1)

We will show that for an optimal weight w∗ with w∗
i < 0, we can reduce the SVM objective by

setting w∗
i = 0. This would contradict with the optimality of w∗ and implies that we must have

w∗
i ≥ 0 instead. Recall that the SVM objective is given by

E(x,y)∼D[max(0, 1− y
d∑

j=1

wjxj))] +
λ

2

d∑
j=1

w2
j .

We denote the first term of the objective as the risk term and the second term as the regularization
term. By Jensen’s inequality, we know that
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E(x,y)∼D[max(0, 1− y
d∑

j=1

w∗
jxj))]

= E(x,y)∼D[max(y
∑
j ̸=i

w∗
jxj − 1,−yw∗

i xi))

+ 1− y
∑
j ̸=i

w∗
jxj ]

≥ EyExj |y[max(y
∑
j ̸=i

w∗
jxj − 1,Exi|y[−yw

∗
i xi]))

+ 1− y
∑
j ̸=i

w∗
jxj ].

We can split the expectation between xi, xj because each feature i are independent of each other.
From (H.1.1) and w∗

i < 0, we have

Exi|y[−yw
∗
i xi|y = −1] = w∗

iExi [xi|y = −1] ≥ 0,

and

Exi|y[−yw
∗
i xi|y = 1] = −w∗

iExi [xi|y = 1] ≥ 0.

Therefore,

Exi|y[−yw
∗
i xi] ≥ 0.

This implies that,

E(x,y)∼D[max(0, 1− y
d∑

j=1

w∗
jxj))]

≥ EyExj |y[max(y
∑
j ̸=i

w∗
jxj − 1,Exi|y[−yw

∗
i xi]))

+ 1− y
∑
j ̸=i

w∗
jxj ]

≥ EyExj |y[max(y
∑
j ̸=i

w∗
jxj − 1, 0)) + 1− y

∑
j ̸=i

w∗
jxj ]

= EyExj |y[max(0, 1− y
∑
j ̸=i

w∗
jxj)].

The risk term in the SVM objective when w∗
i < 0 is no better than when w∗

i = 0. However, the
regularization term is higher.

λ

2

d∑
j=1

(w∗
j )

2 >
λ

2

∑
j ̸=i

(w∗
j )

2.
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Therefore, we can reduce the SVM objective by setting w∗
i = 0. Therefore, wi < 0 can’t be the

optimal weight and we must have w∗
i ≥ 0. Similarly, we can apply the same idea to the other case.

Corollary H.2. Let w∗ = [w∗
1, . . . , w

∗
d] be an optimal solution of the SVM objective (9.1). If each

feature are independent of each other, for a feature i with

E[xi|y = −1] = 0 = E[xi|y = 1],

then we have w∗
i = 0.

Lemma H.3 (Upper bound on the magnitude). Let w∗ = [w∗
1, . . . , w

∗
d] be an optimal solution of the

SVM objective (9.1). We have

||w∗||2 ≤
√

2

λ
.

Proof. Since, w∗ is an optimal solution of (9.1), we have

L(w∗) ≤ L(0) = 1.

Since

L(w∗) ≥ 0 +
λ

2
||w∗||22,

we have

λ

2
||w∗||22 ≤ 1

||w∗||2 ≤
√

2

λ
.

Lemma H.4. Let X be a random variable with mean µ and variance σ2 then we have

max(0,E[X]) ≤ E[max(0, X)] ≤ max(0,E[X]) +
1

2

√
Var(X).

Proof. First, we know that max(0, x) is convex and by Jensen’s inequality we have

E[max(0, X)] ≥ max(0,E[X]).

We also know that x2 is convex, by Jensen’s inequality, we have

E[X2] ≥ E[|X|]2.

Next, we observe that max(0, x) = 1
2(x+ |x|),
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E[max(0, X)] = E[
1

2
(X + |X|)]

≤ 1

2
(E[(X)] +

√
E[X2])

=
1

2
(E[(X)] +

√
Var(X) + E[X]2)

≤ 1

2
(E[(X)] +

√
Var(X) + |E[X]|

= max(0,E[X]) +
1

2

√
Var(X).

Lemma H.5 (Lower bound on the magnitude). Let w∗ = [w∗
1, . . . , w

∗
d] be an optimal solution of the

SVM objective (9.1). Let each feature xi has mean and variance as follows

E[xi|y] = yµi,Var(xi|y) = σ2i ,

and the feature are independent of each other then

||w∗||2 ≥
1

||µ||2
(1− 1

2
(
σ̄µ
||µ||2

+
λ

2||µ||22
)),

where

µ = [µ1, µ2, . . . , µd], σ̄
2
µ =

∑d
i=1 µ

2
iσ

2
i∑d

i=1 µ
2
i

.

Proof. We will prove this by contradiction. Let w∗ be an optimal solution with

||w∗||2 <
1

||µ||2
(1− 1

2
(
σ̄µ
||µ||2

+
λ

2||µ||22
)). (H.1.2)

Rearrange to

1− ||w∗||2||µ||2 >
1

2
(
σ̄µ
||µ||2

+
λ

2||µ||22
) > 0.

The SVM objective is given by
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L(w∗) = E[max(0, 1− y
d∑

j=1

w∗
jxj)] +

λ

2
||w∗||22

≥ max(0,E[1− y
d∑

j=1

w∗
jxj ])

= max(0, 1−
d∑

j=1

w∗
jµj)

≥ max(0, 1− ||w∗||2||µ||2)
= 1− ||w∗||2||µ||2

>
1

2
(
σ̄µ
||µ||2

+
λ

2||µ||22
).

Here we apply Lemma H.4, the Cauchy–Schwarz inequality and (H.1.2) respectively. On the other
hand, consider w′ = µ

||µ||22
. We have

||w′||2 =
1

||µ||2
> ||w∗||2.

From Lemma H.4, the SVM objective satisfies

L(w′)

= E[max(0, 1− y
d∑

j=1

w′
jxj)] +

λ

2
||w′||22

≤ max(0,E[1− y
d∑

j=1

w′
jxj ]) +

1

2

√√√√Var(1− y
d∑

j=1

w′
jxj)

+
λ

2
||w′||22

= max(0,E[1− ||µ||2
||µ||2

]) +
1

2

√√√√ d∑
j=1

(w′
j)

2Var(xj)

+
λ

2
||w′||22

=
1

2

√∑d
j=1 µ

2
jσ

2
j

||µ||42
+
λ

2

1

||µ||22

=
1

2
(
σ̄µ
||µ||2

+
λ

2||µ||22
)

< L(w∗).

This contradicts with the optimality of w∗.
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Lemma H.6. Let u, v be optimal solution of the SVM objective (9.1) under a data distribution D
then we must have u = v.

Proof. We will prove this by contradiction, assume that u ̸= v. Since both are optimal solutions, we
have

L(u) = L(v)

when

L(u) = E(x,y)∼D[max(0, 1− yu⊤x)] + λ

2
||u||22

L(v) = E(x,y)∼D[max(0, 1− yv⊤x)] + λ

2
||v||22.

Consider

L(u)

=
1

2
(L(u) + L(v))

=
1

2
(E(x,y)∼D[max(0, 1− yu⊤x)] + λ

2
||u||22

+ E(x,y)∼D[max(0, 1− yv⊤x)] + λ

2
||v||22)

≥ 1

2
(E(x,y)∼D[max(0, 2− y(u+ v)⊤x)] +

λ

2
(||u||22 + ||v||22))

>
1

2
(E(x,y)∼D[max(0, 2− y(u+ v)⊤x)] +

λ

2
(2||u+ v

2
||22)

= E(x,y)∼D[max(0, 1− y (u+ v)⊤

2
x)] +

λ

2
||u+ v

2
||22

= L(u+ v

2
).

We utilize an inequality

max(0, a) + max(0, b) ≥ max(0, a+ b)

and

||u||22 + ||v||22 ≥ 2||u+ v

2
||22.

The equality of the second inequality does not hold since u ̸= v so we have

||u||22 + ||v||22 > 2||u+ v

2
||22.
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This contradicts with the optimality of u, v as u+v
2 leads to a lower objective. Therefore, we must

have u = v.

H.2 Discussion on non-robust features

We would like to point out that there is an alternative definition of robust features.

Definition H.7 (Non-robust feature (alternative)). We say that feature xi is non-robust (alternative)
if there exists a perturbation δi : D → B(ε) such that after adding the perturbation, the distribution
of feature i of class y = −1 is close to the distribution of feature i of class y = 1. Formally, let
Di,y + δ be the distribution of the perturbed feature xi + δi(x, y) for a class y. The feature xi is non
robust when

Dist(Di,−1 + δ,Di,1 + δ) ≤ c,

where Dist is your choice of distance metric (this can be Total variation, KL divergence or etc.) and
c is a constant. Otherwise, the feature xi is robust (alternative).

a An example of a feature that is only robust to mean shift
but is not robust

b An example of a feature that is robust but is not robust
to the mean shift because two distributions have the same
mean

H.2.1. Features that are robust to mean shift are not necessarily robust in the alternative definition.
Red and blue represents each class y = −1, 1 and a line represents the mean of each class.

We note that this alternative definition of non-robust feature is different from one we defined earlier
which we refer to non-robust to mean shift. Figure H.2.1 provides examples for this where each
color represent the distribution of the feature given class y = −1, 1.

1. We can have two distributions where the distance between the means is 2.1ε that is the feature
is robust to mean shift. However when perturbed, the two distributions are almost aligned
with each other, thus not robust (alternative) (Figure H.2.1a).

2. On the other hand, we can have two distributions with the same mean such that the feature
is not robust to mean shift. However, the shape of these distributions are different enough
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so that it is not possible to perturb them to be close to each other. Therefore, this feature is
robust (alternative) (Figure H.2.1b).

H.3 Standard training relies on non-robust features

Theorem H.3.8 (Standard training uses non-robust feature). Let the data distribution follows the
distribution as in Definition 9.102. Let w∗ = [w∗

1, w
∗
2, . . . , w

∗
d+1] be the optimal solution under a

standard SVM objective,

w∗ = argmin
w

E[max(0, 1− yw⊤x)] +
λ

2
||w||22.

If

p < 1− 1

2
(
σ̄µ
||µ||2

+
λ

2||µ||22
)− 1

2

√
2

λ
σ̄µ, (H.3.3)

where

µ = [µ1, µ2, . . . , µd+1], σ̄µ =

√∑d+1
j=1 µ

2
jσ

2
j

||µ||22
,

then w∗ will rely on the non-robust feature j,

w∗
1 ≤

∑
j≥2

w∗
jµj .

This also implies that

d+1∑
j=2

(w∗
j )

2 ≥ ||w∗||22
1 +

∑d+1
j=2 µ

2
j

.

Proof. We will prove by contradiction. Assume that w∗ is an optimal solution of the SVM objective
and (H.3.3) holds, and

w∗
1 >

d+1∑
j=2

w∗
jµj .

The SVM objective is given by
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L(w∗)

= E[max(0, 1−
d+1∑
i=1

yw∗
i xi)] +

λ

2
||w∗||22

= pE[max(0, 1− w∗
1 −

d+1∑
j=2

yw∗
jxj)]

+ (1− p)E[max(0, 1 + w∗
1 −

d+1∑
j=2

yw∗
jxj)] +

λ

2
||w∗||22

≥ (1− p)E[max(0, 1 + w∗
1 −

d+1∑
j=2

yw∗
jxj)] +

λ

2
||w∗||22.

From Lemma H.4, E[max(0, X)] ≥ max(0,E[X]). Therefore,

L(w∗) ≥ (1− p)max(0,E[1 + w∗
1 −

d+1∑
j=2

yw∗
jxj ])) +

λ

2
||w∗||22

= (1− p)max(0, 1 + w∗
1 −

d+1∑
j=2

w∗
jµj)) +

λ

2
||w∗||22

≥ (1− p) + λ

2
||w∗||22.

The last inequality holds because

w∗
1 >

d+1∑
j=2

w∗
jµj .

Now, consider w′ = ||w∗||2
||µ||2 µ when µ = [µ1, µ2, . . . , µd+1]. We have

||w′||2 =
||w∗||2
||µ||2

||µ||2 = ||w∗||2,

and from Lemma H.4,

E[max(0, X)] ≤ max(0,E[X]) +
1

2

√
Var(X).

we have
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L(w′)

= E[max(0, 1−
d+1∑
i=1

yw′
ixi)] +

λ

2
||w′||22

≤ max(0,E[1− y
d+1∑
j=1

w′
jxj ]) +

1

2

√√√√Var(1− y
d+1∑
j=1

w′
jxj)

+
λ

2
||w∗||22

= max(0, 1− ||w∗||2||µ||2) +
1

2

√√√√d+1∑
j=1

(w′
j)

2Var(xj)

+
λ

2
||w∗||22

= max(0, 1− ||w∗||2||µ||2) +
1

2
||w∗||2

√∑d+1
j=1 µ

2
jσ

2
j

||µ||22

+
λ

2
||w∗||22

= max(0, 1− ||w∗||2||µ||2) +
1

2
||w∗||2σ̄µ +

λ

2
||w∗||22.

From Lemma H.5

||w∗||2 ≥
1

||µ||2
(1− 1

2
(
σ̄µ
||µ||2

+
λ

2||µ||22
)),

and Lemma H.3

||w∗||2 ≤
√

2

λ
,

we have the upper bound of L(w′) as follows

L(w′) ≤ 1

2
(
σ̄µ
||µ||2

+
λ

2||µ||22
) +

1

2

√
2

λ
σ̄µ +

λ

2
||w∗||22.

From (H.3.3) we know that

p < 1− 1

2
(
σ̄µ
||µ||2

+
λ

2||µ||22
)− 1

2

√
2

λ
σ̄µ.

So

1− p > 1

2
(
σ̄µ
||µ||2

+
λ

2||µ||22
) +

1

2

√
2

λ
σ̄µ,

and that
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L(w∗) < L(w′).

This contradicts with the fact that w∗ is an optimal solution. Therefore, if w∗ is an optimal solution
and (H.3.3) holds, we must have

w∗
1 ≤

d+1∑
j=2

w∗
jµj .

By Cauchy-Schwarz inequality, we have

(w∗
1)

2 ≤ (
d+1∑
j=2

w∗
jµj)

2 ≤ (
d+1∑
j=2

(w∗
j )

2)(
d+1∑
j=2

µ2j )

⇐⇒
d+1∑
i=1

(w∗
i )

2 ≤ (

d+1∑
j=2

(w∗
j )

2)(1 +

d+1∑
j=2

µ2j )

⇐⇒ ||w∗||22
1 +

∑d+1
j=2 µ

2
j

≤
d+1∑
j=2

(w∗
j )

2.

The condition in Theorem H.3.8 holds when the number of non-robust features d and the regular-
ization parameter λ are large enough.

p < 1− 1

2
(
σ̄µ
||µ||2

+
λ

2||µ||22
)− 1

2

√
2

λ
σ̄µ

When ||µ||2 is large the RHS will be larger so the condition holds for more value of p. In an extreme
case when ||µ||2 →∞, we have

1

2
(
σ̄µ
||µ||2

+
λ

2||µ||22
)→ 0.

The condition becomes

p < 1− 1

2

√
2

λ
σ̄µ.

Therefore, a necessary condition is that the regularization parameter has to be large enough

λ >
σ̄2µ

2(1− p)2

where λ scales with the weighted average of the variance σ̄2µ. In general, the term ||µ||2 =
√∑d

j=1 µ
2
j

depends on the magnitude and the number of non-robust features. If the each µi is large then we
only need a smaller d for ||µ||2 to be large.
We note that the terms µ1, σ21 are fuctions of p. However, we can bound them with constants
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µ1 = E[x1y] = 2p− 1 ≤ 1

and

σ21 = 1− (2p− 1)2 ≤ 1.

In addition, the contribution of µ1, σ1 would be in O(1d) as we have a large number of non-robust
feature d.

H.4 Adversarial training relies on non-robust feature

Theorem H.4.9 (Adversarial training uses non-robust feature). Let the data distribution follows
the distribution as in Definition 9.102. Let δ be a perturbation given by adversarial training with a
perturbation budget ε. We assume that the perturbation is in the form of the worst case perturbation
where

δ(x, y) ∈ {−yε, 0, yε}d+1.

Let w∗ = [w∗
1, w

∗
2, . . . , w

∗
d+1] be the optimal solution under a standard SVM objective on the perturbed

data x+ δ,

w∗ = argmin
w

E[max(0, 1− yw⊤(x+ δ(x, y)))] +
λ

2
||w||22.

If

p < 1− sup
s
((
1

2
(

σ̄µ,s
||µ+ εs||2

+
λ

2||µ+ εs||22
) +

1

2

√
2

λ
σ̄µ,s), (H.4.4)

when

s ∈ {−1, 0, 1}d+1, σ̄µ,s =

√∑d+1
j=1(µj + εsj)2σ2j
||µ+ εs||22

,

then w∗ satisfies

w∗
1(1− ε) ≤

d+1∑
j=2

w∗
j |µj + ε|.

This implies

d+1∑
j=2

(w∗
j )

2 ≥ ||w∗||22(1− ε)2

(1− ε)2 +
∑d+1

j=2(µj + ε)2
.

Proof. Let

δ(x, y) = [δ1(x, y), δ2(x, y), . . . , δd+1(x, y)],

when
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δi(x, y) = yεsi,

where si can take 3 possible values

si =


1;
0;
−1.

The perturbation from adversarial training does not depends on x. We can see this as shifting the
whole distribution for each feature. For the first feature

x1 + δ1(x, y) =

{
y(1 + εs1), w.p. p;
−y(1− εs1), w.p. 1− p.

For each feature j for j = 2, . . . , d+ 1, this perturbation will only change the mean of the perturbed
data but will preserve the variance.

E[xj + δj(x, y)] = yµj + yεsj ,Var(xj + δj(y)) = σ2j .

We refer δ(y, s) to the perturbation where δ(x, y) = yεs. Denote the SVM objective on the data
with perturbation δ as

L(w, δ)

= E[max(0, 1− yw⊤(x+ δ(x, y)))] +
λ

2
||w||22

= E[max(0, 1−
d+1∑
i=1

ywi(xi + δi(x, y)))] +
λ

2
||w||22.

For a fixed s, let w∗ be an optimal solution of the SVM objective on the perturbed data x+ δ(y, s)

and assume that

w∗
1(1− ε) >

d+1∑
j=2

w∗
j |µj + ε|.

First,
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L(w∗, δ)

≥ (1− p)max(0,E[1 + w1(1− εs1)

−
d+1∑
j=2

yw∗
j (xj + yεsj)])) +

λ

2
||w∗||22

≥ (1− p)max(0, 1 + w1(1− εs1)

−
d+1∑
j=2

w∗
j (µj + εsj)) +

λ

2
||w∗||22

≥ (1− p)max(0, 1 + w1(1− ε)

−
d+1∑
j=2

w∗
j |µj + ε|) + λ

2
||w∗||22

≥ 1− p+ λ

2
||w∗||22.

The last inequality holds because

w∗
1(1− ε) >

d+1∑
j=2

w∗
j |µj + ε|.

On the other hand, consider

w′ =
||w∗||2
||µ+ εs||2

[µ1 + εs1, . . . , µd+1 + εsd+1].

we have

||w′||2 = ||w∗||2.

Consider
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L(w′, δ)

= E[max(0, 1−
d+1∑
j=1

yw′
j(xj + yεsj))] +

λ

2
||w′||22

≤ max(0,E[1− y
d+1∑
j=1

w′
j(xj + yεsj)])

+
1

2

√√√√Var(1− y
d+1∑
j=1

w′
j(xj + yεsj)) +

λ

2
||w∗||22

= max(0, 1− ||w∗||2||µ+ εs||2)

+
1

2
||w∗||2

√∑d+1
j=1(µj + εsj)2σ2j
||µ+ εs||22

+
λ

2
||w∗||22

= max(0, 1− ||w∗||2||µ+ εs||2)

+
1

2
||w∗||2σ̄µ,s +

λ

2
||w∗||22,

when

σ̄µ,s =

√∑d+1
j=1(µj + εsj)2σ2j
||µ+ εs||22

.

From Lemma H.5

||w∗||2 ≥
1

||µ+ εs||2
(1− 1

2
(

σ̄µ,s
||µ+ εs||2

+
λ

2||µ+ εs||22
)),

and Lemma H.3

||w∗||2 ≤
√

2

λ
,

we have the upper bound of L(w′) as follows

L(w′, δ) ≤ 1

2
(

σ̄µ,s
||µ+ εs||2

+
λ

2||µ+ εs||22
) +

1

2

√
2

λ
σ̄µ,s

+
λ

2
||w∗||22.

Recall that we have

L(w∗, δ) ≥ 1− p+ λ

2
||w∗||22.

Therefore, if
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p < 1− 1

2
(

σ̄µ,s
||µ+ εs||2

+
λ

2||µ+ εs||22
)− 1

2

√
2

λ
σ̄µ,s,

we would have

L(w′, δ) < L(w∗, δ),

which lead to a contradiction with the fact that w∗ is an optimal solution. This implies that for a
fixed perturbation δ(s), if

p < 1− 1

2
(

σ̄µ,s
||µ+ εs||2

+
λ

2||µ+ εs||22
)− 1

2

√
2

λ
σ̄µ,s,

then the optimal solution of the SVM objective on the perturbed data x+ δ(s) satisfies

w∗
1(1− ε) ≤

d+1∑
j=2

w∗
j |µj + ε|.

Now, if we have

p < 1− sup
s
((
1

2
(

σ̄µ,s
||µ+ εs||2

+
λ

2||µ+ εs||22
) +

1

2

√
2

λ
σ̄µ,s),

we can conclude that for any perturbation s ∈ {−1, 0, 1}d+1, the optimal solution of the SVM
objective on the perturbed data x+ δ(s) satisfies

w∗
1(1− ε) ≤

d+1∑
j=2

w∗
j |µj + ε|.

Moreover, we can apply Cauchy-Schwarz inequality to have

(w∗
1)

2 ≤
(
∑d+1

j=2 w
∗
j |µj + ε|)2

(1− ε)2

≤
(
∑d+1

j=2(w
∗
j )

2)(
∑d+1

j=2(µj + ε)2)

(1− ε)2
.

Therefore,

||w∗||22 ≤
d+1∑
j=2

(w∗
j )

2(

∑d+1
j=2(µj + ε)2 + (1− ε)2

(1− ε)2
)

⇐⇒ ||w∗||22(1− ε)2∑d+1
j=2(µj + ε)2 + (1− ε)2

≤
d+1∑
j=2

(w∗
j )

2.
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The condition in Theorem H.4.9 make sure that for any perturbation, the model would still rely on
non-robust feature,

p < 1− sup
s
((
1

2
(

σ̄µ,s
||µ+ εs||2

+
λ

2||µ+ εs||22
) +

1

2

√
2

λ
σ̄µ,s).

If we assume that the variance σµ,s ≈ σ is about the same for all s then the condition becomes

p < 1− sup
s
((
1

2
(

σ

||µ+ εs||2
+

λ

2||µ+ εs||22
) +

1

2

√
2

λ
σ).

We know that s∗ that achieve the supremum would also minimize ||µ+ εs||2. The optimal s∗ follows

1. If 2µi > ε then s∗i = −1;

2. If ε > 2µi then s∗i = 0.

If the perturbation budget is large enough where for all i, we have ε > 2µi then this condition is
equivalent to the condition in Theorem H.3.8.

H.4.1 Simplified condition

We will reduce the condition,

p < 1− sup
s
((
1

2
(

σ̄µ,s
||µ+ εs||2

+
λ

2||µ+ εs||22
) +

1

2

√
2

λ
σ̄µ,s),

when

s ∈ {−1, 0, 1}d+1, σ̄µ,s =

√∑d+1
j=1(µj + εsj)2σ2j
||µ+ εs||22

,

to a condition in the simplified version of Theorem H.4.9 in the main text,

p < 1− (
1

2
(
σmax

||µ′||2
+

λ

2||µ′||22
) +

1

2

√
2

λ
σmax),

when

σi ≤ σmax, µ′ = [0, µ2, . . . , µd+1].

We make assumptions that ε > 2µi for i = 2, . . . , d+ 1 so that for any s ∈ {−1, 0, 1}d+1,

||µ+ εs||2 >
d+1∑
j=2

µ2j = ||µ′||22

We note that the terms µ1, σ21 are fuctions of p. However, we can bound them with constants

µ1 = E[x1y] = 2p− 1 ≤ 1
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and

σ21 = 1− (2p− 1)2 ≤ 1.

We have

σ̄µ,s =

√∑d+1
j=1(µj + εsj)2σ2j
||µ+ εs||22

=

√√√√(2p− 1 + εs1)2σ21 +
∑d+1

j=2(µj + εsj)2σ2j

(2p− 1 + εs1)2 +
∑d+1

j=2(µj + εsj)2

≤

√√√√(2p− 1 + εs1)2 +
∑d+1

j=2(µj + εsj)2σ2max

(2p− 1 + εs1)2 +
∑d+1

j=2(µj + εsj)2

=

√
σ2max +

(1− σ2max)(2p− 1 + εs1)2

(2p− 1 + εs1)2 +
∑d+1

j=2(µj + εsj)2

≤ σmax.

In the last line, we assume that σmax > 1. However, when σmax ≤ 1, we can split into 2 terms

σ̄µ,s ≤
√
σ2max +

(1− σ2max)(1 + ε)2∑d+1
j=2 µ

2
j

≤ σmax +
(1 + ε)

√
1− σ2max

||µ′||2
.

For simplicity, we stick with the former case, when σmax > 1. We have

sup
s
((
1

2
(

σ̄µ,s
||µ+ εs||2

+
λ

2||µ+ εs||22
) +

1

2

√
2

λ
σ̄µ,s)

≤ (
1

2
(
σmax

||µ′||2
+

λ

2||µ′||22
) +

1

2

√
2

λ
σmax.

Therefore, if p satisfies

p < 1− (
1

2
(
σmax

||µ′||2
+

λ

2||µ′||22
) +

1

2

√
2

λ
σmax),

we would have the condition in Theorem H.4.9.

H.5 Adversarial training does not converge

Theorem H.5.10. (AT does not converge) Consider applying AT to learn a linear model f(x) =
w⊤x on the SVM objective when the data follows the distribution as in Definition 9.102. Let

403



w(t) = [w
(t)
1 , w

(t)
2 , . . . , w

(t)
d+1] be the parameter of the linear function at time t. If

p < 1− sup
s
((
1

2
(

σ̄µ,s
||µ+ εs||2

+
λ

2||µ+ εs||22
) +

1

2

√
2

λ
σ̄µ,s), (H.5.5)

when

s ∈ {−1, 0, 1}d+1, σ̄µ,s =

√∑d+1
j=1(µj + εsj)2σ2j
||µ+ εs||22

,

then w(t) does not converge as t→∞.

Proof. The difference between w of two consecutive iterations is given by

||w(t+1) − w(t)||22 =
d+1∑
i=1

(w
(t+1)
i − w(t)

i )2.

From Theorem 9.100, for a non-robust feature j ≥ 2, the sign of w(t)
j , w(t+1)

j cannot be both positive
or negative. If

w
(t)
j > 0,

then

w
(t+1)
j ≤ 0,

and if

w
(t)
j < 0,

then

w
(t+1)
j ≥ 0.

This implies that

(w
(t+1)
j − w(t)

j )2 = (|w(t+1)
j |+ |w(t)

j |)
2 ≥ (w

(t)
j )2.

We have

||w(t+1) − w(t)||22 ≥
d+1∑
j=2

(w
(t)
j )2.

Because (H.5.5) holds, from Theorem H.4.9, we have

d+1∑
j=2

(w
(t)
j )2 ≥ ||w(t)||22(1− ε)2

(1− ε)2 +
∑d+1

j=2(µj + ε)2
.

Therefore,
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||w(t+1) − w(t)||22 ≥
||w(t)||22(1− ε)2

(1− ε)2 +
∑d+1

j=2(µj + ε)2
. (H.5.6)

Assume that w(t) converge to w∗ as t→∞ then we must have

||w(t+1) − w(t)||22 → 0,

and

||w(t)||22 → ||w∗||22.

From inequality (H.5.6), take t→∞, we have

0 ≥ ||w∗||22(1− ε)2

(1− ε)2 +
∑d+1

j=2(µj + ε)2
.

Therefore,

||w∗||2 = 0.

If w(t) converge then it can only converge to 0. However, from Lemma H.5

||w(t)||2 ≥
1

||µ+ εs(t)||2
(1− 1

2
(

σ̄µ,s(t)

||µ+ εs(t)||2
+

λ

2||µ+ εs(t)||22
)),

when

σ̄µ,s(t) =

√√√√∑d+1
j=1(µj + εs

(t)
j )2σ2j

||µ+ εs(t)||22
,

and s(t) = 1
yεδ

(t) is the sign of the perturbation at time t. ||w(t)||2 is bounded below therefore it
cannot converge to zero. This leads to a contradiction. We can conclude that w(t) does not converge
as t→∞.

H.6 Nash equilibrium is robust

Proof. Let (δ∗, w∗) be a Nash equilibrium. Let xi be a non-robust feature. We will show that w∗
i = 0

by contradiction. Without loss of generality, let w∗
i > 0. Let the risk term in the SVM objective

when wi = w, wj = w∗
j for j ̸= i and δ = δ∗ be

Li(w|w∗, δ∗) := E[li(x, y, w|w∗, δ∗)].

when
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li(x, y, w|w∗, δ∗) = max(0, 1− y
∑
j ̸=i

w∗
j (xj + δ∗j (x, y)))

− yw(xi + δ∗i (x, y)).

We will show that when we set w∗
i = 0, the risk term does not increase, that is,

Li(w∗
i |w∗, δ∗) ≥ Li(0|w∗, δ∗).

We use li(x, y, w) to refer to li(x, y, w|w∗, δ∗) for the rest of this proof. Considering each point (x, y),
we have 2 cases:
Case 1:

1− y
∑
j

w∗
jxj + ε

∑
j

|w∗
j | > 0.

From Lemma 9.106, we have

δ∗j (x, y) = −yε sign(wj),

for all j with w∗
j ̸= 0.

Case 1.1:

1− y
∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j | ≥ 0.

In this case, we have

li(x, y, w
∗
i )− li(x, y, 0)

= max(0, 1− y
∑
j

w∗
j (xj + δ∗j (x, y)))

−max(0, 1− y
∑
j ̸=i

w∗
j (xj + δ∗j (x, y)))

= max(0, 1− y
∑
j

w∗
jxj + ε

∑
j

|w∗
j |)

−max(0, 1− y
∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j |)

= (1− y
∑
j

w∗
jxj + ε

∑
j

|w∗
j |)

− (1− y
∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j |)

= −yw∗
i xi + ε|w∗

i |.

Case 1.2:
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1− y
∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j | < 0.

In this case, we have

li(x, y, w
∗
i )− li(x, y, 0)

= max(0, 1− y
∑
j

w∗
j (xj + δ∗j (x, y)))

−max(0, 1− y
∑
j ̸=i

w∗
j (xj + δ∗j (x, y)))

= max(0, 1− y
∑
j

w∗
jxj + ε

∑
j

|w∗
j |)

−max(0, 1− y
∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j |)

= (1− y
∑
j

w∗
jxj + ε

∑
j

|w∗
j |)− 0

≥ 0.

Case 2:

1− y
∑
j

w∗
jxj + ε

∑
j

|w∗
j | ≤ 0.

From Lemma 9.106, δ∗j (x, y) can take any value in [−ε, ε] and

max(0, 1− y
∑
j

w∗
j (xj + δ∗j (x, y))) = 0.

Case 2.1:

1− y
∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j | ≥ 0.

This implies that

−yw∗
i xi + ε|w∗

i | ≤ 0.

We have 2 further cases:
Case 2.1.1:

1− y
∑
j ̸=i

w∗
j (xj + δ∗j (x, y)) ≥ 0.

In this case, we have
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li(x, y, w
∗
i )− li(x, y, 0)

= max(0, 1− y
∑
j

w∗
j (xj + δ∗j (x, y)))

−max(0, 1− y
∑
j ̸=i

w∗
j (xj + δ∗j (x, y)))

= 0− (1− y
∑
j ̸=i

w∗
j (xj + δ∗j (x, y)))

= −(1− y
∑
j ̸=i

w∗
j (xj + δ∗j (x, y)))

≥ −(1− y
∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j |)

≥ −yw∗
i xi + ε|w∗

i |.

The final inequality holds since

1− y
∑
j

w∗
jxj + ε

∑
j

|w∗
j | ≤ 0,

which implies

−yw∗
i xi + ε|w∗

i | ≤ −(1− y
∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j |).

Case 2.1.2:

1− y
∑
j ̸=i

w∗
j (xj + δ∗j (x, y)) < 0.

In this case, we have

li(x,w
∗
i )− li(x, 0)

= max(0, 1− y
∑
j

w∗
j (xj + δ∗j (x, y)))

−max(0, 1− y
∑
j ̸=i

w∗
j (xj + δ∗j (x, y)))

= 0− 0

≥ −yw∗
i xi + ε|w∗

i |.

The last inequality holds because we know that

−yw∗
i xi + ε|w∗

i | ≤ 0.

Case 2.2:
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1− y
∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j | < 0.

In this case, we have

1− y
∑
j ̸=i

w∗
j (xj + δ∗j (x, y)) < 1− y

∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j | < 0,

and

li(x,w
∗
i )− li(x, 0)

= max(0, 1− y
∑
j

w∗
j (xj + δ∗j (x, y)))

−max(0, 1− y
∑
j ̸=i

w∗
j (xj + δ∗j (x, y)))

= 0− 0 = 0.

From every case, we can conclude that

Li(w∗
i |w∗, δ

∗)− Li(0|w∗, δ∗)
:= E[li(x, y, w∗

i )− li(x, y, 0)]

≥ E[(−yw∗
i xi + ε|w∗

i |)1{1− y
∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j | ≥ 0}]

= E[−yw∗
i xi + ε|w∗

i |]P

1− y
∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j | ≥ 0


≥ |w∗

i |(ε− |µi|)P

1− y
∑
j ̸=i

w∗
jxj + ε

∑
j ̸=i

|w∗
j | ≥ 0


≥ 0,

where the third line holds since the features are independent of each other. The risk term in the
utility when wi ̸= 0 is no better than when wi = 0. However, the regularization term is higher,

λ

2

∑
j

(w∗
j )

2 >
λ

2

∑
j ̸=i

(w∗
j )

2.

Therefore, we can reduce the SVM objective by setting w∗
i = 0. This contradicts with the optimality

of w∗. By contradiction, we can conclude that if a feature i is not robust, then w∗
i = 0.
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H.7 Optimal adversarial training leads to a robust model

Proof. We are learning a function f(x) = w⊤x where w = [w1, . . . , wd] ∈ Rd. For a fixed w, we know
that the perturbation that maximizes the inner loss is δ∗(x, y) = −yε sign(w). Substitute this in the
objective, we are left to solve

min
w

E(x,y)∼D[max(0, 1− yw⊤x+ ε||w||1)] +
λ

2
||w||22. (H.7.7)

Assume that w∗ is an optimal solution of (H.7.7). For a non-robust feature xi, we will show that
w∗
i = 0 by contradiction. Assume that |w∗

i | > 0. Consider the expected contribution of w∗
i to the

first term of the objective (risk) is given by

E(x,y)∼D[max(0, 1− yw⊤x+ ε||w||1)]

= E(x,y)∼D[max(0, 1 +
∑
j

(ε|wj | − ywjxj))]

= E(x,y)∼D[max(0, 1 +
∑
j

pj)]

= E(x,y)∼D[max(−1−
∑
j ̸=i

pj , pi) + 1 +
∑
j ̸=i

pj ],

when we denote pj = ε|wj | − ywjxj . Since max(0, ·) is a convex function, by Jensen’s inequality, we
have

E(x,y)∼D[max(−1−
∑
j ̸=i

pj , pi) + 1 +
∑
j ̸=i

pj ]

= EyExj |yExi|y[max(−1−
∑
j ̸=i

pj , pi) + 1 +
∑
j ̸=i

pj ]

≥ EyExj |y[max(−1−
∑
j ̸=i

pj ,Exi|y[pi]) + 1 +
∑
j ̸=i

pj ].

Because features are independent, we can split the expectation between xi, xj . We note that as
feature xi is non-robust, we have |µi| ≤ ε so that

Exi|y[pi] = Exi|y[ε|wi| − ywixi]

= ε|wi| − Exi|y[ywixi]

≥ |wi|(ε− |µi|)
≥ 0.

This implies that
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EyExj |y[max(−1−
∑
j ̸=i

pj ,Exi|y[pi]) + 1 +
∑
j ̸=i

pj ]

≥ EyExj |y[max(−1−
∑
j ̸=i

pj , 0) + 1 +
∑
j ̸=i

pj ]

= EyExj |y[max(0, 1 +
∑
j ̸=i

pj)].

The right-hand side term is just the loss term when we set wi = 0. Therefore, setting wi = 0 for
non-robust features does not increase the loss. At the same time, setting wi = 0 reduces the second
term of the objective λ

2 ||w||
2
2. Thus, we can reduce the objective (H.7.7) by setting wi = 0 for

non-robust feature i . This contradicts the optimality of w∗. By contradiction, we have w∗
i = 0 for

all feature xi that is non-robust.

H.8 Experiment

The loss function is a hinge loss with an ℓ2 regularization of λ = 0.01. We train a linear model with
AT and OAT for 50 time steps. For OAT, we directly optimize the weight with respect to the loss

LOAT (w)

200∑
i=1

[max(0, 1− yiw⊤xi + ε||w||1)] +
λ

2
||w||22.

We use an Adam optimizer [362] with a learning rate 0.01 and batch size 200.
For AT, at each time step t, we first generate the worst-case perturbations

δ(t)(x, y) = −yε sign(w(t−1))

then we generate adversarial examples accordingly. Next, we update our model with an Adam
optimizer with a learning rate 0.01 and a batch size of 200. The loss of each batch is given by

L(w)AT =
200∑
i=1

max(0, 1− yiw⊤(xi + δ(t)(xi, yi))) +
λ

2
||w||22.
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