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Abstract

Foundation models are advancing towards complex roles such as domain experts and au-
tonomous agents that demand competence across a wide range of skills. However, despite strong
general performance, they remain disproportionately brittle at the tails. Performance drops for un-
derrepresented domains such as medicine and law, and for challenging in-domain problems that
require long-horizon reasoning or atypical context. Even worse, we often have no way to know
when models begin to fail. This thesis takes a step towards building reliable machine learning sys-
tems where we can both efficiently predict and improve how a model will extrapolate in the wild.
We address three particular challenges.

We begin in Part I with model evaluation. A key limitation is the persistent gap between cu-
rated benchmarks and unfamiliar scenarios faced at deployment. Though we may not have any
labeled data at test time, we can utilize the unlabeled data from these scenarios. We discover a sur-
prisingly regular relationship in how independently trained networks agree on unlabeled data, and
use it to derive an unsupervised estimator that predicts out-of-distribution accuracy to within a few
percentage points. In Part II, we move from predicting failure to preventing it, asking whether the
conventional pretraining-finetuning paradigm scales to domains underrepresented in the general
web corpus. Counterintuitively, we show that heavily repeating domain data from the start of pre-
training improves downstream performance, and derive scaling laws that characterize the optimal
curriculum in this regime. Finally, in Part III, we turn to how models use context to adapt at test
time, and why this adaptation often falls short. For instance, a model asked for clinical guidance
may hallucinate a generic response instead of conditioning on patient information. Furthermore, on
problems that require extensive reasoning, test-time compute yields diminishing returns as mod-
els fail to explore the solution space diversely. We trace these issues partly to models relying on
easy shortcuts and biases to optimize the training objective. Strategic data attribution and model
ensembling can reduce these behaviors.

Throughout this thesis, we find that failures in large-scale systems are often predictable and
mirror tractable dynamics in simpler models. We leverage this correspondence to design tools that
are broadly applicable across settings and domains. We conclude with thoughts on exploring other
forms of adaptation, such as continual learning, and discuss the tradeoff between generalization to
outliers and resistance to adversaries.
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Chapter 1

Introduction

Machine learning has advanced quickly in the last few years. Models now exceed hu-

man expert performance on graduate-level science questions [9], prove unsolved math-

ematical conjectures [10, 11], and have achieved near-experimental accuracy in protein

structure prediction [12]. These impressive strides are also reshaping how humans work

and make decisions. We are rapidly advancing towards a future where we depend on sys-

tems to act as domain experts, scienti�c collaborators, and autonomous agents that plan

and execute over long horizons. These roles pressure models to become increasingly ver-

satile, demanding competence across a very wide range of skills, including those that the

model was not designed to anticipate.

This progress is largely due to the shift towards foundation models [13]. Modern machine

learning models are trained on billions of datapoints on the Internet, spanning natural

language, code, and scienti�c literature, through which they acquire rich, general-purpose

representations that transfer ef�ciently to important downstream tasks. Central to this

paradigm is the role of scale: pretraining loss decreases as a smooth, predictable function

of parameters, data, and compute [14, 15], and improvements in the loss translate into

measurable gains on a wide range of downstream tasks. Scaling pretraining has therefore

become a the key lever for broadly advancing model capabilities.

However, while models have become very capable, they are brittle to unfamiliar sce-

narios and this can lead to catastrophic errors. Self-driving systems, for example, are

challenged by novel road conditions and fail to detect pedestrians who enter traf�c from

behind occluding obstacles [16]. Language models also suffer from “hallucinating” mis-

leading information in knowledge-intensive tasks [17, 18]. Medical imaging models can

exploit demographic or site-speci�c shortcuts, so performance in one clinical environ-

ment may not transfer to new hospitals, populations, or acquisition settings [19]. Further-

more, safety-trained models can also retain hidden failure modes and remain vulnerable to

small adversarial perturbations. Backdoor behaviors may persist through standard safety

training [20], and malicious users can successfully elicit harmful outputs through minor
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Figure 1.1. Foundation models improve generalization by training on a broad distribution
of images and text from the Internet. Oftentimes, the behaviors and capabilities we are
interested in lie at the long-tail of the pretraining distribution.

changes in phrasing [21].

These failures re�ect a fundamental limitation of the foundation model paradigm: In-

ternet scale pretraining data is vast, but it is not uniformly informative about the tasks and

behaviors we ultimately care about. In fact, many of the most important capabilities lie

in the long-tail of this distribution. We would like models to advance the frontier of sci-

enti�c research, yet the pretraining corpus necessarily contains few solutions to currently

open problems. We would like models to reason over long contexts, yet high-quality long-

context data remains scarce relative to short-form web text. We would like models to act in

accordance with �ne-grained human values, yet current alignment pipelines rely on a nar-

row and expensive set of human demonstrations and preferences. The central challenge is

therefore robustness: the ability of models to extrapolate reliably from their training data

to unfamiliar and underrepresented scenarios. More importantly, our current training and
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evaluation methods cannot reliably control how models will perform at the tail, let alone predict

when models will fail.

1.1 Current Paradigm for Robustness

Within the current paradigm, robustness is largely treated as a benchmarking problem.

New benchmarks are constructed to surface failure modes and post-training datasets are

built to climb those benchmarks. This cycle has signi�cant limitations. Data creation is

slow and labor-intensive, and high-quality data for the tails is precisely the data that is

hardest to produce. Moreover, as soon as a benchmark becomes a target it stops being

a good measurement: the model improves on the test set faster than it improves on the

underlying capability the test set was meant to proxy for, a familiar instance of Goodhart's

law. The benchmark-hillclimb loop also reacts only to failures we can already enumerate;

it has nothing to say about failures we have not yet observed.

A complementary direction is to push robustness work toward test time. Chain-of-

thought prompting, retrieval augmentation, and self-consistency-style sampling all spend

additional compute at inference to make hard problems easier to solve [22–26]. Test-time

scaling, however, also suffers from the lack of data-coverage. Reinforcement learning and

synthetic data pipelines are sensitive to priors and need a seed of correct demonstrations to

bootstrap from. Furthermore, models can suffer from hallucination in unfamiliar domains

even with retrieval augmentation.

1.2 Reliable Machine Learning Systems in the Wild

Reliable systems must therefore be built under the assumption that we will never have

enough representative evaluation, and never have enough representative training data,

for the tails. If foundation models are to be trusted in unfamiliar domains, the central

question is no longer whether scaling improves average performance, but whether out-of-

distribution accuracy can be made to scale ef�ciently and predictably under the current train-

ing paradigm. “Ef�ciently” because the data and compute that move the tail are scarce and

expensive. “Predictably” because we should have tools to understand when performance

at the tail is improving with scale and be able to anticipate when they don't. In this thesis,

we take a step towards building such a system by targeting three complementary facets,

each addressing a different stage of the model pipeline:

1.2.1 Predictable Performance.

Before we can improve a model, we need to know where it fails. The standard route

to this question is to assemble a labeled benchmark for each scenario of interest and re-
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Figure 1.2. If foundation models are to be trusted in unfamiliar domains, the central
question is no longer whether scaling improves average performance, but whether
out-of-distribution accuracy can be made to scale reliably under the current paradigm.

port accuracy on it; but at deployment, data accumulates continuously while annotation

requires scarce expert time. Instead, we want alternative measurable signals that let us

anticipate degradation when the model detects distribution shift. Classical worst-case

bounds based on distributional distance [27] become vacuous in precisely the large-shift

regime where one needs them, and structural assumptions are hard to characterize deep

networks [28, 29].

In Part I we take a different route, building label-free estimators on top of empirical reg-

ularities that hold remarkably broadly across deep models. The starting point is accuracy-

on-the-line [30–32]: across a wide range of natural shifts, the OOD accuracy of a model is a

strikingly linear function of its ID accuracy, and the same line holds across architectures,

training methods, and dataset sizes. We discover an analogous regularity in how inde-

pendently trained networks agree on unlabeled OOD inputs, which lets us recover both

the slope of the OOD-vs-ID line and a model's OOD accuracy from unlabeled data alone,

often to within a few percentage points [2]. We �rst observe the phenomenon in models

trained from scratch, but same trend can be seen in �netuned foundation models [3]. We

then ask why this should be true at all, and develop theory in a high-dimensional Gaus-

sian setting that pinpoints the conditions under which agreement and accuracy have joint

linear trends [4]. Finally, we use our theory to design interventions for shifts where the

linear relationship breaks, using test-time adaptation to restore the phenomenon [5].
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1.2.2 Data-Ef�cient Learning.

Pretraining promises a strong initialization for adaptation: low-level features (edges,

textures, syntactic patterns) and high-level abstractions (object categories, semantic rela-

tionships) transfer broadly across domains, letting models adapt to new tasks by �netuning

on relatively few labeled examples. This transfer story, however, presupposes substantial

overlap between the pretraining distribution and the target domain. For long-tailed do-

mains, where relevant data is scarce both during pretraining and during �netuning, it is

unclear whether �netuning remains an ef�cient path to strong downstream performance.

In Part II, we investigate alternative data curricula can scale performance better in such

underrepresented domains. We introduce specialized pretraining (SPT), which interleaves

repeats of the �netuning dataset into the pretraining stage, and show that SPT consistently

outperforms standard �netuning across three specialized domains—chemistry, symbolic

music, and formal mathematical proofs—with ef�ciency gains large enough that a 1B-

parameter SPT model can surpass a 3B-parameter model trained naively [6]. We study

the size of SPT's relative gain as a function of domain similarity and �nd that the largest

gains arise precisely in domains with the least overlap with the pretraining corpus. Finally,

whereas classical scaling laws [14, 15] assume training on in�nite unique tokens, we pro-

pose alternative expressions for this data-constrained regime where we carefully repeat

data for these long-tailed specialized domains. Our scaling laws can predict the optimal

mixture between general and specialized data at any given compute budget.

1.2.3 Flexible at Test-Time.

We �nally turn to how models adapt to unfamiliar inputs at test time. Two test-time

strategies have become central to handling inputs that fall outside the training distribu-

tion. Chain-of-thought prompting paired with external veri�cation exploits an asymmetry

between generating and verifying candidate solutions, allowing performance to scale with

inference-time compute [22, 33]. Retrieval augmentation supplies task-relevant informa-

tion directly through the input context, circumventing the limitations of parametric re-

call on long-tailed knowledge [34]. The question for reliable systems is therefore twofold:

whether models deploy these tools effectively on out-of-distribution inputs, and whether

the current training paradigm reliably improves their ability to do so.

In Part III, we investigate whether standard �netuning pipelines reliably improve test-

time adaptation through two case studies, each isolating a speci�c blind spot. The �rst con-

cerns retrieval and context use: instruction �netuning, the standard procedure for teach-

ing models to follow user prompts, can degrade context-dependency and push models to

depend more on their parametric knowledge [7]. The second concerns reasoning: stan-
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dard supervised �netuning and reinforcement-learning collapses the diversity of model

rollouts, leading to suboptimal test-time scaling [8]. In each case, we trace the failure to

identi�able per-example learning dynamics: models exploit shortcuts and biases to op-

timize the training objective rather than acquiring the intended skill. We then develop

simple interventions that ensure �netuning reliably improves these test-time capabilities.

Together, these three facets describe a lifecycle for tail reliability: we predict where a

model will fail using cheap unlabeled signals, develop a different training paradigm that

ef�ciently scales performance on domains where data is limited, and equip the resulting

model to adapt to inputs no training set could fully cover.

1.3 Source Material

This thesis is based on the following publications.

In Part I, we cover

• Agreement-on-the-line: Predicting the performance of neural networks under dis-

tribution shift

Christina Baek, Yiding Jiang, Aditi Raghunathan, Zico Kolter

Neural Information Processing Systems (NeurIPS), 2022

• Theory of Agreement-on-the-Line in Linear Models and Gaussian Data

Christina Baek, Aditi Raghunathan, Zico Kolter

Arti�cial Intelligence and Statistics (AISTATS), 2025

also brie�y touching upon

• Predicting the Performance of Foundation Models via Agreement-on-the-Line

Rahul Saxena� , Taeyoun Kim � , Aman Mehra � , Christina Baek, Zico Kolter, Aditi

Raghunathan

Neural Information Processing Systems (NeurIPS), 2024

• Test-Time Adaptation Induces Stronger Accuracy and Agreement-on-the-Line

Eungyeup Kim, Mingjie Sun, Christina Baek, Aditi Raghunathan, J. Zico Kolter

Neural Information Processing Systems (NeurIPS), 2024

• Assessing Generalization of SGD via Disagreement

Yiding Jiang*, Vaishnavh Nagarajan*, Christina Baek, and J. Zico Kolter

International Conference on Learning Representations (ICLR) 2022
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In Part II, we cover

• The Finetuner's Fallacy: When to Pretrain with Your Finetuning Data

Christina Baek, Ricardo Pio Monti, David Schwab, Amro Abbas, Rishabh Adiga,

Cody Blakeney, Maximilian B öther, Paul Burstein, Aldo Gael Carranza, Alvin Deng,

Parth Doshi, Vineeth Dorna, Alex Fang, Tony Jiang, Siddharth Joshi, Brett W Larsen,

Jason Chan Lee, Katherine L Mentzer, Luke Merrick, Haakon Mongstad, Fan Pan,

Anshuman Suri, Darren Teh, Jason Telanoff, Jack Urbanek, Zhengping Wang, Josh

Wills, Haoli Yin, Aditi Raghunathan, J Zico Kolter, Bogdan Gaza, Ari Morcos, Matthew

Leavitt, Pratyush Maini

arXiv preprint, 2026

In Part III, we cover

• Context-parametric inversion: Why instruction �netuning can worsen context re-

liance

Sachin Goyal� , Christina Baek� , Zico Kolter, Aditi Raghunathan

International Conference on Learning Representations (ICLR), 2025

• Weight ensembling improves reasoning in language models

Xingyu Dang � , Christina Baek� , Kaiyue Wen, Zico Kolter, Aditi Raghunathan

Conference on Language Modeling (COLM), 2025
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Chapter 2

Out-of-Distribution Performance
Estimation

To reliably deploy machine learning systems, we need to understand how systems per-

form across the long tail of real-world conditions. However, these out-of-distribution (OOD)

events — such as a self-driving car navigating through extreme weather conditions, a clin-

ical prediction model encountering a novel pathogen or emerging disease variant, and

chatbots encountering an adversarial user — are often underrepresented or entirely absent

from the model's in-distribution (ID) training data. Depending on the distribution shift, a

model may break catastrophically or suffer only a small degradation in performance; dis-

tinguishing these cases is crucial.

The standard method to assess models is through performance evaluation on curated

datasets. However, assembling labeled datasets that span the full range of OOD scenarios

is notoriously dif�cult: such events are rare by de�nition, and annotating them reliably

requires costly domain expertise. In some domains, estimating model performance is still

tractable: mathematics, formal theorem proving, and code generation all admit program-

matic veri�cation, and model judges can serve as reasonable substitutes for open-ended

language tasks. But many high-stakes settings admit no such shortcut. Detecting a ma-

lignant tumor, �agging harmful model outputs, or validating a clinical recommendation

against physician standards all require human values, physical measurement, and domain

expertise that cannot be reconstructed from inputs alone. At deployment, data accumu-

lates continuously and at scale, but annotation requires scarce expert time, creating an

ever-widening gap between what the model processes and what can be labeled.

This raises a natural question: can we estimate performance from unlabeled data alone, lever-

aging structure in how deep models behave under distributional uncertainty? Perhaps proxy

statistics, such as model con�dence, consistency over perturbations, or distance in the em-

bedding space, can �ag high-uncertainty inputs before errors propagate. The reliability of

such proxies, however, depends on what we are willing to assume about the model and
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Figure 2.1. Self-driving cars may observe bad weather and unfamiliar roadblocks at
test-time. In the example above, snow decreases the detection of the side car due to the
decrease in contrast [1]. Failures in such scenarios, while possibly rare, can be
catastrophic.

the data it encounters. Any unsupervised estimator rests on assumptions about the nature

of the distribution shift and the model's sensitivity to it, and characterizing the regimes in

which these assumptions hold is itself a central challenge.

In this chapter, we formalize the problem setting (Section 2.1) and review key prior

work (Section 2.2). We discover a surprisingly regular relationship in how independently

trained networks agree in their predictions (Section 2.4), and use it to derive an unsu-

pervised estimator that predicts out-of-distribution accuracy to within a few percentage

points (Section 2.5). Finally, we extend our �ndings to the foundation model paradigm

(Section 2.6) and conclude with thoughts on future applications and the deeper connec-

tion between agreement versus con�dence-based performance estimators (Section 2.7).

2.1 Problem Formulation

We will focus on the classi�cation setting, where given some distribution D, the model

f predicts the true label out of K discrete classes y 2 [K] of an input x. For example,

consider object detection for a self-driving car, as illustrated in Figure 2.1. Given video

frames from the sensor x, the model has to predict the object in the image out of discrete

classes y 2 fcar, pedestrian, busg. In classi�cation, a model's performance is typically eval-

uated based on accuracy, which simply measures the rate at which the model's prediction

matches the true label over the appropriate dataset.

Classi�er Accuracy: E (x,y)�D [1f f (x) = yg ]

where 1f�g is the 0-1 function.
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In OOD unsupervised performance estimation, we consider a scenario where we do not

have access the labels y for the target distribution. The problem can be formalized as the

following. Say f is trained on labeled data (x, y) sampled from the source 1 distribution D S

and we know its performance on this source domain. We want to predict the accuracy of

f on a target distribution D T from which we observe only unlabeled inputs x:

Problem: Given accuracy over source distribution E (x,y)�P S
[1f f (x) = yg ]

and target unlabeled data x � D T, estimate E(x,y)�P T
[1f f (x) = yg ] ?

This problem is fundamentally underdetermined. Without some structural assump-

tions, PT(y j x) can differ arbitrarily from P S(y j x). An impossibility result of Garg

et al. [35] formalizes this limitation, showing that no estimator is consistent across all shifts

without assumptions on the classi�er or the shift itself. Estimators must impose some con-

straint on how the domain shifts and on how the models behave under such shifts.

2.2 Literature Review

The literature on unsupervised performance estimation has evolved alongside the mod-

els it seeks to evaluate. Early work, rooted in statistical learning theory, sought worst-case

bounds on target error in terms of distributional distance. Later work imposed identi�a-

bility assumptions on the shift or the model to recover accuracy exactly. Most recent work,

confronted with deep networks for which neither bounds nor identi�ability assumptions

hold cleanly, has turned instead to empirical regularities observed in practice.

Divergence-based bounds Initial works in statistical learning theory commonly propose

a notion of distance between PS and PT as a function of the hypothesis class. Then the tar-

get error of a model is bounded by its source error plus this divergence term. Ben-David

et al. [36] introduced one of the �rst uniform-convergence bounds for domain adapta-

tion using the HDH-divergence, de�ned as the largest disagreement any two hypothe-

ses in a class H can exhibit between the two marginals. Subsequent work extend upon

this framework. Mansour et al. [37] generalize to arbitrary losses via a discrepancy dis-

tance, and Cortes et al. [38] use Ŕenyi divergences to control the moments of the weights

w(x) = p T(x)/p S(x). Unfortunately, these bounds tend to become vacuous when the shift

is large, which is precisely the regime where a reliable estimate is most useful.

1Based on common terminology, we refer to the in-distribution domain as the source and the out-of-
distribution domain as the target. We will use ID versus source and OOD versus target interchangeably.
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Structural assumptions Another family of works imposes structural assumptions on the

target distribution or the model distribution that make accuracy identi�able from unla-

beled data [28, 39–42]. In classi�cation tasks, it is common to assume errors of different

models are conditionally independent given the true class [40, 41] or that they satisfy cer-

tain logical constraints [28, 42]. Given predictions over target examples from multiple

models, the accuracy of each model is then identi�able and can be recovered jointly.

Empirical patterns in black-box models Formal assumptions about the structure of dis-

tribution shift are hard to justify for neural networks trained on realistic data. Work in this

area has instead turned to empirical regularities — patterns in how deep networks behave

across shifts that can be exploited for estimation, even without a principled theory of the

shift itself. Examples include the tendency of high-con�dence predictions to be correct

[35, 43, 44], the correlation between accuracy and distributional statistics in the model's

internal representation space [45], the correlation between target accuracy and agreement

with a reference model [46, 47], and the correlation with parameter-space distance to a

pseudolabel-trained network [48].

The challenge is to identify assumptions that are at once permissive, applying broadly

to deep networks, and restrictive, yielding a tractable estimation problem. Empirical pat-

terns have proven remarkably effective at estimating performance across standard ma-

chine learning benchmarks, but this success is unsatisfying without a general character-

ization of when such estimators succeed or fail. Progress in performance estimation de-

pends on identifying structural regularities that hold broadly across deep neural networks

and across distribution shifts.

2.3 ID and OOD Performance is Strongly Correlated

The remainder of this chapter is concerned with one such regularity, perhaps the most

striking to emerge from the empirical literature: a model's in-distribution (ID) accuracy

is often enough to predict its out-of-distribution (OOD) accuracy through a simple linear 2

transformation, and remarkably, the same mapping holds across independently trained

deep models regardless of architecture, hyperparameters, or training procedure.

2.3.1 Accuracy-on-the-Line

The pattern was �rst documented in the context of dataset replication [31, 49]. Recht

et al. [31] constructed new test sets for CIFAR-10 and ImageNet by closely following the

2Correlation holds better under the probit transform or inverse standard Gaussian CDF F �1 (�), due to slight
curving at the extremes. We will theoretically show why probit is the right scaling in the next chapter.
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original data collection protocol. Absolute accuracy dropped on the new benchmarks,

but each percentage point of improvement on the original CIFAR-10 test set strictly corre-

sponded to 1.7 percentage points of improvement on the new test set, and model rankings

were almost entirely preserved.

accOOD ( f ) � 1.7 � (acc ID (f) � baseline) + baseline

Miller et al. [30, 50] named this empirical regularity accuracy-on-the-line and showed

that it extends well beyond dataset replication. Across vision benchmarks, the linear trend

holds for dataset reproductions (CIFAR-10.1, CIFAR-10.2, ImageNet-V2), shifts between

benchmarks sharing a label set (CIFAR-10 to CINIC-10 or STL-10), and synthetic corrup-

tions (CIFAR-10-C, ImageNet-C). The trend also extends to real-world shifts across speci�c

domains, including satellite imagery across geographic regions and time periods (FMoW-

WILDS), wildlife camera traps across animal habitats and locations (iWildCam-WILDS),

and �uorescent microscopy of human cells across experimental batches (RxRx1-WILDS).

It even appears in language domains such as multiple choice question answering, where

it holds across SQuAD test sets drawn from different source domains (e.g. Wiki, NYT).

2.3.2 Effective robustness

The central practical implication of accuracy-on-the-line is that no standard algorithmic

adjustment lifts a model above the line. To make this precise, Taori et al. [32] introduced

effective robustness. Consider a linear �t b(x) on a testbed of standard models, where b(x)

denotes the OOD accuracy predicted by the baseline at ID accuracy x. Effective robustness

of a new model f is the vertical gap between its OOD accuracy accOOD ( f ) and b evaluated

at its ID accuracy accID ( f ):

r( f ) = acc OOD ( f ) � b
�
accID ( f )

�
.

A model exhibits positive effective robustness only when r( f ) > 0, that is, when it lies

strictly above the baseline. In other words, robustness is decoupled from accuracy: a model

that is more accurate but sits on the same line gains no effective robustness.

A consistent �nding across literature is that standard algorithmic improvements and

increased compute improve in-distribution performance but leave effective robustness un-

changed. Models trained with different architectures, hyperparameters, training set sizes,

and training durations all tend to lie on the same line [51]. Even adversarial training, and

other interventions through synthetic augmentation produce no effective robustness on

natural distribution shifts [32]. The only exception is data. Training on larger and more

diverse data is the only strategy that meaningfully improves OOD performance for a given
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ID performance. For example, consider foundation models, which have been trained on

trillions of diverse examples on the general web. They learn robust representations that

are hard for deep networks to capture just from the source dataset. We discuss this further

in the next section.

2.3.3 Finetuned foundation models lie on a separate line

The clearest instance of this data-driven gain comes from foundation models, which

are pretrained on corpora far larger and more diverse than any single ID dataset. Fang

et al. [52] make this concrete with CLIP, showing its effective robustness gains stem from

pretraining diversity rather than the contrastive objective or language supervision. While

�netuned foundation models do not fall on the same baseline line as models trained from

scratch, �netuned checkpoints derived from a shared base foundation model trace their

own accuracy-on-the-line trend, sitting strictly above the from-scratch baseline. Still the

line typically falls below the diagonal (i.e., Accuracy ID = Accuracy OOD) because �netun-

ing gradually over�ts to the ID distribution and distorts the very pretrained features that

produced the original robustness [53, 54]. Forms of adaptation that alter foundation mod-

els the least trace lines closest to the diagonal. In language models, in-context learning

barely touches the base model at all, and is rewarded with the most effective robustness of

any adaptation method [55].

2.3.4 Implications for estimating performance

Accuracy-on-the-line points to a deeper regularity in how deep models learn. Despite

the freedom to vary architecture, optimization, and hyperparameters, models trained on

the same dataset appear to learn in similar ways and to respond to natural distribution

shifts in a coordinated manner. Let H(D, A) denote this family of models, all trained on

the same dataset D but differing in algorithmic choices sampled from the set A. Accuracy-

on-the-line is already suf�cient to settle some questions. For example, since the linear rela-

tionship preserves rankings, the model in H(D, A) with the highest ID accuracy is also the

one with the highest OOD accuracy, and model selection under distribution shift becomes

trivial. However, accuracy-on-the-line is not suf�cient to recover OOD accuracy as an ab-

solute quantity. If we had the slope and intercept of the line and the ID accuracy, OOD

accuracy would simply be the transformation of ID accuracy. However, the identi�cation

of the linear �t still depends on labeled examples, leaving us with a circular dependency.

In the next section, we remove this �nal dependence on labels.
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2.4 Agreement-on-the-Line Phenomenon

Say we have a model from the family h 2 H(D, A). Instead of aiming to predict the

OOD performance of this model directly. In scenarios where accuracy-on-the-line holds

among the entire model family, our goal is then to predict the linear function that maps

any model's ID accuracy to its OOD accuracy. However, to compute the linear trend, we

need to compute the accuracy of the models, which still requires labels. Consider a simple

alternative. Instead of measuring accuracy, which measures how often the model's pre-

dictions matches the true label, we will replace the label with the predictions of another

classi�er in the same model family h 0 2 H(D, A). In other words, we measure their agree-

ment, or the rate at which the two models agree in their predictions. For any pair h, h 0 2 H

and any distribution D,

Acc(h) = E x,y�D [1fh(x) = yg], (2.1)

Agr(h, h0) = E x�D [1fh(x) = h 0(x)g]. (2.2)

What is the relationship between ID versus OOD agreement? We �nd that there also

often exists a strong linear correlation between ID versus OOD agreement. We call this

phenomenon agreement-on-the-line. Importantly, however, this phenomenon appears to be

tightly coupled with accuracy-on-the-line: when agreement-on-the-line holds, accuracy-

on-the-line also holds; and when agreement-on-the-line does not hold, neither does accuracy-

on-the-line. Furthermore, when these properties hold, the linear correlations of both accuracy-

on-the-line and agreement-on-the-line appear to have roughly the same slope and bias.

Interestingly, unlike accuracy-on-the-line, which appears to be a general phenomenon,

agreement-on-the-line, especially the fact that the slope and bias of the linear correlation

agree across accuracy and agreement, appears to occur only for neural networks. Indeed,

the phenomenon is quite unintuitive, given that there is no a-priori reason to believe that

agreement and accuracy would be connected in such a manner; nonetheless, we �nd this

phenomenon occurs repeatedly across multiple datasets and vastly different neural net-

work architectures.

2.4.1 Experimental setup

We study ID versus OOD accuracy and agreement across more than 20 common OOD

benchmarks and hundreds of independently trained neural networks.

Datasets. We present results on 8 dataset shifts and include results for other distribution

shifts in Appendix C of [2]. These datasets span:
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Figure 2.2. Agreement-on-the-line [2]. When ID versus OOD accuracy is linearly
correlated if and only when ID versus OOD agreement is also linearly correlated. Each
blue point represents the accuracy of a single model and each pink point represents the
agreement of a pair of models. To avoid clutter, for n models we plot n randomly
sampled pairs. Axes are probit scaled.

1. Dataset reproductions: CIFAR-10.1 [56], CIFAR-10.2 [57] reproductions of CIFAR-10

[58] and ImageNetV2 [31] reproduction of ImageNet [59]

2. Synthetic corruptions: CIFAR-10C Fog and CIFAR-10C Snow [60]

3. Real-world shifts from the Wilds dataset [61]: satellite images (fMoW-WILDS), images

from camera traps in the wildlife (iWildCam-WILDS [62]), and images of cancer tissue

(Camelyon17-WILDS [63])

Models. For ImageNetV2, we evaluate 50 ImageNet pretrained models from the timm

[64] package. On the remaining 7 shifts, we evaluate on all independently trained mod-

els in the testbed created and utilized by [30] consisting of � 150 models for each shift.

The evaluated models span a variety of convolutional neural networks (e.g. ResNet [65],

DenseNet [66], Ef�cientNet [67], VGG [68]) as well as various Vision Transformers [69].

All architectures and models are listed in the Appendix D of [70].

Probit scaling. Miller et al. [30] report their results after probit scaling F �1 (�) the ID

versus OOD accuracies due to a better linear �t. We apply the same probit transform to

both accuracy and agreement in our experiments.
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2.4.2 Empirical laws governing model agreement

We can state agreement-on-the-line more precisely as a conjunction of three empirical

properties. Throughout, both accuracy and agreement are passed through the probit trans-

form F �1 (�), which yields tighter linear �ts.

• Property I When ID and OOD accuracy are strongly linearly correlated (R 2 � 0.95),

ID and OOD agreement are also strongly linearly correlated.

• Property II When both correlations are strong, the two linear �ts have nearly the

same slope and intercept.

• Property III When ID and OOD accuracy are only weakly correlated (R 2 � 0.75),

agreement is similarly weakly correlated.

We show the agreement-on-the-line phenomenon on 8 datasets in Figure 2.2. On CIFAR-

10.1, CIFAR-10.2, ImageNetV2, CIFAR-10C Fog and Snow, and fMoW-WILDS, we �nd that

both ID versus OOD accuracy and agreement observe strong linear correlations, and the

linear �ts have the same slope and bias (Property I, Property II). On the other hand, on

the datasets Camelyon17-WILDS and iWildCam-WILDS where accuracy is not linearly cor-

related, agreement is also not linearly correlated (Property III). Hence, the agreement-on-

the-line phenomenon has important practical implications for both checking whether the

distribution shift observes accuracy-on-the-line and predicting the actual value of OOD

accuracy without any OOD labels. The second property makes agreement useful for esti-

mation, since matching slope and intercept mean that the accuracy line can be read off the

agreement line directly.

2.4.3 Agreement-on-the-line is speci�c to neural networks

Finally, we emphasize that there is something special about neural networks that makes

the ID vs. OOD agreement trend identical to the ID vs. OOD accuracy trend. This is unlike

accuracy-on-the-line that holds across a wide range of models including neural networks

and classical approaches. Figure 2.3 shows CIFAR-10 Test vs. CIFAR-10C Fog accuracy

and agreement of linear models (e.g. logistic and ridge regression) and various non-linear

models (e.g. Kernel SVM [71], k-Nearest Neighbors, Random Forests [72], Random Fea-

tures [73], AdaBoost [74]).3 We look at agreement between pairs of models from the same

model family. While Property I tends to hold across model families, Property II only holds

for neural networks, i.e. the slope and bias of the agreement line do not match the slope

and bias of the accuracy line for other model families.

3For all non-neural network based methods, the inputs are images �attened into vectors.
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Figure 2.3. Agreement-on-the-line is a property of neural networks [2]. ID versus OOD
accuracy and agreement across model classes on CIFAR-10 versus CIFAR-10C Fog.
Accuracy-on-the-line holds across all classes, but the agreement line coincides with the
accuracy line only for neural networks (red).

2.5 A Method for Estimating OOD Accuracy

Agreement-on-the-line allows us to go beyond model selection and predict OOD accu-

racy. We present two methods built on this phenomenon; the second is more involved but

more accurate in practice.

Say we are given a set of n independently trained models H = fh ign
i=1 , labeled ID

validation data, and unlabeled OOD validation data. We know by agreement-on-the-line

that when ID versus OOD agreement is strongly linearly correlated across h, h 0 2 H � H,

ID versus OOD accuracy for all h 2 H approximately lies on the same line:

F �1 (Agr OOD (h, h0)) = a � F �1 (Agr ID (h, h0)) + b

m

F �1 (AccOOD (h)) = a � F �1 (AccID (h)) + b

(2.3)

Note that we can estimate AccID (h), Agr ID (h, h0) and Agr OOD (h, h0) using the sample aver-

ages over ID labeled validation data and OOD unlabeled data. Then we can estimate slope
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and bias of the �t by linear regression over the probit transformed agreements.

â,b̂ = arg min
a,b2R

å
i6=j

�
F �1 (Agr OOD (hi , hj )) � a � F �1 (Agr ID (hi , hj )) � b

� 2
(2.4)

ALine-S For each model h 2 H, given its ID validation accuracy, one could simply lin-

early transform Acc ID (h) using the estimated slope â and biasb̂ from (2.4) to get an estimate

of the model's OOD accuracy. We call this simple algorithm ALine-S.

ALine-D While ALine-S suf�ces when the linearly correlation is very high. We �nd that

it is sensitive to outliers that stray away from the linear �t. Notice that ALine-S does not

directly use the OOD agreement estimates concerning the model of interest—we only use

agreements indirectly via the estimates â and b̂. We propose a better estimator that directly

uses the model's OOD agreement via a system of linear equations as follows. First, for any

pair of models h, h0 2 H, it directly follows from (2.3) that

F �1 (AccOOD (h)) + F �1 (AccOOD (h0))
2

= a �
F �1 (AccID (h)) + F �1 (AccID (h0))

2
+ b (2.5)

By substituting b = F �1 (Agr OOD (h, h0)) � a � F �1 (Agr ID (h, h0)) into (2.5), we get that the

average OOD accuracy of any pair of models h, h0 2 H is

1
2

F �1 (AccOOD (h))
| {z }

unknown

+
1
2

F �1 (AccOOD (h0))
| {z }

unknown

= F �1 (Agr OOD (h, h0)) + a �
�

F �1 (AccID (h)) + F �1 (AccID (h0))
2

� F �1 (Agr ID (h, h0))
�

| {z }
known (can estimate via sample average over XOOD and (X val , yval ))

.

(2.6)

We can plug in estimates of the terms on the right hand side ( â from linear regression (2.4)

and the rest from sample averages). In this way, we can construct a system of n � (n �

1) linear equations of the form (2.6) involving the probit transformed OOD accuracy of

models as the n “unknown” variables. We solve the system via linear regression to recover

estimates of the OOD accuracies of each model. We call this procedure ALine-D, and it is

described more explicitly in Algorithm 1.

2.5.1 Results

Baselines. We compare against four prior label-free estimation methods: Average Thresh-

old Con�dence (ATC) [35], DOC-Feat [75], Average Con�dence (AC) [43], and naive Agree-
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Algorithm 1 ALine-D: Predicting OOD Accuracy

1: Input: m ID validation samples (X ID�val , yID�val ), mOOD unlabeled samples XOOD , a set
containing n models of interest H

2: Get AccID (hi ) 8i 2 [n]
3: Get AgrID (hi , hj ) and Agr OOD (hi , hj ) for all pairs of models i 6= j
4: Get â,b̂ = arg min a,b2R å i6=j(F �1 (Agr OOD (hi , hj )) � a � F �1 (Agr ID (hi , hj )) � b) 2

5: Initialize A 2 R
n(n�1)

2 �n , b 2 R
n(n�1)

2

6: i = 0
7: for h j , hk 2 H do
8: Ai j = 1

2, Aik = 1
2, Ai` = 0 8l /2 fj, kg

9: bi = F �1 (Agr OOD (h j , hk)) + â �
�

F �1 (AccID (h j )+F �1 (AccID (hk)))
2 � F �1 (Agr ID (h j , hk))

�

10: i = i + 1
11: end for
12: Get w� = arg min w2R n kAw � b k2

2
13: return F(w �

i ) 8i 2 [n]

ment [70, 76]. For ATC, DOC-Feat, and AC are model con�dence based metrics. We re-

port the best result with or without temperature scaling to calibrate the model on the in-

distribution validation set. For naive Agreement, we sample model pairs, and directly use

the OOD agreement rateas the prediction of the pair's average OOD accuracy.

Main results. Table 2.1 reports the mean absolute error (MAE, in percentage points)

of each method's OOD accuracy predictions. ALine-D generally outperforms competing

methods on the datasets where agreement-on-the-line holds; on ImageNet versus Ima-

geNetV2 and CIFAR-10 versus CIFAR-10C Snow, ATC is marginally better. Figure 2.4

shows why: ATC tends to underpredict OOD accuracy for low-accuracy models, a failure

mode also reported by Yu et al. [48]. ALine performs equally well on good and bad mod-

els. Conceptually, ATC, AC, DOC-Feat, and naive Agreement use only information from

the model of interest, whereas ALine-D uses collective information from all models via the

linear system in (2.6).

On datasets where ID versus OOD agreement is not linearly correlated (Camelyon17,

iWildCam), ALine does not perform especially well—but neither does any other method.

The advantage of ALine is that it comes with a concrete way to verify when its predictions

are reliable: check whether agreement-on-the-line holds, which requires only unlabeled

data. Other methods do not provide any such diagnostic.
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Dataset ALine-D � ALine-S � ATC AC DOC Agreement

CIFAR-10.1 1.11 1.17 1.21 4.51 3.87 5.98
CIFAR-10.2 3.93 3.93 4.35 8.23 7.64 5.42
ImageNetV2 2.06 2.08 1.14 66.2 11.50 6.70
CIFAR-10C Fog 1.45 1.75 1.78 4.47 3.93 3.47
CIFAR-10C Snow 1.32 1.97 1.31 5.94 5.49 2.57
CIFAR-10C Saturate 0.41 0.77 0.69 2.03 1.51 4.14
fMoW-WILDS 1.30 1.44 1.53 2.89 2.60 8.99
RxRx1-WILDS 0.27 0.52 2.97 2.46 0.75 8.69

Camelyon17-WILDS 5.47 8.31 11.93 13.30 13.57 6.79
iWildCam-WILDS 4.95 6.01 12.12 4.46 5.02 7.35

Table 2.1. Mean absolute error (%) of OOD accuracy predictions [2]. ALine-D
outperforms competing methods on shifts where agreement-on-the-line holds, and
remains competitive on shifts where it does not. Methods marked � are ours.

Figure 2.4. Predicted versus actual OOD accuracy for ALine-D and ATC [2]. We
compare Aline-D with the second-best method from Table 2.1. ALine-D's predictions
track the diagonal; ATC tends to underpredict on lower-accuracy models.

2.5.2 Estimating performance along a training trajectory

In practice, the user may only care about the OOD performance of a single model. Col-

lecting many models is impractical, but collecting checkpoints along a single training run

is essentially free. Figure 2.5 shows ID versus OOD accuracy and agreement for check-

points of a single ResNet18 on CIFAR-10 (every 5 epochs) and a single ResNet50 on Ima-

geNet (every epoch). Even the agreement between pairs of checkpoints on the same run

is enough to produce a good linear �t whose slope and bias match those of accuracy-on-

the-line. Applying ALine-D to these checkpoints yields MAE � 3.6% on both CIFAR-10.1

and ImageNetV2. This means practitioners can use ALine without training a family of

models—one training run with saved checkpoints is suf�cient.
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Figure 2.5. Predicting OOD accuracy across training epochs [2]. ALine-D tracks the true
OOD accuracy of checkpoints along a single training run, with MAE of 2.19% on
CIFAR-10.1.

2.6 Extension to Large Vision and Language Models

So far, all the results on agreement-on-the-line are in small models heavily trained from

scratch or ImageNet pretrained weights. However, we would like to also predict the per-

formance of �netuned foundation models. Prior work, as we discussed Section 2.3.3, found

that �netuned foundation models also exhibit accuracy-on-the-line, but lie on a different

line closer to the diagonal than models trained from scratch (i.e. exhibit higher effective

robustness). This motivates extending agreement-on-the-line to the �netuning regime, but

the extension is non-trivial. Finetuning is typically very light and the pretrained backbone

imposes strong inductive biases on all downstream models [77].

Intuitively, agreement-on-the-line works because independently trained models make

uncorrelated errors out-of-distribution: as accuracy degrades under distribution shift, so

does agreement. For models trained from scratch, this property emerges even across runs

that differ only in the random seed controlling data ordering and initialization which

makes the method easy to instantiate in practice. However, it is unclear whether simple

randomization strategies are suf�cient in �netuned foundation models to produce enough

prediction diversity for agreement to vary meaningfully across models, or whether the

shared pretrained initialization collapses runs to make nearly identical predictions, leav-

ing agreement useless as a proxy.

2.6.1 Experimental Setup

In [3], we consider the following �netuned foundation model settings.

Datasets We evaluate on the same set of vision tasks as described in Section 2.4.1. For

the natural language domain, we consider the textual entailment classi�cation benchmark
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Source of Diversity CIFAR10C All Corruptions SQuAD-Shifts Amazon SNLI

Random Initialization 14.64 6.34 11.7
Data Ordering 37.01 10.30 15.4

Data Subsetting 35.85 16.21 15.5

Table 2.2. Effect of diversity source on performance estimation [3]. We calculate the
mean absolute percentage error of estimating performance via ALine-D over �netuned
models gathered using different sources of randomness. Only randomizing the adapters
and linear heads consistently elicits the matching slope property between accuracy and
agreement trends.

from MNLI [78] to MNLI-Mismatched [78] and to SNLI [79]. We also move beyond clas-

si�cation tasks and consider the question-answering benchmark from SQuAD v1.1 [80] to

SQuAD-Shifts [51]. Question-answering is a generative task where the model is tasked

with producing the answer to the query based on the provided context. We assess per-

formance using accuracy for all classi�cation tasks, and the F1 score for the question-

answering task.

CLIP Linear Probing We �netune over OpenCLIP ViT-B/32 model trained on LAION-2B

[81]. Given its well-established zero-shot capabilities, a popular method of �netuning CLIP

is to simply employ linear probing on top of the CLIP representation. We take particular

interest in evaluating the OOD performance of an ensemble of linear models trained on

top of frozen base model representations.

LoRA Finetuned Language Models We �netune several base FMs (GPT2-Medium [82]

and OPT-125M [83], and Llama2-7B [84]) using low-rank adaptors [85] and a small learning

rate � 1e-4. For question-answering, we train by next-token prediction over the answer

tokens. For text classi�cation, we also consider linear probing over the �nal embeddings.

2.6.2 Results

When do �netuned models also exhibit agreement-on-the-line? We isolate three sources

of randomness across �netuning runs: random initialization of the adapter or linear head,

random ordering of the training data, and training on random subsets of the data. Unlike

models trained from scratch, �netuned foundation models do not exhibit agreement-on-

the-line uniformly across these sources. The choice of randomization matters substantially

and only random initialization of the adapter or linear head is suf�cient on its own to

produce agreement-on-the-line whose slope matches the corresponding accuracy �t. Data
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Figure 2.6. Strong correlation across language model families [3]. Strong linear trends in
both accuracy and agreement with hold between �netuned language models from
different families (Llama, GPT, OPT) in both question-answering (SQuAD to
SQuAD-Shifts, evaluated by F1) and text classi�cation (MNLI to SNLI, evaluated by
accuracy).

ordering and data subsetting, by contrast, do not: the resulting OOD agreement rates lie

systematically above the accuracy line, breaking the slope-matching property.

Do generative tasks also exhibit agreement-on-the-line? So far we have established the

property in vision and language classi�cation, where the output space is small and accu-

racy is the standard evaluation metric. We extend the phenomenon to question-answering,

�netuning large language models to answer a query based on a given context. Here, the

standard metric is the F1 score, which measures the word overlap between the generated

answer and the ground-truth answer. Agreement is de�ned analogously by computing F1

between the predictions of two models, substituting one model's output for the ground-

truth answer. We train on SQuAD and evaluate on SQuAD-Shifts, where the context source

shifts from Wikipedia (the original domain) to other domains such as New York Times arti-

cles and Amazon Reviews. Surprisingly, F1 and F1-agreement continue to lie on a line with

the same slope-matching behavior observed in classi�cation, suggesting the phenomenon

extends to generative tasks as well. Extending these notions to longer-form generation is

less straightforward. Although accuracy and agreement can always be de�ned through

some surface metric, it is unclear whether either remains a meaningful measure of model

behavior. We leave a careful study of this regime to future work.

Homogeneity in open-source models A further surprising �nding concerns cross-family

agreement: although accuracy-on-the-line is not expected to hold for models pretrained
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on different corpora, we observe in Figure 2.6 that different open-source language model

families—BERT, GPT-2, OPT, and LLaMA-2—lie on the same accuracy-on-the-line trend

when each family is �netuned from its own baseline checkpoint. This alignment suggests

that the pretraining data across language model families are very similar, and the large

pool of open-source �netuned models can be used as a cost-free ensemble for agreement-

based OOD accuracy estimation.

2.7 Discussion

The contributions of this chapter are two-fold. First, we identify the agreement-on-

the-line phenomenon and show that it tracks accuracy-on-the-line across a wide range of

natural distribution shift benchmarks in vision and language. We further highlight that

the matching slope and bias of the two linear �ts is speci�c to neural networks trained

from scratch, and the phenomena thus fundamentally seem connected to these classes of

models. Second, we leverage this regularity to derive a simple but effective method, ALine,

for predicting OOD accuracy from unlabeled target data alone — one that comes with a

built-in sanity check, since the user can verify on unlabeled data whether accuracy-on-the-

line holds before trusting the estimate.

ALine outperforms prior unsupervised estimators across the shifts where the phe-

nomenon holds. We notice that the strongest competing methods are con�dence-based,

and that they too tend to succeed only when accuracy-on-the-line holds. The connection

between the two families of methods runs through the notion of calibration, which we

examine below. As we will see, calibration is in fact suf�cient to imply agreement-on-the-

line: if a model is calibrated both in-distribution and out-of-distribution, agreement and

accuracy coincide exactly, and agreement-on-the-line follows trivially from accuracy-on-

the-line. However, real models do not satisfy this condition, yet agreement-on-the-line

still holds, indicating that some weaker structural property is responsible.

2.7.1 Connection between Agreement and Calibration

Unsupervised performance methods such as average con�dence (AC) [43], difference

of con�dence (DOC) [75], and average threshold con�dence (ATC) [35], rely on using the

model's uncertainty about its predictions to gauge its accuracy. Such methods require

models to satisfy some notion of calibration. For example, consider class-wise calibration:

given a model f : X ! D K�1 that outputs a distribution over the K classes, we say that f

is class-wise calibrated over D if

Pr
(X,Y)�D

�
Y = k

�
� fk(X) = q

�
= q for every k 2 [K], q 2 [0, 1].
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