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ABSTRACT

Artificial intelligence (AI) has shown impressive capabilities in diverse applica-

tions, ranging from chatbots to self-driving cars. Despite these advances, much aca-

demic research is geared towards improving models on a limited set of standardized

datasets, which focus on a few dominant domains, such as language and vision, and

are designed with fixed formats to facilitate modeling. However, real-world data is

fundamentally diverse, exhibiting significant variations in type, distribution, com-

plexity, and how it changes over time.

This thesis aims to develop new approaches for building AI systems that can

effectively and efficiently handle heterogeneous data. We categorize this heterogeneity

along three key dimensions: data type (the raw form, such as text, pixel, or time-

series data), application domain (the field it comes from, such as conversation, image

recognition, or scientific discovery), and complexity (variations within the same data

type and domain). Importantly, data type and application domain are distinct. For

example, genomic sequences can be represented as text tokens but are not natural

language data, and satellite images require different handling than standard natural

images. Applying the same modeling approach to all data of a given type will hinder

performance, whereas training a separate model from scratch for each task is time-

and resource-intensive.

To overcome this trade-off, this thesis develops data-driven alignment methods

that leverage existing architectures and pretrained large language models (LLMs)

but tailor them to diverse tasks in a sample- and compute-efficient way. Specif-

ically, we present methods that align data representation and architecture design

to adapt across data types (e.g., ORCA, DASH, RECODE), specialize LLMs for

domain-specific applications via prompt tuning (e.g., TAG-LLM) or post-training

(e.g., ScribeAgent, TTI), and improve tokenization to address complexity variation

(e.g., CAT). To emphasize practical impact, the presented work studies a wide spec-

trum of data, from natural language to structured HTML, from natural images to

scientific domains like physics and genomics. The ultimate goal is to effectively lever-

age the general capabilities of LLMs, and utilize the pretrained weights to improve

performance in long-tail domains while saving data and compute.
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Chapter 1

Overview

1.1 Motivation

Arti�cial intelligence (AI) systems have achieved remarkable success across a wide

range of applications, from conversational agents to autonomous vehicles. Much of

this progress, however, has been driven by research on a relatively narrow collec-

tion of standardized datasets and benchmarks. These datasets are typically drawn

from a small number of dominant modalities, most notably language and vision, and

are often curated into �xed, uniform formats that simplify modeling and evaluation.

While this paradigm has enabled rapid research progress, it only weakly re
ects the

conditions encountered in real-world situations. In practice, data is inherently het-

erogeneous: it varies widely in representation, statistical structure, semantics, scale,

and temporal dynamics. Moreover, it can frequently evolve as environments, users,

and tasks change.

In this thesis, we investigate principled approaches for building AI systems that

can operate e�ectively and e�ciently under such heterogeneity. To do so, we �rst

identify three dimensions to organize data diversity. The �rst is data type, refer-

ring to the raw representation of information, such as text, images, graphs, or time

series. The second is application domain, which captures the underlying source

and semantics of the data, including areas such as natural language, computer vision,

scienti�c modeling, and biological analysis. The third is complexity, encompassing

variations in structure, noise, scale, and task di�culty that arise even within the same

data type and domain. To fully realize AI's potential in the real world, we need to

tackle all these dimensions simultaneously.
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Previous approaches. In recent years, large pretrained foundation models, most

notably large language models (LLMs), have become the default paradigm for solving

a wide range of AI problems. Their success stems from a general-purpose design and

large-scale pretraining, which enable strong performance on many text-centric tasks

with minimal task-speci�c engineering. However, this generality does not transfer

uniformly to specialized or underrepresented domains. Such long-tail settings in-

clude natural language with atypical structure or token distributions (e.g., �nancial

documents, scienti�c writing), as well as data that departs from standard linguistic

form altogether, such as time-series, tabular data, graphs, structured markup (e.g.,

HTML), and scienti�c measurements. Beyond modality, challenges also arise from

domain-speci�c semantics and from variations in data complexity, scale, and noise.

One traditional response to these challenges is to design and train domain-speci�c

models from scratch. While this approach can yield strong performance in narrow

settings, it is often impractical due to (i) limited or noisy labeled data, (ii) the need to

encode domain expertise and task-speci�c inductive biases, and (iii) substantial com-

putational cost. As an alternative, recent work has focused on repurposing pretrained

foundation models, leveraging their general representations as a starting point. This

paradigm o�ers the promise of improved performance with signi�cantly reduced data

and compute requirements, enabling rapid adaptation without discarding the bene�ts

of large-scale pretraining.

Unmet needs and gaps. Despite this promise, existing adaptation strategies ex-

hibit important limitations. Most approaches rely on direct �ne-tuning of pretrained

models using domain-speci�c data. Although e�ective in many cases, naive �ne-

tuning can erode general linguistic and reasoning capabilities, is computationally

expensive at scale, and often fails to account for structural di�erences between do-

mains. In-context learning o�ers a lighter-weight alternative that preserves the base

model, but its performance is highly sensitive to prompt design and example selec-

tion, leading to instability and limited robustness. More broadly, both strategies treat

adaptation primarily as a surface-level modi�cation, without explicitly modeling the

underlying sources of heterogeneity across data type, domain, and complexity. As

a result, they often struggle when the target task deviates substantially from the

pretraining distribution or when the data representation and semantics di�er from

natural language, yielding unpredictable or suboptimal behavior across modalities.

To bridge this gap, this thesis develops a uni�ed framework of adaptive learning
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methods that build upon existing architectures and pretrained models while explic-

itly accounting for heterogeneity in data representations, application domains, and

task complexity. Rather than retraining specialized models from scratch or relying

on fragile prompting heuristics, our approaches introduce targeted mechanisms for

integrating domain knowledge, structural priors, and complexity-aware adaptations

within a shared model backbone. This design enables e�cient transfer across diverse

modalities while preserving the general reasoning capabilities of foundation models.

By reducing sample requirements and computational cost without sacri�cing robust-

ness or 
exibility, the proposed methods aim to provide a principled path toward AI

systems that are both broadly capable and practically deployable in heterogeneous

real-world environments.

1.2 Addressing Di�erent Aspects of Data Hetero-

geneity

In this section, we brie
y overview the set of methodological principles we develop

for building AI systems that operate robustly across heterogeneous data. Rather

than treating heterogeneity as a secondary challenge to be handled by ad hoc �ne-

tuning, we propose that di�erences in data type, domain, and complexity should be

addressed through explicit design choices in representation, architecture, training,

and interaction. The core contribution of this dissertation is a uni�ed framework

that decomposes heterogeneity into these three dimensions and introduces targeted

algorithmic solutions for each.

To address heterogeneity in data types, we develop methods that align repre-

sentations across modalities with fundamentally di�erent statistical structures. This

includes learning embedding transformations that map unfamiliar modalities into

feature spaces compatible with pretrained models, as well as introducing alternative

reasoning modalities such as executable code for structured visual and scienti�c data.

These approaches enable e�ective transfer from foundation models trained on text

and natural images to domains such as charts, diagrams, and numerical simulations,

while preserving the underlying structure of the target data.

For heterogeneity across application domains, we focus on adaptation mech-

anisms that go beyond standard �ne-tuning. This includes lightweight post-training

techniques, modular prompting strategies, and agent-based systems that interact with
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external environments. By explicitly modeling domain characteristics at the input

level and allowing models to acquire task-speci�c behaviors through interaction and

reinforcement learning, the proposed methods support rapid specialization to new do-

mains such as web navigation, scienti�c computing, and work
ow automation without

retraining large models from scratch.

To address heterogeneity in levels of complexity, we introduce adaptive rep-

resentations that allocate computation dynamically based on content. Concretely,

this includes content-aware tokenization schemes that vary resolution according to in-

formation density, and hierarchical modeling strategies that adjust processing depth

across instances. These techniques enable e�cient handling of both simple and highly

structured inputs within a uni�ed model, improving performance while reducing un-

necessary computation.

Empirical results. Across multiple benchmarks and real-world domains, the pro-

posed methods demonstrate consistent improvements over strong baselines. Represen-

tation alignment techniques enable pretrained models to transfer e�ectively to novel

modalities, yielding substantial gains on cross-modal classi�cation and structured

visual reasoning tasks. Domain-adaptive post-training and agent-based learning im-

prove robustness and task success in interactive environments such as web navigation

and scienti�c problem solving, outperforming both zero-shot prompting and stan-

dard supervised �ne-tuning. Adaptive representations further reduce computational

overhead while maintaining or improving accuracy on inputs with widely varying

complexity. Together, these results validate the central thesis of this work: explicitly

modeling and addressing heterogeneity in data type, domain, and complexity leads

to AI systems that are more accurate, e�cient, and reliable in diverse real-world

settings.

1.3 Organization and Contributions

This thesis is organized as follows.

Part 1 contains a statement of the claims which will be proved by this thesis. Chap-

ter 1 instantiates the central motivation and claims followed by an overview

of the thesis structure. Chapter 2 introduces the concept of data heterogene-

ity, outlining the three key dimensions|data modality, domain, and in-domain
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variation|and highlighting the corresponding challenges and research oppor-

tunities.

Part 2 introduces works on cross-modality adaptation. Speci�cally, we developed

ORCA [1], a �ne-tuning framework for aligning data distributions, and DASH [2],

a neural architecture search framework for adapting network architectures in-

stead of data representation. These two principles were then applied in two

real-world scienti�c domains: UPS [3] adapts LLMs into uni�ed solvers for par-

tial di�erential equations, and L2G [4] synthesizes both approaches to adapt

language models for genomics. After that, we extend from single-turn predic-

tion to multi-turn interaction and introduce RECODE [5], an agentic pipeline

that demonstrates how code as an auxiliary modality can improve LLM's visual

reasoning ability.

Part 3 investigates how to close the domain gap within a single modality. We

explored two ends of the adaptation spectrum: for lightweight adaptation,

we developed Tag-LLM [6], a modular prompt-tuning framework that uses

reusable tags to specialize frozen LLMs; for deep specialization, we developed

ScribeAgent [7], which �ne-tunes open-source LLMs on a large-scale, real-world

dataset to build state-of-the-art web navigation agents. We further extend from

vanilla �ne-tuning to reinforcement learning (RL) and present TTI [8], which

introduced a new dimension for scaling agent capabilities by increasing interac-

tion steps rather than just reasoning depth. This curriculum-based online RL

approach achieved state-of-the-art performance among open-source agents on

WebVoyager and WebArena benchmarks.

Part 4 tackles the challenge of intra-domain complexity. Here, I present CAT [9],

a content-adaptive image tokenizer that dynamically adjusts the compression

ratio for images based on their complexity, leading to more e�cient and e�ective

visual representation learning.

Finally, we conclude the thesis and include an appendix to provide background

information and experiment details for the work discussed. The work presented in

this thesis is largely contained in existing publications, cited in the outline above.

Signi�cant content will be reused from these publications, especially in chapters de-

voted to the main results. This thesis does provide a uni�ed overview of many of the
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theoretical results, corrects some minor errors in the original works, and situates the

contributions in the context of more recent developments.
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Chapter 2

Background

2.1 Three Dimensions of Data Heterogeneity

Recent years have witnessed a shift towards large-scale pre-training across domains

like computer vision and natural language processing. This work
ow generally con-

sists of two stages: pre-training on vast amounts of domain-speci�c data to capture

general knowledge followed by post-training (e.g., supervised �ne-tuning or reinforce-

ment learning) on target tasks [10]. This paradigm has been tremendously successful,

enabling foundation models [11] to consistently outperform traditional supervised

learning methods on a wide variety of downstream tasks in the vision and language

domains [12{14].

Beyond these classical domains, foundation models have been adapted to various

specialized domains, which we de�ne to be ML application areas|e.g. genomics,

satellite imaging, and time series|whose data modalities lie outside those of clas-

sical AI tasks, i.e. natural images and text. This success highlight the potential

for building more generalizable AI systems capable of addressing a broader spec-

trum of real-world challenges. Achieving this, however, requires tackling the inherent

heterogeneity of real-world data. In this chapter, we identify and examine three di-

mensions of heterogeneity: data types, application domains, and levels of complexity

(Figure 2.1).

2.1.1 Data Types: The Raw Representation of Information

The �rst dimension of data heterogeneity pertains to the data type itself|the raw,

pre-processed form of the data before it is subjected to speci�c modeling techniques.
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Figure 2.1: We focus on three dimensions of data heterogeneity and develop methods
that adapt existing models and architectures across data types, domains, and com-
plexities.

Examples of common data types include:

ˆ Textual Data: Data represented as sequences of words and can be tokenized

into sequences of tokens.(e.g., news articles, social media posts, scienti�c pub-

lications).

ˆ Image Data: Visual information captured as arrays of pixels, encompassing

natural images, medical images (X-rays, CT scans, MRIs), and satellite images.

ˆ Time-Series Data: Sequential measurements recorded over time, such as stock

prices, and physiological signals (ECG, EEG).

ˆ Volumetric Data: Three-dimensional data representing physical volumes, such

as 3D medical scans or simulations of 
uid dynamics.

Each data type presents unique challenges for AI modeling. For example, pro-

cessing textual data requires techniques for handling context and semantic meaning.

Image data demands methods for spatial reasoning. Time-series data necessitates

models that capture temporal dependencies.

The distinct nature of these data types has historically driven the development

of specialized network architectures and training algorithms. However, as modern

AI models are getting increasingly general, these traditionally rigid boundaries are

becoming blurred. For example, time-series data can also be represented as text

and processed by language models. This thesis explores an emerging paradigm of

cross-modality adaptation, where we repurpose general-purpose language and vision

models for a wider range of data types, thereby leveraging their inherent capabilities

across diverse data types.
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2.1.2 Application Domains: The Generating Source of Data

The second dimension of data heterogeneity centers on the application domain or the

context from which the data originates. Di�erent domains inherently generate data

with distinct characteristics, statistical properties, and underlying structures. Exam-

ples of application domains include bioinformatics, physics, �nance, and robotics.

We distinguish between data types and application domains because even data

sharing the same representational format can exhibit signi�cant distributional di�er-

ences (i.e., domain gap) due to the distinct generating sources. For instance, code,

HTML, and DNA sequences can all be represented as text tokens, but they are not

inherently natural language. Consequently, applying general-purpose language mod-

els to these data without addressing the domain gap can be suboptimal. Similarly,

satellite images, despite being composed of pixels like natural images, require distinct

processing methods due to variations in viewpoint, scale, and image characteristics.

In this thesis, we explore di�erent approaches to close the domain gap so that we can

reuse existing pretrained models on out-of-domain datasets.

2.1.3 Complexity: Variations Within Data Types and Do-

mains

Even within the same data type and application domain, levels of complexity can

vary signi�cantly. This dimension captures the inherent variations in the structure,

content, and richness of the data. For example:

ˆ Text Complexity: The di�erence between short, simple sentences and long,

complex paragraphs with nested clauses, �gurative language, and specialized

terminology.

ˆ Image Complexity: The variation between simple, well-lit images with few ob-

jects and cluttered scenes with multiple objects, occlusions, and varying lighting

conditions.

ˆ Structural Complexity: The di�erence between a simple HTML page and a

complex one with nested divs and dynamic scripts.

Addressing varying levels of complexity requires models that adapt to di�erent

scales and resolutions of information. This thesis explores approaches to address

data complexity through dynamic representation.
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2.2 Trade-O� between General-Purpose and Task-

Speci�c Models

The three dimensions of data heterogeneity highlight the limitations of traditional AI

approaches that assume data homogeneity. On one hand, large-scale, general-purpose

models excel on commonly seen modalities but do not easily generalize to real-world

settings characterized by distinct data modalities or novel data distributions. For

instance, general-purpose LLMs like LLaMA [15] and GPT-4o [16] have demonstrated

notable de�ciencies in processing amino acid sequences for proteins and SMILES

strings for chemical compounds [17].

On the other hand, developing a task-speci�c model for each new problem would

require signi�cant e�orts and is often infeasible for domains with limited training data.

For example, designing specialized network architectures can be challenging in these

areas, as it requires both domain knowledge and ML expertise. Automated machine

learning (AutoML) [e.g., 18, 19] and general-purpose architectures [e.g., 20] can be

used to simplify this process, but they still require training models from scratch, which

is di�cult for data-scarce modalities. More importantly, e�cacy-wise, as Xu et al.

shows, specialized foundation models sometimes struggle and even fail to outperform

models trained solely on downstream task data with traditional supervised learning

despite pretraining on massive data.

Thus, to truly democratize machine learning requires non-trivial methods due to

the above problems. This thesis argues that the key lies not in choosing between

these extremes, but in bridging the gap between them. We propose to move be-

yond a paradigm of building models from scratch and instead focus on developing

principled methods for adapting powerful, existing architectures to specialized tasks

e�ciently. The di�culty of this adaptation, however, is directly proportional to the

degree of heterogeneity between the source and target domains. Our research aims to

tackle primary obstacles such as representation gaps (adapting models across di�er-

ent modalities, e.g., from text to image), distributional shifts (generalizing between

di�erent corpora or domains, e.g., from news articles to legal documents), and struc-

tural di�erences (learninig di�erent model behavior for di�erent task setups, e.g.,

from single-turn question-answering to multi-turn environment interaction). By sys-

tematically addressing these challenges, this thesis aims to create a framework for

e�cient and e�ective model specialization.
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Part II

Bridging the Modality Gap
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Chapter 3

Overview

A fundamental limitation of contemporary foundation models is their inherent modality-

speci�city. While LLMs and VLMs excel on data types they were pretrained on (e.g.,

text tokens for language models, pixel inputs for vision models), their e�ectiveness

diminishes when faced with modalities underrepresented in pretraining corpora, such

as time-series, tabular, or scienti�c data. Training new foundation models directly on

such data de novo is often infeasible due to the scarcity of high-quality datasets, the

need for domain expertise, and the prohibitive computational costs.

A promising solution is cross-modal adaptation, which aims to adapt pretrained

models across modalities. Indeed, imagine if we could leverage BERT for genomics

e�ect prediction or a Vision Transformer for solving PDEs. This paradigm circum-

vents the challenges of designing specialized networks, while alleviating the core data

and computational bottlenecks of training models from scratch required by meth-

ods like AutoML [18, 19]. Despite its potential, the feasibility of robust cross-modal

adaptation remains an open question. Recent studies have o�ered proofs-of-concept,

applying language models to vision [22, 23], referential games [24], and reinforcement

learning [25]. However, many of these approaches are ad-hoc, relying on manual data

conversion (e.g., converting tables to text) or architecture add-ons to solve speci�c

tasks. Furthermore, the adaptation algorithms can be suboptimal|naive �ne-tuning

can compromise the model's general capabilities, while alternatives like in-context

learning are less e�ective and robust. In this chapter, we will �rst present two ap-

proaches that e�ectively tackle cross-modal adaptation by aligning either the data

distribution or the model architecture. Then, we will show how we can leverage

auxiliary modalities such as code to help reasoning in other modalities like vision.

This line of work provides a new understanding of how we can perform cross-modal
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Table 3.1: Summary of existing approaches for model development for diverse tasks.

Task-speci�c General-purpose Supports transfer to di�erent:
adaptation? work
ow? input dim? output dim? modality?

Task-speci�c Hand-designed models X
learning AutoML models X X

In-modality
transfer

Unimodal DA X X
Uni/Multimodal �ne-tuning X X X

General-purpose models X X X X

Cross-modal
transfer

Heterogeneous DA X X X
Task-speci�c �ne-tuning X X X X

FPT X X X X
ORCA X X X X X

adaptation.

3.1 Literature

The problem of adapting machine learning models across heterogeneous data modali-

ties has been studied from multiple perspectives. Prior work has explored how knowl-

edge learned from one modality can inform reasoning in another, how di�erent data

types can be aligned within shared embedding spaces, and how model architectures

can be modi�ed to accommodate new forms of input. At the same time, much of this

literature remains fragmented, often addressing speci�c modality pairs or relying on

task-dependent engineering rather than principled, generalizable mechanisms. In this

section, we review the major strands of research most relevant to cross-modal adap-

tation, highlight their assumptions and limitations, and position our contributions

within this broader context. A summary of existing work is provided in Table 3.1.

Unimodal domain adaptation (DA) is a form of transductive transfer learn-

ing where the source and target tasks are the same but the domains di�er [26, 27].

Most DA methods assume that the source and target data have the same input

space and support, and are concerned with di�erent output spaces or joint/marginal

distributions. Recent work studies more general settings such as di�erent feature

spaces (heterogeneous DA) or label spaces (universal DA). Our focus on cross-modal

�ne-tuning goes one step further to the case where neither the input-space nor the

output-space support overlaps.
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Unimodal �ne-tuning is a more 
exible transfer approach that can be applied to

downstream tasks with di�erent label or input spaces. Pretrained models are used

for in-modality �ne-tuning in �elds like language [e.g., 28, 29], vision [e.g., 30, 31],

speech [e.g., 32, 33], protein [34], and robotics [35]. Adapter networks [36] have been

developed to improve the performance of in-modality �ne-tuning. Multimodal �ne-

tuning expands the applicable modalities of a single pretrained model by learning

embeddings of several modalities together [e.g., 37{40], but these methods still focus

on adapting to in-modality tasks.

General-purpose models propose 
exible architectures applicable to various tasks

such as optical 
ow, point clouds, and reinforcement learning [20, 41, 42]. These ap-

proaches train multitask transformers from scratch using a large body of data from

di�erent tasks. Though more versatile than unimodal models, they still focus on

transferring to problems within the considered pretraining modalities. Nonetheless, the

success of transformers for in-modality �ne-tuning motivates us to focus on adapting

transformer architectures for cross-modal tasks.

Heterogeneous DA (HDA) considers nonequivalent feature spaces between the

source and target domains. While most HDA methods tackle same-modality-di�erent-

dimension transfer, e.g., between images of di�erent resolutions, there are indeed a

few works studying cross-modal text-to-image transfer [43, 44]. However, a crucial

assumption that HDA makes is that the target and source tasks are the same. In

contrast, we consider more 
exible knowledge transfer between drastically di�erent

modalities with distinct tasks and label sets, such as applying Swin Transformers to

solving partial di�erential equations or RoBERTa to classifying electrocardiograms.

Cross-modal task-speci�c �ne-tuning is a recent line of research, with most

work focusing on transferring language models to other modalities like vision [45],

referential games [24], reinforcement learning [25], and protein sequences [46]. These

works provide initial evidence of the cross-modal transfer capacity of pretrained mod-

els. However, they focus on hand-tailoring to a single modality, e.g., by adding ad-hoc

encoders that transform agent messages [24] or decision trajectories [25] into tokens.

Even when not relying on �ne-tuning, work like LIFT [22] that attempts cross-modal

learning via prompting [47] still requires ad-hoc conversion of tasks to natural text.
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AutoML for diverse tasks is a growing research area, as evidenced by the NAS-

Bench-360 benchmark [48], the 2022 AutoML Decathlon competition, and recent

neural architecture search (NAS) methods that target this problem, such as AutoML-

Zero [49] and XD [18]. DASH [19], which will be presented in this section, falls into

this category.

3.2 Contributions

This chapter builds on and extends prior work by systematically studying cross-

modal adaptation as a general problem of bridging representational and semantic gaps

between heterogeneous modalities and pretrained foundation models. We present

two complementary approaches: one that aligns data distributions to make non-

native modalities more compatible with existing models, and another that adapts

model architectures to directly accommodate new input structures. We further show

how auxiliary modalities, such as code, can serve as an e�ective bridge for reasoning

across domains such as vision and scienti�c data. In contrast to ad-hoc conversions or

task-speci�c modi�cations, our methods provide a principled and reusable framework

for cross-modal transfer, reducing the need for retraining specialized models while

preserving the general capabilities of foundation models. Below, we brie
y overview

the presented work.

3.2.1 ORCA

Rather than training a specialized architecture from scratch, we argue that existing

model architectures should be systematically leveraged and adapted to underexplored

domains. In particular, recent years have seen the rise of powerful foundation mod-

els, which achieve strong performance through large-scale pretraining. Despite their

success, these models are largely con�ned to a small number of canonical modalities,

such as vision, natural language, and audio. This raises a central question: can pre-

trained foundation models be transferred to fundamentally di�erent domains, such as

PDE solving, protein folding, or music modeling? At �rst glance, such cross-modal

transfer appears infeasible. However, a growing body of work, including our own,

suggests that the representations encoded in pretrained weights may be more general

and reusable than previously assumed. The challenge, therefore, lies not in whether

transfer is possible, but in how to perform it e�ectively.
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Our �rst attempt at general cross-modal transfer, ORCA, addresses this challenge

by explicitly reducing the domain gap through data alignment. The core idea is to

make the target task and data distribution more compatible with the model's pretrain-

ing regime, thereby enabling e�cient �ne-tuning. We focus on two complementary

aspects of alignment: data dimensionality and data distribution. For dimensionality

alignment, we observe that transformer-based architectures typically consist of three

components: an input embedding module, a sequence-to-sequence transformer back-

bone, and a task-speci�c prediction head. We introduce an automated procedure

to construct a domain-speci�c embedding network that maps arbitrary input dimen-

sions into the token space expected by the pretrained transformer. This is achieved

by parameterizing a patchi�cation block using convolutional layers with customized

channel sizes and strides, while reusing the pretrained transformer backbone.

To address distributional mismatch, we pretrain the embedding network to min-

imize the discrepancy between the target feature distribution and the original pre-

training distribution. We employ Optimal Transport Dataset Distance (OTDD) as

the alignment objective, e�ectively learning a projection that maps inputs from the

new domain into a sequence space that resembles the data the pretrained model

has already seen. Intuitively, this encourages the transformed data to fall within

the model's representational manifold, where its learned inductive biases are most

e�ective. We compare several alternatives, including Maximum Mean Discrepancy

(MMD) and mutual information{based criteria, and �nd that OTDD yields the most

consistent performance.

Empirically, ORCA signi�cantly outperforms both naive �ne-tuning without data

alignment and training foundation models from scratch, demonstrating that princi-

pled data alignment is critical for successful cross-modal transfer. Moreover, ORCA

achieves state-of-the-art performance on 13 diverse tasks, surpassing even hand-

designed, domain-speci�c architectures. These results provide strong evidence that

data alignment is an e�ective and scalable mechanism for adapting foundation models

to heterogeneous and previously unsupported domains.

3.2.2 DASH

To make cross-modal adaptation practical and broadly applicable, we further develop

automatic work
ows for learning the embedding network architecture directly from

data. This direction is inspired by our prior work on neural architecture search,
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DASH, which introduced an expressive search space over multi-scale convolutional

neural networks. DASH was motivated by the observation that di�erent tasks and

data types require distinct inductive biases|for example, varying �lter sizes and

receptive �elds for e�ective feature extraction.

Building on this insight, we design a more general architecture search space tai-

lored to cross-modal embedding. Speci�cally, we parameterize the embedding network

using convolutional operators with varying kernel sizes and dilation rates, enabling

the model to adapt its receptive �eld to the structural properties of each modality.

For instance, vision data often bene�ts from localized feature extraction, whereas

sequential domains such as genomic data require modeling long-range dependencies.

Our search space allows the architecture to automatically select the appropriate com-

bination of these operations, producing e�ective feature extractors for diverse tasks.

We additionally introduce an e�cient search algorithm to explore this space, en-

abling the automated discovery of embedding architectures that are well matched to

heterogeneous input modalities.

3.2.3 RECODE

A central question in cross-modal adaptation is not only how to represent data, but

also in which modality reasoning should be performed. In many tasks, the choice of

reasoning space can fundamentally alter what is computationally feasible. Rather

than forcing all inference to occur in the original input modality, it is often advan-

tageous to translate the problem into a representation that exposes its underlying

structure and aligns with the strengths of existing models.

This insight motivates RECODE, a framework that leverages auxiliary modalities

like code as an intermediate reasoning tool. The key idea is that some forms of data,

while naturally expressed in modalities such as images or raw sensor measurements,

admit much more e�ective reasoning once they are mapped into a structured, sym-

bolic, and executable representation. By reconstructing the task in an alternative

modality that is better suited for abstraction, compositionality, and logical manipu-

lation, we can signi�cantly improve both performance and robustness.

We demonstrate this principle in the context of visual reasoning over structured

images, such as charts, plots, and geometric diagrams. These inputs contain rich

semantics like axes, legends, shapes, spatial relations that are di�cult to reliably infer

directly in pixel space, even for powerful vision models. Instead of reasoning purely
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in the image domain, RECODE introduces an agentic pipeline that reconstructs the

visual content into code that explicitly represents the underlying structure.

Empirically, this modality shift yields substantial gains. Reasoning in code space

enables the model to operate over discrete objects and operations rather than noisy

pixel-level features, reducing ambiguity and improving generalization to unseen con-

�gurations. More broadly, RECODE illustrates a general paradigm for cross-modal

adaptation: rather than merely aligning new data with the pretrained model's input

format, we can strategically choose or construct an intermediate modality that better

matches the structure of the task. This approach highlights that e�ective transfer is

not only a matter of architectural or distributional alignment, but also of selecting

the appropriate representational domain in which reasoning itself should occur.
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Chapter 4

ORCA: Distribution Alignment for

Cross-Modal Adaptation

Our �rst approach addresses the modality gap by learning a specialized embedding

network that transforms target data into a feature space statistically aligned with the

model's pretraining distribution. Intuitively, this approach \re-represents" unfamiliar

data in terms of the distribution that the pretrained model has already learned,

enabling it to perform e�ectively on downstream tasks such as classi�cation. At the

same time, the embedding model is designed to preserve the inherent structure of the

target data, ensuring that domain-speci�c information remains accessible.

4.1 Related Work

Table 3.1 already summarizes several groups of related work in the areas of in-modality

transfer and cross-modal transfer and contrasts them with ORCA. In this section, we

explicitly discuss Frozen Pretrained Transformers (FPT) [23], a cross-modal �ne-

tuning work
ow that transforms the inputs to be compatible with the pretrained

models, as it provides both the motivation and preliminary evidence for ORCA.

FPT proposes a simple yet powerful paradigm for cross-modal transfer: instead of

modifying or retraining the core transformer, the pretrained backbone is kept frozen,

and a lightweight front-end module is learned to map non-native inputs into the

model's token space. In particular, FPT adapts a language model to new modal-

ities by introducing a task-speci�c embedding network that converts structured or

continuous inputs into sequences of token embeddings, which are then processed by
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the frozen transformer. This approach demonstrates that pretrained representations

can be repurposed far beyond their original domains, including to settings such as

control and reinforcement learning, without modifying the internal architecture of the

foundation model.

The key insight of FPT, i.e., pretrained transformers possess general-purpose se-

quence modeling capabilities that can be exploited through appropriate input repre-

sentations, strongly motivates our work. By showing that the expressive power of a

frozen language model can be unlocked for non-linguistic tasks through learned em-

beddings alone, FPT provides early evidence that cross-modal adaptation is feasible

without training new models from scratch.

Limitations of FPT. Despite its elegance, FPT exhibits several limitations that

motivate the design of ORCA. First, the embedding network in FPT is trained solely

through downstream supervision, without explicitly accounting for the distributional

mismatch between the target modality and the model's pretraining data. As a result,

the learned representations may remain poorly aligned with the latent space in which

the pretrained transformer is most e�ective, leading to unstable optimization and sub-

optimal transfer. Second, FPT relies on manually designed embedding architectures,

which may not be well suited for the wide range of structural properties encountered

across heterogeneous domains. Finally, because the method does not incorporate any

explicit measure of modality or distributional distance, it o�ers limited guidance on

when cross-modal transfer will succeed or how to systematically improve it.

From FPT to ORCA. ORCA builds directly on the conceptual foundation es-

tablished by FPT while addressing its key shortcomings. Like FPT, ORCA leverages

pretrained transformers as frozen backbones and learns an input embedding module

to enable cross-modal transfer. However, ORCA introduces two critical advances.

First, it explicitly aligns the target data distribution with the pretraining distribu-

tion using principled distance measures, enabling the embedding network to project

inputs into a feature space that the pretrained model can process more e�ectively.

Second, ORCA automates the design of the embedding architecture, allowing it to

adapt to diverse modalities with varying dimensionality, structure, and complexity.

Together, these contributions transform FPT's proof-of-concept into a general and

scalable framework for cross-modal adaptation.
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4.2 Problem Setup

A domain D consists of a feature space X , a label space Y, and a joint probability

distribution P(X ; Y). In the cross-modal setting we study, the target (end-task)

domain Dt and source (pretraining) domain Ds di�er not only in the feature space

but also the label space and by extension have di�ering probability distributions,

i.e., X t 6= Xs, Y t 6= Ys, and Pt (X t ; Y t ) 6= Ps(X s; Ys). This is in contrast to the

transductive transfer learning setting addressed by domain adaptation, where source

and target domains share the label space and end task [26].

Given target data fx t
i ; yt

i g
n t

i=1 sampled from a joint distribution Pt in domain Dt ,

our goal is to learn a model mt that correctly maps each input xt to its label yt . We are

interested in achieving this using pretrained transformers. Thus, we assume access to

a model ms pretrained with data fx s
i ; ys

i gns

i=1 in the source domain Ds. Then, given a

loss function l, we aim to develop mt based on ms such that E(x t ;y t )�P t [l(m t (x t ); yt )] is

minimized. This problem formulation does not de�ne modality explicitly and includes

both in-modal and cross-modal transfer. Given the generality of the tasks we wish

to explore and the di�culty of di�erentiating the two settings mathematically, we

rely on semantics to do so: intuitively, cross-modal data (e.g., natural images vs.

PDEs) are more distinct to each other than in-modal data (e.g., photos taken in two

geographical locations).

4.3 Optimizing Distribution Distance for Modal-

ity Alignment

We propose a three-stage �ne-tuning work
ow called ORCA for cross-modal adap-

tation (Figure 4.1): (1) generating task-speci�c embedder and predictor to support

diverse input-output dimensions, (2) pretraining embedder to align the source and tar-

get feature distributions, and (3) �ne-tuning to minimize the target loss. By matching

the data distribution of an unfamiliar modality with that of a familiar one, ORCA can

prevent the distortion of the pretrained weights and exploit the knowledge encoded

in the pretrained models, achieving signi�cantly better results than naive �ne-tuning.
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Figure 4.1: ORCA's three-stage �ne-tuning work
ow enables fast and automatic
exploitation of large-scale pretrained models for solving diverse tasks. In stage 1,
given target data (xt ; yt ) and a pretrained transformer body gs, ORCA constructs an
embedder architecture ft to map the input to the dimensionality of gs, and a predictor
architecture ht to convert the output of gs to the target output, e.g., classi�cation
logits. The weights of ft and ht are randomly initialized. In stage 2, ORCA learns
f t by minimizing the distributional distance between the embedded target features
and some in-modality source features. In stage 3, ORCA �ne-tunes ft , gs, and ht to
minimize the task loss.

4.3.1 Embedding networks and Architecture Design

Applying pretrained models to a new problem usually requires addressing the prob-

lem of dimensionality mismatch. To make ORCA work for di�erent input/output

dimensions, we decompose a transformer-based learner m into three parts (Figure 4.1

stage 1): an embedder f that transforms input x into a sequence of features, a model

body g that applies a series of pretrained attention layers to the embedded features,

and a predictor h that generates the outputs with the desired shape. ORCA uses

a pretrained architecture and weights to initialize the model body g but replaces f

and h with layers designed to match the target data with the pretrained model's

embedding dimension.

Custom embedding network. Denote the feature space compatible with the pre-

trained model as _X . For a transformer with maximum sequence length S and embed-

ding dimension D, _X = R S�D . The target embedder ft : X ! _X is designed to take

in a tensor of arbitrary dimension from X and transform it to _X . In ORCA, f t is

composed of a convolutional layer with input channel cin , output channel cout , kernel

size k, and stride k, generalizing the patching operations used in vision transformers

to 1D and higher-dimensional cases. We set cin to the input channel of x and cout

to the embedding dimension D. We can either treat k as a hyperparameter or set

it to the smallest value for which the product of output shape excluding the channel
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dimension � S to take full advantage of the representation power of the pretrained

model. In the latter case, when we 
atten the non-channel dimensions of the output

tensors after the convolution, pad and then transpose it, we can obtain sequence fea-

tures with shape S � D. Finally, we add a layer norm and a positional embedding to

obtain _x.

Pretrained transformer body. The model body g takes the embedding _x 2 _X as

input and outputs features _y 2 _Y; the dot is used to di�erentiate these intermediate

representations from the raw inputs and labels. For transformer-based g, both the

input and output feature spaces _X ; _Y are RS�D .

Custom prediction head. Finally, the target model's prediction head h t must

take _y 2 _Y as input and return a task-dependent output tensor. Di�erent tasks

often specify di�erent types of outputs, e.g., classi�cation logits in RK , where K is

the number of classes, or dense maps where the spatial dimension is the same as the

input and per index logits correspond to K classes. Thus, it is crucial to de�ne task-

speci�c output modules and �ne-tune them for new problems. In ORCA, we use the

simplest instantiation of the predictors. For classi�cation, we apply average pooling

along the sequence length dimension to obtain 1D tensors with length D and then

use a linear layer that maps D to K. For dense prediction, we apply a linear layer to

the sequence outputs so the resulting tensor has shape (S; kndim(Y) K), where kndim(Y)

is the downsampling factor of the embedder convolution kernel with stride k. This

upsamples by the same factor that the embedder downsampled. Then, we can mold

the tensor to the desired output dimension1.

With an architecture based on the pretrained model but also compatible with the

target task, we can now turn our attention to data alignment for better adaptation.

4.3.2 Embedder Learning for Distribution Alignment

Intuitively, transferring knowledge across similar modalities should be easier than

across distant ones. Hence, given a target task in a new modality, we aim to manipu-

late the target data so that they become closer to the pretraining modality. One way

1For example, consider an image with shape (Cin ; H in ; Win ). We choose k for the embedder
such that Hout � W out � S so the output shape is (D; H out ; Wout ). Then, we 
atten the last two
dimensions and transpose to get shape (S; D) compatible with the transformer. The transformer
output is mapped to (S; k2K) by a linear layer. We transpose and reshape to get (k2K; H out ; Wout )
and apply pixelshu�e [50] to get (K; H in ; Win ).
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Figure 4.2: Performance pro�les [51] of ORCA with di�erent alignment metrics.
Larger values (fractions of tasks on which a method is within � -factor of the best)
are better. The OTDD curve being in the upper left shows it is often the best.

to achieve this is to train the embedder before actually �ne-tuning the model body

in a way that makes the embedded target features resemble the source features which

the pretrained model body is known to perform well on.

Formally, let f s : X s ! _X denote the pretrained source embedder (the part of ms

that transforms the raw data to sequence features) and ft the randomly initialized

target embedder discussed in the previous section. We can learn ft to minimize the

distance between the joint distribution of the target embeddings
�
f t (x t ); yt

�
and that

of the source embeddings
�
f s(x s); ys

�
. There are many metrics for measuring this

distributional distance. We evaluate them in Section 4.3.3. Our results (Figure 4.2)

show that OTDD obtains the best empirical performance.

After training the embedder, we perform full �ne-tuning by updating all model

parameters to minimize the target loss. This step further aligns the embedder and

predictor with the pretrained model.

4.3.3 Evaluation of Distribution Alignment Metrics

We evaluate the e�ectiveness of three distance metrics for data alignment during

embedding learning: (1) the pairwise Euclidean distance, which aligns the scales and

ranges of the datasets without using any distributional information; (2) the moment-

based maximum mean discrepancy (MMD) [52], which uses the distribution of f (x)

to align the feature means; and (3) optimal transport dataset distance (OTDD) [53],

which uses both the feature and label distributions
�
f (x); y

�
to align the high-level

clustering structure of the datasets.

We substitute each metric into the ORCA work
ow and evaluate them on 10

tasks from diverse modalities. The aggregate performance (Figure 4.2) and per-task
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rankings (Appendix A.1.4) show that embedder learning with OTDD has the best

overall results, so we use it in our subsequent experiments. We conjecture that its

good performance is due to how the label information is considered during alignment.

Indeed, for both the source and target datasets, OTDD represents each class label

as a distribution over the in-class features: y 7! P (_X jY = y) 2. This transforms the

source and target label sets into the shared space of distributions over_X . Then,

we can de�ne the distance dY (y t ; ys) between di�erent labels using the p-Wasserstein

distance associated with the l2 distance k _xt � _x sk2
2 in _X , which in turn allows us to

measure the distributional di�erence in _X � Y:

d _X �Y

�
( _xt ; yt ); ( _xs; ys)

�
=

�
d _X ( _xt ; _xs)p + d Y (y t ; ys)p

� 1=p
:

We refer the readers to Alvarez-Melis and Fusi [53] for the exact formulation. Yet the

implication from our experiments is that, as we learn ft to minimize OTDD, we are

not only aligning individual data points, but also grouping features with the same

label together in the embedding space, which could potentially facilitate �ne-tuning.

Despite its e�ectiveness for data alignment, OTDD is generally expensive to com-

pute. In Section A.1.1 of the Appendix, we analyze its computational complexity and

propose an e�cient approximation to it using class-wise subsampling.

Before ending this section, we emphasize that our goal is not to discover the best

alignment metric but to provide a general �ne-tuning framework that works regardless

of the metric used. Thus, we leave designing more suitable distance metrics for future

work.

4.4 Empirical Evaluation

Having introduced how ORCA tackles cross-modal �ne-tuning, we proceed with show-

ing its empirical e�cacy via three thematic groups of experiments: (1) we evaluate

ORCA across a breadth of modalities and show that it outperforms hand-designed,

AutoML-searched, and general-purpose architectures; we study its key components

to understand the mechanism behind cross-modal �ne-tuning and exemplify how it

bene�ts limited-data modalities; (2) we perform in-depth analyses in two modali-

ties, PDE solving and tabular classi�cation, to show that ORCA is competitive with
2This step requires that the labels be discrete, as in the classi�cation datasets. For dense pre-

diction tasks with continuous labels, we �rst perform clustering on the data labels to generate
pseudo-labels.
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Table 4.1: Prediction errors (#) of ORCA, naive �ne-tuning, and training RoBER-
Ta/Swin from scratch. We consider adapting all parameters (full setting) vs. only
the layer norms (FPT setting). ORCA is better in both settings. The fact that full
�ne-tuning generally outperforms tuning only the layer norms is also consistent with
recent observations [54].

CIFAR-100 Spherical Darcy Flow PSICOV Cosmic NinaPro FSD50K ECG Satellite DeepSEA

Train-from-scratch 50.87 76.67 8.0E-2 5.09 0.50 9.96 0.75 0.42 12.38 0.39

Fine-tuning 7.67 55.26 7.34E-3 1.92 0.17 8.35 0.63 0.44 13.86 0.51
ORCA 6.53 29.85 7.28E-3 1.91 0.152 7.54 0.56 0.28 11.59 0.29

Fine-tuning (layernorm) 10.11 76.38 2.11E-2 4.66 0.233 15.69 0.67 0.50 20.83 0.37
ORCA (layernorm) 7.99 42.45 2.21E-2 4.97 0.227 15.99 0.64 0.47 20.54 0.36

expert-designed task-speci�c models; (3) we compare ORCA with previous ad-hoc

cross-modal learning techniques to show that we strike a balance between generality

and e�ectiveness.

Experiment protocol. While our work
ow accepts a wide range of pretrained

transformers as model bodies, we use RoBERTa [55] and Swin Transformers [56],

which are representatives of the most studied language and vision modalities, to ex-

emplify ORCA's e�cacy. We implement the base models using the Hugging Face li-

brary [57] and choose CoNLL-2003 and CIFAR-10 as the proxy datasets, respectively.

For each task, we �rst perform hyperparameter tuning in the standard �ne-tuning

setting to identify the optimal target sequence length, batch size, and optimizer con-

�guration. Experiments are performed on a single NVIDIA V100 GPU and managed

using the Determined AI platform. Results are averaged over 5 trails. For other

details, see Appendix A.1.2.

4.4.1 A Breadth Perspective: Can Pretrained Models Trans-

fer Across Modalities?

In this section, we highlight the most important observation of this work: cross-

modal �ne-tuning with data alignment can solve diverse tasks e�ectively

and e�ciently. To show this, we test ORCA on 10 tasks from NAS-Bench-3603

covering diverse 1D/2D problems such as protein folding, cardiac disease prediction,

and cosmic-ray detection. Following Table 3.1, we consider 3 classes of baselines: (1)

hand-designed, task-speci�c models identi�ed by Tu et al. [48]; (2) general-purpose

3NAS-Bench-360 is designed for testing how well ML algorithms generalize and is a core compo-
nent of the 2022 AutoML Decathlon competition. See Appendix A.1.4 for the task summary.
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Table 4.2: Prediction errors (#) on 10 diverse tasks. \NAS-Bench-360" refers to the
task-wise best of all AutoML baselines evaluated in the paper, including DARTS [58],
DenseNAS [59], and 4 others. \FPT" refers to �ne-tuning the layer norms of RoBER-
Ta/Swin. On 7/10 problems, ORCA ranks the �rst among all competitors.
See Appendix A.1.4 for the error bars.

CIFAR-100 Spherical Darcy Flow PSICOV Cosmic NinaPro FSD50K ECG Satellite DeepSEA
0-1 error (%) 0-1 error (%) relative 2̀ MAE 8 1-AUROC 0-1 error (%) 1- mAP 1 - F1 score 0-1 error (%) 1- AUROC

Hand-designed 19.39 67.41 8E-3 3.35 0.127 8.73 0.62 0.28 19.80 0.30

NAS-Bench-360 23.39 48.23 2.6E-2 2.94 0.229 7.34 0.60 0.34 12.51 0.32
DASH 24.37 71.28 7.9E-3 3.30 0.19 6.60 0.60 0.32 12.28 0.28

Perceiver IO 70.04 82.57 2.4E-2 8.06 0.485 22.22 0.72 0.66 15.93 0.38
FPT 10.11 76.38 2.1E-2 4.66 0.233 15.69 0.67 0.50 20.83 0.37

ORCA 6.53 29.85 7.28E-3 1.91 0.152 7.54 0.56 0.28 11.59 0.29

Figure 4.3: Aggregating Table A.10 results using performance pro�les [51]. Larger
values (fractions of tasks on which a method is within � -factor of the best) are better.
ORCA being in the top left corner means it is often the best.

models represented by Perceiver IO [20]; (3) AutoML methods, including the leading

algorithm on NAS-Bench-360, DASH [19].

We report the prediction error for each method on each task in Table A.10 and

visualize the aggregate performance in Figure 5.4. ORCA achieves the lowest

error rates on 7 of 10 tasks and the best aggregate performance. Speci�-

cally, it outperforms hand-designed architectures on all tasks. It beats all AutoML

baselines on all tasks except DeepSEA and NinaPro, where it ranks second and third,

respectively. The improvements from the embedder learning stage of ORCA come at

a small computational overhead|Table A.11 in the Appendix shows that the time

needed for data alignment is only a small portion (11%) of the �ne-tuning time.

Our results validate the �nding in prior cross-modal work that pretrained trans-

formers learn knowledge transferable to seemingly unrelated tasks. In the following,

we dissect the success of ORCA via multiple ablations and identify 3 factors cru-

cial to exploiting the learned knowledge: data alignment, full �ne-tuning, pretraining

modality selection.
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Figure 4.4: Left: Final accuracy and embedding distribution distance vs. embed-
der learning epochs on three NAS-Bench-360 tasks. As we learn to map the target
data to the source modality better (smaller OTDD), we obtain models with better
downstream performance. This shows an empirical correlation between �ne-tuning
accuracy and alignment quality. Right: Accuracy (") of ORCA vs. naive �ne-tuning
with varying dataset size on task Satellite. ORCA has higher performance gains
in low-data regime.

Key 1: aligning feature distributions. To understand whether the good per-

formance of ORCA is indeed attributed to the data alignment process, which is our

key innovation, we compare it with naive �ne-tuning that does not align the data

(Table 4.1, middle rows). We see that ORCA consistently outperforms naive

�ne-tuning. Moreover, we show in Appendix A.1.4 that ORCA with di�erent align-

ment metrics all obtain better performance than �ne-tuning. Thus, closing the gap

between the target and pretraining modalities can facilitate model adaptation.

To further isolate the impact of data alignment, we compare ORCA with a train-

from-scratch baseline (Table 4.1, �rst row) which trains RoBERTa and Swin using

only the target data. We observe training from scratch is worse than ORCA

but better than �ne-tuning on ECG, Satellite, and DeepSea. We conjecture that

this is because when the target modality di�ers signi�cantly from the pretraining

modality, naive �ne-tuning may harm transfer, but aligning the feature distribution

using ORCA can resolve this issue and bene�t transfer. Indeed, recent work has

shown that optimizing directly for the task loss may distort the pretrained weights

and lead to suboptimal solutions [60, 61]. By manipulating the target distribution to

look like the source distribution, we lower the risk of weight distortion, thus obtaining

better downstream performance.

We also quantify the e�ect of data alignment by training the embedder for dif-

ferent number of epochs and see whether optimizing distribution distance to various

levels of convergence a�ects downstream performance. Figure 4.4 (left) plots the

�ne-tuning accuracy and the �nal distribution distance for di�erent embedder learn-

ing levels. We see that as the dataset distance decreases, the �ne-tuning

accuracy increases. In addition, learning the embedder separately from �ne-tuning
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stabilizes training, as the performance variance of ORCA is constantly lower than

that of naive �ne-tuning. These results con�rm that data alignment is the key to

e�ective cross-modal �ne-tuning.

Key 2: �ne-tuning all model parameters. As discussed in Section 13.1, Frozen

Pretrained Transformers (FPT) [23] is a related work that showed pretrained language

models contain knowledge relevant to out-of-modality tasks. While FPT presented

a general pipeline for adapting GPT-2 to tasks like CIFAR-10, the resulting models

were not as good as those trained from scratch. FPT di�ers from ORCA in that (1)

it does not perform data alignment, and (2) it only �ne-tunes the layer norms. We

have veri�ed the importance of (1). Now, we isolate the impact of (2) by �ne-tuning

only the layer norms for ORCA.

The bottom rows of Table 4.1 show that ORCA with �ne-tuning the layer norms

outperforms FPT, so pretraining the embedder can boost the performance of FPT.

However, this performance gain is smaller than that in the full �ne-tuning setting,

which implies that full �ne-tuning can take better advantage of the learned

embeddings. In terms of runtime, FPT yields less than a 2� speedup compared with

full �ne-tuning (Appendix A.1.4), despite the fact that we are updating many fewer

parameters. This is unsurprising since gradients are still back-propagated through

the entire network. Therefore, when computation allows, we recommend using ORCA

with full �ne-tuning for better performance.

Key 3: adapting from the right modality. Finally, we study how the pretrain-

ing modality a�ects �ne-tuning. In the results reported so far, we choose pretrained

models for each task based on the input dimension, i.e., we use RoBERTa for all 1D

tasks and Swin for all 2D tasks. Now, we evaluate the opposite approach, focusing

on two tasks: DeepSEA (1D) and Spherical (2D). This evaluation is straightforward

to perform by switching the model bodies, since the embedder architecture of ORCA

handles all input transformations needed to obtain the sequence features. The results

are shown in Table A.7 in the Appendix. We see that �ne-tuned RoBERTa outper-

forms Swin on the 1D task, possibly because the DeepSEA data (genomics sequences)

are structured more like language than images with discrete units of information and

general grammatical rules. More crucially, for both tasks, models with smaller �-

nal OTDDs have better �ne-tuning accuracy. This suggests a way of selecting

pretrained models by comparing the optimized OTDDs and picking the one with the



31

Figure 4.5: Left: Normalized Root Mean Squared Errors (nRMSEs, #) for ORCA vs.
baselines on 8 PDEBench tasks with varying dimensions (1D/2D). We only evaluate
datasets that can �t into a single V100 GPU. Overall, ORCA is much better
than U-Net and PINN and on par with FNO. For detailed numerical results,
see Table 6.1 in the Appendix. Right: ORCA is trained on resolution 256 and
directly evaluated on resolution 512. The prediction still matches the ground truth.

smallest value.

Apart from these three key insights, recall that one of our motivations for cross-

modal �ne-tuning is to help tasks with limited data, where training models from

scratch is di�cult. Indeed, for vanilla �ne-tuning, a small amount of data may not

give enough signal to update the pretrained weights, but it is possible to learn a good

embedder �rst with ORCA, which can then make �ne-tuning easier. In Figure 4.4

(right), we vary the dataset size and �nd that the performance gain of ORCA

increases as the dataset size decreases. Meanwhile, using ORCA allows us

to match the performance of naive �ne-tuning on 3� amount of data. Thus, it

can bene�t model development in domains where data collection is costly. Beyond

the cross-modal setting, we also verify ORCA's e�cacy for in-modality transfer in

Appendix A.1.5.

4.4.2 A Depth Perspective: Cross-Modal Fine-Tuning for

PDE and Tabular Tasks

After validating ORCA on a broad set of tasks, we dive into two speci�c modali-

ties, PDE solving and tabular classi�cation, to show that cross-modal �ne-tuning is

promising for model development in highly specialized areas. ORCA can not only

achieve high prediction accuracy in both domains, but also recover an important

property of Neural Operators|modeling PDEs with zero-shot super-resolution.

PDEBench for scienti�c ML. ML models for physical systems have gained in-

creasing interest in recent years. To study how cross-modal �ne-tuning can help in
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Table 4.3: Tabular results with baselines from Hollmann et al. [66] and Dinh et al. [22].
\Di�. from XGBoost" is the across-task average of per-task di�erence from XGBoost.
ORCA beats classical approaches and advanced transformer methods on
19 tasks.

OpenML-CC18 LightGBM CatBoost XGBoost AutoGluon TabPFN ORCA

# Wins/Ties 1/30 1/30 3/30 12/30 7/30 12/30
Avg. AUROC (") 0.884 0.8898 0.8909 0.8947 0.8943 0.8946
Di�. from XGBoost -6.97E-3 -1.18E-3 0 +3.74E-3 +3.38E-3 +3.63E-3

LIFT Tasks LogisticRegression SVM XGBoost LIFT GPT-3 ORCA

# Wins/Ties 2/14 3/14 2/14 2/14 7/14
Avg. Acc. (") 79.58 80.63 78.21 79.63 83.80
Di�. from XGBoost +1.37 +2.42 0 +1.42 +5.60

the scienti�c ML context, we evaluate ORCA on 8 datasets from PDEBench [62] and

compare against state-of-the-art task-speci�c models: the physics-informed neural

network PINN [63], Fourier neural operator (FNO) [64], and the generic image-to-

image regression model U-Net [65]. We focus on the forward prediction problems.

As shown in Figure 4.5 (left), ORCA outperforms PINN and U-Net on all

evaluated datasets and beats FNO on half of them, using a smaller training

time budget than U-Net and FNO. This is an impressive result given that the base-

lines, in particular FNO, are carefully designed with domain knowledge. More cru-

cially, as shown in Figure 4.5 (right), ORCA achieves zero-shot super-resolution

(trained on a lower resolution and directly evaluated on a higher resolution) when us-

ing the RoBERTa backbone and an embedder with pointwise convolutions. This gen-

eralization ability has only been observed in FNOs. ORCA also achieves it possibly

because the sequence features generated by pointwise convolutions are resolution-

invariant and can capture the intrinsic 
ow dynamics. These results demonstrate the

potential of cross-modal �ne-tuning in the scienti�c ML context.

OpenML for Tabular Classi�cation. Despite being one of the most commonly

seen data types, tabular data are still primarily modeled with classical ML meth-

ods like XGBoost [67]. More recently, deep learning approaches such as AutoGluon

[68] and TabPFN [66] have applied task-speci�c transformers to tabular data with

some success. We next show that ORCA can adapt pretrained RoBERTa to tabular

data, outperforming classical methods and matching the performance of recent deep

learning approaches.
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Table 4.4: Coe�cient of determination (R2, ") on two drug response prediction
datasets. ORCA outperforms IGTD, which converts raw tabular features to images
to apply vision models.

R2 Dataset 1: CTRP Dataset 2: GDSC

IGTD-CNN 0.856�0.003 0.74�0.006
ORCA 0.86�0.002 0.831�0.002

Similar to Hollmann et al. [66], we evaluate ORCA on 30 datasets from the

OpenML-CC18 benchmark [69], comparing against both classical boosting algorithms

[70, 71] and advanced transformer-based models [66, 68]. As shown in Table 4.3 (top),

ORCA ranks �rst on 12/30 tasks and works as well as AutoGluon, the state-

of-the-art AutoML method on tabular data. It also outperforms TabPFN [66], a

transformer-based prior-data �tted network, on 16/30 tasks.

It is worth noting that no single method performs best on all tasks. For datasets

where there are limited data described by categorical variables (e.g., dresses-sales),

boosting algorithms perform poorly, but ORCA does signi�cantly better. For datasets

with balanced labels and consisting of a few numerical variables (e.g., diabetes), classi-

cal methods are su�cient and less prone to over�tting than large models. Nonetheless,

our results con�rm again that cross-modal �ne-tuning can be appealing for tackling

real-life problems.

4.4.3 Comparison with Task-Speci�c Cross-Modal Work

As stated in the introduction, one motivation of ORCA is that the handful of existing

cross-modal methods are mostly ad-hoc and tailored to speci�c modalities. Devel-

oping them thus requires a thorough understanding of the target data. To show

that ORCA performs better while being generally applicable to arbitrary domains,

we compare with (1) IGTD [72], which converts gene-drug features to images and

applies CNNs to predict drug response; and (2) LIFT [22], which transforms tabular

data into text to prompt a pretrained GPT-3. Table 4.4 shows the R2 score for the

drug response tasks, and Table 4.3 (bottom) shows the classi�cation accuracy for

LIFT datasets. Once again, ORCA beats these carefully curated task-speci�c

methods, proving itself as both general and highly e�ective.
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4.5 Conclusion

In this work, we study how we can reuse existing models for new and less-explored

areas. We propose a novel and e�ective cross-modal �ne-tuning framework, ORCA,

that aligns the end-task data from an arbitrary modality with a model's pretraining

modality to improve �ne-tuning performance. Our work not only signals the potential

of large-scale pretraining for diverse tasks but also lays out a path for a largely

uncharted data-centric paradigm in ML.

Limitation and future work. We identify several future directions based on our

experiment results. First, it is worth studying the e�ect of pretraining modality

further and develop a systematic way of selecting pretrained models. Then, we can

incorporate model selection into ORCA for a more automated pipeline. Second, while

ORCA leverages the simplest �ne-tuning paradigm, it is possible to combine it with

more sophisticated transfer techniques such as adapters [36]. Lastly, we currently

evaluate ORCA on 1D/2D tasks. It is also important to validate it on more settings,

such as high-dimensional problems and reinforcement learning [25].
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Chapter 5

DASH: Architecture Adaptation

for Diverse Modalities

As a complementary strategy to data alignment, we propose to adapt the model ar-

chitecture itself when a modality mismatch is too signi�cant to be resolved by an

embedding layer alone. This goal aligns with a class of methods called Neural Archi-

tecture Search (NAS), which aims to automate the design of neural architectures for

a given task. However, while extensive NAS research has been devoted to improving

the search speed [73, 74] and automatically attaining state-of-the-art performance on

vision datasets such as CIFAR and ImageNet [75], the resulting algorithms have sub-

par performance beyond the tasks on which they were developed. For example, in the

analysis of NAS-Bench-360 [76], the authors showed a signi�cant gap between models

found by NAS methods, such as DARTS [74] and DenseNAS [77], and hand-crafted

expert architectures on a number of distinct applications.

To improve the generalizability of AutoML methods, recent works such as AutoML-

Zero [78] and XD-operations [79] propose to relax the inductive biases encoded in the

standard search spaces. However, the former is not designed for practical deployment,

and the latter is too expensive to execute even for simple problems like CIFAR-100

(Fig. 5.1b). Hence we ask: is there an approach that can provide su�cient expressivity

to yield high accuracy across multiple domains, while still retaining the faster search

and the more e�cient �nal models of discrete architecture search?

In this chapter, we answer in the a�rmative by introducing a novel NAS method

called DASH (Diverse-task Architecture SearcH). In order to attain multi-domain

capability, DASH adapts standard CNN backbones to various learning problems by
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(a) (b)

Figure 5.1: (a) Comparing the aggregate performance of the best AutoML methods
(task-wise), hand-designed models, and DASH on ten diverse tasks via performance
pro�les. Larger values (larger fractions of tasks on which a method is within � -factor
of the best) are better. (b) Runtime for Wide ResNet, DARTS, XD, and DASH on
CIFAR-100. XD is too expensive to be applied to other tasks considered in this work
[76, 79].

�nding substitutes for their layer operations. Concretely, we consider a search space

of cross-scale dilated convolutions which are e�ective for multi-scale feature extrac-

tion [80, 81] and context aggregation [82, 83]. Our key di�erence from past search

spaces is that we explicitly consider �lters with a wide range of kernel sizes and

dilations|while most NAS methods only handle kernels with maximum size 5 and

dilation rate 2, our proposed operator space includes not only the conventional small

kernels but also signi�cantly larger ones with size 15 or dilation 127 (Fig. 5.2). This

design choice is motivated by the fact that large kernels can capture input rela-

tions for dense prediction problems [84], model long-range dependencies for sequence

tasks [85, 86], and resemble global-attention in Transformers [87]. Thus, DASH's

cross-scale search space enables adaptation to diverse downstream tasks, unlike prior

NAS work which targets image classi�cation and assumes that small kernels are suf-

�cient.

However, e�ciently searching for an appropriate kernel con�guration in this ex-

pansive cross-scale search space is non-trivial. Indeed, for existing NAS algorithms,

the cost of exploring a combinatorially large set of operators is substantial. Even for

weight-sharing methods that are known for e�ciency, e.g., DARTS [58], the computa-

tional complexity scales directly with the number of kernels considered and quadrat-

ically with the largest kernel size. To overcome this obstacle, DASH explores multi-

scale convolutions via three techniques|the �rst two exploit mathematical properties

of convolutions, and the last one takes advantage of fast matrix multiplication on
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GPUs. Speci�cally:

1. Using the linearity of convolutions, we mix several convolutions by computing

one convolution equipped with a combined kernel rather than applying each �lter

separately and aggregating multiple outputs. While the number of convolution

computations required by the naive aggregation of jKj possible kernel sizes and

jDj possible dilations is O(jKjjDj), our approach has O(1) complexity, independent

of the search space size.

2. Using the diagonalization of convolutions, we relegate a major portion of the

computation to element-wise multiplication in the Fourier domain, minimizing the

e�ect of the largest kernel size on the complexity of our algorithm. For instance,

a standard 1D convolution requires O(nk) operations to convolve a size-k kernel

with a length-n input, but a Fourier convolution takes only O(n log n), a critical

improvement that makes searching over large kernels signi�cantly easier.

3. Our �nal strategy is to use Kronecker products of undilated kernels and small

sparse matrices to compute dilated kernels quickly on GPUs. This brings an

additional two-fold speedup on top of the previous techniques.

Aside from these innovations, DASH employs the standard weight-sharing scheme

of training a supernet, discretizing to obtain a model, and retraining the model for

end tasks [74]. We analyze the asymptotic complexity of the �rst two techniques

and verify the practical utility when all three are combined together. In particular,

DASH achieves a ten-fold speedup in total for di�erentiable NAS over the multi-scale

search space. Moreover, we show that searching over large kernels is necessary to solve

diverse problems and that each technique on its own cannot scale in this large-kernel

setting.

5.1 Related Work

Neural architecture search (NAS) aims to automate the design of neural networks.

Recently, there has been signi�cant progress in both search space design [74, 79,

88] and search strategy development [73{75, 89, 90]. However, these methods are

mostly evaluated on image classi�cation or segmentation, with a few focusing on new

applications such as image restoration [91], audio classi�cation [92], and machine

translation [93]. Problems beyond the vision and language domains are less-explored.
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In this work, we seek to improve the generalizability of NAS by a morphism-

based approach [79, 94, 95] that adapts existing CNN backbones to target tasks. We

speci�cally focus on expanding the operation space to multiple types of convolutions,

simultaneously varying the kernel size and the dilation factor. Past work in related

directions has at most studied the easier problem of altering dilation alone, and only

for vision tasks [96]. Therefore, although convolution has been an integral part of

NAS, how to search over a large set of convolutional operators remains an open

problem. In the following, we identify four types of solutions from existing work and

illustrate their limitations.

Di�erentiable Architecture Search (DARTS). We can treat convolutions as

ordinary operators and apply a scalable NAS algorithm. In particular, DARTS [74]

introduces continuous relaxation to the weight-sharing paradigm [73] and allows us to

gain information about many networks e�ciently by training a combined supernet.

The algorithm relaxes the discrete set of operations at each edge in a computational

graph as a softmax so the search process is end-to-end di�erentiable and amenable

to regular optimizers. After search, it discretizes the weights to output a valid ar-

chitecture. The original DARTS search space contains only four convolutions with

kernel sizes no larger than 5 and dilation rates no larger than 2. While this small

search space might be enough for low-resolution image input, it is insu�cient for

diverse tasks such as high-dimensional time series problems [76]. Although one could

add more convolutions one-by-one to the operator set to augment performance, this

approach scales poorly, as re
ected in the limited search spaces of similar methods

like AMBER [97]. In fact, AMBER has to shift the kernel size up to achieve good

performance on long-sequence genomic data.

MergeNAS and RepVGG. An alternative way to explore the convolutional search

space is to take advantage of the operator's linearity. That is, we can �rst mix the

kernels and then apply convolution once, unlike DARTS which computes each con-

volution separately and outputs the aggregated result to the next layer. This kernel-

mixing strategy, which we call mixed-weights and will formally de�ne in Section ??,

has been employed by MergeNAS [98] and RepVGG [99] to improve architecture

search robustness and VGG inference speed, respectively. It works well for a few

small kernels. However, we will show later that similar to DARTS, mixed-weights on

its own is also insu�cient for searching over a diverse set of large kernels which is
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crucial to solving a wide range of problems.

Expressive Diagonalization (XD). Apart from linearity, XD-operations [79] pro-

pose to utilize the convolutional theorem in architecture search. In particular, XD

expresses the convolution acting on input x with �lter w as K diag(Lw)Mx, where

K; L; M are appropriate discrete Fourier transforms, and constructs an expansive

search space by replacing these transforms with searched kaleidoscope matrices [100].

Although this new search space includes all types of convolutions, the search process is

unacceptably long even for simple benchmarking tasks such as CIFAR-100 (Fig. 5.1b),

let alone the more complex set of diverse problems that we consider in this paper. In

addition, the output architectures of XD are as ine�cient as the supernet due to the

absence of a discretization step.

Single-Path NAS. Lastly, Single-Path NAS [101] de�nes a large �lter and uses its

subsets for smaller �lters. This DARTS-based method compensates operator hetero-

geneity for e�ciency during search. It does not handle search spaces with many large

kernels and is not evaluated on diverse tasks.

Outside the �eld of AutoML, there is also emerging interest in designing general-

purpose models such as Perceiver IO [102] and Frozen Pretrained Transformer [103].

However, these Transformer-based models do not adapt the network to the target

tasks and are generally harder to train compared with CNNs. In Table 5.2, we

evaluate Perceiver IO and show that its performance is not ideal. Recent works also

propose to learn the kernel sizes for CNNs from the data [104], but they take an

entirely di�erent approach from NAS by multiplying the response of a convolution

layer with a learnable Gaussian mask.

5.2 Problem Setup

Formally, every architecture is a mapping from model weights to functions and can

be described by a directed acyclic graph G(V; E). Each edge in E is character-

ized by (u; v; Op), where u; v 2 V are nodes and Op is an operation applied to

u. Node v aggregates the outputs of its incoming edges. NAS aims to automati-

cally select the edge operations and the graph topology to optimize some objective.

For each edge, Op is chosen from a search space S = fOpa ja 2 Ag where a 2 A

are architecture parameters. In past work, A usually indexes a small set of op-
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erations. For instance, the DARTS search space speci�es Adiscrete = f1; : : : ; 8g with

S = fZero, Id, MaxPool 3�3 , AvgPool 3�3 , Conv 3�3 , Conv 5�5 , DilatedConv 3�3;2 ,

DilatedConv 5�5;2 g. However, A can also be de�ned systematically to identify oper-

ator properties, e.g., f(kernel size k, dilation d)g for convolutions.

Recently, there has been signi�cant progress in both searching for blocks of op-

erations or stacking several blocks together [73, 74, 74, 75, 88{90]. However, these

methods are mostly evaluated on image classi�cation or segmentation, with a few

focusing on new applications such as image restoration [91], audio classi�cation [92],

and machine translation [93]. Problems beyond the vision and language domains are

less-explored.

5.3 Searching for Task-Speci�c Operations

In our NeurIPS 2022 publication [2], we take a di�erent, morphism-based approach

[79, 94, 95] and propose DASH, which uses existing networks as backbones and re-

places certain layers in the backbone with the searched operations. Speci�cally, we

select a set of architectures to accommodate both 2D and 1D datasets. Then, all

Conv layers are substituted with an operator AggConv K;D (short for aggregated

convolution) that represents the new search space which we now de�ne. An advan-

tage of decoupling topology and operation search is 
exibility: the searched operators

can vary from the beginning to the end of a network, so features at di�erent granu-

larities can be processed di�erently. For simplicity, our mathematical discussion will

stick to the 1D case, though our experiments are on both 1D and 2D data.

5.3.1 E�cient Multi-Scale Search

A convolution �lter is speci�ed by the kernel size k and the dilation rate d (we do

not consider stride which does not change the �lter shape). The e�ective �lter size

is (k � 1)d + 1 with nonzero entries separated by d � 1 zeros. Let Conv k;d be the

convolution with kernel size k, dilation rate d, cin input channels, and cout output

channels. Given input data with shape n, let K be our interested set of kernel sizes,

D the set of dilations. We de�ne the AggConv K;D search space as

SAggConv K;D
= fConv k;d jk 2 K; d 2 Dg: (5.1)
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Table 5.1: Complexity of di�erent methods for computing AggConv. For notation,
�K := jDj �

P
k2K k, �D := max k;d(k � 1)d + 1.

Method MULTs ADDs

mixed-results (Eqn. 5.2) (cin cout
�K + c out jKjjDj)n (c in cout

�K + c out jKjjDj)n
mixed-weights (Eqn. 5.3) cin cout ( �K + �Dn) c in cout

�D(jKjjDj + n)
DASH(Eqn. 5.4) cin cout ( �K + n) + O(c in cout n log n) cin cout (jKjjDj �D + n) + O(c in cout n log n)

Hence, A = K � D in previous notations. S AggConv K;D
contains a collection of

convolutions with receptive �eld size ranging from kmin to dmax (kmax � 1) + 1, which

allows us to discover models that process the input with varying resolution at each

layer.

To retain the e�ciency of discrete NAS, we apply the continuous relaxation scheme

of DARTS to SAggConv K;D
, which mixes all operations in the space using architecture

parameters f� k;d 2 4 jKjjDj j(k; d) 2 K � Dg 1, so the output of each edge in the

computational graph is

AggConv K;D (x) :=
X

k2K

X

d2D

� k;d � Conv(w k;d)(x): (5.2)

Here fwk;d j(k; d) 2 K � Dg are the kernel weights. The resulting supernet can

be trained end-to-end, and our hope is that after search, the most important op-

eration is assigned the highest weight. However, the complexity of computing the

above summation directly, a baseline algorithmic approach we call mixed-results,

is O(cin cout (jKjjDj + �K)n), where �K := jDj
P

k2K k. Mixed-results can be expensive

when we increase the maximum element in K or D with larger input size n. To im-

prove upon it, we propose three techniques which build up to the e�ciency-oriented

DASH.

Technique 1: Mixed-Weights. Since convolution is linear, instead of computing

jKjjDj convolutions, we can combine the kernels and compute convolution once. We

call this approach mixed-weights:

AggConv K;D (x) = Conv

 
X

k2K

X

d2D

� k;d � w0
k;d

!

(x): (5.3)

14 denotes the probability simplex.
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Here w0 is the properly padded version of w (appending 0's at the end of each dimen-

sion) so that �lters of di�erent sizes can be added. The aggregated kernel has size
�D := max k;d(k �1)d+1 and the n-dependent term of the complexity of mixed-weights

is cin cout
�Dn. Hence, it removes the direct dependence of the leading-order term on

jKjjDj, the search space size, that mixed-results had.

Technique 2: Fourier Convolution. If we wish to increase the kernel size and

dilation with the input size, the complexity of mixed-weights will still grow implicitly

with the search space size through the dependence on�D. To address this issue,

we combine the kernel re-weighting idea with another technique motivated by the

convolution theorem. Given a kernel w, recall that Conv(w)(x) = F �1 diag(F �

w0)Fx, where F is the discrete Fourier transform (DFT) and diag(z) is a diagonal

matrix with entries z. In other words, convolution involves multiplying the DFT of

the kernel by that of the input. Since the DFT can be applied in time O(n log n)

using the Fast Fourier Transform (FFT) and apart from that we only need element-

wise multiplication, this yields an e�cient approach to reducing dependence on the

combined kernel size�D. While Roberts et al. [79] replaced the DFTs with a continuous

set of matrices for XD-operations, our approach can be viewed as replacing the middle

DFT with a discrete set of matrices for the purpose of e�ciency. Accordingly, DASH

computes AggConv K;D as follows:

AggConv K;D (x) = F �1 diag

 

F

 
X

k2K

X

d2D

� k;d � w0
k;d

!!

Fx: (5.4)

Note that while the kernel changes for each Convk;d, the input does not. Hence, we

also save time by transforming the input to the frequency domain only once.

In Table 5.1, we report the theoretical complexities of the baselines and DASH, the

latter leveraging both Technique 1 and 2. It is easy to obtain the operation complex-

ities of mixed-weights and mixed-results. For DASH, the number of multiplications

and additions can be attributed to the inner weight sum and multi-channel product

(the �rst term) as well as three FFTs (the second). We see that mixed-weights is

favorable to mixed-results when�D < �K = O(jDjk 2
max ), which occurs with large ker-

nels and a few dilations. On the other hand, only DASH completely separates the

dominant terms containing cin cout n from the size of the search space and its elements,

replacing them by O(log n), which is small for any realistic n. As we increase kmax
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Figure 5.2: log10 time for one search epoch vs. number of ops in SAggConv K;D
. We

vary the search space by letting K = f2p + 1j1 � p � cg, D = f2 q � 1j1 � q � cg
and increasing c from 1 to 7.

Figure 5.3: log10 time for one search epoch vs. input length of single-channel 1D
data. We �x K = f3; 5; 7; 9; 11g, D = f1; 3; 7; 15; 31g and test n 2 f2 5; : : : ; 212g.

and dmax for larger inputs, this will also lead to a slower asymptotic increase in com-

plexity, making DASH an attractive choice for the multi-scale search space where�D

is large by design to extract possible long-range dependencies in the data.

Technique 3: Kronecker Dilation. To e�ciently implement the kernel sum-

mation in mixed-weights and DASH on a GPU, we introduce our �nal technique:

after initializing w k;d for each Convk;d separately, we use a Kronecker product 
 to

transform the undilated kernels into dilated forms. For example, to compute a 2D

convolution with dilation d, we introduce the sparse pattern matrix P 2 Rd�d whose

entries are all 0's except for the upper-left entry P1;1 = 1:

P =

2

6
6
6
6
4

1 0 � � � 0

0 0 � � � 0
...

...
. . .

...

0 0 � � � 0

3

7
7
7
7
5

: (5.5)

Then, wk;d = w k;1 
 P . Beyond the theoretical gains shown in Wu et al. [105],
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this dilation strategy is empirically faster than the standard way of padding 0's into

wk;1 (Fig. 5.2 and 5.3). After dilating the kernels, we sum them together, zero-pad to

match the input size, and apply the FFTs.

5.3.2 The Full Pipeline: Architecture Search, Hyperparam-

eter Optimization, and Retraining

Having shown the main techniques for searching a large space of kernel patterns, we

now detail the full search and model development pipeline. Given a dataset, we set

K = f3 + d(p � 1)j1 � p � p maxg for kernel sizes and D = f2q � 1j1 � q � q maxg

for dilations. For 2D input, we set d to 2, pmax to 4, and qmax to 4. For longer 1D

sequence data, we set d = 4, pmax = 5, and qmax = 4. For instance, CIFAR has

size 3 � 32 � 32 where 3 is the number of channels and n = 32. The corresponding

K is f3; 5; 7; 9g and D is f1; 3; 7; 15g. To normalize architecture parameters into a

probability distribution, we adopt the soft Gumbel Softmax activation, similar to Xie

et al. [89].

The backbone networks are as follows. For 2D tasks, we use WRN 16-1 as the

search backbone to accelerate supernet training and WRN 16-4 for retraining. For

1D tasks, we use 1D WRN [106] in the entire pipeline. During search, we subsample

the training data at each epoch. Given the loss for the target task, DASH jointly

optimizes the model weights and the architecture parameters using direct gradient

descent. This single-level optimization is more e�cient than two-stage NAS, which

�nds initial assignments for architecture parameters and trains the candidates from

scratch.

After searching for a prede�ned number of epochs, we discretize the search space

and pick Conv k;d 2 SAggConv K;D
with the largest weight for each layer.

5.4 Empirical Evaluation

To check that our asymptotic analysis leads to actual speedups, we �rst performed an

ablation study on the proposed techniques by evaluating the three methods on single-

channel 1D input. Fig. 5.2 illustrates the combined forward- and backward-pass time

in log scale for one search epoch vs. the size of SAggConv K;D
when n = 1000. For

small �D, the FFT overhead makes DASH runtime slightly longer but the di�erence

is negligible. However, as�D increases, the DASH curves grow much slower whereas
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the runtimes for the other methods scale with the number of operations. In Fig. 5.3,

we �x K and D to study how runtime is a�ected by input size n. Both mixed-results

and mixed-weights become extremely ine�cient for large n's which commonly occur

in time-series or signal processing. Surprisingly, DASH's runtime does not increase

much with n. We hypothesize that this is due to wallclock-time being dominated by

data-passing at that speed.

Next, we evaluate the performance of DASH on diverse tasks using ten datasets

from NAS-Bench-360 [76], a benchmark spanning multiple application domains, in-

put dimensions, and learning objectives. These include classical vision tasks such

as CIFAR-100 where CNNs do well, scienti�c computing tasks such as Darcy Flow

where standard CNN backbones can perform poorly [64, 79], sequence tasks such

as DeepSEA where large dilations are preferred [85, 97], and many others. Thus,

our evaluation will not only test whether DASH can �nd good architectures in the

proposed new search space, but also investigate whether multi-scale convolution is

a strong competitor for solving di�erent problems. In fact, our results show that

DASH is a top choice for many tasks, obtaining in-aggregate the best speed-accuracy

trade-o�s among the methods we evaluate (c.f. Fig. 5.5).

Baselines and experimental setup. For each NAS-Bench-360 task, we compare

DASH with the following methods: DenseNAS [77] and GAEA PC-DARTS [75],

which represent general NAS; Auto-DeepLab [107] and AMBER [97], which represent

specialist NAS methods for dense prediction and 1D tasks, respectively; 1D temporal

convolutional network (TCN) [85], regular WRN, and WRN with hyperparameter

tuner ASHA [108], which represent natural NAS baselines; and Perceiver IO [102],

which represents non-NAS general-purpose models. While these results are available

in Tu et al. [76], we additionally add a Baby DASH baseline: we run DASH in

the DARTS convolution space with K = f3; 5g and D = f1; 2g to study whether

large kernel sizes and dilations are necessary to strong performance across-the-board.

Finally, we compare our method to the expert architectures selected by NAS-Bench-

360. These models are representatives of the best that hand-crafting has to o�er.

Each dataset is preprocessed and split using the NAS-Bench-360 script, with the

training set being used for search, hyperparameter tuning, and retraining. To con-

struct the multi-scale search space, we set K and D according to the rules in the

method section. We use the default SGD optimizer for the WRN backbone and �x

the learning rate schedule as well as the gradient clipping threshold for every task.
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Table 5.2: Error rates (lower is better) on NAS-Bench-360 tasks across diverse appli-
cation domains and problem dimensions (the last three problems are 1D and the rest
are 2D). DASH beats all the other NAS methods on 7/10 tasks and exceeds hand-
designed expert models on 7/10 tasks. Scores of DASH are averaged over three trials.
Scores of the baselines are from Tu et al. [76]. See Table A.10 in the Appendix A.2.6
for standard deviations.

CIFAR-100 Spherical Darcy Flow PSICOV Cosmic NinaPro FSD50K ECG Satellite DeepSEA
0-1 error (%) 0-1 error (%) relative 2̀ MAE 8 1-AUROC 0-1 error (%) 1-mAP 1-F1 0-1 error (%) 1- AUROC

Expert 19.39 67.41 0.008 3.35 0.13 8.73 0.62 0.28 19.8 0.30

WRN 23.35 85.77 0.073 3.84 0.24 6.78 0.92 0.43 15.49 0.40
TCN - - - - - - - 0.57 16.21 0.44
WRN-ASHA 23.39 75.46 0.066 3.84 0.25 7.34 0.91 0.43 15.84 0.41
DARTS-GAEA 24.02 48.23 0.026 2.94 0.22 17.67 0.94 0.34 12.51 0.36
DenseNAS 25.98 72.99 0.10 3.84 0.38 10.17 0.64 0.40 13.81 0.40
Auto-DL - - 0.049 6.73 0.49 - - - - -
AMBER - - - - - - - 0.67 12.97 0.68
Perceiver IO 70.04 82.57 0.24 8.06 0.48 22.22 0.72 0.66 15.93 0.38

Baby DASH 25.56 63.45 0.016 3.94 0.16 8.28 0.62 0.37 13.29 0.37
DASH 24.37 71.28 0.0079 3.30 0.19 6.60 0.60 0.32 12.28 0.28

The entire DASH pipeline can be run on a single NVIDIA V100 GPU, which is also

the system that we use to report the runtime cost. Full experimental details can be

found in the Appendix.

We evaluate the performance of all competing methods following the NAS-Bench-

360 protocol. We �rst report results of the target metric for each task by running

the model of the last epoch on the test data. Then, we report aggregate results via

performance pro�les [51], a technique that considers both outliers and small perfor-

mance di�erences to compare methods across multiple tasks robustly. In such plots,

each curve represents one method. The � on the x-axis denotes the fraction of tasks

on which a method is no worse than a � -factor from the best.

We present the accuracy results for each task in Table 5.2 and the performance

pro�les in Fig. 5.4. Fig. 5.4 clearly demonstrates that DASH is superior to other

competing methods in terms of aggregate performance. In particular, it ranks �rst

among all automated models for 7/10 tasks, among all expert models for 7/10 tasks,

and performs favorably when considering both accuracy and e�ciency as shown in

Fig. 5.5. In addition, Table 5.3 shows that DASH outperforms DARTS in speed

for all 10 tasks (in several cases by an order of magnitude), and attains comparable

e�ciency with training vanilla WRNs for 6/10 tasks (full-pipeline time is less than

or about twice as long as the WRN training time). In the following, we provide a

detailed analysis of the experimental results.
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Figure 5.4: Performance pro�les of general NAS methods and DASH on NAS-Bench-
360. DASH being far in the top left corner indicates it is rarely suboptimal and is
often the best.

Figure 5.5: Comparing � log � -suboptimality of speed vs. accuracy on all tasks.
DASH's concentration in the top right corner indicates its strong e�cacy-e�ciency
trade-o�s relative to the other methods.

DASH dominates automated methods. Compared to other automated meth-

ods, DASH has a clear advantage in accuracy. Even for tasks where it does not beat

the expert, e.g. ECG, DASH's performance is signi�cantly better than other AutoML

methods. It also outperforms specialist methods Auto-DL and AMBER on dense pre-

diction and 1D tasks, respectively. Although DARTS does best on CIFAR-100 (the

task for which it was designed), Spherical, and PSICOV, it is the worst on NinaPro

and FSD50K. Note that the underperformance of DASH on CIFAR-100 relative to

WRN (and on Spherical and Cosmic relative to Baby DASH) suggests suboptimality

of the gradient descent optimization procedure but not of the operation space, since

WRN and Baby DASH are contained in our search space. This indicates a future

direction to improve optimization in the DASH search space.
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Table 5.3: Full-pipeline runtime in GPU hours for NAS-Bench-360 (PSICOV results
are omitted due to a discrepancy in the implementation of data loading). DASH is
consistently faster than DARTS, and it is less than a factor of two slower than simply
training a WRN on six of the ten tasks. DenseNAS is fast but its accuracy is far less
impressive. XD is too expensive to be applied to tasks other than CIFAR-100 [79].

Task DARTS DenseNAS WRN DASH

CIFAR-100 9.5 2.5 2 2.5

Spherical 16.5 2.5 2 5

Darcy Flow 6.5 0.5 0.5 5.3

Cosmic 21.5 2.5 4 6.8

NinaPro 0.5 0.2 0.2 0.3

FSD50K 37 4.5 4 29

ECG 140 6.5 5 1.3

Satellite 28 3 4.5 6.5

DeepSEA 39.5 2 1.5 10

DASH dominates expert architectures. While the degree of sophistication of

the expert networks varies task by task, the performance of DASH on tasks such

as Darcy Flow suggests that it is capable of competing with highly specialized net-

works, e.g., Fourier Neural Operator [64] for PDE solving. These results imply that

DASH, and more generally the strategy of equipping backbone networks with task-

speci�c kernels, is a promising approach for tackling model development in new do-

mains. Meanwhile, DASH consistently outperforms Perceiver IO which represents

non-automated general-purpose models. We speculate that the poor performance of

Perceiver IO is because it is developed on more sophisticated natural language and

multi-modal reasoning tasks and training Transformers is generally di�cult.

Large kernels are needed. We also ablate the large-k-large-d design of the search

space by comparing DASH with Baby DASH. We hypothesize that for the same task,

a small performance gap between the two methods would indicate that small kernels

su�ce for extracting local features, whereas a major degradation in the quality of the

Baby DASH model can imply that the task needs global modeling. Consequently,

datasets such as Darcy Flow and ECG provide compelling evidence that kernels with

large receptive �elds play an important role in solving real-life problems and further

back up the design of our multi-scale convolutional search space. An example of the

series of WRN kernels found by DASH on Darcy Flow is: Conv5;3 ! Conv 3;1 !



49

Conv 3;1 ! Conv 3;15 ! Conv 7;15 ! Conv 9;7 ! Conv 9;7 ! Conv 3;7 ! Conv 5;7 !

Conv 5;15 ! Conv 9;7 ! Conv 3;7 ! Conv 7;7. We can see that large kernels are indeed

selected during search. More visualizations can be found in Appendix ??.

DASH is computationally e�cient. In addition to prediction quality, we also

care about the e�ciency of model selection. Table 5.3 provides the combined search

and retraining time in GPU hours for DARTS, DenseNAS, and DASH, as well as the

training time for vanilla WRN 16-4 without hyperparameter tuning (baseline results

are taken from Tu et al. [76]). We also present the breakdown of DASH's full-pipeline

runtime in Appendix A.2.7. A key observation is that the cost of DASH is consistently

below DARTS' on all tasks and is similar to training a simple CNN for more than

half of them. Although DenseNAS stands out by speed, its practical performance is

less impressive.

In Fig. 5.5, we visualize the trade-o� between e�ciency and e�ectiveness for each

method and task combination. Evidently, DASH takes an important step towards

bridging the gap between the e�ciency of DARTS and the expressivity of XD in

NAS. The fact that DASH can be trained at a low cost testi�es that we need not

sacri�ce e�ciency for adding more operations. In fact, we have actually shown that

DASH is both faster and more e�ective than DARTS in many tasks.

DASH works with other backbones and is backward compatible. Lastly,

in addition to the Wide ResNet backbone and NAS-Bench-360 tasks, we have also

veri�ed the e�cacy of DASH on other backbones including TCN [85] and ConvNeXt

[87], and on large-scale datasets including ImageNet in Appendix A.2.8. In particular,

DASH is able to achieve a 1.4% increase in top-1 accuracy for ImageNet on top

of the ConvNeXt backbone. As the latter was itself developed in part via manual

tuning of the kernel size, this means that DASH outperforms human hand-tuning

on ImageNet. These results show that DASH is backbone-agnostic and also works

well with computer vision tasks, making it backward compatible with the original use

cases of CNNs.

5.5 Conclusion

In this paper, we argue that a crucial goal of NAS is to discover accessible mod-

els for diverse tasks. To this end, we propose DASH, which e�ciently searches for



50

convolution patterns and integrates them into existing backbones. DASH overcomes

the computational limitations of di�erentiable NAS and obtains high-quality mod-

els with accuracy comparable to or better than that of the handcrafted networks on

many tasks. Our experiments show that convolution can be a universal operator

for many under-explored areas. DASH is also a promising step towards developing

general-purpose models with more complicated structures.

Limitations and future work. There are several open problems which we leave

for future work. First, it is bene�cial to study why certain kernel patterns are chosen,

as the selected operations can hint us at the intrinsic properties of the datasets.

Second, one can improve upon DASH, e.g., by including non-square convolutions for

2D problems, using a better optimization algorithm, or developing techniques that

further reduces the memory usage of performing a forward architecture search pass.

One could also construct a more comprehensive search space with high-level operators

such as self-attention [109].

Meanwhile, although this paper focuses on NAS, which is an alternative to �ne-

tuning pretrained models, the aggregated convolution can be a plug-and-play module

for algorithms that search for large-scale models. For instance, many Transformer

models still depend on convolutions for feature extraction and transformation, and

their performance relies on the quality of the embedded features. Since DASH is appli-

cable to any architecture with a convolutional layer, it can be helpful for such models,

including Vision Transformer with a convolutional patching layer [110], Deformable

Transformer with a ResNet embedder [111], Swin Transformer with a convolutional

decoder [56], and many others.
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Chapter 6

Case Studies in Scienti�c Domains

To demonstrate the real-world utility of our proposed methods, we apply them to two

representative scienti�c domains where building models from scratch is prohibitively

expensive: computational physics and genomics.

6.1 Uni�ed PDE Solvers: Adapting LLMs for Sci-

enti�c Computing

Partial Di�erential Equations (PDEs) play a pivotal role in modeling and understand-

ing real-world phenomena, such as 
uid dynamics and heat transfer. Classical solvers

for PDEs are computationally intensive [112{114] , and recent neural operators re-

quire training specialized models for each PDE family [115{117]. In this section,

we introduce Uni�ed PDE Solvers (UPS), a framework that repurposes a single pre-

trained LLM as a uni�ed solver for diverse spatiotemporal PDEs (Figure 6.1). UPS

builds directly on the ORCA framework with two key innovations:

ˆ We propose a uni�ed data representation scheme to align PDEs with varying

dimensions and physical quantities into the same feature space. Given the space

and time discretization u = fu t (x)g T
t=0 , where x 2 Rd is the spatial variable and

u t (x) is the state variable, UPS homogenizes ut (x) from diverse PDEs into a shared

\superspace" RN�n dmax , where dmax is the maximum dimension of x among all PDEs

considered, N is the superset of the physical quantities, and n is the resolution. This

framework of embedding lower-dimensional PDEs in a higher dimension enables

UPS to model cross-dimensional PDEs simultaneously and distinguishes us from

all existing uni�ed operators, which do not consider low dimensional PDEs in 1D.
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Figure 6.1: To adapt pretrained LLMs for PDE solving, UPS �rst transforms PDE
of di�erent dimensions, channels, and resolutions into a uni�ed representation (left
panel). Then, the data is processed with a uni�ed architecture that integrates FNO
layers, PDE metadata, and LLMs (right panel). The architecture is trained in two
stages. In stage 1, we pretrain the embedding network using a joint loss that si-
multaneously optimizes (i) the distribution similarity between PDE features and text
embeddings to align the modalities, and (ii) the prediction performance of extracted
PDE features. In stage 2, we �ne-tune the entire model on a dataset that com-
bines multiple families of spatiotemporal PDEs with varying domain dimensions,
initial/boundary conditions, and coe�cients.

ˆ We employ a uni�ed network architecture to predict u t+1 (x) based on ut (x).

To leverage pretrained LLMs, we design a three-way architecture that consists

of (i) a FNO [115] based embedding network to convert PDE data into resolution-

invariant, sequential features; (ii) an LLM body to process the PDE features and the

text embeddings of the PDE metadata; and (iii) a prediction network to generate

the �nal output. We employ ORCA's two-stage align-then-re�ne process for model

training. However, we improve the align stage by using a joint loss that adds feature

extraction on top of alignment to pretrain the embedding network. We improve

the re�ne stage by �ne-tuning on a collection of PDE tasks rather than a single

task. Our enhanced work
ow outperforms naive transfer and previous cross-modal

approaches, reducing both the data and compute needed for training.

By design, UPS can handle diverse PDE families, data dimensions, channels,

and resolutions. More crucially, by warm-starting with pretrained LLM weights and

applying explicit alignment, UPS strikes a balance between e�ectiveness and e�-

ciency (Figure 6.2)|it achieves state-of-the-art performance across 9 datasets from

PDEBench [118] (7 in-distribution, 2 out-of-distribution), using about 20,000 train-

ing data, a single A6000, 60,000 train steps, and under 100 GPU hours, i.e., we
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Figure 6.2: E�ectiveness-e�ciency trade-o�. We plot the normalized error av-
eraged across 7 di�erent PDE families in PDEBench vs. the estimated compute for
single-family models (FNO, ORCA) and uni�ed models (MPP-B, DPOT-M, UPS-B).
Compute is estimated by log10 (Num GPUs � Num Train Steps). UPS achieves the
lowest error at the lowest cost among all uni�ed models, striking a balance between
e�ectiveness and e�ciency. Beyond compute, UPS also uses 4x less data than existing
uni�ed models.

achieve better results than existing uni�ed models using 4 times less data and 26

times less compute. This result validates that our cross-modal adaptation strategy

can produce highly performant and resource-e�cient models for complex scienti�c

computing tasks.

6.1.1 Related Work

Recent years has seen a variety of neural-network-based methods for approximating

the solution of PDEs. Several works propose hybrid solvers [119{121], where neu-

ral networks are used along with classical solvers like �nite element/volumn meth-

ods [113, 114] or (pseudo)-spectral methods [112, 122]. These works typically apply

classical solvers to a low-resolution grid and use neural networks to predict the cor-

rection terms. Other works directly approximate the PDE solution with neural net-

works [123{125], employing variational losses [126] and physical constraints de�ned

by the PDE [124, 127]. However, these methods are mostly equation-speci�c and

could solve one PDE at a time. The learned models cannot be applied to other PDEs

from the same family, let alone other families.

A more general approach involves learning neural operators [115, 117, 128], which

are approximations of an in�nite-dimensional operator between two functional spaces.

For time-dependent PDEs, a neural operator maps the current state of a PDE to the

next state, with quantities like initial conditions provided as input. Neural operators
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can be implemented using any architecture. For example, Fourier neural operator

(FNO) [115] uses convolution-based integral kernels evaluated in the Fourier space.

Other works also use transformer models [129{131] or U-Net [132]. Learning neural

operators enables solving an entire family of PDE and they can easily adapt to new

parameterizations of a PDE without �ne-tuning. However, the learned operators

cannot extend to di�erent PDE families.

To facilitate operator transfer across PDE families, two recent works develop large

pretrained models for multiple physical systems [133, 134]. In particular, Subrama-

nian et al. [133] train a FNO-based network on steady-state linear PDEs with periodic

boundary conditions and study the model's transfer ability when its size increases.

McCabe et al. [134] design a new transformer architecture based on the axial at-

tention [135] and train it using various 2D non-linear, time-dependent PDEs. Their

results show that a uni�ed operator can outperform baselines trained on a single PDE

family.

While our work shares a similar motivation for developing general and versatile

solvers, we di�er from the above work in three aspects. Modeling-wise, existing uni-

�ed methods are limited to two-dimensional PDEs, whereas UPS tackles both one-

and two-dimensional PDEs. Our training process can be also extended to any d-

dimensional systems. Architecture-wise, these methods use PDE-speci�c networks

and train them from scratch. However, we leverage pretrained LLMs and text-form

metadata to improve downstream performance. E�ciency-wise, pretraining large

models from scratch requires vast amount of pretraining data (e.g., 100K samples

per PDE family), which can be prohibitive to collect for high-dimensional and com-

plex PDEs. In contrast, by adapting from pretrained models and using an e�cient

way to close the modality gap between text and PDE, our method requires far less

�ne-tuning data.

6.1.2 Uni�ed Data Representation

We model PDEs that follow the general form:

du(t; x)
dt

= L
�

u(t; x);
@u(t; x)

@x
;
@u(t; x)

@x2
; � � �

�

u(0; x) = u 0(x)

B (u(t; y)) = 0

(6.1)
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where x 2 
 � R d is the spatial variable, u : [0; T ] � 
 ! R du is a time-varying

function de�ned over the domain 
 for �nite time T . Here, L is a (possibly non-

linear) operator which acts on u and multiple partial derivatives of u w.r.t the spatial

variable x. u 0(x) : 
 ! R du denotes the initial condition of the PDE, and the

operator B de�nes the boundary condition where y 2 @
 is a point on the boundary

of the domain. PDE families in this form include Navier-Stokes equations, Reaction-

Di�usion equations, Burgers equations, and many others that are used to describe

phenomena like 
uid dynamics and heat 
ow over time. They also constitute most

PDE benchmarks considered in machine learning [48, 118].

Consider a set of S spatiotemporal PDEs fusgS
s=1 . Here, each us = fu s

t (x)g Ts
t=1 is

solution to a PDE of the form de�ned in Equation 6.1 such that for all t 2 [Ts], we

have us
t (x) 2 R ds

u and x 2 
 s � R ds
. For each ut

s, we assume that we have an n-point

discretization of the functions fus
t g

Ts
t=1 at points W s

n = fx s
1; xs

2; � � � ; x s
ng, where each

xs
i 2 Rds

. That is, for each PDE s 2 S and t 2 Ts, we have the realization of the

function u s
t on a grid with each dimension divided into n parts. We assume that n is

constant across PDE families. Denote the set of N physical quantities considered for

each PDE as V = fv1; v2; � � � vN g.

Our goal is to learn an operator G� which, for a given PDE s, predicts the state

of the PDE at time t + 1 based on its state at time t 2 [Ts]. That is:

u s
t+1 (x) = G � (u s

t (x))

Hence, we need to de�ne a uni�ed representation for the inputs so a model can handle

all di�erent quantities at once.

Unifying dimension. Let d = max s2S ds. We want to represent all datasets in Rd.

Thus, for PDEs with ds < d, the �nal d�d s coordinates of xsi 2 W s
n are set to zero. In

this work, we mainly consider PDEs de�ned over one- and two-dimensional domains,

i.e., ds 2 f1; 2g 8s 2 S. Hence, for PDEs with ds = 1, the point x 2 
 s is represented

as (x; 0). Note that our methodology to unify the total number of dimensions in the

PDE is general and can be adapted to PDEs de�ned in higher-dimensional domains

as well. In the following, we will denote ust (x) as the value of the the function us
t on

all the points in W s
n , unless stated otherwise.
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Unifying physical quantities. We consider a �xed set V = fv 1; v2; � � � vN g of N

physical quantities and only train our model on the physical quantities that belong

to V for each PDE. The quantities that we consider in this paper are velocity (in the

x and y directions), pressure, and density, which means N = 4. If a dataset does not

use a particular quantity, the entire dimension corresponding to it is set to 0.

Following the above procedure, we lift every PDE to a uni�ed spaced such that

u s 2 RTs �N�n d
8s 2 S. To obtain the datasets for the forward prediction problem,

we generate input-output pairs via autoregressive teacher-forcing: for each time step

t 2 [T s], we use ust to predict u s
t+1 , thereby yielding Ts � 1 pairs of data from a single

trajectory. We also append the coordinates of each xs
i 2 W s

n to the input and maintain

an output mask for each data point, masking out the zero-padded dimensions when

computing the loss.

6.1.3 Uni�ed Architecture

Large-scale transformer models have demonstrated success in various application do-

mains, spanning natural language processing [e.g., 136], computer vision [e.g., 137],

and audio processing [e.g., 138]. In this work, we explore the potential of transformers

for PDE solving. We break down the UPS architecture into three parts: an embed-

ding network that transforms the uni�ed representation to sequential features; the

model body, representing the pretrained LLM layers; and a predictor that generates

the prediction.

FNO embedding network. The embedding network plays two roles. First, it

projects the PDE us
t (x) into the LLM's sequential embedding space Rl�e , where l de-

notes the sequence length of the embedded features and e denotes the LLM's hidden

dimension. Second, it should extract key features of the PDE input to enable sub-

sequent transformer layers to make predictions. Therefore, we design a PDE-speci�c

embedding network with FNO layers for feature extraction, a linear layer for dimen-

sionality matching, and a concatenation operator for adding metadata (Figure 11.1).

We use FNO [115] due to its strong performance on various benchmarks [118] and

its ability to extract resolution-invariant features. Since we consider maximum two-

dimensional PDEs in this paper, we use a sequence of 2D FNO layers with l channels

to obtain PDE features in Rl�n d
. To map the FNO output to the LLM's embedding

dimension, we transpose it, apply a pointwise convolution with input channel nd,



57

output channel e, kernel size 1, and stride 1, and transpose back. This yields the

desired sequential features hPDE 2 R l�e .

Given that UPS is intended to handle diverse data from various generating sources,

we leverage the metadata related to the PDE in addition to the input dynamics. The

motivation is that LLMs can use the textual information to better understand the con-

text and speci�c characteristics of di�erent PDEs. To implement this, we specify the

metadata in the form \[PDE family][coefficients]" which is embedded into se-

quential features hmeta using the pretrained LLM's tokenizer and embedding layer. We

then concatenate the meta features and the PDE features so that hmix := [h meta ; hPDE ].

Finally, we add positional encoding and apply layer normalization to hmix . This will

be the input to the subsequent transformer layers.

Utilizing pretrained LLMs. The main body of a UPS model consists of pre-

trained transformer layers from an LLM. Thus, we pass hmix to the pretrained trans-

former layers, which produce the hidden stateŝh 2 R l�e . Note that we do not apply

autoregressive masking to hmix and allow the embedded features to attend to each

other, since there is no causal structure in the spatial dimensions of a PDE.

Linear predictor. Finally, we de�ne a prediction head to transform the hidden

state of the LLM body ĥ to the predicted next step of the input û s
t+1 (x) 2 R N�n d

(we predict all the physical quantities in the set V ). This is achieved by averaging

over the sequence dimension of̂h to get shape Re, applying a linear layer to map it

to RNn d
, and reshaping the results to obtain the �nal predictionû s

t+1 (x).

6.1.4 Full Work
ow and Training

We train UPS in two stages. In the �rst stage, we train the embedding network to

align hmix with the LLM's embedding space. This is because LLMs are trained for the

text modality, which has distinct characteristics and features from physical processes

like 
uid dynamics and heat 
ow. Stage 1 reduces the modality gap to prevent the

distortion of pretrained weights. Next, we �ne-tune the entire model on a dataset of

multiple families of spatiotemporal PDEs.

Stage 1: embedding pretraining. Intuitively, there is a modality gap between

text data used to train general-purpose LLMs and PDEs. Previous work has also

shown that directly �ne-tuning pretrained LLMs on non-text inputs can result in
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Table 6.1: nRMSEs (lower is better) for in-distribution PDEBench families, with
baseline results taken from Takamoto et al. [118], McCabe et al. [134], Shen et al.
[139]. On 6 of 7 datasets, UPS achieves the lowest nRMSEs. `-' means that the result
is not available.

# Params Advection Burgers Di�usion-Sorption Navier-Stokes Shallow-Water Navier-Stokes Incomp Navier-Stokes
1D 1D 1D 1D 2D 2D 2D

Single-Example PINN 8.5K 1.1 0.96 0.22 - 0.017 - -

Single-
Task

U-Net 7.7M 0.67 0.34 0.15 0.72 0.083 5.1 0.1903
FNO 466K 0.011 0.042 0.0017 0.068 0.0044 0.36 0.0942

ORCA (RoBERTa-Base) 125M 0.0098 0.12 0.0016 0.062 0.006 0.3549 0.1529

Multi-
Task

MPP-Base 116M - - - - 0.0024 0.0281 -
MPP-Large 409M - - - - 0.0022 0.0208 -

UPS (RoBERTa-Base) 149M 0.0033 0.0399 0.0009 0.0056 0.0019 0.0174 0.104

suboptimal performance [140]. To address this challenge, Shen et al. [139] intro-

duced ORCA, which performs distribution matching before �ne-tuning to enable

cross-modal adaptation. That is, given a randomly initialized embedding network,

we �rst pretrain it to minimize the distribution distance between the embedding net-

work's output|in our case h mix |and the distribution of the text embeddings of a

reference NLP dataset, which we denote as hLM . This process makes the cross-modal

distribution resemble the text distribution that the LLM is pretrained on.

We apply similar alignment to the PDE features hmix .However, unlike ORCA

which uses an optimal transport (OT) based metric for measuring the distribution

distance, we use the maximum mean discrepancy (MMD) distance for UPS. This

is because the OT-based metric requires discrete class labels to compute, making it

unsuitable for PDEs. In contrast, MMD acts directly on the features hmix and is more

computationally e�cient. Thus, we de�ne

L align = k� Dhmix
� � DhLM

kL 2

= E Dhmix
[k(a; a0)] � 2E Dhmix ;DhLM

[k(a; b)]

� E DhLM
[k(b; b0)]

(6.2)

where k(a; a0) = exp(ka�a 0k2=2) denotes the Gaussian kernel; Dhmix and DhLM denote

the distributions of the PDE embeddings hmix and the reference text embeddings hLM .

To improve the feature extraction ability of the embedding network in the context

of our downstream task, we also introduce a task loss for PDE forward prediction,

i.e., the normalized root mean squared (nRMSE) loss between the predictionû s
t+1 (x)

and the ground truth u s
t+1 (x):
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L task =
1
S

SX

s=0

1
Ts

Ts �1X

t=0

ku s
t+1 (x) � û s

t+1 (x)k 2

ku s
t+1 (x)k 2

(6.3)

Therefore, the �nal objective used to pretrain the embedding network consists of both

the alignment loss and the task loss: Lemb = L align + L task .

Stage 2: multi-task �ne-tuning. In contrast to most existing neural PDE solvers,

which train a separate model for each dataset, UPS is trained using one large dataset

consisting of PDE data from multiple generating sources (all of S). Hence, after

learning the embedding network, we �ne-tune the entire model (the embedding net-

work, the LLM body, and the linear predictor) using Ltask de�ned in Equation 6.3.

We evaluate the performance of UPS in Section 6.1.5 and �nd it outperforms existing

single-dataset neural operators. We also show that UPS generalizes to unseen PDE

families and coe�cients (Section 6.1.6)|the zero-shot and few-shot adaptation per-

formance is competitive with models speci�cally trained on the entire target dataset.

6.1.5 State-of-the-Art Results on PDEBench

Data. We train and evaluate our method using PDEBench [118]. For training, we

combine 7 datasets from di�erent PDE families: Burgers Equation (1D), Advection

(1D), Di�usion-Sportion (1D), Shallow-Water (2D), compressible Navier-Stokes (1D

and 2D), and incompressible Navier-Stokes (2D). We explicitly hold out two families|

1D and 2D Di�usion-Reaction|to evaluate the generalization performance of UPS.

The dataset details, sizes, and coe�cients can be found in Appendix A.3.1. We use

the scale-independent normalized root mean squared error (nRMSE) as the evaluation

metric, de�ned as follows:

nRMSE =
1

Stest

StestX

s=1

ku s(x) � û s(x)k 2

ku s(x)k 2
(6.4)

We preprocess all the PDEs by normalizing each dataset along the channel dimension

to ensure that the scale of ust (x) across di�erent datasets is similar. The model's

prediction is denormalized to compute nRMSE.

Baselines. We compare against three sets of baselines: 1) physics-informed neural

network (PINN) [124], which �ts a network per example; 2) single-task models trained

on individual PDE datasets, including the generic image regression model U-Net
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[65], FNO [128], and LLM-based ORCA [139]; 2) a multi-task model trained on

multiple datasets, MPP [134]. We note that MPP is only applicable to 2D PDEs

and it is pretrained on Navier-Stokes, Shallow-Water, and Di�usion-Reaction from

PDEBench. Subramanian et al. [133] is not included as a baseline because its models

are pretrained on di�erent PDE families (e.g., Poisson's and Helmholtz equations)

and are not trained or evaluated using PDEBench.

Implementation details. As noted previously, UPS is compatible with any pre-

trained LLM. We present our main results using RoBERTa [141]. We set the em-

bedding FNO channel l to 32. Since the resolution of the 2D datasets in PDEBench

is 128, we set the model resolution n to 128 and downsample datasets with higher

resolutions. See Appendix A.3.2 for training details. Note that all of our experiments

can be run on a single NVIDIA A6000 GPU because we use fewer training data.

Results and analysis. We �rst study the in-distribution performance of UPS.

That is, we evaluate UPS on the test splits of the datasets that are used to train UPS,

which consists of PDEs that share the same boundary conditions and coe�cients with

the training samples, but have di�erent initial conditions. The results are shown

in Table 6.1. In general, UPS with RoBERTa-Base ranks �rst on 6 of 7 datasets

and improves the state-of-the-art by an order of magnitude on most 1D datasets.

Speci�cally, we outperform all task-speci�c baselines like FNO and ORCA, which

train a di�erent model for every PDE family. This shows the bene�ts of learning a

versatile neural operator rather than multiple specialized ones. We also outperform

the uni�ed MPP on all 2D datasets (since MPP does not apply to 1D PDEs). Note

that MPP-Large is trained from scratch and uses 4� more parameters.

We emphasize that UPS is trained on signi�cantly fewer trajectories per PDE

family (<5K) compared to MPP trained on about 100K samples for some families.

Thus, our method can be run on a single GPU for less time while maintaining good

performance. This shows that adapting from pretrained models makes UPS data-

and compute-e�cient.

6.1.6 Generalization to Unseen PDEs

In this section, we investigate the generalization (out-of-distribution) performance

of UPS under three scenarios: 1) unseen PDE families, 2) PDEs belonging to the
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Table 6.2: Zero- and few-shot transfer performance of UPS on unseen PDE families
and coe�cients. Our few-shot results are competitive with baselines trained from
scratch on larger datasets.

Unseen PDE Families Unseen Coe�cients

# Samples 1D Di�-React 2D Di�-React Burgers � = 1:0

0 0.0557 1.0593 0.0566
10 0.0107 0.9982 0.0134

UPS 50 0.0052 0.8464 0.0039
100 0.0034 0.7532 0.0022
500 0.001 0.3625 0.0009

U-Net 0.006 0.84 0.36
FNO

9K
0.0014 0.12 0.0031

PINN 0.08 1.6 0.99
ORCA 0.003 0.82 0.012

same families as the training data but with di�erent coe�cients, and 3) PDEs with

higher-resolution grids.

Unseen PDE families. As mentioned earlier, we hold out the 1D/2D Di�usion-

Reaction equations from developing UPS. We �rst directly evaluate UPS on these two

tasks and report the zero-shot transfer performance. Then, we study the few-shot

transfer performance by randomly sampling k 2 f10; 50; 100; 500g trajectories from

the training sets of the held-out tasks, using them to �ne-tune UPS, and evaluating

UPS on the test sets. The results are shown in Table 6.2 and Figure 6.3. As the

number of adaptation samples increases, the prediction error decreases. Notably, the

500-shot result of UPS on 1D Di�usion-Reaction is better than all baselines trained

on the full training set. That is, we use 20� fewer data to match the performance

of single-task neural solvers. This makes UPS particularly useful for real-world low-

resource PDE problems where data collection is costly and training models from

scratch is challenging. In Table 6.2, we do not include MPP because it does not

apply to 1D Di�usion-Reaction, and we are unsure how many training samples are

used exactly for 2D Di�usion-Reaction. That said, MPP reports strong in-distribution

results on 2D Di�-React: 0.0106 (MPP-Base) and 0.0098 (MPP-Large).

Unseen coe�cients. UPS also generalizes to PDEs in the same families as the

training data but with di�erent coe�cients. We verify this by adapting UPS to

Burgers Equation with � = 1:0 (the model is trained on � = 0:001). The last column
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Figure 6.3: Visualizing UPS's few-shot performance in Table 6.2.

Table 6.3: UPS is trained with resolution 128 and has an nRMSE of 0.0033 for this
resolution. We directly test it on higher resolutions.

Test Resolution 256 512 1024

Advection nRMSE 0.0057 0.0064 0.0068

in Table 6.2 shows that while our zero-shot performance is already competitive, the

performance after further adaptation is much better than all considered baselines.

Unseen resolutions. Zero-shot resolution refers to training the model on a lower

resolution of the input data and evaluating them directly on a higher resolution. PDE

solvers with this ability are better equipped to handle real-world scenarios where input

data may vary in resolution due to practical constraints or sensor-based limitations.

Recall that UPS is trained with n-point discretization Ws
n , and we set n = 128

because most 2D datasets in PDEBench has resolution 128. Now, we evaluate the

performance of UPS for n 2 f256; 512; 1024g, hence increasing the resolution of the

input PDE. This is achieved by downsampling the higher-resolution inputs to make

them compatible with UPS and then upsampling the output prediction to the desired

resolution. We do not �ne-tune the model at all.

As shown in Table 6.3, although the nRMSEs for the Advection Equation slightly

increase compared to the nRMSE for the training resolution, they still outperform all

baselines in Table 6.1. Since the numbers are similar across columns, UPS generalizes

to higher resolutions in a zero-shot manner.
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6.2 Language-to-Genomics: Synthesizing Data and

Architecture Alignment

Building genomic foundation models from �rst principles requires vast datasets and

computational resources. Our proposed L2G (Language-to-Genomics) framework

demonstrates how a synthesis of architectural and data alignment can circumvent

this bottleneck. L2G adapts pre-trained language models to genomics by integrating

NAS with an improved three-stage training procedure (Figure 6.4):

ˆ Embedder architecture search: Leveraging the principles of DASH, we �rst

use NAS to discover an optimal CNN embedder architecture speci�cally for the

target genomics task.

ˆ Joint-objective alignment: The discovered embedder is pre-trained using

a joint objective that simultaneously minimizes (i) the distributional distance

between DNA and language embeddings (the ORCA principle) and (ii) a task-

speci�c prediction loss. This pre-trains the embedder to produce representations

that are both distributionally aligned and task-relevant.

ˆ End-to-end �ne-tuning: The pre-trained embedder is integrated with the

LLM backbone, and the entire composite model is �ne-tuned on the supervised

genomics task.

Remarkably, without any large-scale genomic pre-training, L2G outperforms spe-

cialized genomic foundation models and task-speci�c baselines across multiple bench-

marks. Furthermore, it successfully identi�es biologically meaningful motifs in en-

hancer prediction tasks, con�rming that the adapted model learns relevant represen-

tations. This case study provides powerful evidence that combining architectural and

data alignment enables the repurposing of generalist models for specialized scienti�c

domains, dramatically lowering the barrier to entry.
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Figure 6.4: The overall L2G work
ow. A. The architecture of L2G. The architecture
of the L2G model is composed of a CNN embedder, transformer layers from a pre-
trained language model, and a linear predictor. B. The model is trained in three
stages. C. In stage 2, L2G closes the modality gap by pertaining the embedder with
a joint objective.
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Chapter 7

From Single-Turn Models to

Multi-Turn Agents: Bridging Code

and Image for Visual Reasoning

The preceding chapters present methods for adapting AI systems across data types

through methods like distribution alignment and architectural adaptation. These

methods demonstrate that foundation models can be systematically repurposed for

diverse and previously unsupported domains. However, they primarily operate in

single-turn settings: the model receives a �xed input, produces a prediction, and the

interaction ends. In such settings, heterogeneity is a static property of the dataset.

This chapter advances these ideas to multi-turn, agentic settings, where hetero-

geneity arises not only from input representations but also from interaction, iterative

re�nement, and veri�cation. Rather than producing a one-shot prediction, an agent

must reason, test hypotheses, detect errors, and revise its internal state over multiple

steps. We focus on a particularly challenging and practically important case: visual

reasoning over structured images, where e�ective understanding requires both precise

abstraction and veri�able computation. This motivates the use of code as a reason-

ing modality, enabling agents to move beyond pixel-level perception toward symbolic,

executable representations.

A key limitation of current multimodal large language models (MLLMs) lies in

reasoning over structured visuals such as charts, infographics, and diagrams. Unlike

natural images, these inputs encode quantitative relationships, logical constraints,

and underlying generative rules. Yet existing models often overlook �ne-grained de-
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tails, attend to visually salient but semantically irrelevant regions, and lack mech-

anisms for verifying the correctness of their inferences. These weaknesses highlight

a fundamental gap between perception and reasoning: while models may recognize

visual patterns, they struggle to reliably manipulate the structure that those patterns

represent.

To address this gap, I propose a class of coding agents that treat code as an

intermediate reasoning modality. The central idea is to derender a structured visual

into an executable program that could have generated it. Empirical results show that

such multi-turn coding agents substantially improve performance on chart-based and

infographic reasoning tasks, yielding both higher accuracy and interpretable reasoning

traces. Looking forward, we plan to extend derendering beyond charts to richer

structured domains such as diagrams, 
owcharts, and scienti�c �gures; incorporate

reinforcement learning to guide re�nement strategies and error recovery; and develop

evaluation benchmarks that emphasize not only accuracy, but also interpretability

and veri�ability.

Within the broader context of this thesis, this chapter addresses the most demand-

ing manifestation of heterogeneity: structured visual reasoning under interaction. By

bridging image and code within an agentic framework, it elevates cross-modal adap-

tation from static input alignment to dynamic, self-correcting intelligence. Coding

agents thus provide a principled path toward AI systems that are not only adapt-

able across domains, but also transparent, veri�able, and trustworthy in real-world

reasoning scenarios.

7.1 Problem Setup

Multimodal large language models (MLLMs) have achieved remarkable progress in

visual reasoning tasks, from providing detailed scene descriptions to understanding

object relationships and temporal events [142{144]. However, there is still a critical

gap in interpreting charts, and diagrams [6, 145{149]. Unlike natural images, these

infographics encode structured logic and quantitative relations. Accurately reasoning

over them requires not only recognizing objects but also reconstructing the underlying

generative logic. Current MLLMs, however, often attend to irrelevant regions, miss

�ne-grained details, or produce opaque reasoning chains with no mechanism to verify

perceptual correctness [146, 150].

To improve reasoning, most existing approaches extend language-based reasoning
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