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Abstract

Causal inference exists within statistics as a way to characterize relationships between
variables, estimate effects of interventions, and find policies that produce optimal
outcomes. Causal methods stand to confer similar benefits in natural language pro-
cessing (NLP) and machine learning, where it is increasingly important for models to
be interpretable, correct, and aligned with social values. However, generalizing these
traditional statistical methods to modern data and models is not straightforward. Most
causal inference approaches are not designed for unstructured data like text, and most
language models do not explicitly consider causal relationships. This thesis builds
toward two foundational goals of causal inference for language, or causal NLP.

Causal inference with language data. The first part of this thesis introduces a family
of methods for conducting valid causal inference with language data, in particular
understanding how changes to language affect outcomes external to the text itself. We
formalize this as the causal effect of a language-encoded intervention on a numerical
outcome. We first describe how to represent text interventions interpretably with
minimal loss of information relative to black-box language model embeddings. We
then address the challenge of confounding in text with transport-based causal effect
estimators that generalize results from text experiments, and we extend this with
a framework for directly estimating causal effects of text attributes that have been
isolated from their surrounding linguistic context.

Language modeling with causal principles. The second part of this thesis leverages
causal principles to address challenges in language modeling. First, we study how lan-
guage models are susceptible to omissions of information arising from key variables
that are not learned from their training text. We describe formally how this omitted
variable bias can negatively impact the ability of language models to generalize, and
we present modeling objectives that account explicitly for its theoretical influence.

Next, we examine the use of modern large language models (LLMs) as data simulators,
in particular simulators of counterfactual scenarios given a particular action. Because
LLMs are trained on observational data, models—rather than being true counterfactual
simulators—have a tendency to instead simply output the observed outcomes that
correspond to those actions in their training data. We study how this phenomenon
emerges in simulations of experimental studies and propose a solution.

Finally, we theorize that human preference alignment—the canonical final training
step for LLMs–should be viewed as a causal problem to ensure that the optimized
language model generates texts that cause preferred outcomes, rather than only being
associated with them. Building on this formulation, we propose a causal alignment
objective that ensures robustness of the alignment procedure even under difficult
confounding conditions.
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Chapter 1

Introduction

Recent advances in natural language processing (NLP) have dramatically increased the availability
of language data and models for common users. No longer solely the domain of researchers,
language models are easily accessible through web interfaces and APIs, and human- and machine-
generated language data (both academic and public) is freely shared online. The resulting pro-
liferation of texts and models has spurred calls to safeguard against potential ethical concerns,
such as misinformation [Monteith et al., 2024, Zhou et al., 2023], bias [Ferrara, 2024, Wan et al.,
2023], and the black-box internals of models [Guidotti et al., 2018, McDermid et al., 2021]. These
concerns emphasize the growing need for texts and models to be interpretable, correct, and aligned
with social values.

In statistics, causal inference has long served as a way to characterize relationships between
variables, estimate effects of interventions, and �nd policies that produce optimal outcomes. In this
way, causal inference can help us interpret data, draw correct conclusions, and aid decision-making
[Glass et al., 2013, Hernan and Robins, 2024, Imbens, 2024]. Crucially, causal inference stands to
confer similar bene�ts in NLP, with important implications for the described ethical challenges—
but adapting causal methods for language settings is not straightforward. Most language models
are not built to explicitly consider causal relationships, and most causal inference approaches are
not designed for the high-dimensional, unstructured data on which modern language models are
trained [Feder et al., 2022, Veitch et al., 2020].

This thesis studies how to address the challenges of causal inference in natural language settings.
In this chapter, we begin with an overview of causal inference in the context of language, which
we refer to as causal NLP. We describe two core goals of causal NLP and their corresponding
technical challenges, and we provide an overview of our contributions toward solving each of
these challenges.

1.1 What is Causal NLP?

A brief overview of causal inference. In this overview, we draw on a long history of foundational
literature on causal inference [Holland, 1986, Imbens and Rubin, 2015, Neyman, 1923 [1990],
Pearl, 2009, Rubin, 1974a]. First, we consider the question of what it means for a relationship to be
causal. In a causal relationship, one variable (the cause) brings about a change in another variable
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(the effect). We distinguish this from a correlation, where two variables might change together
but one does not necessarily cause the other. Causal inference is the process of determining
whether—and if so, how—one variable (the treatment or intervention) causes a change in another
variable (the outcome), which in turn allows one to determine the optimal intervention with respect
to the outcome. The magnitude of the difference in outcome caused by the intervention is known
as the causal effect.

Determining the causal effect requires knowing for each individual or unit receiving the inter-
vention what the outcome would have been under every condition of the intervention [Rubin,
1974a]. In reality, however, only one outcome can be observed for a speci�c individual; the
unobserved outcome or outcomes are known as counterfactuals, which represent what would
have happened to the same individual had the intervention been different. If instead the difference
in observed outcomes between treatment conditions is taken, this may not accurately re�ect the
true causal effect, as the relationship between the treatment and the outcome can be subject to
confounding [Greenland et al., 1999, VanderWeele, 2019]. Confounders are variables that affect
both the treatment and the outcome, potentially biasing the observed relationship between the
two. Though many strategies exist to deal with confounding in causal inference (e.g., instrumental
variables [Angrist et al., 1996, Hernán and Robins, 2006], partial identi�cation [Tamer, 2010]), in
this thesis we consider two common possibilities: eliminating confounding or fully measuring
confounding.

A common way to obtain data without confounding is to conduct a randomized experiment
in which individuals are randomly assigned to treatment conditions. Random assignment of
interventions ensures that no other variables can affect the intervention, which guarantees that
there is no confounding [Greenland, 1990, Miettinen, 1983, Rubin, 1978, 2005]. In the absence
of confounding, the difference in outcomes under different treatment conditions can then be
used directly as the causal effect [Neyman, 1923 [1990]]. If a randomized experiment cannot
be performed (for instance, in cases where assigning a certain intervention condition may be
unethical), then observational data must instead be used, and explicit adjustments must be made
for confounders in the estimation procedure for a causal effect [Kennedy, 2024, Robins, 1986,
Tchetgen Tchetgen et al., 2020, Van der Laan et al., 2011]. However, it is possible for some
confounders to be unknown or unmeasured; left unaccounted for, these can lead to misleading
conclusions about the relationship between the intervention and the outcome [Bonvini and
Kennedy, 2022, Haneuse et al., 2019, Kallus et al., 2018].

Causal inference for language. Next, we consider the question of what causal inference means
in the context of language. At a high level, we understand causal inference for language as a broad
effort to learn about the causal relationships encoded in and caused by language and language
models. Just as in traditional statistics, causal inference for language characterizes relationships
between variables, estimates effects of interventions, and �nds policies that produce optimal
outcomes—all using information encoded in the language data. As an illustrative example, we
can consider some questions we might be able to answer with causal inference and language.

• Based on experiences reported in social media posts, are different medications more or less
effective in causing weight loss?

• Does increasing the friendliness of a marketing email cause more readers to click through?
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• What types of persuasive statements are most effective in in�uencing people's political
opinions?

• What can a therapist say to best help improve patients' mental health outcomes? Can we
learn a model that generates language that is optimal with respect to these outcomes—in
particular, texts that cause optimal outcomes?

Efforts to develop a comprehensive framework for causal inference for language have produced a
wide body of literature addressing various facets of causal NLP. Such works ask questions such
as: how do we adjust for confounding contained in text [Keith et al., 2020, Roberts et al., 2020]?
How do we deal with settings where the outcome itself is a piece of text [Sridhar and Getoor,
2019]? What is the best way to represent a text for causal inference [Johansson et al., 2016, 2019,
Veitch et al., 2020]?

In this thesis, we turn our focus to two important goals of causal NLP: (1) learning causal effects
of language and (2) improving language models with causal principles [Feder et al., 2022]. In
the following sections, we describe these goals in detail and the technical challenges involved in
achieving them.

1.2 Goal 1: Causal Inference with Language Data

Causal effect estimation can be used to infer the relationship between a language-encoded
intervention and a language-encoded outcome, or it can be used to determine how texts affect
outcomes external to the text. In some cases, it may be useful to know the effect of the intervention
in isolation; in others, it may be useful to know how the intervention interacts with other aspects
of language to affect the outcome. Such causal effects provide interpretability to texts and the
models that generate them. We consider two examples that illustrate the variability in the types of
causal effects that may be learned.

Example 1. Scienti�cally interesting conclusions can be learned from causal effects captured in
language data. Returning to an example from Section 1.1, it may be possible to learn based on
experiences reported in social media posts whether certain medications are more or less effective
in causing weight loss. This causal effect considers the relationship between a language-encoded
intervention (which medication was taken) and a language-encoded outcome (the poster's reported
weight loss). In this case, it is likely most useful to know the the effect of the intervention in
isolation, as the scienti�c question is regarding the ef�cacy of the medication alone.

Example 2. As machine-generated text—including undesirable text like fake news and propaganda—
proliferates in public spaces, causal effects can help to answer whether certain misinformation
propagated in these texts has causal impacts on readers' behaviors. This causal effect considers the
relationship between a language-encoded intervention (misinformation) and an external outcome
(readers' behavior). In this case, we might consider it desirable to know how the misinformation
contained in these texts interacts with other aspects of how the text is written.

While statistical causal inference methods are effective for estimating causal effects, they are
largely designed for numerical and tabular data where interventions, confounders, and outcomes
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are scalar. Language data, however, is high-dimensional and unstructured, which introduces—
among other dif�culties—challenges relating to the interpretability of language-based interven-
tions, the ability to adjust for confounding, and the aliasing of language dimensions. We highlight
these challenges in detail below.

1.2.1 Challenge 1a: Interpretable language interventions

For a causal effect estimated from language data to be meaningful, the language-based intervention
must itself be interpretable (so that we can understand the causal effect as the effect of some
interpretable thing). An example of an interpretable language-based intervention for which it may
be useful to know the causal effect is a linguistic attribute, such as the optimism or positivity of a
text. Ideally, the intervention is parameterized in an interpretable way while remaining as faithful
as possible to the overall meaning of the text.

This raises the question of how to extract such an intervention from language data. The current
state-of-the-art language representations—embeddings from transformer-based language models—
are dense, still relatively high-dimensional, and dif�cult to interpret [Devlin et al., 2019a, OpenAI
et al., 2024a, Touvron et al., 2023]. Common interpretable language representations like lexicons,
while useful in their simplicity, capture much less information about the text than transformer-
based representations do (and may even misrepresent the text's meaning), as they parse text on the
word or token level and are unable to account for broader context [Fast et al., 2016b, Pennebaker
et al., 2015, Relia et al., 2019, Saha et al., 2019]. Previous work has looked to bridge this gap
by training a classi�er for an interpretable language attribute on annotated text data [Onoe and
Durrett, 2020a, Pryzant et al., 2021]. However, this solution relies on annotations and can be
computationally demanding, particularly when multiple attributes are of interest as a new classi�er
must be trained each time.

1.2.2 Challenge 1b: Confounding of text data

Though all observational data is subject to some confounding, text data may be particularly
susceptible due to the multitude of factors that in�uence both an individual's choice of texts
to read (the intervention) and how they tend to respond to those texts (the outcome). Readers
of certain demographics, for instance, may both prefer to read speci�c news sources and also
hold certain beliefs that are reinforced by the messaging from those news sources. External
confounding is also dif�cult to measure fully in text settings [Feder et al., 2022, Keith et al., 2020],
as text data typically contains limited information about the people from whom the texts were
collected (and most public NLP datasets do not contain any such information).

Previous work has sought to eliminate these external confounders of text data by controlling for
them directly [Pryzant et al., 2021] or by constructing randomized text experiments in which read-
ers are randomly assigned a language-encoded intervention that is then used to programmatically
generate texts [Fong and Grimmer, 2023]. The former approach of course requires an assumption
of no unmeasured confounding, which is dif�cult to ful�ll. The latter approach—while indeed
eliminating external confounding—is limited in generalizability, as the resulting estimated effect
may not hold outside of the speci�c data on which the experiment was conducted (here particularly
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due to the arti�cial nature of the texts) [Bareinboim and Pearl, 2021, Tipton, 2014]. Even for
natural texts, new randomized experiments may need to be conducted for new data domains,
positioning randomized experiments as a resource-intensive solution and motivating the need for
an alternative.

1.2.3 Challenge 1c: Confounding within text data

In addition to external confounders, language is further subject to an additional form of within-text
confounding known as aliasing. Aliasing refers to the tendency for the encoded information in
language to be correlated—for instance, when considering the intervention negative emotion,
its causal effect may also be aliased with the effect of other language attributes like anger or
anxiety, or it may even be aliased with unmeasured latent attributes within the text [Fong and
Grimmer, 2023]. If the causal effect of an intervention is estimated without accounting for its
aliased attributes, measured or latent, the resulting natural causal effect will be the collective
effect of the intervention and the parts of its co-occurring attributes that are aliased with it.

Though natural causal effects can be useful, it is also sometimes scienti�cally interesting to be
able to measure the isolated causal effect, or the effect of the intervention isolated from all aliased
attributes. The interpretation and estimation of this isolated effect are highly dependent on how
the aliased attributes are extracted from the language data, and so the challenge of estimating
isolated effects is not only how to control for aliased attributes but also how best to represent them
to recover the true effect.

1.3 Goal 2: Language Modeling with Causal Principles

A language model trained on text learns some relationship between its inputs and outputs. In
recent years, large-scale self-supervised language models have achieved impressive performance
on a variety of tasks like generation, prediction, and translation, but by and large do not explicitly
account for causal relationships [Nori et al., 2023, Touvron et al., 2023, Xu et al., 2024]. As a result,
the relationship these language models learn between their inputs and outputs is associational
rather than causal, leaving them susceptible to confounding by external factors that induce
the models to learn spurious correlations between irrelevant parts of the input and the output
[Bolukbasi et al., 2016, Gururangan et al., 2018, McCoy et al., 2019]. For instance, domain
adaptation can be negatively impacted by not accounting for causal relationships; since writing
style can be a confounder, a model trained to predict a label on a speci�c corpus may not fare as
well when used on another corpus. Models that do model the correct causal relationships between
their text inputs and outputs stand to further gain from improved robustness, generalizability, and
overall performance [Arjovsky et al., 2020, Veitch et al., 2021].

Below, we describe challenges arising from various types of confounding that may be present in
data used to train language models. We begin with a discussion of the particular susceptibility of
language models and representations to omitted variable bias, which holds important implications
for their performance on NLP tasks. We follow this with a look into how confounding in language
model training data impacts their ability to act as valid simulators of counterfactual data. Finally,
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with direct consideration for modern large language models that are optimized over human
preferences, we identify and address confounding that arises speci�cally in models that learn from
user feedback.

1.3.1 Challenge 2a: Omitted variable bias in language models

Unbiased modeling of a quantity typically requires that all variables relevant to the quantity be
measured. In practice, this requirement is rarely met, giving rise to omitted variable bias (OVB)
[Cinelli and Hazlett, 2019, Hosman et al., 2010, Rosenbaum and Rubin, 1983a]. We posit that
language models are susceptible to OVB not only due to information that is explicitly omitted
from their training text but also due to their need to represent text numerically during modeling.
During this process, the mapping of language from its original high-dimensional form to some
lower-dimensional representation space results in a loss of information that may be thought of as
omitted variables. This loss of information may impact the performance of models that use the
representation. Important predictive information may be lost, or the model may misattribute the
effects of omitted variables to the included variables. If the goal of the model is to learn the causal
relationship between the input and the output, then the omission of a confounder can also induce
the model to incorrectly capture this relationship.

Therefore, it is important to measure OVB in language models—and if possible, reduce or even
eliminate it. However, OVB can be dif�cult to estimate, as computing it directly requires knowing
which variables have been omitted from the full set of variables (which in turn requires “known
unknowns,” or knowing what we do not know). In light of this challenge, an extensive body
of prior work has aimed to provide estimates of OVB without requiring knowledge of what
has been omitted, under various (generally linear) modeling assumptions [Angrist and Pischke,
2009, Cinelli and Hazlett, 2019, Frank, 2000, Goldberger, 1991, Oster, 2019]. Recent work has
succeeded in establishing bounds on OVB for causal parameters even when using nonparametric
models [Chernozhukov et al., 2024]. However, because most NLP tasks are not designed to be
causal, these bounds cannot be directly applied to the majority of language models, and so how to
place constraints on OVB in language models remains an open question.

1.3.2 Challenge 2b: Simulating valid counterfactuals

The need for human feedback serves as a major bottleneck for many scienti�c applications.
Many social science and policy studies rely on large-scale surveys, and modern machine learning
systems are trained and evaluated on human feedback. Therefore, an emerging popular alternative
is to simulate human users with large language models (LLMs) by prompting them to embody
a persona [Fröhling et al., 2025, Gu et al., 2025]. These simulated users serve as substitutes in
data collection, often to conduct synthetic experiments that explore how different populations
might respond to new policies or interactions (e.g., an update to an AI agent) [Kaiser et al., 2025,
Li et al., 2025]. In these synthetic experiments, the hope is that the synthetic users' responses to
different actions or interventions serve as valid counterfactuals, re�ecting how real users would
respond in the same experiment [Castricato et al., 2025, Lee et al., 2024, Yun et al., 2025].

In reality, LLMs are poor user simulators in an experimental or interventional sense because they
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are trained to abduct. That is, given underspeci�ed prompts with limited information, they infer
as much unspeci�ed context as they are able. Given a user persona and a text-based interaction
such as a prompt, an LLM will “�ll in” information about the user not provided in the persona
to better maintain a coherent conversation. In a synthetic experiment evaluating the effects of
leading political statements, an LLM interacting with a conservative political statement might
adopt conservative user traits, while an LLM interacting with a liberal political statement might
adopt liberal user traits. When the difference between the two LLMs' responses is measured,
the actual intervention effect is confounded by the differences in implicit user traits that the
LLM has assumed due to abduction. In other words, though the generative interface of the LLM
creates the appearance of a randomized controlled trial, synthetic experiments with LLMs are
in fact more akin to observational studies where differences in conditional user populations
given the intervention can confound the treatment effect. This can give rise to confounding
bias in the many applications of simulated users that mistakenly treat user responses as valid
counterfactuals—including the use of simulated users to generate preference data.

1.3.3 Challenge 2c: Alignment with human preferences

LLMs, which are trained in an unsupervised manner on vast amounts of text data of varying
quality, can acquire less desirable attributes from these texts. As a result, they often require
further �ne-tuning on human preference data to reduce the impacts of any undesirable traits (e.g.,
misinformation or derogatory language) [Bommasani et al., 2022, Ouyang et al., 2022]. This
procedure is known as alignment. Alignment is most commonly implemented using reinforcement
learning with human feedback (RLHF) [Christiano et al., 2017, Stiennon et al., 2020, Touvron
et al., 2023] or (recently) direct preference optimization (DPO) [Jiang et al., 2024, Rafailov et al.,
2024]. The former optimizes the language model to generate texts that maximize reward under a
reward model learned over human preferences, while the latter increases the probability of texts
that are associated with positive human preferences.

In some cases, a language model may be aligned using a human preference dataset where
some external factor confounds the relationship between the texts and the preferences. Because
alignment is not formulated as a causal problem, the resulting language model may learn to
generate texts that are only associated with human preferences, not texts that cause the preference.
For instance, the popularity of a social media post is confounded by who made the post (e.g.,
celebrities are more likely to have popular posts). If a language model learns to generate texts
similar to popular posts, it will learn to generate texts that look like celebrity posts instead of texts
that cause readers to like the post.

1.4 Contributions

In this section, we outline the contributions of this thesis, linking our work to the challenges
described above.

1. Causal inference with language data (Chapters 2-4)
• C1a: Interpretable language interventions (Chapter 2). We introduce an inter-
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pretable language representation that reduces high-dimensional language model em-
beddings to lower-dimensional lexical categories with minimal loss of information.
This representation provides a way of obtaining interpretable language interventions
that preserve the desirable properties of their black-box counterparts.

• C1b: Generalizing text experiments to learn unconfounded effects (Chapter
3). Leveraging the ability of language models to approximate text distributions, we
introduce a text estimator that transports a causal effect from a randomized experiment
to a target text domain. By using a randomized experiment as the source for the effect,
we bypass the need to adjust for confounding, and by transporting the effect, we allow
it to be generalized to any other text.

• C1c: Isolated causal effects of language (Chapter 4). We formalize the notion of
isolated causal effects, wherein we estimate the effect of a single language-encoded
intervention without including the effects of its aliased attributes. To obtain this effect,
the intervention must be isolated from its surrounding linguistic context, which we
refer to as non-focal language. We introduce a method for estimating such isolated
language effects and evaluating their quality, even when the true effect is unknown.

2. Language modeling with causal principles (Chapter 5-6)
• C2a: Omitted variable bias in evaluation and optimization of language models

(Chapter 5). Taking a distribution shift setting, we study the ability of language models
to generalize in the presence of OVB. We identify that OVB can compromise both
evaluation and optimization under distribution shift, and we introduce a framework
that maps the strength of the omitted variables to bounds on the model's worst-case
generalization performance. We show that using these bounds directly in evaluation
and optimization provides more robust measures of out-of-distribution performance
and improves true performance relative to standard adjustment approaches.

• C2b: Simulating valid counterfactuals for synthetic experiments (Chapter 6). We
formalize the confounding or selection bias that can arise due to user drift in synthetic
experiments using LLM-simulated users. We show how intervention-dependent shifts
can in�ate or attenuate observed differences in user responses under intervention.
To diagnose confounding, we propose using negative control outcomes—attributes
that should remain invariant under intervention—to identify distribution shifts across
intervention conditions. To mitigate user drift, we study adjusting the persona spec-
i�cation by eliciting additional confounders, �nding that accounting for targeted,
setting-relevant confounders can substantially reduce bias.

• C2c: Language model alignment as a causal inference problem (Chapter 7). To
ensure that human preference alignment is not confounded by irrelevant factors, we
suggest that optimizing language models for human preferences should be viewed as
a causal problem. The solution to this optimization problem �nds how to intervene
on the text distribution of the generating model to best cause an optimal outcome
(i.e., generation of human-preferred texts). We introduce causal formulations of the
optimization objective and demonstrate that they are effective even under strong
confounding conditions.
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Chapter 2

Interpretable Language Interventions

This chapter is adapted from Lin and Morency [2023].

2.1 Introduction

Deep language representations have become the dominant form of language featurization in
recent years. These black-box representations perform excellently on a diverse array of tasks
and are widely used in state-of-the-art machine learning pipelines [Devlin et al., 2019a, Liu
et al., 2019a, Song et al., 2020b]. In many settings, however, it is also important for language
representations to be interpretable while still characterizing the original text well. The �elds
of affective computing, computational social science, and computational psychology often use
models to elucidate the relationships between patterns of language use and speci�c outcomes
[Lin et al., 2020, Wörtwein et al., 2021]. A general level of model and feature interpretability is
useful for such applications, but most importantly for this thesis: to estimate meaningful causal
effects of language on outcomes, language-encoded interventions must be interpretable [Feder
et al., 2022, Veitch et al., 2020].

Despite advances in deep language representations, they are not considered human-interpretable
due to their high dimensionality and the fact that their dimensions do not correspond to human-
understandable concepts. Instead, researchers in need of interpretable language representations
often turn to lexicons [Morales et al., 2017, Relia et al., 2019, Saha et al., 2019], which map words
to meaningful categories or concepts. While useful in their simplicity, lexicons capture much
less information about the text than do deep language representations. Most notably, because
they parse text on the level of individual words, lexicons are unable to represent how those words
are used within the broader context of the text, which can lead to misrepresentation of the text's
meaning or intent. Consequently, lexicon-based language representations may not necessarily
correspond well with how a human, who is able to comprehend the entire passage context, would
perceive the text; and they may not perform well when used in downstream tasks.

With an eye toward addressing these concerns, we present SENTECON,1 a method for introducing

1Our code and data are publicly available at https://github.com/torylin/sentecon/.
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Figure 2.1: A comparison of lexicon-based language representations and SENTECON. While lexicons
encode word-level category counts, SENTECON parses whole sentences and encodes sentence-level category
intensities.

human interpretability in deep language representations. Given a sentence,2 SENTECON encodes
the text as a layer of interpretable categories in which each dimension corresponds to the relevance
of a speci�c category (Figure 2.1). The output of SENTECON can itself therefore be viewed as
an interpretable language representation. As language use can vary across text domains, we also
present an extension, SENTECON+, that can adapt to speci�c domains via a reference corpus, a
collection of unlabeled text passages from a target domain.

We evaluate SENTECON and SENTECON+ (jointly denoted hereafter as SENTECON(+)) with
respect to both human interpretability and empirical performance. We �rst conduct an extensive
human study that measures how well SENTECON(+) characterizes text compared to traditional
lexicons. We complement this study with experiments using SENTECON(+) interpretable repre-
sentations in downstream tasks, which allow us to compare its performance with that of existing
interpretable and non-interpretable language representations. Finally, we analyze SENTECON(+)
representations to determine whether they indeed are in�uenced by sentence context in a mean-
ingful way.

2.2 Related Work

Lexicons. One of the primary existing interpretable language representations is the lexicon. A
lexicon is a mapping of words to one or more categories (often linguistic or topical) that can be
used to compute a score or weight for those categories from a passage of text. Popular lexicons

2We use the term “sentence” for clarity, but our approach is also applicable to longer passages of text like
paragraphs and documents, as our experiments show.
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Figure 2.2: An illustration of the SENTECON and SENTECON+ methods. Starting with a traditional lexicon,
it is possible to obtain either SENTECON (top row) or—using a reference corpus—SENTECON+ (bottom
row).

include Linguistic Inquiry and Word Count (LIWC), a human-constructed lexicon for psychology
and social interaction [Pennebaker et al., 2015]; Empath, a general-purpose lexicon in which
categories are generated automatically from a small set of seed words [Fast et al., 2016b]; and
SentiWordNet, an automatically-generated lexicon for sentiment analysis and opinion mining
[Baccianella et al., 2010].

Contextual lexicons. Contextual lexicons attempt to incorporate sentence context while retaining
a lexicon structure. In one class of methods, adjustments are made to the lexicon via human-
de�ned rules that depend on the context of the word being parsed. However, the reliance of these
rule-based approaches on human intervention limits their wider use. For example, Muhammad
et al. [2016] modify the sentiment score output of their lexicon based on the proximity of negation
words and valence shifters, and Vargas et al. [2021] construct a lexicon that explicitly de�nes
words that are context-independent (i.e., will retain their meaning regardless of context) and
context-dependent.

Interpretable deep language models. A number of works provide some degree of interpretability
to black-box language models via post-hoc analyses. Clark et al. [2019] analyze BERT's Devlin
et al. [2019a] attention heads and link them to attributes like delimiter tokens or positional offsets,
while Bolukbasi et al. [2021] examine individual neurons within the BERT architecture that
spuriously appear to encode a single interpretable concept. Górski et al. [2021] adapt the Grad-
CAM visual explanation method Selvaraju et al. [2017] for a CNN-based text processing pipeline.
Although these analyses lend some insight, interpretability is limited to the low-level concepts
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Algorithm 1 SENTECON(+)

1: Initialize deep language model M�
2: Obtain all categories C � ˜ci • d

i�1 in chosen lexicon L
3: if SENTECON then
4: Obtain all words Sci � ˜s j;c i •

m
j�1 that L maps to category ci

5: else if SENTECON+ then
6: Obtain all sentences Sci � ˜s j;c i •

m
j�1 containing words that L maps to category ci

7: end if
8: rsnew � M � ˆsnew• P Get embedding for new sentence snew

9: for i > �d� do
10: Rci � ˜M � ˆs j;c i ••

m
j�1 , where Rci � ˆr jk •1BjBm;1BkBn P Get deep embeddings

11: for k > �n� do
12: centroidˆc i •k � 1

m P m
j�1 r jk P Get centroid of embeddings

13: end for
14: hˆsnew• i � gˆr snew ; centroidˆc i •• P Compute similarityg of new sentence and centroid
15: end for
16: return hˆs new• P Return representation of snew

associated with individual attention heads or neurons, and substantial manual probing is required
for each network.

Methods. Several previous works contain elements of methodological similarity to SENTECON(+)
but differ in their aims. To address gaps in the LIWC lexicon vocabulary, Gong et al. [2018]
implement a soft matching scheme based on non-contextual WordNet [Miller, 1995] and word2vec
[Mikolov et al., 2013] embeddings. Given a new word, their method increases a category's weight
if the embedding similarity between the new word and any word associated with the category is
greater than some threshold. Onoe and Durrett [2020b] propose a method for interpretable entity
representations as a probability vector of entity types. They train text classi�ers for each entity
type, which is computationally expensive and requires large quantities of training data and labels.
Modifying either the predicted entity types or the data domain involves retraining the classi�ers.

2.3 SENTECON(+)

SENTECON(+) draws upon the notion of the lexicon; however, rather than mapping words
to categories, SENTECON(+) maps the categories to the deep embeddings of sentences that
contain those words. This, in effect, automatically generates dictionaries of sentence embeddings.
To encode the categories of a new sentence, SENTECON(+) uses the similarity between the
embedding of the new sentence and the embeddings of the sentences associated with each
category.

Generally, SENTECON(+) can be thought of as two parts: (1) building a sentence embedding dic-
tionary and (2) using that dictionary to generate an interpretable representation for a new sentence.
We describe the details of the procedure in Sections 2.3.1 and 2.3.2. The full SENTECON(+)
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method is formally outlined in Algorithm 1.

2.3.1 Building a sentence embedding lexicon

We present two variants of our approach, SENTECON and SENTECON+, both of which are
possible ways to build a sentence embedding dictionary. An illustration of the two variants can be
found Figure 2.2. To begin, suppose we have a traditional lexiconL that maps words to categories.

SENTECON ef�ciently approximates sentences for each category using the deep embeddings of
the wordsL associates with that category. Loosely speaking, a word embedding from a language
model contains information from all sentences in the training corpus that use that word. As the
state-of-the-art pre-trained language models are trained on vast corpora, a word embedding from
a pre-trained (or pre-trained, then �ne-tuned) language model will capture in some sense the
“typical” sentence context for that word. The word embedding can thus be treated as representative
of all sentences that use that word. Therefore, the embeddings for all words in a category form a
compact representation of all sentences in the training corpus containing any words associated
with that category.

SENTECON+ allows our interpretable language representation to further adapt to a particular data
domain using only unlabeled text from that domain. Language patterns are not necessarily the same
across different domains. Consequently, we can improve how well SENTECON representations
characterize the text in different settings by altering the method by which we construct the sentence
embedding dictionary. Speci�cally, we tailor SENTECON to the data using a reference corpus
of unlabeled sentences from the domain of interest. Sentences from the reference corpus are
mapped to a category if the sentence contains at least one word that the lexiconL associates with
a category.

We use a deep language modelM � to produce the embeddings for the words (for SENTECON)
or sentences (for SENTECON+)Sci � ˜s j;c i •

m
j�1 associated with each categoryci > C, where

C � ˜c i • d
i�1 . Sentence embeddings are computed via average pooling of token embeddings. This

yields am � n matrix of embeddings,Rci � ˜M � ˆs j;c i ••
m
j�1 , wherem is the number of words or

sentences associated with the category and n is the hidden size of M� .

2.3.2 Generating a SENTECON(+) representation

After obtaining deep embeddings for all SENTECON words or SENTECON+ sentences, we �nd
the centroid of the embeddings for each category to obtain a compact and ef�cient representation
of the category. If there are thematic or topical groupings of words or sentences within a single
category, multiple centroids per category may be used. Therefore, the number of centroids per
category can be viewed as a tunable hyperparameter.

For a categoryci , the centroid is found by taking the column-wise mean ofRci , resulting in a
1 � n vector. That is, lettingr jk denote the element ofRci in row j , columnk, we �nd the k-th
element of the centroid as

centroidˆc i •k �
1
m

m

Q
j�1

r jk
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Given a new sentencesnew , generating a SENTECON(+) representation requires us to compute the
similarity between the new sentence and each of the categories. This is done by �rst embedding the
new sentence asr snew � M � ˆsnew•, then using a similarity functiong to obtain a distance between
r snew and each category centroidcentroidˆci •. Speci�cally, for each categoryci , i > �d� , we
compute the similarity asgˆr snew ; centroidˆc i •• and assign this value as the weight for category
ci . That is, letting hˆsnew• be the SENTECON(+) representation of snew , we have for all i > �d�,

hˆs new• i � gˆr snew ; centroidˆc i ••

To de�ne multiple centroids for a given category, clustering approaches can be used to create
P clusters of word or sentence embeddings for each category. A centroid is de�ned for each of
theP clusters. Then given a new sentencesnew , a SENTECON(+) representation is produced by
computing the similarity between the new sentence and each centroid of each category. The weight
for categoryci is taken to be the largest similarity betweensnew and any one of the centroids for
ci . That is, lettingcentroidˆc i •p be thep-th cluster centroid for categoryci andhˆs new• i again
be the SENTECON(+) weight for ci ,

hˆs new• i � max
p>P

ˆgˆr snew ; centroidˆc i •p•

2.4 Experimental Setup

To assess the utility of SENTECON and SENTECON+, we evaluate both methods to determine
how well they characterize text in comparison to both existing lexicon-based methods and deep
language models. When computing SENTECON(+) representations, we use MPNet [Song et al.,
2020b] as our deep language modelM � and cosine similarity as our similarity metricg. Our
experiments consist of both human evaluations of SENTECON(+) language representations and
tests of performance when using them in downstream predictive tasks.

2.4.1 Lexicons

Linguistic Inquiry and Word Count (LIWC) is a human expert-constructed lexicon generally
viewed as a gold standard for lexicons [Pennebaker et al., 2015]. Its 2015 version has a vocabulary
of 6,548 words that belong to one or more of its 85 categories, most of which are related to
psychology and social interaction. We choose to exclude the 33 grammatical categories and retain
the remaining 52 topical categories (list in Appendix A.1.1).

Empath is a semi-automatically generated lexicon with a default vocabulary of 16,159 words
that belong to one or more of its 194 categories [Fast et al., 2016b]. Empath de�nes a category
using a small number of human-selected seed words, which are used to automatically discover
related words that are then also associated with the category. Empath relates words using the
cosine similarity of contextualized word embeddings from a deep skip-gram network trained for
word prediction, and its categories are chosen from common dependency relationships in the
ConceptNet Liu and Singh [2004] knowledge base.
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2.4.2 Datasets for downstream tasks

In our performance experiments, we evaluate across several benchmark datasets: Stanford Sen-
timent Treebank (SST), a collection of polarized sentences from movie reviews [Socher et al.,
2013b]; Multimodal EmotionLines Dataset (MELD), a multimodal dialogue dataset from the
TV show Friends [Poria et al., 2019]; Large Movie Review Dataset (IMDb), which comprises
complete movie reviews from the website IMDb [Maas et al., 2011]; and Multimodal Opinion-
level Sentiment Intensity Corpus (MOSI), a set of opinion video clips from YouTube [Zadeh
et al., 2016]. These datasets were chosen to represent a range of data domains and scenarios in
which lexicons like LIWC and Empath would typically be used, such as sentiment analysis, social
interaction, and dialogue. Additional details are provided in Appendix A.1.3.

For each of these datasets, we reserve a held-out set (without labels) to use as the SENTECON+
reference corpus. This allows us to adapt our SENTECON+ representation for the task domain.

2.4.3 Baseline representations and models

Our �rst evaluation is to compare interpretable representations of sentences with human judge-
ments of those sentences (see Section 2.4.4). We have two primary baselines: Lexicon and
Lexicon+word2vec. The Lexicon representation uses a bag-of-categories approach to encode
the text using a traditional lexicon; in our experiments, we use LIWC and Empath, giving us the
lexicon-speci�c baselines Lexicon (L) and Lexicon (E), respectively. Bag-of-categories uses a
lexicon to label each word in a text with one or more categories. From these categorized words, a
vector of category counts can be constructed for a sentence.

The Lexicon+word2vec language representation implements the previously mentioned soft
matching approach proposed by Gong et al. [2018]. Although the authors describe the method
for LIWC only, we generalize the method to Empath also, from which we obtain the baselines
LIWC+word2vec and Empath+word2vec. We include this baseline to separate the effects of
adding sentence context from the effects of soft matching. In our human evaluation, we focus on
LIWC given its broad use in many research areas and use Lexicon (L) and LIWC+word2vec as
baselines.

In our primary downstream prediction experiments, we include an additional baseline model based
on recent transformer self-attention architectures, MPNet Song et al. [2020b], to show perfor-
mance for a non-interpretable language representation. Pre-trained and �ne-tuned MPNet are also
used asM � , the deep language model used to generate sentence embeddings for SENTECON(+).
We report results using other language models in Section 2.5.4.2.

Taking both LIWC and Empath as our traditional lexicons, we evaluate SENTECON and SENTE-
CON+ against Lexicon, Lexicon+word2vec, and MPNet. For simplicity, we begin by using one
centroid per category for SENTECON(+). For all language representations, we add a linear layer
over the representation and train the linear layer on the downstream task to obtain our predictions.
Details about the training procedures are provided in Appendix A.1.4.

We note that we do not expect SENTECON(+) to outperform non-interpretable transformer-based
language models on predictive tasks. We instead view MPNet as a reasonable upper bound for the
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performance of interpretable approaches.

2.4.4 Methodology for human evaluation

As a fair and reliable way to compare SENTECON(+) to other lexicon-based language representa-
tions, we collected an extensive set of human sentence-level annotations for all 52 non-grammatical
categories of LIWC. In total, 100 sentences randomly sampled from MELD were each annotated
across 52 categories by 6 human raters, for a total of 31,200 annotations. These annotations are
available as a public dataset on our GitHub repository. The study was conducted on the online
research platform Proli�c.3

Question. For each LIWC category, annotators were asked to rate on a scale from 0 to 2 the extent
to which the category is expressed. The wording of the question was as follows:

For each of the following topics or categories, please rate to what extent the topic is expressed in
the language, content, and meaning of the sentence. It is possible that none of the topics may be
expressed; it is also possible that the topic you feel is most strongly expressed is not present.

If a topic is marked with an asterisk, please hover your cursor over each topic for a more detailed
description of the topic.

They were asked to rate according to the following scale and were provided with the accompanying
descriptions.

• (0) Not expressed: Out of all possible interpretations of the sentence above, you cannot
imagine a scenario in which the speaker of the sentence was expressing the topic.

• (1) Potentially expressed: You can imagine at least one scenario in which the speaker of the
sentence was expressing the topic.

• (2) Most likely expressed: The most natural interpretation of the sentence clearly expresses
the topic.

Category batches. To avoid annotator fatigue, the 52 LIWC categories were randomly split into
5 sets of roughly equal size, and each set was given its own annotation task. The splits were as
follows:

• Batch 1: netspeak, differ, cause, non�u, discrep, drivers, relig, swear, feel, home, family
• Batch 2: leisure, sexual, see, bio, certain, money, percept, female, death, anger, cogproc
• Batch 3: �ller, sad, posemo, friend, relativ, ingest, body, work, time, social, informal
• Batch 4: focusfuture, anx, af�liation, motion, power, reward, space, tentat, risk, focuspresent,

affect
• Batch 5: negemo, hear, male, health, insight, achiev, focuspast, assent

Sentences were annotated in batches of 20, and each annotation task had 6 independent annotators.
During the study, each annotator was shown one sentence at a time, alongside one set of 8 to 10
LIWC categories. This yielded a human score (averaged over the 6 annotators) of the relevance of
each category for each annotated sentence.

3https://www.prolific.co/

16



Category batch ICC
1 0.580 [0.467, 0.662]
2 0.688 [0.603, 0.749]
3 0.730 [0.669, 0.777]
4 0.715 [0.654, 0.763]
5 0.718 [0.635, 0.777]

Average 0.686 [0.606, 0.746]

Table 2.1: ICCs of human annotations of sentence categories across category batches, with 95% con�dence
intervals.

Annotators. Annotators were required to be �uent in English and to be nationals of one of
the following countries: the United States, the United Kingdom, Ireland, Australia, or Canada.
Annotators were further required to have a prior approval rating ofC95%, and an attention check
question was included in every assigned sentence batch. All annotators passed the attention check.

Inter-rater reliability. To assess the reliability of our annotations, we calculated intraclass
correlation coef�cients (ICCs) using the agreement software package [Girard, 2020]. For each
batch of sentences, we computed the ICC and its 95% con�dence interval, then averaged these
across category batches (Table 2.1). We averaged ICCs over all batches to obtain the overall ICC.

Generally speaking, ICC values above 0.50, 0.75, and 0.90 indicate moderate, good, and excellent
inter-rater reliability, respectively [Koo and Li, 2016]. We obtained an average ICC estimate of
0.686 with a 95% con�dence interval of [0.606, 0.746], demonstrating moderate to good reliability
(Table 2.1).

2.5 Results and Discussion

2.5.1 Human evaluation

Using the human annotations described in Section 2.4.4, we examine how well the different
interpretable language representations re�ect human perceptions of the text. Across all annotated
sentences, we computed Pearson correlations between the human-annotator category scores
and the category weights from each sentence representation (Lexicon (L), LIWC+word2vec,
SENTECON with pre-trainedM � , SENTECON+ with pre-trainedM � , SENTECON withM � �ne-
tuned on MELD, and SENTECON+ withM � �ne-tuned on MELD). These results are shown in
Figure 2.3. For illustrative purposes, we include correlations for 10 randomly selected sentences
in Table 2.2.

We observe that whenM � is pre-trained, SENTECON(+) correlates much more strongly with
human category ratings than do either of the existing lexicon methods, Lexicon (L) and LIWC-
word2vec. Using a paired two-sidedt-test, we �nd that this difference is statistically signi�cant.
Importantly, these results suggest that when used with a pre-trainedM � , SENTECON and
SENTECON+ better characterize the text than existing interpretable methods do, since they
are more consistent with human perceptions of the text.
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Figure 2.3: Average Pearson correlations (r ) between human category annotations and interpretable
language representations.‡‡ denotes a difference withp @ 0:005, and‡‡‡ denotes a difference with
p @ 0:0005.

Interestingly, whenM � is �ne-tuned on the target domain, SENTECON(+) correlates much less
strongly with human category ratings than the existing lexicon methods do. This difference is also
statistically signi�cant. These results suggest that downstream performance gains from �ne-tuning
M � may come at a cost to interpretability.

We �nd no statistically signi�cant difference between SENTECON and SENTECON+ given the
sameM � . That is, SENTECON (pre-trained) and SENTECON+ (pre-trained) have no statistically
signi�cant difference, nor do SENTECON (�ne-tuned) and SENTECON+ (�ne-tuned). We also
�nd no statistically signi�cant difference between Lexicon (L) and LIWC-word2vec.

2.5.2 Performance on downstream tasks

We evaluate the implications of SENTECON(+) on downstream predictive performance. Our
results, including comparisons with baseline models, are shown in Tables 2.3 and 2.4. Importantly,
we �nd that:

(1) Both SENTECON and SENTECON+ perform better than the Lexicon and Lexicon+word2vec
approaches do on downstream tasks (Table 2.3). This �nding suggests that by modeling sentence-
level context, SENTECON and SENTECON+ improve text characterization with respect to not only
human evaluation but also downstream prediction. Across all classi�cation tasks (MELD, SST,
and IMDb), SENTECON and SENTECON+ achieve substantially higher accuracy than Lexicon
and Lexicon+word2vec do, regardless of whether LIWC or Empath is used as the base lexicon.
Likewise, SENTECON and SENTECON+ achieve substantially higherR2 on the MOSI regression
task than Lexicon and Lexicon+word2vec do.

(2) When used with a �ne-tunedM � , SENTECON and SENTECON+ provide interpretability
to deep language models at no cost to performance (Table 2.4). Across all downstream tasks,
SENTECON(+) representations—particularly SENTECON+ representations—with �ne-tunedM �

achieve virtually equal performance compared to �ne-tuned MPNet, the deep language model over
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Sentence
Lexicon

(L)
LIWC+

word2vec
SENTECON

(pre-trained)
SENTECON+
(pre-trained)

SENTECON

(�ne-tuned)
SENTECON+
(�ne-tuned)

What? 0.112 0.218 -0.054 0.251 0.223 -0.129
Really? 0.211 -0.153 0.175 -0.011 0.147 0.089
It's really
sweet and—
and tender.

0.001 0.284 0.273 0.325 0.260 0.003

Tell her to
wear her own
earrings.

0.222 0.239 0.307 0.445 0.260 0.003

This is totally
your fault!

0.453 0.358 0.663 0.672 0.465 0.409

My �rst time
with Carol
was...

0.166 0.234 0.456 0.487 -0.041 0.126

No! Ah-ah-
ah-ah-ah!
You can have
this back
when the �ve
pages are
done! Ahh!

-0.064 0.300 0.192 0.138 -0.163 -0.176

Yeah, and
to save you
from any
embarrass-
ment umm, I
think maybe
I should talk
�rst.

0.245 0.100 0.311 0.381 -0.026 0.126

Hey. Call me
when you get
there. Okay?

0.143 0.206 0.158 0.365 -0.049 0.314

What?! I
didn't touch a
guitar!

0.407 0.293 0.646 0.529 0.284 0.320

Table 2.2: Pearson correlations (r ) between human category annotations and category encodings produced
by traditional lexicon-based methods, SENTECON, and SENTECON+. We use SENTECON(+) with both
pre-trained and �ne-tuned MPNet as M� .

which they are constructed. This observation holds for both choices of base lexiconL. We must
emphasize the signi�cance of this result: we are able to construct a layer of high-level interpretable
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Representation Interpretable? M� MELD (e) MELD (s) SST IMDb MOSI
Majority / mean - - 48.1 48.1 49.9 50.0 -0.001

Lexicon (L) Yes - 46.5 49.5 67.8 76.7 0.202
LIWC+word2vec Yes - 47.5 49.4 78.7 81.4 0.270
SENTECON (L) Yes Pre-trained 47.7 57.6 86.5 84.2 0.505

SENTECON+ (L) Yes Pre-trained 54.6 61.6 88.0 86.3 0.487
Lexicon (E) Yes - 39.7 44.4 63.4 74.9 P 0

Empath+word2vec Yes - 46.0 50.8 81.4 85.1 0.222
SENTECON (E) Yes Pre-trained 51.5 59.2 88.7 87.0 0.450

SENTECON+ (E) Yes Pre-trained 52.4 60.4 88.9 88.3 0.468
Pre-trained MPNet No - 58.9 65.0 89.5 89.2 0.482

Table 2.3: Performance comparisons of SENTECON(+) and traditional lexicon-based methods when used
in downstream prediction tasks. (L) indicates that LIWC was used as the base lexicon, while (E) indicates
that Empath was used. The best result for each base lexicon choice is bolded. We report test accuracy for
MELD (on both emotion and sentiment tasks), SST, and IMDb and test R2 for MOSI.

Representation Interpretable? M� MELD (e) MELD (s) SST IMDb MOSI
SENTECON (L) Yes Fine-tuned 57.2 68.1 93.4 95.1 0.672

SENTECON+ (L) Yes Fine-tuned 59.9 68.1 93.2 95.0 0.673
SENTECON (E) Yes Fine-tuned 56.3 67.3 93.2 94.9 0.709

SENTECON+ (E) Yes Fine-tuned 59.3 68.5 93.3 95.0 0.702
Fine-tuned MPNet No - 59.8 67.8 93.4 95.1 0.694

Table 2.4: Performance comparisons of SENTECON(+) and deep language representations when used in
downstream prediction tasks. (L) indicates that LIWC was used as the base lexicon, while (E) indicates that
Empath was used. The best result for each base lexicon choice is bolded. We report test evaluation metrics.

concepts, pass it into a single linear layer (itself an interpretable model), and predict a target
with equal performance as if we had used a non-interpretable deep language model �ne-tuned on
the task. In other words, we can clearly understand the relationship between these interpretable
concepts and the target without compromising performance. This type of interpretability is far
beyond that achieved by existing analyses of deep language models, and this type of performance
is far beyond that achieved by existing lexicon-based methods.

(3) SENTECON+ offers performance improvements over SENTECON without negatively
impacting interpretability (Tables 2.3 and 2.4), supporting the utility of using a reference
corpus from the task data domain to re�ne SENTECON representations. While �ne-tuningM �

allows SENTECON(+) to achieve the best performance, it does so at some cost to how well
the representation agrees with human evaluations (Figure 2.3). When human agreement is a
priority—e.g., in applications like healthcare and psychology—it may be more desirable to use
SENTECON+ with a pre-trainedM � instead. This con�guration confers performance gains over
SENTECON without compromising human agreement. Furthermore, even whenM � is �ne-tuned,
SENTECON+ still often outperforms SENTECON, particularly when Empath is the base lexiconL.
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Word Meaning 1 Meaning 2
Matching-sense

similarity
Opposing-sense

similarity
Individual

similarity ratio
bright shining intelligent 0.692 0.608 1.139‡‡

hard forceful dif�cult 0.677 0.539 1.256‡‡‡

dull boring unintelligent 0.686 0.591 1.161‡‡‡

dark dim sinister 0.614 0.488 1.258‡‡‡

cool calm impressive 0.419 0.292 1.433‡‡‡

Table 2.5: Similarities between contextualized SENTECON representations of homonyms and their
matching- and opposing-sense meanings.‡‡ denotes a difference withp @ 0:005, and‡‡‡ denotes a
difference with p @ 0:0005.

Figure 2.4: t-SNE plots of contextualized SENTECON representations of homonyms show separation by
word sense.

2.5.3 Model analysis: Word sense

Given these results, we would like to gain some understanding of how SENTECON(+) is able to
improve on existing lexicon-based interpretable language representations.

Prior work on BERT has demonstrated that its strength as a language representation lies partially in
its ability to distinguish different word senses based on sentence context [Reif et al., 2019, Schmidt
and Hofmann, 2020, Wiedemann et al., 2019]. We postulate that sentence context similarly enables
SENTECON(+) to distinguish different word senses, yielding the observed empirical gains in
interpretability and performance. To explore this hypothesis, we conduct an experiment to verify
whether a word's sentence context changes its SENTECON representation to be more similar to its
true meaning in the sentence.

Collecting homonyms. We �rst selected words with multiple common meanings (homonyms)—
for example, the word bright. We began with a list of homonyms compiled from online sources.4;5

For each homonym on the list, we collected all sentences in MELD and SST containing the word.
We chose the dataset with more sentences containing the word, and we retained all homonyms
for which there were 10 or more associated sentences. We annotated each sentence with the
word's corresponding meaning (e.g., we labeled the sentences as using bright either to mean
shining or to mean intelligent). For every sentence, this yields a “matching-sense” meaning and
an “opposing-sense” meaning. We retained all homonyms for which each meaning of the word

4https://7esl.com/homonyms/
5https://examples.yourdictionary.com/examples-of-homonyms.html

21



had 5 or more associated sentences.

Distinguishing word sense. With this set of homonyms, we veri�ed whether SENTECON is
capable of distinguishing word sense using a procedure similar to one in Reif et al. [2019] for BERT
representations. For each sentence, we obtained the contextualized SENTECON representation for
the selected homonym. We also obtained the non-contextualized SENTECON representations of
three keywords for each meaning of the word (e.g., for bright, these keywords are (1) shining,
vivid, beaming and (2) intelligent, smart, clever). These keywords were randomly selected
from the Oxford English Dictionary synonyms for each meaning of the word. Then—again for
each sentence—we computed the cosine similarity between the SENTECON representations of
the homonym and its matching-sense keywords, then the similarity between the SENTECON

representations of the homonym and its opposing-sense keywords.

The results of this experiment, which we report in Table 2.5, indicate that SENTECON represen-
tations are indeed able to distinguish different word senses. When used in a particular sentence
context, words with multiple meanings show signi�cantly more similarity to their matching-sense
de�nition than they do to their opposing-sense de�nition. We formalize this with the individual
similarity ratio metric de�ned by Reif et al. [2019], which is the ratio of matching-sense similarity
to opposing-sense similarity. If a representation is able to correctly distinguish word sense, this
ratio should be greater than 1, which we observe to be the case across all selected homonyms.
Additionally, t-tests indicate that the difference in similarity is statistically signi�cant across all
homonyms.

We further visualize the separation of word senses via t-SNE plots of our SENTECON representa-
tions, similar to experiments by Wiedemann et al. [2019] on BERT embeddings. These plots show
that SENTECON representations of the same word separate clearly in embedding space according
to their meanings (Figure 2.4).

These results support our claim that SENTECON(+) uses sentence context to improve inter-
pretability and performance on downstream tasks. The ability to distinguish word senses helps
SENTECON(+) to correctly identify relevant categories where traditional lexicons may be not be
able to do so, thereby allowing SENTECON(+) to better characterize the text.

2.5.4 Performance implications of parameter choices

To ensure that our �ndings in Section 2.5.2 are robust to different parameter choices in SENTE-
CON(+), we conduct analyses over the number of centroids per category, choice of deep language
modelM � , and choice of reference corpus. We take LIWC as our base lexicon for all experiments.

2.5.4.1 Number of centroids per category

If our lexicon categories are very broad, we may have reason to believe that it would be useful to
have multiple centroids per category, rather than summarizing the category as a single centroid.
Here, we report the effects of different numbers of centroids per category on SENTECON(+)
performance on downstream tasks.
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Representation # centroids MELD (e) MELD (s) SST IMDb MOSI
SENTECON (L) 1 57.2 68.1 93.4 95.1 67.2
SENTECON (L) 2 55.8 67.7 93.1 94.9 67.8
SENTECON (L) 3 55.6 67.4 93.5 94.9 69.3
SENTECON (L) 4 55.5 67.2 93.5 95.1 68.4

SENTECON+ (L) 1 59.9 68.1 93.2 95.0 67.3
SENTECON+ (L) 2 59.0 67.4 92.8 94.7 66.9
SENTECON+ (L) 3 57.6 68.0 93.2 93.6 -
SENTECON+ (L) 4 55.3 66.9 93.1 93.8 -

Table 2.6: Performance comparisons of SENTECON(+) across different numbers of centroids per category.
We use LIWC as the base lexicon and �ne-tuned MPNet asM � . We report test accuracy for MELD, SST,
and IMDb and test R2 for MOSI.

Representation M� MELD (e) MELD (s) SST IMDb MOSI
Lexicon (L) - 46.5 49.5 67.8 76.7 0.202

LIWC+word2vec - 47.5 49.4 78.7 81.4 0.270
SENTECON (L) MPNet 47.7 57.6 86.5 84.2 0.505
SENTECON (L) MiniLM 50.7 56.4 77.9 75.7 0.411
SENTECON (L) DistilRoBERTa 48.6 54.7 85.2 82.4 0.289
SENTECON (L) BERT 58.7 65.4 81.3 84.4 0.364
SENTECON (L) RoBERTa 56.5 60.7 79.4 83.7 0.118

Pre-trained embedding MPNet 58.9 65.0 89.5 89.2 0.482
Pre-trained embedding MiniLM 59.9 64.7 81.3 81.1 0.150
Pre-trained embedding DistilRoBERTa 58.5 64.9 88.3 87.6 0.264
Pre-trained embedding BERT 56.8 63.2 86.1 89.1 0.259
Pre-trained embedding RoBERTa 60.5 65.0 90.3 92.0 0.177

Table 2.7: Performance comparisons of SENTECON when used with different pre-trained language models
asM � in downstream prediction tasks. We report test accuracy for MELD, SST, and IMDb and testR2 for
MOSI.

Across our evaluation tasks, we do not �nd additional centroids to produce substantial performance
gains (Table 2.6), though small improvements are observed for SENTECON on SST and MOSI. We
encourage users of SENTECON(+) to treat the number of centroids as a tunable hyperparameter—
but in many cases, including the ones we explore in our experiments, a single centroid per category
should be suf�cient.

2.5.4.2 Choice of language model

Here, we report the effects of different choices ofM � model architectures on SENTECON perfor-
mance on downstream tasks. All language models are pre-trained.

To determine the impact of selecting a well-performing language model as ourM � , we construct
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Reference corpus MELD (e) MELD (s)
None 50.7 56.4

MELD 55.5 61.3
Switchboard 49.7 55.6

NYT 49.9 53.9
PubMed 50.6 55.7

Table 2.8: Performance comparisons of SENTECON+ on MELD when used with different reference
corpora. We use LIWC as the base lexicon and pre-trained MiniLM as M� , and we report test accuracies.

additional SENTECON representations using pre-trained DistilRoBERTa Sanh et al. [2020],
MiniLM Wang et al. [2020b], BERT Devlin et al. [2019b], and RoBERTa Liu et al. [2019a],
all of which are transformer-based language models like MPNet. Comparing the performance
of SENTECON representations to Lexicon and Lexicon-word2vec, we observe that SENTECON

continues to outperform both baselines across all choices ofM � (Table 2.7), even for the smaller
MiniLM model.

SENTECON performance seems to scale generally—though not perfectly—withM � performance.
For example, MPNet and RoBERTa are the best-performing pre-trained language models, and
SENTECON with MPNet and RoBERTa asM � are the best-performing variants of SENTECON

(aside from the MELD sentiment task, where SENTECON with BERT achieves the best perfor-
mance).

2.5.4.3 Choice of reference corpus

In Section 2.4.2, we describe our approach for creating a reference corpus: using a held-out
portion of the task dataset. However, it is useful to know whether the reference corpus must be
from the same domain as the task or whether a reference corpus from a similar domain may
suf�ce to improve performance over SENTECON. With MELD as our downstream task dataset,
we select as our reference corpora one dataset that is similar to MELD (Switchboard, a series of
utterances from dyadic phone conversations); one that is moderately different (NYT6, a dataset of
New York Times article summaries from 2020); and one that is extremely different (PubMed, a
collection of abstracts from academic papers published in medical journals) [Dernoncourt and
Lee, 2017, Holliman et al., 1992]. More details about these datasets are provided in Section A.1.3.
To reduce computational load, we use the smaller transformer-based language model MiniLM
[Wang et al., 2020b] as our M� .

We evaluate SENTECON+ representations on the MELD emotion and sentiment classi�cation
tasks using the three new reference corpora (Table 2.8). We �nd that using any of the three
new reference corpora yields worse performance than using a held-out set from MELD (and
in fact, worse performance than not using a reference corpus at all). These results support
the conclusion that the reference corpus should be from the same domain as the task. Only

6https://www.kaggle.com/datasets/benjaminawd/new-york-times-articles-comments-2020
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SENTECON+ with a reference corpus consisting of a portion of the task dataset itself provides
performance improvements over SENTECON with no reference corpus.

2.6 Conclusion

In this chapter, we introduce SENTECON, a human-interpretable language representation that
captures sentence context while retaining the bene�ts of interpretable lexicons. We conduct human
evaluations to determine the agreement between SENTECON representations and the actual content
of the text, and we run a series of experiments using SENTECON in downstream predictive tasks.
In doing so, we demonstrate that SENTECON and its extension, SENTECON+, better represent
the character and content of the text than traditional lexicons do. Furthermore, we show that
when used in conjunction with language models �ne-tuned on the downstream task, SENTECON

and SENTECON+ provide interpretability to deep language models without any loss of perfor-
mance, highlighting their potential to encode interpretable language interventions with minimal
information loss. These �ndings render SENTECON and SENTECON+ compelling candidates for
problems in �elds like medicine, social science, and psychology, where understanding the effects
of language use is an important part of the scienti�c process.
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Chapter 3

Generalizing Text Experiments to Learn
Unconfounded Effects

This chapter is adapted from Lin et al. [2023].

3.1 Introduction

The parameterization of text as a set of linguistic attributes allows us to understand how changes
to language affect reader perceptions. For instance, what makes a comment on a social media site
seem toxic or hateful [Guest et al., 2021, Mathew et al., 2021]? Could it be the use of profanity, or
a lack of insight? What makes a product review more or less helpful to readers [Mudambi and
Schuff, 2010, Pan and Zhang, 2011]? Is it the certainty of the review, or perhaps the presence
of justi�cations? These questions can be formalized in statistical terms as the causal effect of
varying a language-encoded intervention—or more speci�cally for the purposes of this chapter, a
linguistic attribute—on a reader's response to the text (Figure 3.1)

We establish in Chapter 1 that valid causal effects are commonly estimated under one of two
data assumptions: namely, in the data, confounding should either be fully measured or absent
entirely [Rosenbaum and Rubin, 1983b]. Confounding—the presence of factors that affect both the
reader's choice of texts to read and the reader's response (e.g., political af�liation, age, mood)—is
extremely dif�cult to measure fully in text settings. One resource-intensive solution is to run a
randomized experiment, which eliminates confounding by ensuring that respondents are randomly
assigned texts to read [Fong and Grimmer, 2023, Holland, 1986]. However, effects estimated
from randomized experiments may not generalize outside of the speci�c data on which they were
conducted [Bareinboim and Pearl, 2021, Tipton, 2014]. Therefore, learning causal effects for a
new target domain can require a new randomized experiment each time.

In this chapter, we propose to bypass the need for strong data assumptions in the target domain by
framing causal effect estimation as a distribution shift problem. We introduce TEXT-TRANSPORT,1

a method for learning text causal effects in any target domain, including those that do not

1Our code is publicly available at https://github.com/torylin/text-transport.
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Figure 3.1: TEXT-TRANSPORT facilitates estimation of text causal effects on any target domain by
transporting causal effects from a source domain.

necessarily ful�ll the assumptions required for valid causal inference.

Leveraging the notion of distribution shift, we de�ne a causal estimator that transports a causal
effect from a causally valid source domain (e.g., a randomized experiment) to the target domain,
and we derive statistical guarantees for our proposed estimator that show that it has desirable
properties that can be used to quantify its uncertainty.

We evaluate TEXT-TRANSPORT empirically using a benchmarking strategy that includes knowl-
edge about causal effects in both the source domain and the target domain. We �nd that across
three data settings of increasing complexity, TEXT-TRANSPORT estimates are consistent with
effects directly estimated on the target domain, suggesting successful transport of effects. We
further study a realistic setting—user responses to hateful content on social media sites—in which
causal effects do change signi�cantly between text domains, demonstrating the utility of transport
when estimating causal effects from natural language. Finally, we conduct analyses that examine
the intuition behind why TEXT-TRANSPORT is an effective estimator of text causal effects.

3.2 Problem Setting

Consider a collection of texts (e.g., documents, sentences, utterances)X , where personi (i �
1; : : : ; N) is shown a textX i from X . Using the potential outcomes framework [Neyman, 1923
[1990], Rubin, 1974a], letYi ˆx• denote the potential response of respondenti if they were to read
text x, whereYi � X � R . Without loss of generality, assume that each respondent in reality reads
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only one text Xi , so their observed response is Yi ˆX i •.

Then the average response�ˆP • across theN respondents when textsX are drawn from a
distribution P is given by:

�ˆP • �
1
N

N

Q
i�1

EX�P �Yi ˆX•�

�
1
N

N

Q
i�1

Q
x>X

Yi ˆx•P ˆx•

(3.1)

Now let X be parameterized asX � ˜aˆX•; a cˆX•• , whereaˆX• is the text intervention of
interest (aˆ�• � X � ˜0; 1•) and a cˆX• denotes all other attributes of the text X (acˆ�• � X � R d).
aˆ�• is also known as a “codebook function” [Egami et al., 2022]. Note that for a text causal
effect to be meaningful,aˆX• must be interpretable. This may be achieved by having a human
codeaˆX• or using a lexicon or other automatic coding method. Again for simplicity, we assume
aˆX• > ˜0; 1•.
De�nition 1 (Natural causal effect of an attribute). LetP1ˆX• be a distribution such thataˆX• � 1
and acˆX• � P ˆa cˆX•SaˆX• � 1• , and letP0ˆX• be a distribution such thataˆX• � 0 and
acˆX• � P ˆa cˆX•SaˆX• � 0•.

Then the causal effect of aˆX• on Y is given by:

� ‡ � �ˆP 1• � �ˆP 0• (3.2)

Here, � ‡ is the natural effect ofaˆX• . As mentioned in Chapter 1, linguistic attributes are
subject to aliasing [Fong and Grimmer, 2023], in which some other linguistic attributes (e.g.,
the k-th linguistic attributeacˆX• k) may be correlated with both the linguistic attribute of
interestaˆX• and the responseY, such thatP ˆacˆX• kSaˆX• � 1• x P ˆa cˆX• kSaˆX• � 0• . For
example, optimism may naturally co-occur with positive emotion, meaning that the natural effect
of optimism also contains in part the effect of positive emotion. In contrast, the isolated effect
would contain only the effect of optimism. In this chapter, we �rst focus on natural effects due
to the way linguistic attributes manifest in real-world language. That is, since optimism nearly
always co-occurs with positive emotion in natural text, we estimate their collective natural effect.

Our goal is then to learn� T , the natural causal effect of the attributeaˆX• on responseY in the
text domain of interestPT . We consider use cases where it is not possible to directly estimate the
effect from target dataX � P T , either becausePT does not ful�ll the assumptions required for
valid causal inference or simply because the responseY is not measured in the domain of interest.

3.3 TEXT-TRANSPORT

To estimate causal effects under a target text distribution PT —without computing effects on PT

directly—we propose TEXT-TRANSPORT, a method for transporting a causal effect from a source
text distributionPR that does ful�ll the assumptions required for valid causal inference and with
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Figure 3.2: Two proposed approaches for estimating importance weights.

respect to whichPT is absolutely continuous. Our approach can help to generalize the causal
�ndings of PR , which are speci�c to the data domain ofPR , to any text distribution of interest
PT . For mathematical convenience, we consider the source distributionPR to be a randomized
experiment. We note that any crowdsourced dataset in which samples are randomly assigned to
crowdworkers can be considered a randomized experiment.

3.3.1 Transporting effects

We characterize this problem as an instance of distribution shift, allowing us to de�ne a causal
effect estimator̂� T that uses the density ratio between two distributions as an importance weight
to transport the effect fromPR to PT . GivenX i � P R , and lettingdPT

dPR ˆx• � P T ˆx•
P R ˆx• be the density

ratio2 between PT and PR ,

�̂ˆP T • �
1
n

n

Q
i�1

dPT

dPR
ˆX i •Yi ˆX i • (3.3)

which gives us the effect estimate under PT :

�̂ T � �̂ˆP T
1 • � �̂ˆP T

0 • (3.4)

Intuitively, as all observed texts are drawn fromPR , the role of the importance weight is to
increase the contribution of texts that are similar to texts fromPT , while reducing the contribution
of texts that are representative ofPR . That is, ifPT ˆX i • is high andPRˆX i • is low, thenX i will
have a greater contribution tô�ˆP T •. To highlight this transport ofPR to PT , in the remainder of
this chapter we will refer to �̂ˆPT • as �̂ R�T .

A strength of this estimator is that we are able to quantify statistical uncertainty around the causal
effect. We demonstrate (with derivations and proofs in Appendix B.2) that�̂ R�T has a number of
desirable properties that allow us to compute statistically valid con�dence intervals: (1) it is an
unbiased estimator of�ˆP T •, (2) it is asymptotically normal, and (3) it has a closed-form variance
and an unbiased, easy-to-compute variance estimator.

2More generally, this is the Radon-Nikodym derivative, formally de�ned in Appendix B.1.
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3.3.2 Importance weight estimation

Estimating the transported response�̂ˆP T • �rst requires computing either the derivativedPT

dPR ˆX•
or the individual probabilitiesPRˆX•; P T ˆX• . While there are many potential ways to estimate
this quantity, we propose the classi�cation approachTEXT-TRANSPORTclf and the language
model approach TEXT-TRANSPORTLM (Figure 3.2).

TEXT-TRANSPORT clf. The classi�cation approach for estimatingdPT

dPR ˆX• relies on the notion
that the density ratio can be rewritten in a way that makes estimation more tractable. LetC denote
the distribution (or corpus) from which a text is drawn, whereC � T denotes that it is drawn from
PT and C � R denotes that it is drawn from PR . ThendPT

dPR ˆX• can be rewritten as follows:

dPT

dPR
ˆX• �

P ˆC � TSX•
PˆC � T •

P ˆC � R•
P ˆC � RSX•

(3.5)

P ˆC � TSX• andPˆC � RSX• can be estimated by training a binary classi�erM � � X � ˜0; 1•
to predict if a textX came fromT or R. P ˆC � R• andPˆC � T • are de�ned by their sample
proportions (i.e., by their proportion of the total text after combining the two corpora).3

TEXT-TRANSPORT LM . Because language models are capable of learning text distributions, we
are able to take an alternative estimation approach that does not require learningdPT

dPR ˆX• . A
language model trained on samples fromPR or PT , for instance, can compute the probability of
texts under the learned distributions.

Pre-trained large language models (LLMs) are particularly useful for estimatingP̂R andP̂T , since
their training corpora are large enough to approximate the distribution of the English language,
and their training data is likely to have included manyPR or PT of interest. Following recent
advances in LLMs, one way of obtaininĝPRˆX• andP̂T ˆX• from an LLM is to prompt the
LLM in a way that induces it to focus onPR or PT . Once the LLM has been prompted toward
eitherPR or PT , sentence probabilities from the LLM can be treated as re�ections ofPRˆX• or
PT ˆX• , respectively. We provide examples of such prompts in Figure 3.2, and we explore this
approach in our experiments.

3.4 Experimental Setup

We conduct empirical evaluations to assess the validity of causal effects obtained through TEXT-
TRANSPORT in three different data settings of increasing complexity (Table C.1).

3.4.1 Evaluation methodology

To assess the validity of TEXT-TRANSPORT, we conduct experiments comparing the transported
average responsê� R�T with �̂ R , the average response underPR , and�̂ T , the average response

3In practice, rather than use the ratiosdPT

dPR ˆX• or P T ˆX i •
P R ˆX i • directly, we use stabilized (i.e., normalized) versions

that cancel out the sample proportions. See Appendix B.3.
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PR PT

Amazon Sound quality is likewise decent... This printer being an all in one, serves
several functions...

EmoBank I have become more open-minded, more
responsible...

I've even tried rewriting the corrupted sec-
tions...

Hate Speech Your reply is a complete non-sequitur. You really are a trained little monkey and
don't even know it.

Table 3.1: Source (PR ) and target (PT ) distributions for each evaluation dataset.

underPT . A valid transported responsê� R�T will be similar to �̂ T and signi�cantly different
from �̂ R . To quantify these differences, we compare estimated averages and 95% con�dence
intervals, as well as normalized RMSE (RMSE divided by the standard deviation of the target
response) between �̂R�T and �̂ T .

As we mention previously, validating transported causal effects requires an evaluation strategy in
which causal effects underPR andPT are both known. Therefore, each of our evaluation datasets
consists of a single crowdsourced dataset that can be divided into two parts (e.g., a corpus of
movie reviews can be split by genre), such that they possess the following properties. First, to
allow �̂ R and �̂ T to be computed directly, bothPR andPT are randomized experiments (we
reiterate thatPT is a randomized experiment only for the purposes of validation; we would not
expect actualPT s to be randomized). Second, the responseY is measured for bothPR andPT .
Third, PR andPT are distinct in a way where we would expect the average response to differ
between the two. This allows us to evaluate whether transport has successfully occurred (if the
average response is the same between PR and PT , transport will not do anything).

We choose three crowdsourced datasets, partition each intoPR andPT , and computê� R , �̂ T , and
�̂ R�T . We estimate con�dence intervals for each average response through bootstrap resampling
with 100 iterations.

Baselines. While a small number of prior studies have proposed estimators of some type of text
causal effect from observational (i.e., non-randomized) data, effects obtained from these methods
are not directly comparable to those obtained using TEXT-TRANSPORT (further discussion of
these methods can be found in Section 3.6). However, rather than using the density ratio to
transport effects, other transformations of the source distribution to the target distribution are
possible. One intuitive baseline is to train a predictive model on the source distribution, which
is then used to generate pseudo-labels on the target distribution. These pseudo-labels can be
averaged to produce a naive estimate (the naive baseline).

3.4.2 Datasets

Amazon (controlled setting). The Amazon dataset [McAuley and Leskovec, 2013] consists of
text reviews from the Amazon e-commerce website, where the reader response is the number of
“helpful” votes the review has received. We choose reviews of musical instruments asPR and
reviews of of�ce supplies as PT .
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To construct a best-case scenario in which there are no unmeasured factors in the data, we generate
a new semi-synthetic outcomeY by predicting the number of helpful votes as a linear function of
aˆX•; a c

sˆX• , then adding noise. Here,aˆX•; a c
sˆX• encode the 10 categories from the lexicon

LIWC (see Section 2.4.1 for details) that are most predictive of vote count. These categories are
binarized to take the value 1 if the category is present in the text and 0 otherwise. Use of this
semi-synthetic outcome ensures that all predictable variability in the responseY is captured in
the text. Furthermore, we sample reviews intoPR andPT according to their predicted likelihood
of being inPR or PT when accounting only foraˆX•; a cˆX• . This provides a controlled data
setting in which we know that a model is capable of distinguishing betweenPR andPT , such that
we can evaluate TEXT-TRANSPORT under best-case conditions.

EmoBank (partially controlled setting). The EmoBank dataset [Buechel and Hahn, 2017] consists
of sentences that have been rated by crowdworkers for their perceived valenceY (i.e., the positivity
or negativity of the text). To construct PR , we sample sentences such that texts with high writer-
intended valence occur with high probability, and to constructPT , we sample sentences such that
texts with low writer-intended valence occur with high probability. This partially controls the data
setting by guaranteeing that the source and target domains differ on a single attribute—writer-
intended valence—that is known to us (but hidden from the models).

Hate Speech (natural setting). The Hate Speech dataset [Qian et al., 2019] consists of comments
from the social media sites Reddit and Gab. These comments have been annotated by crowdwork-
ers as hate speech or not hate speech. The Reddit comments are chosen from subreddits where
hate speech is more common, and Gab is a platform where users sometimes migrate after being
blocked from other social media sites. To represent a realistic data setting in which we have no
control over the construction of the source and target distributions, we treat the corpus of Reddit
comments as PR and the corpus of Gab comments as PT .

3.4.3 Implementation

Linguistic attributes. To automatically obtain linguistic attributesaˆX•; a cˆX• from the text,
we use the 2015 version of the lexicon Linguistic Inquiry and Word Count (LIWC) [Pennebaker
et al., 2015] to encode the text as lexical categories. Details of this lexicon can be found in Section
2.4.1. We binarize the category encodings to take the value 1 if the category is present in the text
and 0 otherwise. Though SENTECON(+) provides another option for parameterizing linguistic
attributes, its resulting language interventions are continuous. For simplicity, we choose in this
chapter to treat our attributes as discrete.

TEXT-TRANSPORT clf. We use the following procedure to implementTEXT-TRANSPORTclf. First,
we consider dataDR from PR and dataDT from PT . We take 10% ofDR and 10% ofDT as our
classi�er training setDtrain . Next, we train a classi�erM � onDtrain to distinguish betweenPR

andPT . For our classi�er, we use embeddings from the pre-trained sentence transformer MPNet
[Song et al., 2020b] as inputs to a logistic regression.

FromM � , we can obtain̂P ˆC � TSX• andP̂ ˆC � RSX• for all textsX in the remaining 90% of
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DR . We compute PˆC � R• and PˆC � T • as 1
SDR Sand 1

SDT S, respectively. Then we have

dPRˆX•
dPT ˆX•

�
P̂ ˆC � TSX•

P̂ ˆC � RSX•

SDT S
SDRS

(3.6)

In the case of the Amazon dataset, we note that although we can estimate the classi�cation
probabilities asP̂ ˆC � TSX•; P̂ ˆC � RSX• , the true probabilities are already known, as we
use them to separate texts intoPR andPT . Therefore—to evaluate the effectiveness of TEXT-
TRANSPORT under conditions where we know the classi�er to be correct—we use the known
probabilities P ˆC � TSX•; P ˆC � RSX• in our evaluations on the Amazon dataset only.

TEXT-TRANSPORT LM . This approach can be implemented without any training data, leaving the
full body of text available for estimation. In our experiments, we estimatePRˆX• andPT ˆX•
through prompting. For each dataset, we provide pre-trained GPT-3 with a prompt that describes
PR or PT , then follow the prompt with the full text from each sampleX � P R . On the EmoBank
dataset, for instance, we provide GPT-3 with the prompts “You are writing a positive statement”
(for PR , the high-valence distribution) and “You are writing a negative statement” (forPT , the
low-valence distribution). A full list of prompts can be found in Appendix B.4.3.

After prompting the model with eitherPR or PT , we compute the token probabilities over each
X , then compute sentence probabilities as the product of the token probabilities. If a text has
multiple sentences, we treat the average of the sentence probabilities as the overall text probability.
Finally, we compute the ratioP̂

T ˆX•
P̂ R ˆX•

as our importance weight.

3.5 Results and Discussion

3.5.1 Validity of TEXT-TRANSPORT

We evaluate the validity of our TEXT-TRANSPORT responses on the Amazon, EmoBank, and
Hate Speech data settings (Figure 3.3, Table 3.2).

We observe that on the Amazon dataset, bothTEXT-TRANSPORTclf andTEXT-TRANSPORTLM

are well-validated. For both sets of Amazon results, our transported response�̂ R�T is statistically
signi�cantly different from�̂ R , while being statistically indistinguishable from̂� T . In contrast, the
naive baseline produces an estimate with con�dence intervals that overlap both�̂ R and�̂ T , and its
RMSE is higher than both TEXT-TRANSPORT estimates. The success ofTEXT-TRANSPORTclf

in this setting suggests that if the classi�er is known to be a good estimator of the probabilities
P ˆC � TSX• and PˆC � RSX• , the transported estimates will be correct. The success of
TEXT-TRANSPORTLM in this setting, on the other hand, suggests that prompting GPT-3 can in
fact be an effective way of estimatingPRˆX• andPT ˆX• and that the ratio between the two can
also be used to produce valid transported estimates.

We further �nd that as the data setting becomes less controlled (i.e., EmoBank and Hate Speech),
our transported responses continue to show encouraging trends—that is, the transported ef-
fect indeed moves the responses away from�̂ R and toward�̂ T , while transported responses
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Figure 3.3: Validation of transported responses�̂ R�T against known target responses�̂ T and source
responses �̂R .

Amazon EmoBank Hate Speech
Naive baseline 0.073 0.903 0.351

TEXT-TRANSPORTclf 0.019 0.832 0.257
TEXT-TRANSPORTLM 0.035 0.378 0.943

Table 3.2: Normalized RMSE of transported responses �̂R�T against known target responses �̂T .

from the naive baseline exhibit little to no movement toward the target. When evaluating
TEXT-TRANSPORTLM on EmoBank,̂� R�T and�̂ T have no statistically signi�cant difference.
However, in evaluations ofTEXT-TRANSPORTclf, we �nd that �̂ R�T —though transported in
the right direction—retains a statistically signi�cant difference from�̂ T ; and when evaluating
TEXT-TRANSPORTLM on Hate Speech, we observe wide con�dence intervals for�̂ R�T that cover
both �̂ T and �̂ R , though the point estimates of �̂R�T and �̂ T are very close.

Finally, we note thatTEXT-TRANSPORTLM is less stable thanTEXT-TRANSPORTclf with respect
to the width of its con�dence intervals, although the transported point estimates are better.
This is particularly highlighted by the higher RMSE ofTEXT-TRANSPORTLM compared to
the naive baseline on the Hate Speech dataset, in spite of the much better point estimate of
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Figure 3.4: Source and transported natural causal effects from Reddit to Gab.

TEXT-TRANSPORTLM .4

We posit that the instability ofTEXT-TRANSPORTLM is due to the very small probability of
any particular text occurring under a given probability distribution, as well as a potential lack
of precision introduced when using prompting to target an LLM to a speci�c distribution. We
observe that botĥPRˆX• andP̂T ˆX• are typically both very small, and any difference between
them—while minute in absolute terms—is ampli�ed when taking their ratio. As a result, the
range of importance weightsP̂

T ˆX•
P̂ R ˆX•

underTEXT-TRANSPORTLM is much larger than the range of
^dPT

dPR ˆX• underTEXT-TRANSPORTclf, introducing a large amount of variability when estimating
�̂ R�T .

Often, however,TEXT-TRANSPORTLM can still produce reasonable con�dence intervals (as is
the case for the Amazon and EmoBank datasets), and it illustrates the ef�cacy of the TEXT-
TRANSPORT method under one of the simplest implementations (since no additional model
training or even access to target data is required).

3.5.2 A realistic use case: What makes a comment hateful?

In this section, we highlight a realistic use case of TEXT-TRANSPORT. Taking our Hate Speech
dataset, we examine the source, transported, and target effects of �ve linguistic attributes, where
Reddit is again the source distribution and Gab is the target distribution (Figure 3.4). Transported
effects are estimated using TEXT-TRANSPORTclf.

4In this sense, metrics like RMSE can be somewhat reductive, as they penalize the larger con�dence interval but
fail to capture the fact that the “transported” effect under the naive estimator has moved very little toward the target
distribution, while the transported effect under the LM approach has correctly made a much larger shift toward the
target distribution.
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We �nd that the causal effects of these �ve linguistic attributes estimated directly on Reddit differ
signi�cantly from their counterparts that have been transported to Gab. Though we would not
have access to effects estimated directly on the target distribution in a real-world setting, we are
able to validate here that the effect shifts are consistent with causal effects directly estimated from
Gab.

Classi�cation approach Language modeling approach
They have the �nancial backing of powerful special
interests and the determination to ignore the will
of the people of Alaska and the American public.

Pushed as an effort to promote "Sonoma County"
wines and a consumer education effort, the new
law instead forces vintners to needlessly sully their
package and undermines their own marketing ef-
forts.

The efforts to save the mills failed partly because
the international market for steel had largely dried
up.

Yes, Self, I am also bothered that this observation
ignores half-eaten cheese sandwiches, incomplete
insect collections, and locks of infants' hair, forgot-
ten in closets, basements, and warehouses.

Opera Cancelled Over a Depiction of MuhammadWhere is the authority?
7 Die As US Helicopter Crashes in Iraq Suddenly, Amy screamed.

Table 3.3: Texts from the EmoBank source distributionPR (texts with high writer-intended valence)
with the highest TEXT-TRANSPORT importance weights. Target distributionPT comprises texts with low
writer-intended valence.

Negative causal effects. After transport to Gab, the linguistic attributes netspeak, insight, and
family are all shown to have signi�cant negative effects on whether a comment is perceived as
hate speech, while they are found to have no signi�cant effect in the original Reddit data. In other
words, when Gab users use netspeak, make insights, or talk about family, these conversational
choices cause readers to perceive the overall comment as less hateful, while the same does not
hold true for Reddit users.

Positive causal effects. In contrast, after transport to Gab, the linguistic attribute function is shown
to have a signi�cant positive effect on whether a comment is perceived as hate speech, while
it was found to have no signi�cant effect in the original Reddit data. Function words comprise
articles, pronouns, conjunctions, negations, and other words that serve primarily grammatical
purposes, and prior work has found that they can be highly suggestive of a person's psychological
state [Chung and Pennebaker, 2007, Groom and Pennebaker, 2002, Pennebaker, 2011].

Though the difference between the original and transported effect is not statistically signi�cant,
profanity is also found to have a more positive effect on whether a comment is perceived as hate
speech after transport to Gab compared to Reddit. This indicates that Gab users' use of profanity
in their comments causes readers to perceive the overall comment as more hateful than if a Reddit
user were to make profane remarks. This effect shift may be explained by the speci�c nature of
the profanity used on Gab, which is qualitatively harsher and more offensive than the profanity
used on Reddit.

The differences in these transported and original causal effects emphasize the importance of our
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method. An automatic content moderation algorithm, for instance, would likely need to consider
different linguistic factors when deciding which comments to �ag on each site.

3.5.3 An intuition for effect transport

Previously in Section 3.3.1, we stated that the intuition behind the change of measuredPT

dPR ˆX•
as an importance weight in the estimator�̂ R�T was to increase the contribution of texts that are
similar toPT , while reducing the weight of texts that are most representative ofPR . To explore
whether this is indeed the case, we identify the texts from EmoBank with the highest importance
weights for each of our estimation approaches (Table 3.3). Texts with large importance weights
have highPT ˆX• and lowPRˆX• , meaning they should be similar to texts fromPT despite
actually coming from PR .

We observe that texts fromPR (i.e., texts with greater probability of high writer-intended valence)
with high weights are in fact qualitatively similar to texts fromPT (i.e., texts with greater
probability of low writer-intended valence). That is, although texts fromPR should be generally
positive, the texts with the highest weights are markedly negative in tone, making them much
more similar to texts fromPT . These observations support the intuition that the change of measure
transports causal effects to the target domain by looking primarily at the responses to texts in the
source domain that are most similar to texts in the target domain.

3.6 Related Work

TEXT-TRANSPORT draws on a diverse body of prior work from machine learning and causal
inference, including the literature on domain adaptation, distribution shift, and generalizability
and transportability. We build on methods from these �elds to de�ne a novel, �exible estimator of
causal effects in natural language.

Text causal effects. A number of approaches have been proposed for estimating causal effects
from natural language. Egami et al. [2022] construct a conceptual framework for causal inference
with text that relies on speci�c data splitting strategies, while Pryzant et al. [2018] describe
a procedure for learning words that are most predictive of a desired response. However, the
interpretability of the learned effects from these works is limited. In a subsequent paper, Pryzant
et al. [2021] introduce a method for estimating effects of linguistic properties from observational
data. While this approach targets isolated effects of linguistic properties, it requires responses and
external confounders to be measured on the target domain.

Finally, in a recent paper, Fong and Grimmer [2023] conduct randomized experiments over text
attributes to determine their effects. While allowing for valid causal inference, the resulting
constructed texts are arti�cial in nature and constitute a clear use case for TEXT-TRANSPORT,
which can transport effects from the less-realistic experimental text domain to more naturalistic
target domains.

Domain adaptation, distribution shift, and transportability. Importance weighting has been
widely used in the domain adaptation literature to help models learn under distribution shift [Byrd
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and Lipton, 2019]. Models are trained with importance-weighted loss functions to account for
covariate and label shift [Azizzadenesheli et al., 2019, Lipton et al., 2018, Shimodaira, 2000],
correct for selection bias [Joachims et al., 2017, Schnabel et al., 2016, Wang et al., 2016], and
facilitate off-policy reinforcement learning [Mahmood et al., 2014, Swaminathan and Joachims,
2015].

In parallel, a line of work studying the external validity of estimated causal effects has emerged
within statistical causal inference [Egami and Hartman, 2022, Pearl and Bareinboim, 2022]. These
works aim to understand the conditions under which causal effects estimated on speci�c data can
generalize or be transported to broader settings [Bareinboim and Pearl, 2021, Tipton, 2014]. Prior
work has also used density ratio-style importance weights to estimate average causal effects with
high-dimensional interventions [de la Cuesta et al., 2022, Papadogeorgou et al., 2022].

We emphasize that TEXT-TRANSPORT is conceptually novel and methodologically distinct from
these prior works. In our work, we explore an open problem—causal effect estimation from
text—and de�ne a new framework for learning causal effects from natural language. We propose
a novel solution that uses tools from the domain adaptation and transportability literature, and we
introduce novel methods for estimating natural effects in practice in language settings.

3.7 Conclusion

In this chapter, we study the problem of causal effect estimation from text, which is challenging
due to the highly confounded nature of natural language. To address this challenge, we pro-
pose TEXT-TRANSPORT, a novel method for estimating text causal effects from distributions
that may not ful�ll the assumptions required for valid causal inference. We conduct empirical
evaluations that support the validity of causal effects estimated with TEXT-TRANSPORT, and
we examine a realistic data setting—hate speech and toxicity on social media sites—in which
TEXT-TRANSPORT identi�es signi�cant shifts in causal effects between text domains. Our results
additionally reinforce the need to account for distribution shift when estimating text-based causal
effects and suggest that TEXT-TRANSPORT is a compelling approach for doing so.
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Chapter 4

Isolated Causal Effects of Natural Language

This chapter is adapted from Lin et al. [2025].

4.1 Introduction

In Chapter 3, we formalize the ways in which language choices affect reader perceptions as the
natural causal effect of a linguistic attribute. Now we consider an alternative formalization: the
isolated causal effect for natural language (or isolated effect for brevity). We de�ne the isolated
effect as the causal effect of only the part of the language contained in the intervention, or the
average causal effect of the focal text intervention over all possible variations of the rest of the
text (Figure 4.1a).

In practice, estimating such an effect poses several major challenges. (1) We must be able to
formally de�ne and approximate not only the focal intervention but also the non-focal language of
a text: that is, all parts of the text external to the focal intervention. (2) Incorrect modeling of the
non-focal language can lead to a biased or invalid estimate of the isolated effect due to omission
of key language context—a form of omitted variable bias (OVB) (Figure 4.1b). In other words,
valid isolated causal effects can only be measured if the non-focal language is well-approximated.
Therefore, it is important to be able to assess the robustness of the isolated effect estimate to errors
or omissions in the non-focal language approximations.

To address these challenges and to provide a practical path toward estimating isolated effects, this
chapter introduces a formal estimation framework for isolated effects of language. Within this
framework, we explore how the way we approximate non-focal language impacts isolated effect
estimates due to omission of key variables, and we draw on OVB principles to de�ne measures
that assess the sensitivity of effect estimates to bias along the two key axes of �delity and overlap.

Our experiments1 demonstrate the validity of our framework on both semi-synthetic and real-world

1Our data and code are publicly available athttps://github.com/torylin/
isolated-text-effects.
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(a) The isolated causal effect of a language attribute like netspeak can be learned by decom-
posing a text X into focal language aˆX• and non-focal language acˆX•.

(b) Non-focal language cannot be measured directly and instead must be approximated. Due
to potential omitted variable bias, which approximation we choose can signi�cantly affect the
isolated effect estimate.

Figure 4.1: Isolated causal effects allow us to understand how changes in language affect reader perceptions
and behaviors.

data. Using evaluation settings where the ground truth is known, we observe that our estimation
framework is able to recover the true isolated effect across multiple interventions. We further
show that our measures of overall robustness to OVB correspond closely to how well an estimator
is able to recover the true effect, while �delity and overlap provide additional insight into why
an estimate is or is not correct. We suggest that these measures may be particularly useful for
analysis in real-world settings where the true isolated effect is unknown.
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4.2 Problem Setting

Consider a text datasetD � ˜ˆX 1; Y1•; : : : ; ˆX n ; Yn•• where textsX i > X are drawn i.i.d. from
a distributionP, and individuals with potential outcome functionsYi ˆ�• � X � R are drawn
i.i.d. from the populationG, whereYi ˆx• denotes the potential outcome of individuali if they
were to read textx [Neyman, 1923 [1990], Rubin, 1974a]. We study a setting in which all
confounding between the intervention and the outcome is captured in the text. Such settings are
an important and common case in natural language processing (NLP) due to the widespread
practice of labeling text data using external annotators who are randomly assigned to texts. As we
outline in Chapter 3, this assignment mechanism in effect creates a randomized text experiment,
eliminating confounding external to the text. Prominent NLP benchmark datasets such as SST
[Socher et al., 2013a], SQuAD [Rajpurkar et al., 2018], and MNLI [Williams et al., 2018], for
instance, all fall under this category.

Now letX be parameterized asX � ˜aˆX•; a cˆX•• , whereaˆ�• � X � ˜0; 1• is the intervention—
the focal language attribute for which we learn a causal effect—andacˆ�• � X � R d is the
non-focal portion of the text. In this setting, we consideraˆ�• to be a known mapping from the text
to the intervention of interest. aˆ�• is also known as a “codebook function” [Egami et al., 2022]

In naturally occurring text,acˆX• is almost certainly distributed differently whenaˆX• � 1
compared to whenaˆX• � 0 . For instance, supposeaˆX• is humor, andX is from a corpus of
movie scripts. The non-focal (i.e., non-humor) parts of the scripts may include properties like
positive emotion or optimism. As these properties are positively correlated with humor, it is much
more likely when aˆX• � 1 that they also equal 1 and when aˆX• � 0 that they also equal 0.

To isolate the effect of only the focal language attribute, we must learn that effect over all possible
variations of the non-focal text to be sure that no in�uence comes from the non-focal text. Formally,
this is akin to learning the effect while enforcing the same non-focal text distributionP‡ for both
conditions of aˆX•.
De�nition 2 (Isolated causal effect). LetP‡ be some target distribution over the non-focal
language. Then the isolated causal effect of aˆX• on Y is given by:

� ‡ � E Y ˆ�•�G �E acˆX• ‡ �P ‡ �Y ˆaˆX• � 1; a cˆX• ‡• � Y ˆaˆX• � 0; a cˆX• ‡•��

We distinguish this from the natural causal effect de�ned in Chapter 3, whereacˆX• follows its
natural distribution for both conditions of aˆX•. The natural causal effect is the collective effect
of the focal language attributeaˆX• and the parts of the non-focal language with which it is
naturally correlated.

We generalize three common assumptions for valid causal inference to the language setting:

1. Consistency.Y � Y ˆX• � Y ˆaˆX•; a cˆX•• . The observed outcomeY for an individual
corresponds to the potential outcomeY ˆaˆX•; a cˆX•• associated with the text they actually
receive.

2. No unmeasured confounding.Y ˆx• ÙÙ aˆX•SacˆX• for all x > X. All confounding factors
between the intervention and the outcome are captured by the non-focal portion of the text.
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3. Overlap.0 @ PˆaˆX• � 1SacˆX•• @ 1. The interventionaˆX• has a non-zero probability
of taking either value, regardless of the non-focal portion of the text. Note that this excludes
the possibility that aˆX• is a deterministic function of acˆX•.

As we mention earlier, the assumption of no unmeasured confounding is commonly ful�lled for
NLP datasets due to text-annotator assignment protocols that eliminate external confounding. In
practice, it is also reasonable to believe that the overlap assumption is ful�lled since any repre-
sentation of the non-focal languageacˆX• is non-exhaustive, and soaˆX• cannot be determined
solely from the representation ofacˆX• . The most dif�cult of the three assumptions to ful�ll then
is consistency, i.e., that observed outcomes correspond to potential outcomes. If the approximation
of the non-focal languageacˆX• is missing important information, then consistency may not
hold. Part of the technical contribution of this chapter is to characterize the implications of this
assumption failing to hold.

4.3 Isolated Causal Effects of Language

In this section, we describe how to identify, estimate, and evaluate the quality of isolated effects of
language. We de�ne estimands for isolated effects, present doubly robust estimators, and discuss
how approximating non-focal language during estimation can give rise to omitted variable bias.
Derivations and technical results are in Appendix C.1.

4.3.1 Identi�cation

The de�nition of the isolated causal effect requires thatacˆX• follow the same target distribution
P‡ whenaˆX• � 1 and whenaˆX• � 0 , even if it does not do so naturally. To induceacˆX•
to follow the same speci�c target distribution under both conditions ofaˆX• , we draw on
importance weighting (IPW) principles to transportacˆX• from its natural distributionP to the
target distribution P‡, then supplement this with an outcome model.

First, let us de�ne the transporting importance weight 
 as:


ˆa œ; acˆX•• �
ˆ2aœ� 1•P ‡ˆacˆX••

P ˆacˆX••P ˆaˆX• � a œSacˆX••

Using the importance weight, we canidentify the estimand� ‡ from the observed dataD � ˆX; Y • ,
where X � P and Y follows the resulting induced distribution on the observed responses Py:

� ‡ � E D �
ˆaˆX•; a cˆX••Y �

� E D �
aˆX•P ‡ˆacˆX••

P ˆacˆX••P ˆaˆX• � 1Sa cˆX••
Y 	 � E D �

ˆ1 � aˆX••P ‡ˆacˆX••
P ˆacˆX••P ˆaˆX• � 0Sa cˆX••

Y 	

This identi�es the isolated effect as a difference in importance-weighted averages of the outcome
between texts with and without the focal language attribute aˆX•.

If we use only the importance weights, however, we run the risk that errors or misspeci�cations
in the weights will lead to errors in the estimated isolated effect. Therefore, building on causal
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inference principles in non-language settings, we can also incorporate an outcome modelg,
de�ned as:

gˆaœ; acˆX•• � E Y ˆ�•�G �Y ˆaœ; acˆX••�:

Assuming we have access to textsX ‡ � P ‡ (or have access to the data-generating process ofP‡),
we can identify �‡ using the following doubly robust construction:

� ‡ � E X ‡ �P ‡ �gˆ1; acˆX ‡•• � gˆ0; a cˆX ‡••� � E D �
ˆaˆX•; a cˆX••ˆY � gˆaˆX•; a cˆX•••�
ˆ� DR •

This construction—commonly used in causal inference to identify and estimate unbiased effects
and increasingly used in machine learning contexts as well—confers robustness to misspeci�cation
or mis-estimation in either the IPW term or the outcome modeling term [Byrd and Lipton, 2019,
Kallus et al., 2022, Robins et al., 1994].

While P‡ can be any distribution overacˆX• (discussed further in Appendix C.1.1.3), in practice
it can be unclear how to de�ne and estimateP‡ˆacˆX•• explicitly, as this requires characterizing
a full distribution over the non-focal text probabilities. Therefore, we introduce two important
realistic choices of P‡ that make the problem tractable.

First, we can setP‡ˆacˆX•• � P ˆa cˆX•• , where againP is the distribution of the observedX .
We refer to the isolated effect in this case as the Isolated Average Treatment Effect (IATE) in the
corpus from which the texts originate. The corresponding importance weight becomes:


ˆa œ; acˆX•• �
2aœ� 1

P ˆaˆX• � a œSacˆX••
:

Second, we can setP‡ˆacˆX•• to equalP ˆacˆX•SaˆX• � 1• , the distribution of non-focal
language among the treated (i.e., whereaˆX• � 1 ) in the corpus where the texts originate. We
refer to this as the Isolated Average Treatment effect on the Treated (IATT). Estimating the IATT
instead of the IATE can be bene�cial in settings with potential overlap violations; we elaborate on
this in Section 4.3.3. The corresponding importance weight becomes:


ˆa œ; acˆX•• �
aœ

PˆaˆX• � 1•
�

ˆ1 � a œ•P ˆaˆX• � 1Sa cˆX••
P ˆaˆX• � 0SacˆX••P ˆaˆX• � 1•

4.3.2 Estimation

Having written �‡ in terms of the observable data, we describe how to estimate it in practice.

Nuisance parameters. To estimate� DR , several nuisance parameters need to �rst be estimated:
the outcome modelg and the importance weight
 . This requires approximating the non-focal
languageacˆX• with a language representation. We refer to the approximation of the non-focal
language using the notationac

sˆX• , where thes subscript indicates that this is a mapping of the
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high-dimensional non-focal languageacˆX• to a lower-dimensional “short” representation space
Rd (following the terminology used to denote a smaller feature set in Chernozhukov et al. [2024]).

With this mapping, a classi�er can be trained on a separate sample to predictaˆX• givenac
sˆX•

as input. Such a classi�er outputs predicted probabilitiesÂPˆaˆX• � a œSacsˆX•• , which can be
used to estimateÂ
 . Using the approximationac

sˆX• , an outcome modelÂgˆaˆX•; a c
sˆX•• can also

be estimated on an separate sample where both texts and outcomes are available.

Estimator. Consider dataD � ˆX i ; Yi •, X i � P andYi � P y ; andX j � P ‡ (i > �n�; j > �m� ). Then
the estimator for �‡ is given by

Â� DR �
1
m

m

Q
j�1

�Âgˆ1; ac
sˆX j •• � Âgˆ0; ac

sˆX j ••� �
1
n

n

Q
i�1

Â
ˆaˆX i •; ac
sˆX i ••ˆY i � ÂgˆaˆX i •; ac

sˆX i ••

where the estimatedÂ
 uses the appropriate probability estimates from the IATE and IATT de�ni-
tions above.

Like other doubly robust estimators,� DR has a number of desirable properties. First, as long as
either the weights
 or the outcome modelg are correct—i.e.,Â
 � 
 or Âg � g —then� DR is an
unbiased estimator for� ‡. Moreover, the estimator is asymptotically normal with a closed-form
variance, allowing for estimation of trustworthy con�dence intervals. See Kennedy [2024] for a
review on these types of estimators.

4.3.3 Sensitivity to omitted variable bias

Omitted variable bias. When representing natural language, including all “variables” in modeling
is not feasible, as a full representation of language is nearly in�nitely high-dimensional (e.g., a one-
hot encoding of the entire English vocabulary). Instead, the non-focal language is more realistically
approximated as the “short,” lower-dimensional representationac

sˆX• (e.g., a language model
embedding). However, representations of language necessarily omit information relative to the
original text. In this section, we link the notion of information loss from language representation
to omitted variable bias. We use recent work on establishing OVB bounds for non-parametric
models [Chernozhukov et al., 2024] and adapt it to a natural language setting to study the impact
of omitted information in approximations of non-focal language and isolated effect estimates.

We begin by de�ning the �delity metric �2 and the overlap metric �2:

� 2 � E P �ˆY � gˆaˆX•; a c
sˆX••• 2�

� 2 � E P �
ˆaˆX•; a c
sˆX•• 2�

wheregˆaˆX•; a c
sˆX•• and
ˆaˆX•; a c

sˆX•• are the outcome model and importance weight that
use the short non-focal language representationac

sˆX• . We call these the short outcome model
and short importance weight. The �delity metric indicates how close the short outcome model
is to the true outcome modelgˆaˆX•; a cˆX•• , while the overlap metric indicates how well the
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overlap assumption for valid causal inference is ful�lled by the short importance weights. For
both metrics, a smaller value is better.

Then the OVB of� DR s —that is, � DR using the short outcome model and short importance
weight—is bounded:

S �DR s � � ‡

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
OVB

S2 B � 2� 2C2
Y C2

D

whereCY andCD are user-set sensitivity parameters for the explanatory power of omitted variables
toward the outcome model and importance weight. The OVB bounds allow us to de�ne lower and
upper bounds on the isolated effect:

� �
DR ˆCY ; CD •; � �

DR ˆCY ; CD • � � DR s �
º

� 2� 2CY CD

The �delity-overlap tradeoff. A tradeoff between �delity and overlap emerges when choosing
how to approximate the non-focal languageacˆX• asac

sˆX• . If ac
sˆX• is a high-dimensional

dense representation like a language model embedding, then model �delity is likely to be good,
as the short outcome modelgˆaˆX•; a c

sˆX•• has plenty of information with which to make
predictions. However, representations with good �delity are also more prone to overlap violations.
While we assume in Section 4.2 that strict overlap is ful�lled,P ˆaˆX• � a œSacsˆX•• that are very
close to 0 and 1 (“near overlap violations”) can still skew the importance weights
 to extreme
values, heavily impacting effect estimates. These near overlap violations occur more often if
P ˆaˆX• � a œSacsˆX•• is computed using high-dimensional dense representations forac

sˆX• , as
the greater number of dimensions makes it more likely that certain values ofac

sˆX• are almost
exclusively seen with either aˆX• � 1 or aˆX• � 0.2

Importantly, the �delity-overlap tradeoff can be balanced by considering the overall robustness
value of the isolated effect that uses the non-focal language representation ac

sˆX•:

RV � V
� DR s

��
V

Intuitively, the robustness value is a measure of the effect estimate's trustworthiness: it indicates
how robust the estimate is to OVB. The robustness value can be seen as the amount of explanatory
power that can be lost from approximatingacˆX• asac

sˆX• before the isolated effect is no longer
correct in sign (positive or negative). A larger robustness value corresponds a higher tolerance to
OVB.

We estimateÂ� 2, Â� 2, and the robustness value from the data using debiased estimators (Appendix
C.1.3). We note that under this type of estimation, it is possible for the estimatedÂ� 2 to be negative;
this indicates that something may have gone wrong with importance weight estimation (potentially
a severe overlap violation).

Finally, we emphasize that while OVB may correspond to how close an effect estimate is to the
ground truth, it is a complementary measure. By assessing effect estimates through the lens of

2The IATT is less susceptible to overlap violations than the IATE, as the IATT requires only thatP ˆaˆX• �
1SacsˆX•• @ 1.
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each metric—�delity, overlap, and robustness value—we gain greater insight into how and why
different non-focal language approximations can in�uence isolated effect estimation.

4.4 Experiments

To assess the validity of isolated effects estimated using our framework, we examine how well
we can recover the true isolated effect� ‡ with our estimatorÂ� DR . We evaluate on two natural
language datasets—one semi-synthetic and one real-world—in which true isolated effects are
known.

4.4.1 Datasets

Amazon (partially controlled setting). The Amazon dataset [McAuley and Leskovec, 2013]
consists of reviews from the Amazon e-commerce site, each with a number of “helpful” votes.
To reduce unmeasured factors in the data, we generate a new semi-synthetic outcomeY by
predicting the number of helpful votes as a linear function ofaˆX•; a c

sˆX• , then adding noise.
Here,aˆX•; a c

sˆX• encode the 10 categories from the lexicon LIWC (see Section 4.4.2.1) that are
most predictive of vote count. These categories are binarized to take the value 1 if the category is
present in the text and 0 otherwise. We note that while the semi-synthetic construction allows us
to control the outcome Y , we do not have in�uence over the joint distribution PˆaˆX•; ac

sˆX••.

In this partially controlled data setting, we know both (1) the true isolated effect of each of the 10
lexical categories and (2) that the outcome modelg can be fully learned from the text. Combined,
these allow us to evaluate whether our estimatorÂ� DR is able to recover the true isolated effect
under best-case conditions. To allow for controlled evaluation under more challenging conditions,
we also generate a second semi-syntheticY where helpful votes are predicted as a non-linear
function of aˆX•; ac

sˆX•.

Semaglutide vs. Tirzepatide (SvT) (real-world setting). Here, we consider a slightly different
setting in which the intervention and outcome are both encoded in text (in contrast to the setting
where the intervention is encoded in the text and the outcome is a numerical value external to
the text). The SvT dataset [Dhawan et al., 2024] consists of posts from weight-loss communities
on the social media site Reddit that mention one of two weight-loss medications: semaglutide or
tirzepatide. From these posts, Dhawan et al. extracted the language-encoded binary intervention
aˆX• (which weight-loss medication the user took) and binary outcomeY (whether the user lost
more than 5 percent of their starting body weight). The dataset further includes a “ground truth”
causal effect from a clinical trial on the effects of semaglutide versus tirzepatide at various doses
[Frías et al., 2021]. Dhawan et al. used weight loss under 5 mg tirzepatide versus 1 mg semaglutide
as the true effect. We compute con�dence intervals for this true effect using information available
in the clinical trial.

This dataset allows us both to evaluate the validity of isolated effect estimates in a realistic setting
and to assess how different approximations of acˆX• can impact our estimates.
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4.4.2 Implementation

4.4.2.1 Approximating Non-Focal Language

To construct a non-focal language approximationac
sˆX• , we explore a number of language

representations varying in complexity. In this section, we describe each representation and discuss
how it might fare in the �delity-overlap tradeoff. Implementation details can be found in Appendix
D.3.1.

Lexicon. One simple language representation is a vector of interpretable categories encoded by
a lexicon, which maps words in its vocabulary to those categories. These categories are usually
relatively few in number, so the dimensionality of the category vector is fairly low. However,
lexicons are limited by their vocabulary and are also unable to capture context or sentence-level
meaning. Therefore, we expect that lexicon-derived non-focal language representations may have
good overlap but poor model �delity. We use two well-known lexicons in our experiments: the
human expert-designed LIWC [Pennebaker et al., 2015] and the semi-automatically generated
Empath [Fast et al., 2016b].

Language model embedding. Sentence embeddings from transformer-based language models
are among the most commonly used language representations for machine learning. These
embeddings are information-rich in content and syntax and perform excellently on a wide variety
of tasks. However, language model embeddings tend to be relatively high-dimensional compared
to lexicons, and as a result, embedding-derived non-focal representations may achieve good model
�delity but suffer from overlap violations. In our experiments, we use embeddings extracted from
the pre-trained transformers BERT [Devlin et al., 2019a], RoBERTa [Liu et al., 2019b], MPNet
[Song et al., 2020a], and MiniLM [Wang et al., 2020a]. For RoBERTa and MPNet, we also use
singular value decomposition (SVD) to create a lower-dimensional version of each embedding.
We refer to these smaller 200-dimension representations as RoBERTa+SVD and MPNet+SVD.

SenteCon. Introduced in Chapter 2, SenteCon is a language representation in which a lexicon-
based layer is constructed over language model embeddings. Like lexicon representations, a
SenteCon representation consists of a vector of interpretable categories where each category is
associated with a numerical weight. Because the categories are derived from an existing lexicon,
the dimensionality of the SenteCon category vector should also be low. SenteCon does not rely
exclusively on a pre-de�ned vocabulary and is able to capture sentence context. Consequently, we
expect that a SenteCon-derived non-focal language representation will have reasonable model
�delity while also not being signi�cantly affected by overlap violations. In our experiments, we
use two different base lexicons for SenteCon (LIWC or Empath). We refer to these variants as
SenteCon-LIWC and SenteCon-Empath.

LLM prompting. As large language model (LLM) capabilities continue to expand, it has become
possible to extract attributes from a text passage simply by prompting an LLM. For instance, we
might ask an LLM to tell us, based on the information contained in a paragraph, the age of the
writer or if they have any health conditions. Using this form of prompting on GPT-3.5, Dhawan
et al. [2024] extract a set of 10 health-related attributes from Reddit posts in the SvT dataset. Of
these, we exclude 3 attributes from which weight loss can be directly computed. We treat the
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remaining 7 discrete variables as a type of language representation and therefore an approximation
of the non-focal language.

4.4.2.2 Modeling and Estimation

For each non-focal language representationac
sˆX• , we use 5-fold cross-�tting to train an outcome

modelÂg to predictY givenac
sˆX• and a classi�er to predictaˆX• givenac

sˆX• . We useÂPˆaˆX• �
aœSacsˆX•• from this classi�er to estimateÂ
 . Within the training folds, we conduct 5-fold cross-
validation to select model hyperparameters. For the linear-outcome case of the Amazon dataset,
we use a logistic regression classi�er and a linear regression outcome model (and neural networks
for the nonlinear case). For the SvT dataset, we use gradient boosting models for both our
classi�er and outcome model. Additional model details, including libraries and hyperparameters,
are available in Appendix C.3.3.

With Âg andÂ
 estimated, we are able to computeÂ� DR on the estimation folds, which we call
Destimate. When estimating the IATE, we directly useDestimateas the source of textsX ‡ � P ‡ for
the outcome modeling term, as the target distribution is equal to the observed data distribution.
When estimating the IATT, we drawX ‡ from the subset ofDestimatewhereaˆX• � 1 . We estimate
the IATE for the Amazon dataset and the IATT for the SvT dataset to maintain better overlap.

We compare our isolated effect estimates against a naive estimator that does not isolate the focal
attribute from the non-focal portion of the text (i.e., an estimator of the natural effect). In general,
we expect this not to correctly recover the true isolated effect since it has no adjustment for
isolation.

4.5 Results and Discussion

In this section, we evaluate how well our method is able to recover true isolated causal effects in
the Amazon and SvT datasets. Following this evaluation, we more closely examine the relationship
between isolated effect estimation and omitted variable bias.

4.5.1 Amazon dataset

Linear data. In the Amazon dataset, we examine the isolated effects of the 10 predictive LIWC
categories used to construct the semi-synthetic outcome.

Across the 10 categories, we iteratively set each category to beaˆX• and estimate its isolated effect
while using the remaining lexical categories asacˆX• . To explore the �delity-overlap tradeoff
under controlled conditions, we evaluate our isolated effect estimate and our three OVB-derived
metrics—Â� 2, Â� 2, and robustness value—under different choices ofac

sˆX• . For each intervention,
we restrict the number of remaining lexical categories used asac

sˆX• , beginning with 2 categories
and ending with 9.

Over multiple interventions (Figures 4.2a, 4.2b; additional results in Appendix C.2), we observe
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(a) Isolated effect of home.

(b) Isolated effect of netspeak.

Figure 4.2: Isolated causal effects of linguistic attributes on helpfulness in the Amazon dataset. Error bars
correspond to 95% con�dence intervals.

that as the dimensionality (number of categories) ofac
sˆX• increases, so does the proximity of

the isolated effect estimate to the ground truth. Moreover, the behavior of the �delity and overlap
metricsÂ� 2 andÂ� 2 is also consistent with expectations. As dimensionality increases,Â� 2 decreases,
indicating that outcome model �delity is improving. At the same time,Â� 2 increases, consistent
with worsening overlap.
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(a) Isolated effect of home. (b) Isolated effect of netspeak.

Figure 4.3: Isolated causal effects of linguistic attributes on helpfulness in the Amazon dataset (nonlinear
semi-synthetic outcome). Error bars correspond to 95% con�dence intervals.

We further see that robustness values increase withac
sˆX• dimensionality, suggesting that gains

in model �delity outweigh losses in overlap. This may not be the case for all datasets. As this
dataset does not experience signi�cant problems with overlap (as seen from the limited range
of Â� 2, particularly in Figure 4.2a), it seems that outcome model performance gains are more
signi�cant in this case.

Nonlinear data. We next discuss results of isolated effect estimation on a more complex version
of the Amazon dataset where the semi-synthetic outcome is a nonlinear function ofaˆX•; a cˆX• .
The outcome in this setting differs from the one described in Section 4.4.1 only in that a nonlinear
gradient boosting model is used to predict helpful vote count fromaˆX•; a c

sˆX• instead of a
linear regression model; this prediction is then noised to obtain the semi-synthetic outcome.

Using this new outcome, we follow the protocol described in Section 4.5.1 to obtain effect
estimates for the two attributes featured in Figure 4.2: home and netspeak. During estimation, we
use simple feedforward neural networks with no more than 3 layers to �t our importance weight
and outcome models.

The results of these experiments are consistent with the linear case. For both interventions, we
observe that the point estimate of the isolated effect generally grows closer to the ground truth as
the number of dimensions increases (i.e., as the number of omitted variables decreases). Likewise,
the behavior of the �delity and overlap metricsÂ� 2 andÂ� 2 remains consistent with expectations: as
dimensionality increases, so doesÂ� 2, while Â� 2 decreases. Occasionally slight variability in these
trends appears, as we would expect from the noisiness of estimation with more complex models.

Turning to robustness, we see that for home, robustness value generally increases with the
number of dimensions, suggesting that gains in model �delity outweigh losses in overlap. For
netspeak, robustness value remains about the same up until 6 features, then decreases sharply.
This coincides with the effect point estimate starting to move away from the ground truth, though
the estimate's con�dence intervals do still contain the true effect. This suggests that the worsening
overlap outweighs gains in model �delity and that for this effect, the optimal non-focal language
representation acsˆX• may contain only 6 features.
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Figure 4.4: Isolated causal effect of weight-loss medication in the SvT dataset. Error bars denote 95%
con�dence intervals. The blue dotted lines surrounding the true effect mark its 95% con�dence interval.
Representationsac

sˆX• are ordered loosely by complexity, with less complex representations appearing
closer to the top

.

Finally, we note that once the �nal feature is added for netspeak,Â� 2 sharply increases, signaling
much worse overlap. This is an interesting illustration of how soft overlap violations can occur
once suf�cient information is contained in ac

sˆX• such that the model can fully predict aˆX•.

4.5.2 Semaglutide vs. Tirzepatide dataset

In the SvT dataset, we use the intervention and outcome from Dhawan et al. [2024]. We treat
the Reddit post text as the non-focal languageacˆX• , and we explore how each of the non-focal
language representations in Section 4.4.2.1 impacts effect estimation.

We �rst observe that all of our isolated effect estimates have wide 95% con�dence intervals that
include both the true isolated effect and 0 (Figure 4.4). Looking solely at the point estimates, we
see that almost all of the representations yield positive isolated effect estimates that are consistent
with the ground truth. Of these, SenteCon-Empath comes closest to recovering the true isolated
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effect, with MiniLM a close second—but a large amount of uncertainty remains. As a result,
we may not be able to use the point estimates alone to determine which representation best
approximates non-focal language.

We look instead to �delity and overlap, where we observe interesting behavior. The high-
dimensional MPNet embedding has a much largerÂ� 2 than any other representation, suggesting a
near overlap violation. Interestingly, BERT and RoBERTa—which have the same dimensionality
as MPNet—exhibit much better overlap than MPNet, possibly due to the additional optimization
of MPNet for sentence-level tasks in the library used to extract its embedding. We also see that sev-
eral representations, such as the lexicon Empath and the dimensionality-reduced RoBERTa+SVD,
have negativeÂ� 2s. Because doubly robust estimators like the one we use forÂ� 2 do not necessarily
satisfy criteria like being non-negative in noisy settings, we hypothesize that these negative values
(which are small in magnitude) may be due to noise in estimation. Fidelity, on the other hand,
is much more consistent across all representations. In general, �delity is expected to improve
(i.e., � 2 should decrease) with the dimensionality of the representation, as higher-dimensional
representations are likely to contain more information; however, this may be negated by strong
regularization in the outcome model. These results suggest that the �delity-overlap tradeoff de-
pends on some notion of representation complexity that may go beyond the dimensionality of the
representation alone.

Finally, we �nd that the two representations with the highest robustness values are LLM prompting,
which produces a positive but conservative effect estimate, and SenteCon-Empath, which produces
an estimate very close to the true effect. MiniLM, which like SenteCon-Empath has a point
estimate close to the clinical benchmark, has only a middling robustness value due to poor overlap.
The robustness of LLM prompting is not unexpected: Dhawan et al. [2024] carefully designed
their prompting procedure to extract discrete variables for the speci�c task of estimating the effect
of tirzepatide versus semaglutide on weight loss, so we expect this representation to yield good
results. Importantly, however, the SenteCon-Empath representation—which is not speci�cally
designed for this task—has a similarly high robustness value, suggesting that equally effective
representations can be found without requiring extensive human design effort.

Our results also illustrate the potential of dimensionality reduction methods like SVD in non-focal
language approximation. Both RoBERTa and MPNet bene�t from singular value thresholding
across all OVB metrics: overlap improves, �delity remains similar, and robustness value increases.
Moreover, after SVD is applied, both representations' effect point estimates move from outside the
true effect con�dence interval to inside the true effect con�dence interval. These results suggest
that dimensionality reduction can signi�cantly improve the utility of high-dimensional non-focal
language representations. Given the low computational and human overhead of these unsupervised
post-processing techniques, they may often be worth trying.

A closer look at OVB and robustness. While robustness values can be compared among non-focal
language representations—providing some sense of how relatively robust each corresponding
effect estimate is to bias—it is not immediately clear whether even the representation with the
best robustness value is robust in absolute terms.

One way of understanding the scale of a robustness value is to calibrate it using the explanatory
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Figure 4.5: OVB lower bound of SenteCon-Empath isolated effect estimate in the SvT dataset. “Unadjusted”
marks the point estimate lower bound without OVB.

power lost when intentionally omitting variables known to have an in�uence on the effect estimate.
We focus on one representation—SenteCon-Empath in the SvT dataset—and the lower OVB
bound of its associated isolated effect estimate. We recall that this bound corresponds to the least
possible value of the effect point estimate at a given level of OVB.

In Figure 4.5, we plot this bound against the sensitivity parametersCY andCD , which denote
the explanatory power of omitted variables toward the outcome modelg and the importance
weight
 , respectively. This contour plot shows how the lower OVB bound of the effect estimate
changes as the hypothetical explanatory power of the variables omitted from the SenteCon-Empath
representation increases. We color the 0 contour red to highlight the signi�cance of the lower OVB
bound “crossing” from positive to negative asCY andCD increase. Once the bound is negative,
we can no longer be certain that the point estimate of our isolated effect is positive.

We then plot four red triangles to mark the explanatory power lost by explicitly omitting the
category with that name (movement, science, exercise, or healing) from the SenteCon-Empath
representation.3 We choose categories we believe to be relevant to the intervention and outcome.
For each category omitted, we see the loss of explanatory power brings the point estimate closer
to the 0 contour but is not nearly enough to cross it. Turning then to the masked marker, we look at
the explanatory power lost by omitting key information from the non-focal textacˆX• itself. We
create a version of each Reddit post where we mask medication type, body weight, and terms like
“gain” and “loss.” The resulting SenteCon-Empath representations experience a much larger drop
in explanatory power, but the lower bound of the estimate still remains positive. These results
suggest that the isolated effect estimate is robust (though noisy, as the wide con�dence intervals

3These values can be computed explicitly by re-�tting the outcome models and importance weights (Appendix
C.3.4).
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may indicate), as the lower bound on the point estimate remains positive even under levels of
OVB comparable to removing relevant lexical categories or masking key information from the
text.

4.6 Related Work

Causal effects of text. Our work on isolated causal effects is situated within a recent literature
on estimating text-based causal effects. Egami et al. [2022] describe a conceptual codebook
framework for causal inference using text. Building on this, Fong and Grimmer [2023] conduct
randomized text experiments where texts are programmatically generated from pre-speci�ed
attributes.

Most directly related to our work are several methods for estimating isolated effects of natural
language using speci�c language representation pipelines. Though these works do not explicitly
distinguish isolated and natural effects, their estimands are de�ned such that they are isolated, and
so we view these methods as complementary to ours. Pryzant et al. [2021] estimate the effect
of a proxy linguistic attribute from observational data, where all other language information is
represented by an embedding from a transformer trained to capture confounding. Dhawan et al.
[2024] estimate effects from observational data using the LLM prompting approach we describe
earlier. Finally, a paper by Imai and Nakamura [2024] estimates text effects via a randomized
experiment in which LLM-generated texts are shown to human respondents; text representations
can then be extracted directly from the generating LLM.

Omitted variable bias. The diversity of language representations that can be used in text-based
causal inference highlights the strong need for a way to understand the quality of representations
and effect estimates. Our OVB-based metrics provide a way to do this �exibly across any data
setting, which is important for real-world data where the ground truth is not known. Our metrics
draw directly on the Chernozhukov et al. [2024] operationalization of OVB, which in turn builds
on a history of foundational work on OVB [Angrist and Pischke, 2009, Cinelli and Hazlett, 2019,
Frank, 2000, Goldberger, 1991, Oster, 2019].

Noting the importance of covariate representation in causal inference, Clivio et al. [2024b] have
proposed learning representations that minimize information loss when balancing covariates,
which can help to improve overlap [Clivio et al., 2024a]. While these methods are not devel-
oped speci�cally for text, the parallels between general covariate representation and language
representation are evident.

4.7 Conclusion

In this chapter, we propose a framework for estimating the isolated causal effect of a focal
language-based intervention. Estimating isolated effects is challenging because it requires us to
model not only the focal intervention but also the non-focal language of the text. We introduce
measures for assessing the sensitivity of isolated effect estimates to omitted variable bias in their
non-focal language approximations along the axes of �delity and overlap. We demonstrate the
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ability of our framework to correctly recover isolated effects across multiple language-encoded
interventions, and we explore how the way we approximate non-focal language impacts �delity,
overlap, and the robustness of the effect estimates themselves.

Our results point to several avenues for future research. This chapter studies a setting in which
confounding is contained fully in the text. Though NLP datasets are not often released with
external confounding data like information about annotators, it may still be interesting to study
the case where external confounding is present and measured. Additionally, in this chapter we
treat the focal language-encoding functionaˆ�• as an accurate parameterization of the intervention
of interest, but ifaˆ�• does need to be estimated, then estimation error can lead to additional bias.
Characterizing and counteracting this is important future work. Finally, our �ndings on OVB and
robustness suggest a compelling line of research on learning representations—perhaps not only of
language—that optimize the �delity-overlap tradeoff to minimize omitted variable bias, making
them explicitly suitable for the task of causal inference.
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Chapter 5

Omitted Variable Bias in Evaluation and
Optimization of Language Models

This chapter is adapted from Lin et al. [2026a].

5.1 Introduction

For language models to be widely useful in real-world applications, they must remain robust,
reliable, and performant across data distributions and contexts. However, even for modern large
language models (LLMs) capable of impressive performance on diverse tasks, the challenge of
distribution shift remains. When evaluated on data that differs in distribution from their training
data, LLMs often exhibit brittle behavior, such as dif�culty answering questions containing simple
mutations that do not appear in training Huang et al. [2025], Xu et al. [2025] or failures in
reasoning given counterfactual information that alters the question's world state González and
Nori [2024], Hüyük et al. [2025].

Established approaches for dealing with distribution shift in language models account for shifts
that are observable to language models—that is, shifts resulting from variables that models
are able to capture from the text. We place a novel focus on a component of distribution shift
that these existing methods fail to address: the unobservable component of distribution shift, or
shifts over variables that cannot be captured directly by language models. This non-observability
may occur for two reasons. (i) The shift may occur over variables that are external to the text,
such as attributes of the individuals who wrote or labeled the texts. These variables typically
remain unmeasured in observational text settings. (ii) The shift may occur over information that
is contained in the text but not in a model's representation of the text. While this information is
observable to a human reader, it is not observable to a language model. This type of information
loss is signi�cant, since it almost inevitably occurs in language data as nearly in�nite-dimensional,
unstructured raw text is reduced to a lower-dimensional numerical form that can be used by
models.

In this chapter, we �rst identify that the omitted variable bias (OVB) arising from these unobserved
variables can compromise the evaluation and optimization of language models under distribution
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shift. In evaluation, failure to account for omitted variables can lead to overly optimistic perfor-
mance estimates in the target domain; in optimization, it can yield models that remain brittle
despite adjustment for observable sources of distribution shift.

To address these challenges, we introduce a framework that maps the strength of the omitted
variables to a bound on a language model's generalization performance. Under this framework,
although the omitted variables themselves are unobserved, their potential in�uence can be bench-
marked and used to identify a set of plausible target distributions over which the worst-case
generalization performance of a language model can be de�ned.

This worst-case generalization bound gives rise to three primary contributions, which we demon-
strate empirically. First, the bound provides a more principled and robust metric for evaluating
generalization performance in the absence of target distribution labels, improving on standard
adjustment objectives that account only for observed distribution shift. Second, the bound can
be directly optimized to produce models that are explicitly more robust to unobserved sources
of shift and that generalize more reliably to the target distribution. Third, when target labels are
available and true test performance can be computed, the bound can be used to infer the strength
of the omitted variables for a given model under distribution shift, offering interpretability to
models that are otherwise opaque.

5.2 Related Work

Domain adaptation and distribution shift. Model performance degradation resulting from
differences between source (training) and target (test) distributions has long been studied in
the machine learning literature. These distribution shifts arise from a variety of factors, such as
differing domains or disparities among subgroups [Arjovsky et al., 2020, Yang et al., 2023]. Even
for modern LLMs, selection biases when collecting data for preference alignment may skew the
distribution of human feedback during post-training, as we discuss in Chapters 6 and 7; and recent
work on reasoning suggests that LLMs' strong performance may be at least partially attributed to
memorization of their training data, as even minor perturbations in test distributions can elicit
large drops in performance [Huang et al., 2025, Xu et al., 2025].

One of the most common and portable methods for addressing distribution shift is importance
weighting, which reweights training samples to match the target distribution via a density ratio.
Importance-weighted estimators are often combined with outcome models to form doubly robust
estimators that are more robust to misspeci�cation and estimation error [Robins et al., 1994]. These
methods are widely used to correct for covariate and label shift across prediction, recommendation,
and reinforcement learning tasks [Byrd and Lipton, 2019, Kallus et al., 2022, Kim et al., 2022],
including our own approach in Chapter 7. However, when relevant variables are omitted, bias can
arise in both the density ratio and outcome model, threatening the validity of these adjustments.

Omitted variable bias. In practice, OVB can be dif�cult to estimate, as computing it directly
requires knowing which variables have been omitted from the unknown full set of variables.
Moreover, a particular challenge for language models is that the “full set of variables” corresponds
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to the raw text used as input—but any method modeling text still requires that it be represented
numerically, and so the estimator loses access to the omitted variables.

Due to the dif�culties of computing OVB directly, a long history of work has set out to provide
bounds on the degree of OVB under various (generally linear) modeling assumptions [Angrist
and Pischke, 2009, Cinelli and Hazlett, 2019, Frank, 2000, Goldberger, 1991, Oster, 2019]. To
address the limitations of these strong assumptions, recent work from Chernozhukov et al. [2024]
establishes bounds on the OVB of causal parameters even when using nonparametric models.
Our work in Chapter 4 extends these bounds to a language setting where the goal is to estimate
causal effects from language. However, because most language tasks are not explicitly causal, the
question of how to extend bounds and other theoretical properties of omitted variables to language
models becomes less clear. This chapter addresses this challenge by mapping the strength of
omitted variables to bounds on the generalization performance of language models under a general
distribution shift setting.

5.3 Proposed Approach

5.3.1 A general form for doubly robust losses

We consider a distribution shift setting where the source distributionP, from which training data
is derived, may differ from the target distributionQ. Then the generalization performance of a
model f under this setting is given by its performance in the target distribution, or

L � E Q �`ˆY; X; f •�;

where X are texts, Y are labels, and ` is the model loss.

To learn a model with good generalization performance, the goal is to minimize this quantity. In a
distribution shift setting, however, labels are available only for the source distributionP and not
the target distribution Q. That is, we observe a labeled dataset from P:

DP � ˜ˆX i ; Yi • � P •; i > �n� X i > X ; Yi > R;

and an unlabeled dataset from Q.

DQ � ˜X j � Q•; j > �m� X j > X :

Identi�cation. Since L is written in terms of the unobserved labelsY � Q , it cannot be directly
computed. We will consider a setting where it is possible in principle to identifyL in terms of the
observed distributionP given access to the textX and potentially additional covariatesZ that are
external to the text and that we do not observe.

The following assumptions are standard assumptions for domain shift, if we had access to these
additional external valuesZ . (i) Covariate shift. We assume a covariate shift setting where—given
access to the full set of variables—the relationEP �`ˆY; X; f • S X; Z� � E Q �`ˆY; X; f • S X; Z�
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holds. (ii) Overlap. We assume overlap between the source and target distributions:dQ
dP ˆX; Z• �

PrQ ˆX;Z•
PrP ˆX;Z• is �nite for all pairs of X andZ . In intuitive terms, this assumption ensures that any text
with a non-zero probability of appearing in Q has also a non-zero probability of appearing in P .

If we had access to the unobserved external variablesZ , then letting�ˆX; Z• � PrQ ˆX;Z•
PrP ˆX;Z• be

the Riesz representer, a common approach for distribution shift adjustment is to compute the
importance-weighted objective:

L IPW � E P ��ˆX; Z•`ˆY; X; f •� :

The addition of an outcome modelgˆhˆX•; X; Z; f • � E�`ˆY; X; f • S X; Z•� then yields the
following doubly robust objective:

LDR � E P ��ˆX; Z•ˆ`ˆY; X; f • � gˆX; Z; f ••� � E Q �gˆX; Z; f •�:

Note that hereg is a predictor of the loss̀itself rather than the labelY. BothL IPW andLDR are
mathematically equivalent to the originalL but allow the loss to be computed over the observed
dataDP . LDR further confers robustness against misspeci�cation of the density ratioPrQ

PrP
as long

as the outcome modelg is correct, or vice versa. Derivations for these objectives are found in
Appendix D.1.1.

Estimation. In practice, any estimator of the doubly robust objective will have access only to
variables observable to language models. Notably, in the language model setting, these observable
variables correspond only tohˆX• , the language representation of the textX , wherehˆ�• � X �
Rd, and do not include either the full text or the unobserved external variables Z.

Following the terminology used in Chernozhukov et al. [2024] to refer to models learned over
partial feature sets, we �rst de�ne the “short” outcome modelgˆhˆX•; f • � E P �`ˆY; X; f • S
hˆX•� and “short” Riesz representer�ˆhˆX•• � PrQ ˆhˆX••

PrP ˆhˆX•• , which are learned given only the
text representationhˆX• . These are contrasted with the “long” outcome model and “long” Riesz
representer, which are learned over the full textX and unknown external variablesZ (and therefore
also implicitly over the representation hˆX•, which is a deterministic function of X).

Together, these yield an estimator of the short doubly robust objectiveLDRs that replaces the long
models with the short models:

ÂLDRs � ÂEP � Â�ˆhˆX••ˆ`ˆY; X; f • � ÂgˆhˆX•; f •� � ÂEQ �ÂgˆhˆX•; f •�;

whereÂg is estimated on a held-out sample fromP, andÂ� is estimated on a held-out sample of
texts from bothP andQ. ÂEP represents the sample average in the dataset drawn from the source
distribution P .

Adjustment using only the model-observable variableshˆX• accounts for only the �rst component
of distribution shift. In essence, it assumes that no information in the textX other than the
representationhˆX• is systematically different between the source and the target. It also assumes
that the unobserved external variablesZ are not systematically different. Concretely, this assumes
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that the covariate shift assumption holds when conditioning only onhˆX• , rather than the full set
of variables X and Z.

When this assumption fails and there are systemic differences between the source and target
distributions not captured solely by the representationhˆX• , OVB is introduced in the short doubly
robust objectiveLDRs , and the estimatorÂLDRs may no longer accurately re�ect generalization
performance in the target distributionQ. As a result, models learned using this objective may
insuf�ciently account for distribution shift and perform poorly when deployed outside their
training domain.

5.3.2 Worst-case generalization performance

Without access to the full covariate setˆX; Z• , unbiased estimation ofLDR is no longer possible
under standard identi�cation assumptions. Relying only on the representationhˆX• yields a
partially identi�ed generalization objective whose value depends on unobserved variables omitted
from the distribution shift adjustment set. We propose to account for this uncertainty by incor-
porating the omitted variable bias induced by the unobserved covariates [Chernozhukov et al.,
2024].

Without full knowledge of the covariates, the observed data de�ne a set of plausible target
distributions over which the model's performance may vary. To account for this uncertainty, we
adopt a distributionally robust optimization (DRO) framework [Duchi and Namkoong, 2021] to
de�ne the doubly robust objective under the worst-case distribution with respect to OVB within this
set of plausible targets. This approach yields a bound on the model's generalization performance
that provides robustness guarantees under unobserved distribution shift. We therefore expect that
models evaluated using this worst-case objective will more accurately re�ect performance in the
target distribution, and models learned using this objective will generalize more reliably to the
target distribution than those trained using the standard doubly robust objective.

OVB de�nition. Extending Chernozhukov et al. [2024], the OVB of LDRs is bounded as:

S LDRs � L DR
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

OVB

S2 B � 2C2
Y C2

D � 2� 2;

where the �delity �2 and the overlap �2 are identi�able directly from the data as

�ˆf • 2 � E P �ˆ`ˆY; X; f • � gˆhˆX•; f •• 2�;

� 2 � E P ��ˆhˆX•• 2�:

The �delity measure� 2 indicates how well the short outcome model predicts the loss, while the
overlap measure� 2 indicates how well the overlap assumption betweenP andQ is ful�lled by
the short Riesz representer.

The OVB bound furthers depend on the parametersCY , CD , and� , whereCY andCD denote
the explanatory power of the omitted variables toward the outcome model and Riesz representer,
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respectively, and � is the degree of confounding present. These are de�ned as

CY ˆf • 2 �
EP �ˆgˆX; Z; f • � gˆhˆX•; f •• 2�
EP �ˆ`ˆY; X; f • � gˆhˆX•; f •• 2�

;

C2
D �

EP ��ˆX; Z• 2� � E P ��ˆhˆX•• 2�
EP ��ˆhˆX•• 2�

;

�ˆf • � Corr 2ˆgˆX; Z; f • � gˆhˆX•; f •; �ˆX; Z• � �ˆhˆX•••:

Because the long outcome modelgˆX; Z; f • and the long Riesz representer�ˆX; Z• are not
known (except in an oracle setting), these quantities are not identi�ed directly from the data.
Instead, they serve as sensitivity parameters to characterize the level of worst-case OVB.

Worst-case objective. We establish that these OVB bounds can now be used to construct an
uncertainty set for a DRO problem. Under these bounds, the observed data admit a family of
target distributions characterized byCY , CD , and� . Lettingf > F denote a model from a �xed
hypothesis class, we de�ne:

Cmax
Y �� sup

f>F
CY ˆf •; � max �� sup

f>F
�ˆf •; C max

D �� C D :

Then we de�ne the set of possible target distributions as

Q � ™~Q � CY B Cmax
Y ; CD B Cmax

D ; � B � maxž :

As we mention previously,CY , CD , and� (and consequentlyCmax
Y , Cmax

D , and� max) cannot be
identi�ed directly from the data—but they can be benchmarked to observed data. The resulting
benchmarked values can then be used to de�ne a plausible range for these sensitivity parameters,
as we later show in our empirical experiments.

Then for a �xed modelf > F , the worst-case generalization performance1 over this set is given by

sup
~Q>Q

E ~Q �`ˆY; X; f •� � L DR � � maxCmax
Y Cmax

D ��:

Evaluating models with this performance metric directly leads to our �rst contribution: the ability
to robustly evaluate the generalization performance of language models in the target domain.

Next, by minimizing this quantity, i.e., solving

min
f>F

sup
~Q>Q

E ~Q �`ˆY; X; f •�;

we arrive at our second contribution: a model optimized in this way should generalize more
reliably to the target distribution because it explicitly accounts for the uncertainty introduced by
unobserved sources of distribution shift.

1Con�dence intervals on the OVB can also be computed following Chernozhukov et al. [2024]. These can be
used directly to de�ne a con�dence bound on worst-case generalization performance.
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Table 5.1: NLP tasks with GLM log-likelihood losses and their correspondence to language model outputs
f ˆx•.

� bˆ�• Label Mean parameter

Regression fˆx• > R 1
2 � 2 Y > R � � �

Binary classi�cation fˆx• > R (logit) logˆ1 � expˆ�•• Y > ˜0; 1• p � �ˆ�•

Multiclass classi�cation
fˆx• > R K

(logits)
logP K

j�1 expˆ� j • Y > ˜0; 1•K pj � expˆ� j •
P k>K expˆ� k •

Text generation
f ˆt• ˆx• > RK

(logits at step t) P T
t�1 logP K

j�1 expˆ� ˆt•
j • Y ˆt• > ˜0; 1•K pˆt•

j �
expˆ� ˆt•

j •

P k>K expˆ� ˆt•
k •

Finally, the sensitivity parameters themselves bring us to our third contribution. If a model's
performance on the target distribution can be computed directly—for example, if we have access
to some target labels—then it is possible to infer an empirical upper bound on� , CY , andCD

by tuning the sensitivity parameters until the worst-case generalization performance matches
the observed test performance. Comparing these sensitivity parameters among language models
provides useful insight into the strength of the omitted variables for each model: larger values
of the sensitivity parameters correspond to more explanatory power coming from the omitted
variables. This in turn signals whether or not a model has captured the concepts that distinguish
the source and target distribution, conferring a degree of interpretability on models that otherwise
might have none.

5.4 GLM Log-Likelihood Losses

Our formulation can be used to bound worst-case generalization performance for any generic
task loss. However, it requires that the modelg predict the loss itself as the conditional outcome
rather than the label. Because the loss depends on the language modelf , this means the nuisance
model must simulate or predict the predictions of the primary model, meaning that a newg must
be learned for every update step. For modern LLM tasks like text generation, this is challenging,
computationally demanding, and can introduce optimization instability during training.

In this section, we propose a highly tractable restructuring of this objective for the family of gen-
eralized linear model (GLM) log-likelihood losses. This class of losses includes tasks considered
to be core to natural language processing, such as regression, classi�cation, and text generation.
Due to their log-linear structure, these losses allow for an alternative implementation of the bound
on generalization performance where the outcome model simply predicts the label. This results in
a much easier optimization problem that is widely useful for many common tasks.

Derivations and technical results for this section are deferred to Appendix D.1.2 and D.2.

5.4.1 A worst-case objective for GLM losses

Following the generic form of a GLM negative log-likelihood, let

`ˆY; X; �; f • � �ˆY � �ˆX; f • � bˆ�ˆX; f •• � cˆY ••;
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where�ˆ�• is the natural parameter,bˆ�• is the log-partition function, andcˆY • is a constant with
respect to optimization and therefore can be ignored. Then we have the losses:

L � E Q �bˆ�ˆX; f •• � Y � �ˆX; f •�;

L IPW � E Q �bˆ�ˆX; f ••� � E P �
PrQˆX; Z•
PrP ˆX; Z•

�ˆX; f •Y 	 :

This yields an alternative decomposition of the doubly robust objective in which the portion of the
loss that is dependent onf is contained in the Riesz representer� rather than the outcome model
g:

�ˆX; Z; f • �
PrQˆX; Z•
PrP ˆX; Z•

�ˆX; f •:

The GLM log-likelihood loss allows us to de�ne the conditional outcome as simply the labelY,
and we can relax our covariate shift assumption compared to the requirement for the general form
in Section 5.3.1. Here, we assume simply thatEP �Y S X; Z� � E Q �Y S X; Z�. Lettingg now be a
predictor of the label Y rather than the loss, i.e., gˆX; Z• � E�Y S X; Z�, we have

LDR � E Q �bˆ�ˆX; f •• � �ˆX; f •gˆX; Z•� � E P ��ˆX; Z; f •ˆY � gˆX; Z••� ;

and as before, the worst-case generalization performance of modelf over the plausible target
distribution set Q is

sup
~Q>Q

E ~Q �`ˆY; X; f •� � L DR � � maxCmax
Y Cmax

D ��:

Task-speci�c parameters. From this general form, the loss functions and worst-case task
objectives for regression, classi�cation, and text generation are easily obtained by using the
correct natural parameter� and log-partition functionbfor each task (we identify these in Table
5.1), then substituting into the GLM worst-case objective.

5.4.2 From long to short

Under the alternative decomposition of the doubly robust objective, the short outcome model and
Riesz representer are now given bygˆhˆX•• � E P �Y S hˆX•� and�ˆhˆX•; f • � PrQ ˆhˆX••

PrP ˆhˆX•• �ˆhˆX•; f • ,
respectively. From these, the �delity �2 and overlap �2 follow:

� 2 � E P �ˆY � gˆhˆX••• 2�; � 2 � E P ��ˆhˆX•; f •�;

and all other parameters associated with the worst-case objective are de�ned as before.
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5.5 Experiments

In our experiments, we study three use cases of the worst-case generalization bound aligned
with our contributions. First, we use the bound for evaluation and show that ignoring unobserved
variables leads to overly optimistic estimates of target performance. Second, we demonstrate
how the bound can quantify the strength of omitted variables even for a black-box commercial
LLM on a complex reasoning task. Finally, across multiple datasets and tasks, we show that
optimizing models for worst-case generalization improves out-of-distribution performance relative
to standard doubly robust methods that assume no missing information.

5.5.1 Datasets

Math Reasoning (text generation, real-world setting). Our Math Reasoning dataset pairs the
original MATH dataset [Hendrycks et al., 2021] and a recent variation, MATH-Perturb [Huang
et al., 2025], both consisting of problems from high school math competitions. MATH-Perturb
perturbs existing problems in the MATH dataset, with two versions—MATH-P-Hard and MATH-P-
Simple—that do and do not change the underlying logic of the original question, respectively. We
treat MATH as the source distribution and each variant of MATH-Perturb as a target distribution.
This dataset is particularly appropriate for evaluating OVB in LLMs, since MATH-Perturb was
developed in direct response to concerns that LLMs' good benchmark performance on MATH
is due to memorization of the dataset in training, and its authors show that LLMs perform
signi�cantly worse on MATH-Perturb than on MATH.

Amazon (regression, semi-synthetic setting). See Section 3.4.2 for details of this dataset. To
ensure control of the omitted variables, we encode as before the reviews with the LIWC lexicon
[Pennebaker et al., 2015] and generate a new continuous semi-synthetic labelY using the 10
LIWC features most predictive of the helpful vote count. From this, variables can be intentionally
omitted by restricting a model's access to only a subset of these 10 features at training time.

EmoBank (regression, real-world setting). See Section 3.4.2 for details of this dataset. We
emphasize that here, writer-intended valence differs from the label, which is the annotator's
perceived valence, but is correlated with it. This creates a natural data setting where an obvious
variable likely to induce differences between the source and target distributions—the writer's
intent—is not fully observable.

Hate Speech (classi�cation, real-world setting). See Section 3.4.2 for details of this dataset.
This dataset again allows us to evaluate a natural setting where OVB may arise, as some variables
explaining differences between Reddit and Gab comments may not be observable (e.g., factors
that impact both a user's choice of site to use and the type of content the user tends to post).
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Wild-Time (classi�cation, real-world setting). A highly relevant form of distribution shift—
particularly for modern LLMs that are trained and evaluated on constantly evolving data—is
temporal drift, or distribution shift over time. The Huffpost dataset from the Wild-Time temporal
drift benchmark [Yao et al., 2022] contains headlines of news articles published in the Huf�ngton
Post between the years 2012 and 2018, where each article is tagged with a news categoryY. In our
experiments, we consider headlines in the Black Voices and Business categories (by default the
�rst two categories in the dataset). We use headlines from the year 2012 as the source distribution
and iterate over data splits from the years 2013-2018 as the target distributions.

5.5.2 Language model evaluation and measuring omitted variables

In our �rst two sets of experiments, we use the worst-case generalization bound to evaluate model
performance and measure the strength of omitted variables on the complex Math Reasoning
dataset. We consider a setting where we have access to labels in the target distribution.

We take pre-trained GPT-4.1 [OpenAI et al., 2024a] as our language modelf , with an expectation
based on Huang et al. [2025] that it has already seen the source distribution MATH in its training
data but not the target distribution MATH-Perturb. To �t the nuisance parametersÂg andÂ� , we use
simple models based on the LIWC and Empath [Fast et al., 2016a] lexicons; earlier-generation
transformers BERT [Devlin et al., 2019a], RoBERTa [Liu et al., 2019b], and MiniLM [Wang
et al., 2020a]; and GPT-4.1 itself.

For each model-speci�c generalization bound, we estimate the corresponding upper bound on
the OVB sensitivity parameters,�C Y CD , by tuning them until the bound intersects the true test
performance. We also compute�C Y CD at the intersection between the con�dence interval of
worst-case generalization performance and the true test performance. Together, these intersections
de�ne a reasonable range for the sensitivity parameters, which characterize the strength of the
omitted variables. Comparing these values across models therefore indicates the degree to which
each model is susceptible to OVB from unobservable distribution shifts.

5.5.3 Language model optimization

Semi-synthetic setting. We recall that in the semi-synthetic Amazon setting, we generate the
labelY from 10 known LIWC features and omit variables by providing incomplete subsets of
those 10 features to models at train time. Because both the “long” and “short” feature sets are
known, all values required to compute the worst-case generalization bound—including the true
sensitivity parameters—can be identi�ed directly from the data. For 100 iterations, we omit a
random number of random features and train a modelf using the worst-case generalization bound,
then compute the test performance of the model on the target distribution.

Real-world settings. In our real-world dataset evaluations, we use a variety of language rep-
resentations that re�ect the complexity of each setting and task. For the EmoBank dataset, texts
are encoded using LIWC, and for the Hate Speech dataset, comments are encoded using the
SenteCon lexicon, which provides more contextual information in its representations compared
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to LIWC. Finally, for the Wild-Time dataset, headlines are represented as MPNet embeddings,
which contain denser information than the lexicon-based representations used for the other two
datasets.

In these settings, the true sensitivity parameters are not known and must therefore be chosen by
the user. We optimize models for the worst-case generalization bound while iterating over a set of
plausible parameter values, where larger values correspond to a more pessimistic bound. Building
on precedents from the sensitivity analysis literature [Cinelli and Hazlett, 2019, Oster, 2019],
we benchmark these values in the EmoBank and Hate Speech datasets by computing estimates
for the sensitivity parameters using a proxy “long” model trained on comments encoded using
higher-dimensional representations from the transformer MPNet [Song et al., 2020a]. When such
higher-dimensional representations are unavailable (e.g., for LLMs), analogous benchmarks can
be obtained by treating the existing representation as the long model and intentionally omitting
features to construct a proxy “short” model, from which sensitivity parameters can be estimated.
We use this latter approach for the Wild-Time dataset. In additional experiments on the Amazon
dataset, we demonstrate that benchmarking sensitivity parameters with proxy models is effective
for identifying plausible values (Appendix 5.6.4).

Implementation. We compare our approach to two baselines: a model optimized using the dou-
bly robust objectiveÂLDR (DR), and a model optimized without any distribution shift adjustment
(unadjusted). We train our nuisance parametersÂg andÂ� on held-out samples consisting of 30%
of the training data. Due to the low-dimensional feature set, we use small MLPs with a single
hidden layer of size 100 for both nuisance models, which we implement inscikit-learn
using default hyperparameters. We use a linear model for the main modelf and optimize with
scipy.

5.6 Results and Discussion

5.6.1 Language model evaluation

In Figures 5.1a and 5.1b, we plot both the true performance in the target domain and the estimated
performance using a standard doubly robust objective, which adjusts only for observed distribution
shift. We see that for both MATH-P-Simple and MATH-P-Hard, the doubly robust objective does
not recover true performance—though the gap is smaller for the former. This is consistent with
expectations, as the problems in MATH-P-Hard contain logic that differs systematically from
that of MATH, while MATH-P-Simple varies only on surface-level attributes like the numbers
provided in the problem. Importantly, in both cases the doubly robust objective is optimistic
relative to the true test performance.

Looking to our generalization bound, however, we see that as we increase the assumed strength
of the omitted variables, the worst-case performance intersects with the true test performance—
indicating that if plausible values are chosen for the sensitivity parameters (e.g., by benchmarking
as we previously describe), then accounting for unobserved variables via our bound will provide a
more accurate picture of performance in the target distribution.
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(a) MATH-P-Simple (b) MATH-P-Hard

Figure 5.1: Evaluations of true and distribution shift-adjusted performance on MATH-Perturb.

Figure 5.2: Strength of omitted variables under distribution shift in the Math Reasoning dataset.

5.6.2 Strength of omitted variables

Building on this setting, we show that our generalization bound can quantify the strength of
omitted variables across language models. This evaluation considers two axes: (i) the true degree
of difference between source and target distributions, which sets a ceiling on omitted variable
strength, and (ii) the extent to which a model captures those differences, or conversely the strength
of the variables it omits.

Across all models, we �nd that the strength of omitted variables is much larger between MATH and
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Figure 5.3: OVB metrics under distribution shift in the Math Reasoning dataset.

MATH-P-Hard than between MATH and MATH-P-Simple (Figure 5.2). Again, this is consistent
with expectations, since the differences between MATH and MATH-P-Simple are primarily
stylistic, while MATH and MATH-P-Hard differ in their fundamental logic. Language models are
likely less capable of capturing this higher-order logic.

Moreover, in MATH-P-Simple, all models exhibit similar sensitivity parameter ranges. Because
the differences between MATH and MATH-P-Simple are largely surface-level, even simpler
language models seem to be able to capture them from the text, and any remaining omitted-
variable effects may instead arise from external factors that do not vary across models. In contrast,
when MATH-P-Hard is the target distribution, the models exhibit greater differences in their
sensitivity parameter ranges. Unsurprisingly, GPT-4.1—the strongest model—seems least affected
by omitted variables, with both the tightest range of sensitivity parameters and the lowest upper
bound. This appears largely due to GPT-4.1's ability to recognize a signi�cant distributional
difference between MATH and MATH-P-Hard, which is demonstrated by its much largerÂ� 2
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Figure 5.4: Amazon dataset. On the left, we plot the test performance difference (higher is better) between
our approach and a model trained with a standard DR objective against the true strength of omitted variables.
On the right, we plot the test performance of our approach and both baselines.

(Figure 5.3). The remaining models haveÂ� 2 close to 1,2 which indicates that they �nd almost
perfect overlap between MATH and MATH-P-Hard—thereby suggesting that they fail to capture
important known differences between the two distributions.

These measures provide a direct way to assess whether a model has learned a speci�c concept—
such as the logic distinguishing MATH from MATH-P-Hard—without targeted probing tasks or
relying on performance metrics, which only indirectly re�ect concept knowledge and may be
confounded by other model capabilities. In this way, OVB-based comparisons offer interpretable
insight into black-box models that would otherwise be opaque.

5.6.3 Language model optimization

Amazon. Over 100 iterations, we compare the test performance of a model optimized with the
worst-case generalization bound against the doubly robust and unadjusted baselines (Figure 5.4).
We recall that in this semi-synthetic setting, we have access to the true sensitivity parameters.

We observe that as the product of the true sensitivity parameters increases—i.e., as the true strength
of omitted variables increases—our approach increasingly outperforms the vanilla DR approach
with respect to true test performance. This result demonstrates that if sensitivity parameters are
appropriately set, (i) our approach is indeed useful for reducing the impact of omitted variables
on language model performance, and (ii) the extent to which our approach confers performance
advantages over the DR objective increases with the strength of omitted variables.

2Empath in fact has a large negativeÂ� 2, which is a useful empirical indicator of a potential overlap violation. This
violation is re�ected in the large amount of OVB. Such empirical detections of limited overlap serve as an essential
warning signal of generalization limits.
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(a) EmoBank (MSE) (b) Hate Speech (BCE)

Figure 5.5: Test performance difference (higher is better) between our approach and a model trained with a
standard DR objective against assumed strength of omitted variables.

(a) EmoBank (b) Hate Speech

Figure 5.6: Test performances of our approach, the DR baseline, and the unadjusted baseline plotted
against assumed strength of omitted variables.

EmoBank and Hate Speech. In real-world settings where the true sensitivity parameters are
unknown, we iterate over 11 plausible values of their product—calibrated using the benchmarked
value shown in dotted red—to examine how true test performance varies as the optimization
objective becomes more conservative (Figures 5.5a and 5.5b). When this product is 0, our method
reduces to the DR baseline.

Across both datasets, increasing the sensitivity parameters initially improves true test performance
relative to vanilla DR, before performance eventually declines. The gain peaks around�C Y CD �
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Figure 5.7: Wild-Time dataset. Proportion of labels in data splits corresponding to each year (Business �
1; Black Voices � 0).

0:8 for EmoBank and around�C Y CD � 0:06 for Hate Speech. These results demonstrate the
effectiveness of our approach on real datasets where we have no knowledge of the omitted
variables—but also highlight that while accounting for unobserved variables is bene�cial for
model performance under distribution shift, optimizing for an overly pessimistic worst-case
generalization bound can be detrimental to model performance.

From these results, we can infer that a relatively large component of distribution shift remains
unobserved for EmoBank (that is, the omitted variables are strong), while Hate Speech is much
less impacted by unobserved distribution shift. It is possible that most of the distribution shift
between Reddit and Gab is already captured in the text representations and therefore observable
to language models—or the two distributions may not differ signi�cantly in the �rst place, which
seems plausible since the Reddit portion of the dataset is speci�cally restricted to subreddits where
the user base is expected to be similar to the Gab user base. The distributions of EmoBank, on the
other hand, differ over a concrete variable—writer intent—that we know is not directly observable
from the data.

Wild-Time. In the temporal shift setting, we evaluate distribution shift over multiple years,
�xing the 2012 data as the source distribution. For the target distribution corresponding to
each year, we benchmark sensitivity parameter values using proxy “short” models learned over
representations from the Empath lexicon. We directly set the sensitivity parameters in our worst-
case generalization objective to these benchmarked values and evaluate true test performance in
the target domain (Figure 5.8).

First, we note that the overall label proportion generally changes linearly with time, with a
decreasing proportion of Business relative to Black Voices (Figure 5.7). This is consistent with
overall societal trends and suggests a general trend of increasing temporal drift over time.

This increasing drift over time is re�ected in the optimization results in Figure 5.8. Here, the
error of the unadjusted baseline shows a general upward trend, suggesting that due to increasing
temporal distribution shift, a model trained on 2012 data is increasingly unable to perform on data
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Figure 5.8: Wild-Time dataset over target distribution year. On top, we plot the test performance difference
(higher is better) between our approach and a model trained with a standard DR objective. On the bottom,
we plot the test performance of our approach and both baselines.

farther in the future. Notably, the error of the standard DR baseline also shows a (slower) upward
trend, indicating that there is also an increase in unobservable drift that the standard approach is
unable to account for. In contrast, our worst-case objective continues to mitigate these increasing
shifts over time, maintaining an advantage over the DR baseline.3

5.6.4 Validating benchmarked sensitivity parameters

We conduct an additional experiment with the Amazon semi-synthetic dataset to provide evidence
for the effectiveness of benchmarked sensitivity parameters. This experiment follows an identical
setup to the Amazon experiment described in Section 5.5.3, with the sole difference being that
instead of the true sensitivity parameters, we use benchmarked sensitivity parameters that we
estimate by computingCY ; CD ; � between the short feature set and a shorter feature set where
we further randomly drop half of the features from the short feature set. As shown in Figure 5.9,
across 100 iterations, optimizing with our bound and these heuristically benchmarked sensitivity

3The performance advantage of our approach is not strictly linear, and for the 2014 data our method anomalously
underperforms the DR baseline. This may be due to the sensitivity parameter values used for the worst-case objective.
Benchmarked sensitivity parameter values do not always correspond to optimal performance, and there can exist
certain distributions where the proxy heuristic yields overly pessimistic parameters that are even detrimental to
performance.
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Figure 5.9: Amazon dataset with benchmarked sensitivity parameters. On the left, we plot the test
performance difference (higher is better) between our approach and a model trained with a standard DR
objective against the benchmarked sensitivity parameters. On the right, we plot the test performance of our
approach and both baselines.

parameters offers equal or (typically) better performance compared to the standard DR loss.

5.7 Conclusion

In this chapter, we describe a novel unobservable component of distribution shift in language
models that can give rise to omitted variable bias, compromising model evaluation and opti-
mization. To address this challenge, we present a framework that maps the strength of omitted
variables to a bound on the worst-case generalization performance of a language model under
distribution shift. We demonstrate three primary contributions that follow from this bound: the
ability to (i) more robustly measure models' out-of-distribution performance, (ii) improve true
generalization performance relative to standard distribution shift adjustment methods, and (iii)
measure the strength of omitted variables when target labels are available.

These contributions point to an interesting line of future work. Although this chapter focuses on a
distribution shift setting, this approach can be generalized to any language task where the model
objective takes or can take a doubly robust form, with the only difference being in how we de�ne
the Riesz representer� . Therefore, our approach can be used not only to uncover the presence of
OVB in other modeling contexts or tasks but can also provide a clear path for mitigating its effects
in language models, including LLMs. While directly optimizing an LLM with our proposed
objective is computationally intensive, as model weight updates cause the representationshˆX• to
change at every step, this framework extends naturally to more lightweight approaches like training
robust adaptation layers over frozen embeddings. Moreover, common preference optimization
methods like PPO-based RLHF and DPO bene�t from the more computationally tractable GLM
formulation, as the Bradley-Terry preference models on which they rely are GLMs. More broadly,
our work suggests a unifying perspective on robustness to omitted variables across a range of
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language model objectives through their shared doubly robust structure.
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Chapter 6

Simulating Valid Counterfactuals for
Synthetic Experiments

This chapter is adapted from Lin et al. [2026b].

6.1 Introduction

Large language models (LLMs) are emerging as powerful tools for simulating human behavior.
Traditionally, a multitude of scienti�c applications rely on human feedback. Large-scale surveys
underpin many social science and public policy studies, and modern machine learning systems
are trained and evaluated on human response data. Because collecting such feedback at scale is
a major bottleneck, a popular alternative is to use LLMs to simulate users [Argyle et al., 2023,
Manning et al., 2024], often by prompting them to embody a persona [Fröhling et al., 2025, Gu
et al., 2025]. These users can then be used in lieu of human respondents to conduct synthetic
experiments that explore how different populations might respond to new policies, products, or
conversational interactions—for instance, evaluating whether an intervention such as an update to
an AI agent yields more favorable user outcomes [Kaiser et al., 2025, Li et al., 2025].

In this setting, synthetic users1 are instantiated by sampling personas from a target user distri-
bution. Each synthetic user is then assigned to interact with each version of an AI agent and
provide feedback. Ideally, the synthetic users' responses and derived test statistics serve as valid
counterfactuals, re�ecting how real users would respond in the same experiment and enabling
iterative improvement of the agent [Bai et al., 2022b, Castricato et al., 2025, Lee et al., 2024, Yun
et al., 2025].

In this chapter, we argue that this vision is overly optimistic due to user drift in LLM simulations.
While synthetic experiments are designed to mimic randomized controlled trials, LLMs are trained
to operate via abductive reasoning: given underspeci�ed prompts, they infer as much unspeci�ed
context as they are able [Lee et al., 2026, Wright et al., 2024]. Consider a synthetic experiment

1We use “synthetic user” to mean an LLM initialized to simulate a user with a short persona prompt (e.g., you are
a 30-year-old man). This de�nes a distribution over users, not a single user, and we operate at this level in our formal
treatment.
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Figure 6.1: In LLM-simulated experiments, two synthetic users who are instantiated with identical personas
can drift to become distinct users in response to different intervention conditions.

evaluating two health coaching agents, where the user is initialized as a 30-year-old man (Figure
6.1). Agent 1 is prompted to discuss the user's exercise habits and physical condition in a more
technical manner, while Agent 2 discusses physical activity in more general terms. To generate a
coherent conversation, the LLM interacting with Agent 1 might implicitly adopt the latent traits of
a serious athlete, while the LLM interacting with Agent 2 might simulate a less active individual.

As a result, two synthetic users who are instantiated with the same persona at the beginning of an
experiment can effectively become distinct users by the time their outcomes are measured. Because
this drift can occur over persona attributes that (1) would remain �xed in human subjects and (2)
are relevant to the primary outcomes of the experiment, it can obfuscate the actual intervention
effect and give rise to misleading results. If the synthetic user reports higher satisfaction with
Agent 2, it is unclear whether Agent 2 is actually more helpful or if the simulated user has simply
drifted into a population that is easier to please.

To diagnose and mitigate this issue, our work makes three contributions:

1. We formalize the bias induced by user drift through the lens of confounding in causal
inference. We argue that because LLMs are trained largely on observational data, synthetic
user experiments are more similar to observational studies than randomized experiments.
As a result, differences in conditional user populations given the intervention—a form of
selection bias—can confound the estimated treatment effect.

2. We introduce an empirical diagnostic for LLM user drift using negative control outcomes
[Lipsitch et al., 2010]: variables pertaining to the user that should remain invariant under
intervention, such as the user's race. Differences in negative control outcome distributions
across intervention conditions indicate that the latent attributes of the simulated user—which
are causally and temporally upstream of the intervention and would remain �xed in a real
experiment—do change in response to the intervention. We provide evidence of confounding
in simulated users across multiple major families of open-source and proprietary LLMs.

3. We show that user drift and selection bias can be mitigated in simulated users via con-
founder adjustment during user persona speci�cation. We present evidence that selection
of confounders that are explicitly relevant to the treatment and outcome of the synthetic
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experiment helps to reduce selection bias, while adjustment over attributes that are less
directly relevant yields inconsistent bene�ts and can sometimes inadvertently exacerbate
selection bias.

Our �ndings suggest that evaluations with synthetic users need to be treated with care. This work
highlights how the generative interface of LLMs can be misleading: while an evaluation may be
designed to mimic a randomized controlled trial, the LLM-simulated users employed in the trial
can introduce confounding bias.

6.2 Related work

LLM user simulation. LLMs are increasingly used to simulate user behavior, and persona
prompting has become a particularly popular strategy for generating diverse user perspectives.
Simulation approaches include both using short persona prompts containing demographic at-
tributes [Fröhling et al., 2025, Hu and Collier, 2024, Kaiser et al., 2025, Park et al., 2023] and
longer, life-story-based persona prompting [Moon et al., 2024, Park et al., 2026], which provides
bene�ts such as “deep binding” [Kang et al., 2025] and more accurate modeling of population
variance. Because conversational interfaces are the standard for synthetic user interactions, the
majority of the simulation literature evaluates instruction-tuned LLMs. Prior works analyzing
these speci�c simulators have identi�ed distinct challenges, such as mode collapse, sycophancy,
and persona instabilities [Anthis et al., 2025, Li et al., 2025, Tosato et al., 2026]. Some evidence
suggests these challenges are less pronounced in simulations with base pre-trained models [Lyman
et al., 2025], though they remain subject to artifacts such as prompt sensitivity [Sclar et al., 2024].

Much of the work on evaluating LLM-simulated users has centered on their external validity:
how closely the generated ratings or opinion patterns of simulated users match those of their real
human counterparts. Recent works develop benchmarks for external validity [Dou et al., 2025],
identify failures [Aher et al., 2023, Gao et al., 2025, Li et al., 2025, Neumann et al., 2026], and
propose strategies to better align synthetic users with human ones [Dong et al., 2024, Guerdan
et al., 2026, Kang et al., 2025, Moon et al., 2026]. Our work is complementary to this line of
research: it focuses on the internal validity of the synthetic user study under intervention. This
is a distinct question that speci�cally examines whether the difference between experimental
conditions can be interpreted causally, rather than whether the results of the experiment can be
generalized.

Confounding in LLMs. The most similar prior work on this topic is from Gui and Toubia
[2023], who noted that GPT-4o-mini [OpenAI et al., 2024b] exhibits empirical behaviors consistent
with confounding in simulated blinded microeconomic experiments. Our work builds on this
empirical study by introducing a formalism for confounding in LLM user simulations. We further
propose distinct, uni�ed approaches to diagnose and adjust for confounding bias in a more general
experimental setting.
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6.3 Problem statement

In real and synthetic experiments, the goal is to estimate the causal effect of an intervention on a
user's response. With human subjects, the gold standard for establishing causality is a randomized
trial, because the randomized treatment assignment ensures that background factors that might
inform user responses are balanced across groups that receive different interventions. This isolates
the effect of the intervention on the outcome. Synthetic experiments seek to replicate this property
with synthetic users: identically initialized LLMs are exposed to different interventions, with the
expectation that this yields a controlled comparison. In this section, we argue that what LLMs
actually generate in a synthetic experiment more closely resembles data from an observational
study.

Notation and task. LetA > ˜0; 1• denote a treatment or intervention on a user, and letY denote
the primary outcome (the user's response). Let the full underlying user persona be represented
by a set of attributesX . Let L be the subset of those attributes inX that are observed, and let
X � L be the remaining latent attributes not included inL. The task is then to estimate how
intervening onA changes the distribution ofY in a real user population. In an agent evaluation
setting, for instance,A might be a dialogue with Agent 1 (A � 0 ) or Agent 2 (A � 1 ), andY
might be a user-reported measure of conversation satisfaction or quality. Variables are illustrated
in Figure 6.2a.

Ideal randomized setting. We can now express a core distinction between real and synthetic
experiments. Following the potential outcomes framework [Rubin, 1974b], letY ˆa• denote the
potential (or counterfactual) outcome that would be observed under interventionA � a . We aim to
estimate the average treatment effect (ATE)

� ATE � E�Y ˆ1• � Y ˆ0•� � E�E�Y ˆ1• � Y ˆ0• S L��: (6.1)

We also make two standard causal assumptions: (1) Consistency:Y � AY ˆ1• � ˆ1 � A•Y ˆ0•
and (2) Latent unconfoundedness: GivenX , A Ù Y ˆ0•; Y ˆ1•. Under these assumptions, we can
represent

E�Y ˆa• S L� � S
X

E�Y S A � a; X S L�
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
outcome-generating process

PˆX S L•
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

�xed population

dX:

This is the average outcome across the �xed marginal population of personasX for bothY ˆ1•
andY ˆ0•, which is the quantity measured in real randomized trials.� ATE is then identi�ed from
the data, as E�Y ˆa• S L� � E�Y S A � a; L�.

Synthetic setting. In a synthetic experiment, instead of testing a real population of users, we
prompt an LLM to embody many different personas by specifying user attributesL. For each
persona, we simulate interactions under multiple conditions ofA (e.g., Agent 1 vs. Agent 2) and
outcomesY. Super�cially, this resembles a controlled comparison in which different interventions
are presented to an identical user. This setup is enabled by how the LLM models its generative
distribution. While the real-world data-generating process follows the causal orderingX; L; A; Y ,
the LLM factorizes the joint distribution in the sequence of its prompt context:L; A; X; Y . As
a generative procedure, this ordering is convenient: it lets us condition on observed values ofL
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X � L

A Y

L

(a) Real-world DGP.

X � L

Z

A Y

L

(b) Detect confounding with negative
control outcomes Z.

X � ˆL 8 L œ•

Z

A Y

L; L œ

(c) Elicit additional attributesL œto
adjust for confounding.

Figure 6.2: DAGs for (a) the real-world observational data-generating process, (b) detecting selection
bias via negative controlsZ , and (c) reducing selection bias by iteratively eliciting additional attributesL œ

from X � L . Red dashed arrows indicate open backdoor paths that drive the mechanism of user drift and
selection bias in simulated user populations.

and assign both interventionsA to every persona, yielding a minimum-variance estimate of the
apparent treatment effect.

However, LLMs are trained on observational data in which a user's true personaX can in�uence
both their likelihood of experiencing a treatmentA (e.g., self-selection into interacting with Agent
1 vs. 2) and their eventual responseY. Consequently, when we introduce the treatmentA � a
to the LLM's context, which has also previously been instantiated withL, the model generates
its response—and thus the outcome—from an observed conditional distribution rather than an
interventional one:

E�Y S A � a; L� � S
X

E�Y S A � a; X; L�
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
outcome-generating process

PˆX S A � a; L•
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

treatment-conditional population

dX: (6.2)

This yields the observed effect:

� obs � E�Y S A � 1� � E�Y S A � 0� � E�E�Y S A � 1; L� � E�Y S A � 0; L��

What eq (6.2) suggests is that the distribution of user attributesX —and in particular the distribu-
tion of unobserved user attributesX �L , asL is speci�ed—can differ based on the value ofA. This
means that in a synthetic experiment, rather than comparing identical users' responses to different
treatments, the initial identical users may drift to become distinct individuals with differing latent
user attributes. While this occurs because the model generates responses by inferring a coherent
persona from the entire context, this mechanism operates against the arrow of time, as a later
intervention can in�uence what is meant to be the user's initial state.

Formally, if there is no confounding, as in a randomized experiment, thenPˆX S A � 1; L• �
P ˆX S A � 0; L• , and� obs � � ATE. If P ˆX S A � 1; L• x P ˆX S A � 0; L• —that is, if the
distribution of latent user attributes differs overA—thenPˆY S A � 1; L• andPˆY S A � 0; L•
effectively compare outcomes generated under different user populations, creating an internal
validity problem that biases the observed effect. We show an explicit decomposition for this bias
in Appendix E.1.

Figure 6.2a depicts this issue as an open backdoor path fromA to Y through latent user attributes.
In the observational data that LLMs learn from, the unspeci�ed attributesX � L in�uence both
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treatment exposure and outcomes, yielding the confounding pathA � ˆX � L• � Y . In an ideal
randomized experiment, random assignment (within strata ofL) blocks these backdoor paths by
enforcingA Ù ˆX � L• S L . In contrast, in LLM-simulated users instantiated with attributesL,
interactions with different interventionsA can themselves shift which unspeci�ed latent attributes
are inferred. Backdoor confounding in the training data-generating process induces shifts inX �L
at simulation time, creating a post-treatment path from A to Y .

Our goal is therefore to detect these backdoor-induced biases by using negative control outcomes
Z (Figure 6.2b) and to reduce them by eliciting additional attributesLœfrom X � L (Figure 6.2c).
This ensures that comparisons across A are made over more similar latent user populations.

6.4 Detecting and adjusting for selection bias

Having argued that synthetic experiments are inherently prone to selection bias, we provide in this
section an empirical strategy to both diagnose and mitigate this bias in practice. The broad idea is
to treat the synthetic experiment as an observational study, but one where we have the opportunity
to query additional variables for diagnosis and adjustment at analysis time.

6.4.1 Detecting confounding with negative control outcomes

Because the underlying personaX of a synthetic user is not observed in full, user drift and
selection bias cannot be directly computed. Instead, we develop a diagnostic for confounding
using targeted negative control outcomesZ [Lipsitch et al., 2010], which serve as observed
proxies for the unmeasuredX � L . In our usage, negative control outcomes should depend on
the same unspeci�ed latent user attributesX � L whose drift induces confounding bias in the
primary outcome, but should not be causally affected by the intervention conditionA (Figure
6.2b). Then as withP ˆX S A � a; L• , in the absence of confounding the negative control
outcome distributionPˆZ S A � a; L• should remain invariant toA, i.e., it should hold that
P ˆZ S A � 1; L• � P ˆZ S A � 0; L•.

At a high level, a good negative control outcome satis�es the following two properties:

1. No causal effect ofA onZ : In an actual randomized experiment,Z should not change under
interventions on A (given L).

2. Sensitivity to latent user attributes:Z should depend on (or be informative about) the
unspeci�ed latent user attributes X � L that may differ across intervention conditions.

Concretely, we consider outputs to prompts that target stable user traits not speci�ed byL (e.g.,
demographics, self-reported beliefs) as negative control outcomes. Since these attributes should
theoretically be invariant to the interventionA in a real-world experiment (as they would be
causally upstream), we can measure empirical shifts inZ in a synthetic experiment to capture
the user drift over intervention conditions induced by the LLM. We quantify this using the total
variation distance (TVD) between the negative control outcome distributions for each persona
speci�cation L:

TVD � 0:5 Q
Z

TPˆZ S A � 1; L• � P ˆZ S A � 0; L• T
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Algorithm 2 Iterative detection and confounder adjustment heuristic

Require: Treatment A > ˜0; 1•; personas ˜Li • n
i�1 ; trials per persona T ; TVD threshold � A 0

Elicited confounders ˜Lœi •
n
i�1 and primary/negative control outcomes

1: Initialize augmented persona~L i � L i and Lœ
i � g for each i > ˜1 : : : n•

2: repeat
3: for each persona i > ˜1 : : : n•, condition a > ˜0; 1•, and trial t > ˜1 : : : T • do
4: Simulate interaction under A�a with~L i ; record Yi;t;a and Zi;t;a

5: end for
6: Compute TVDi � 1

2 P Z TPˆZ S A � 1; ~L i • � P ˆZ S A � 0; ~L i •Tfor each i
7: if 1

n P n
i�1 TVD i A � then

8: for each persona i > ˜1 : : : n•, condition a > ˜0; 1•, and trial t > ˜1 : : : T • do
9: Elicit additional attributes Lœi;t;a � P ˆL œS A � a;~L i •

10: end for
11: for each persona i > ˜1 : : : n• do
12: Sample one elicited attribute set Lœ

i � Unif ‰̃L œ
i;t;a � t > �T �; a > ˜0; 1•• Ž

13: Update augmented persona~L i � ˆ ~L i 8 L œ
i •

14: end for
15: end if
16: until 1

n P n
i�1 TVD i B � (or a max-iterations budget is reached)

The magnitude of the TVD can be interpreted as evidence of how strongly the intervention
conditions correspond to different latent user populations, providing an indication of the extent to
which the observed effect is vulnerable to confounding bias. We note that because empirical TVD
is positively biased in �nite samples, it will naturally be bounded away from zero due to sampling
variance alone.

The usefulness of TVD as a metric to quantify confounding is of course sensitive to one's choice
of negative control outcomes. TVD scales with the amount of confounding only if the negative
control outcome is chosen to be suf�ciently sensitive toX � L and suf�ciently insensitive toA.
Furthermore, if we choose negative control outcomes that are only weakly related toX � L , then
we may appear to have less selection bias than we really do. In later sections, we discuss and
provide evidence of this.

6.4.2 Adjusting for confounding

The negative control diagnostic can detect confounding in synthetic experiments, but it does not
by itself specify how to reduce the resulting bias. Here, we propose a practical adjustment strategy:
elicit additional attributesLœthat proxy the unspeci�ed latent attributesX � L , then instantiate a
new simulated user for whom both the initial observed attributesL and the elicited attributesLœ

are speci�ed (Figure 6.2c).

Eliciting confounders. We draw new confounders for each persona from the treatment-marginal
distribution of confounders, which is a mixture of the treatment-conditional confounder distribu-
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tions:

Lœ� 0:5 � P ˆL œS A � 1; L• � 0:5 � P ˆL œS A � 0; L•

Note that this treatment-uniform mixture distribution is distinct from the observational distribution
marginalized over treatment,P ˆL œS L• � P a>˜0;1• PˆA � a S L•P ˆL œS A � a; L•. We draw from
the treatment-uniform mixture to ensure that the additional confounders re�ect the distribution
that would be induced by running a real randomized experiment, where treatment conditions are
assigned with equal probability. The objective is to �x the elicited attributesLœacross intervention
conditions without narrowing the overall user distribution.

In practice, we simulateT trials for each user. In each trial, we prompt the user directly for
a confounder value following intervention in each arm of the trial (e.g., by asking a targeted
question). Across all trials for that user, we randomly select one of these realizations to add to the
user persona for the next iteration, resulting in a single arm-independentLœacross all trials for a
speci�c user.

Causal caveats. Perfect causal adjustment aims to block backdoor paths by conditioning on
variables that render treatment assignment independent of latent determinants of the outcome.
Sampling and adjusting forLœin the manner we propose does not guarantee this, in part because
prompting an LLM with descriptions of attributes approximates but is not equivalent to statistically
conditioning on them. Rather, we aim for bias reduction: we choose new confoundersLœsuch
that the remaining unobserved persona attributesX � ˆL 8 L œ• that in�uence outcomes are less
imbalanced across treatment arms. As with any observational study, we cannot guarantee success,
but we can build falsifying evidence with well-chosen negative controls Z.

We draw attention to an important caveat: because we are unlikely to be able to fully specify
X � L via Lœ(i.e., there is always some unmeasured confounding), thenLœcan reduce bias but is
not guaranteed to eliminate it, especially if substantial latent variation remains inX � ˆL 8 L œ• or
if the elicitation procedure induces additional dependencies. This means that confounding bias
also does not necessarily decrease monotonically in the size of L 8 Lœ.

Iterative adjustment. In practice, rather than eliciting all possible confounders and providing
them all at once in a detailed persona speci�cation, we elicit small batches of attributes iteratively
and add them to the persona speci�cation, monitoring confounding at every iteration until the
distance between the treatment-speci�c user populations is suf�ciently reduced (Algorithm 2).

The motivation for this iterative procedure is threefold. First, confounder elicitation is compu-
tationally expensive, and adding long lists of confounders to the conversational context as part
of adjustment further increases inference overhead. Second, LLMs suffer from performance
degradation given long context windows, and expanding the persona speci�cation to include all
possible confounders increases this risk. Third—because we “condition” not in the statistical
sense but rather by sampling a �xed set of confounders that we specify in an LLM prompt—every
constraint we add to the persona further runs the risk of narrowing the user population through
sampling bias, which can affect the external validity of the effect computed from the synthetic
experiment. Therefore, we attempt to identify a minimum set of confounders that suf�ciently
controls for confounding bias in the outcome.
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6.5 Experiments

Models. We evaluate synthetic users simulated using the following diverse range of frontier
models: Qwen3-30B-A3B (both �ne-tuned and instruction-tuned versions) [Yang et al., 2025],
GPT-OSS-20B [OpenAI et al., 2025], Gemma-4-31B (instruction-tuned) [Google, 2026b], and
Gemini 3 Flash [Google, 2026a]. We additionally include Gemma-3-4B (instruction-tuned)
[Google, 2025] to explicitly test the behavior of a smaller-capacity model. Model details are
available in Appendix E.2.

Procedure. We begin by instantiating the synthetic user with base persona attributes~L � L
derived from an existing dataset of users. In parallel conversations, identically instantiated users
are presented with interventionsA � 0 andA � 1 . In each arm, the user is then asked—in diverging
conversation branches—the primary outcome question (elicitingY), a negative control question
(eliciting Z), or a confounder question (elicitingLœ). As each question is asked independently of
the others, the simulated user sees only that question and the intervention, not any of the other
questions. These answers are then collected and used to compute both the observed effect and
the TVD.2 Of the sampled confounders, a subset is added to the persona speci�cation, and the
procedure is repeated from the beginning with a more detailed persona instantiation~L � ˆ ~L 8 L œ•.
The conversation history from the previous iteration is not included in the new iteration.

For each experimental setting, we sample 100 personas from the dataset to instantiate 100
corresponding synthetic users. We then conduct 30 independent trials per user, evaluating both
intervention conditions in parallel during each trial. Due to computational constraints, Gemini 3
Flash experiments use 10 synthetic users instantiated from 10 sampled personas, with 5 trials per
user.

6.5.1 Simulated user survey

We evaluate two types of settings where we realistically expect synthetic users to be used. The
�rst is in survey-type experiments (e.g., in social science), where simulated users are asked to
express their opinions or preferences in response to �xed questions.

For this setting type, we draw from the OpinionQA dataset [Santurkar et al., 2023], which contains
questions and human responses from the Pew American Trends Panel opinion polling surveys,
along with demographic attributes of the respondents. In this setting, simulated users are given a
leading statement before being asked to respond to the survey questions in the OpinionQA dataset.
We use the following experimental setup:

• L: The age and sex of the respondent, seeded from the actual OpinionQA respondents.
• A: A leading statement to precede the survey question. Each intervention condition targets

one of the possible answers to the survey question.
• Y: The respondent's answer to the survey question. We choose the question speci�cally to

be one that suggests the political af�liation of the respondent.
• Z: The synthetic user's elicited citizenship status, political ideology, political party, race,

2For questions where a list of options is provided, answers matching none of the options are mapped to Unknown.
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and answers to 5 other survey questions that similarly provide an indication of political
af�liation.

• Lœ: The synthetic user's elicited geographic region, income, level of education, marital
status, religion, religious attendance frequency, and 20 targeted LLM-generated questions
that speci�cally relate to the intervention and outcome (10 groups of 2 questions each).
Confounders are added over iterations in groups of 2, in the order they are listed here.

Prompts and lists of individual questions can be found in Appendix E.5, E.6.

6.5.2 Assistive agent evaluation

A second type of setting where we expect simulated users to be used is in evaluating LLM agents,
e.g., an A/B test of whether a new version of an LLM agent is better than an existing version.
Here, simulated users might engage in a conversation with the agent before being prompted with
a primary question relating to their interaction with the agent.

As a common example of this type of interaction, we take a setting where the simulated user
engages with the LLM agent to ask for a recommendation. We examine two variations of this
setting where the user asks for either a book or a movie. The agent responds, and the two converse
autonomously for several turns before the user is then asked how likely they are to read or watch
the book or movie being discussed. We use the following experimental setup:

• L: The age and sex of the respondent, seeded from the actual respondents in the NYT Book
Opinions3 [Meister et al., 2025] and MovieLens [Harper and Konstan, 2015] datasets.

• A: Different system prompts for the LLM agent (Gemma-4-31B-it). The agent is instructed
to discuss a speci�c book/movie in a positively (A � 1) or negatively (A � 0) biased way.

• Y: How likely the respondent is to read the book/movie being discussed, on a scale from 1 -
Very unlikely to 4 - Very likely.

• Z: The synthetic user's elicited citizenship status, political ideology, political party, and
race. The respondent is also asked, “Have you heard of the <book/movie> we are discussing
before?”

• Lœ: The synthetic user's elicited geographic region, income, level of education, marital
status, religion, religious attendance frequency, and 20 targeted LLM-generated questions
that speci�cally relate to the intervention and outcome (10 groups of 2 questions each).
Confounders are added over iterations in groups of 2, in the order they are listed here.

Prompts and lists of individual questions can be found in Appendix E.5, E.7.

6.6 Results and Discussion

We report results and provide a uni�ed set of takeaways. Over adjustment iterations, we add
elicited confounders to the persona speci�cation, and we record (i) TVD between negative control
outcome distributions under the two intervention conditions (Figure 6.3) and (ii) the observed

3We use only the titles and authors of 5 books from this dataset and the annotators' demographic information, and
not any content created by the New York Times.
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