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Abstract
Neural circuits give rise to brain function through mechanisms that span spatial,

computational, and temporal scales. This thesis develops computational and theo-
retical tools to investigate these multiscale mechanisms, with applications to cortical
computation and neuropsychiatric dysfunction.

First, we derive a mean-field reduction of a quadratic integrate-and-fire network
to study gamma oscillation deficits in schizophrenia. We show that schizophrenia-
associated synaptic alterations interact nonlinearly and synergistically reduce gamma
power. Two-dimensional bifurcation analyses reveal the dynamical mechanisms that
account for these synergistic interactions. Second, we build a two-layer spiking net-
work model to explain the heterogeneity of normalization strength in visual cortex.
The model reproduces the broad distribution of normalization strengths and the de-
pendence of spike count correlations on normalization similarity, consistent with
macaque recordings. We identify recurrent inhibition as the principal determinant of
this heterogeneity. It follows that neurons with stronger normalization show greater
sensitivity to contrast differences and encode stimulus information with fewer spikes
per bit. Additionally, heterogeneous normalization increases the population’s mani-
fold capacity for natural images. Third, we propose a cortical foundation model that
bridges within-trial millisecond-scale dynamics and across-trial day-scale learning
trajectories. The model serves as a digital twin of cortical circuits, permitting causal
perturbation experiments to test hypotheses about learning in silico.

We also present four additional contributions: a probabilistic latent variable anal-
ysis showing that somatostatin interneurons preferentially encode globally shared
activity across cortical cell types; an analytical proof that optimal decoders sup-
press correlated populations when direct signals are precise; a formalism identifying
three spatial length scales that govern noise correlation patterns in stabilized supra-
linear networks; and a spiking network model demonstrating that selective attention
requires coordinated excitatory and inhibitory modulation to jointly reproduce the
observed modulation of firing rates and correlations.

Together, this thesis advances our understanding of how synaptic, cellular, and
network-level properties interact to shape cortical computation. It also contributes
new computational tools for investigating neural circuit mechanisms across scales,
ranging from analytical mean-field methods to deep learning foundation models.
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Chapter 1

Introduction

1.1 The Multiscale Challenge of Neural Computation

Scientists widely recognize understanding the human brain as a "Grand Challenge" of 21st-
century science. This goal requires researchers to integrate knowledge across different spatial
and temporal scales (Amunts et al., 2022). Modern neuroscience aims to decipher the neural cir-
cuit mechanisms that link molecular and cellular properties to macroscopic brain functions such
as perception, cognition, and behavior (Amunts et al., 2022; Brown, 2018). This endeavor holds
profound implications for revealing fundamental principles of neural computation. It also holds
implications for treating neuropsychiatric disorders (Wang and Krystal, 2014; GBD 2019 Mental
Disorders Collaborators, 2022). Researchers increasingly understand disorders like schizophre-
nia and autism as circuitopathies. In these conditions, subtle synaptic or cellular abnormalities
propagate through complex networks. This propagation produces emergent cognitive and behav-
ioral de�cits (Wang and Krystal, 2014; Haynos et al., 2022). However, bridging the gap between
biological hardware and high-level function remains dif�cult. The brain is an intricate system
of interconnected elements where "more is different." Emergent properties arise from collective
dynamics. Researchers cannot predict these properties by studying single neurons in isolation
(Urai et al., 2022; Brown, 2018). Consequently, the �eld is undergoing a change in assumptions.
Researchers are moving from descriptive characterizations of single cells toward mechanistic
multiscale modeling. This modeling approach can synthesize multimodal data to explain how
neural circuits orchestrate complex behavior (Arkhipov et al., 2025).

1.2 Mechanisms Across Spatial, Computational, and Tempo-
ral Scales

To decode the brain's algorithms, we must investigate mechanisms that operate across three
distinct but interlocking scales: spatial, computational, and temporal (Amunts et al., 2022).

At the spatial level, neural computation arises from the interactions between neurons within
local microcircuits and across long-range networks. Recent advances in connectomics and elec-
trophysiology have revealed that the statistics of synaptic connectivity directly shape the col-
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lective spiking activity of neural populations (MICrONS Consortium, 2021; Roland and Lübke,
2022; Ocker et al., 2017b). Speci�cally, the spatial scale of recurrent motifs determines popula-
tion activity patterns (Ocker et al., 2017b). These local interactions generate "correlated popula-
tion codes" (Cohen and Kohn, 2011; Kohn et al., 2016; Panzeri et al., 2022). The noise correla-
tions between neurons are not merely nuisance variables. Instead, they serve as signatures of the
underlying circuit architecture (Cohen and Kohn, 2011; Moreno-Bote et al., 2014). These cor-
relations either improve conditioning for information transmission or constrain it (Fairhall et al.,
2012; Moreno-Bote et al., 2014). Furthermore, large-scale recording technologies now allow us
to observe these dynamics across multiple brain regions simultaneously (Urai et al., 2022). This
reveals how inter-areal communication relies on speci�c "communication subspaces" and dis-
tributed population modes (Ruff et al., 2018). Fusing these spatial scales requires understanding
how the detailed morphology and synaptic connectivity of individual cell types contribute to the
geometry of the population manifold (Chung and Abbott, 2021; MICrONS Consortium, 2021).

Computationally, the brain transitions from single-neuron operations to network-level infer-
ence. Early theories focused on single-neuron tuning curves. By contrast, contemporary ap-
proaches view neural circuits as implementing canonical computations (Miller, 2016). These
computations include normalization and gain control (Goris et al., 2024). Cortical areas repeat
these operations to adjust the dynamic range of population responses (Miller, 2016; Goris et al.,
2024). Researchers model these circuits as performing probabilistic inference (Pitkow and An-
gelaki, 2017). In this view, neural variability re�ects the uncertainty of internal models about
the world (Pitkow and Angelaki, 2017; Moreno-Bote et al., 2014). The "neural code" embeds
itself in the high-dimensional geometry of population activity (Chung and Abbott, 2021; Ruff
et al., 2018). This geometry allows for the untangling of sensory information. It also allows for
task execution that is insensitive to biological noise (Vyas et al., 2020). Understanding these
computational scales requires linking the biophysics of excitation-inhibition (E/I) balance to the
normative principles of ef�cient coding and Bayesian inference (Fairhall et al., 2012; Kass et al.,
2018).

Temporally, neural mechanisms span from the millisecond precision of spike timing to the
slow dynamics of learning and plasticity. Neural population dynamics evolve on fast timescales
(Vyas et al., 2020). These fast dynamics cause motor control and decision-making (Vyas et al.,
2020). However, slower processes of synaptic plasticity and structural remodeling shape these
fast dynamics. These slower processes occur over days and weeks. Recent work highlights
that population codes are not static. They drift and reorganize during learning (Walker et al.,
2019). This reorganization orthogonalizes neural manifold coordinates and improves behavioral
performance (Chung and Abbott, 2021). Bridging these timescales is critical for understanding
how immediate sensory processing interacts with long-term memory consolidation. This requires
models that can capture both the transient dynamics of "now" and the evolving landscape of
"experience" (Churchland and Abbott, 2016).

1.3 The Challenge of Bridging Scales

Despite signi�cant progress, bridging these scales is inherently dif�cult. This dif�culty arises
from the nonlinear nature of neural circuits, the vast heterogeneity of neuronal components, and
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the experimental challenges of longitudinal monitoring (Urai et al., 2022; Mathis et al., 2024).

Nonlinear Synaptic Interactions and Emergent Dysfunction A major theoretical hurdle is
that synaptic alterations interact nonlinearly. These nonlinear interactions produce circuit dys-
function that arises at the network level. Cortical circuits operate in dynamical regimes. One
example is the inhibition-stabilized network (ISN) regime (Ahmadian and Miller, 2021). In these
regimes, strong recurrent excitation is balanced by feedback inhibition (Ahmadian and Miller,
2021).

In these tightly coupled networks, small perturbations in synaptic strength do not simply
reduce activity. For example, NMDAR hypofunction can lead to paradoxical effects (Wang
and Krystal, 2014). It can also lead to oscillatory instability or the collapse of dynamic range
(Ahmadian and Miller, 2021). This nonlinearity means that the "sum" of synaptic de�cits in
disorders like schizophrenia is often greater than the individual parts. This leads to complex
macroscopic phenotypes like gamma oscillation de�cits (Wang and Krystal, 2014). Researchers
cannot intuitively predict these phenotypes from single-synapse physiology (Wang and Krystal,
2014).

The Functional Consequences of Neuronal Heterogeneity Furthermore, the functional con-
sequences of neuronal heterogeneity remain unclear. Nevertheless, researchers ubiquitously ob-
serve diversity in cell types and response properties. Modern transcriptomics and electrophysiol-
ogy have cataloged a vast array of neuronal subtypes (Bonev et al., 2024). However, theoretical
models often assume homogeneous populations for mathematical tractability (Kass et al., 2018).

Despite this, heterogeneity in intrinsic properties and normalization strength is a fundamen-
tal feature of cortical circuits (Goris et al., 2024). Understanding how this diversity contributes
to computational capacity remains an open challenge. Speci�cally, researchers need to under-
stand how different neurons encode different features of the same stimulus via heterogeneous
normalization (Goris et al., 2024).

Linking Fast Dynamics to Slow Learning Finally, linking fast within-trial dynamics to slow
cross-session changes during learning is both experimentally challenging and computationally
demanding. We can record millisecond-scale activity. We can also track learning over days.
However, fusing these observations into a uni�ed model that predicts how speci�c synaptic
changes cause behavioral adaptation is dif�cult.

Traditional mechanistic models are often too computationally expensive to simulate over be-
havioral timescales (Dura-Bernal et al., 2024). On the other hand, phenomenological models
lack the biological detail to test circuit-level hypotheses (Dura-Bernal et al., 2024). The recent
development of "foundation models" and digital twins offers a promising solution (Wang et al.,
2025a; Arkhipov et al., 2025). These models provide platforms to fuse longitudinal data. They
also permit causal perturbations in silico to dissect the mechanisms of learning (Wang et al.,
2025a; Arkhipov et al., 2025).
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1.4 Thesis Overview

This thesis addresses the three challenges outlined above—nonlinear synaptic interactions, neu-
ronal heterogeneity, and bridging temporal scales—through a series of computational studies.
Each main chapter tackles one of these challenges with a different computational approach
matched to the appropriate scale of analysis. Additional works completed during the PhD ap-
pear in a �nal chapter and provide complementary perspectives on correlated variability, multi-
population interactions, and the circuit mechanisms of attention.

In Chapter 2, we investigate how multiple synaptic alterations in the prefrontal cortex of in-
dividuals with schizophrenia interact to produce de�cient cortical gamma oscillations. We use
a mean-�eld reduction of a spiking network model for this purpose. The mean-�eld formalism
permits a systematic sweep of the high-dimensional synaptic parameter space through bifurca-
tion analysis. This analysis reveals that the combined effect of schizophrenia-associated synaptic
changes on gamma power exceeds the sum of the individual effects. This synergistic interaction
arises from the nonlinear dynamics of the inhibition-stabilized network regime. Consequently,
the bifurcation analysis identi�es reduced excitatory-to-inhibitory synaptic strength as the pri-
mary factor that accounts for gamma de�cits. This chapter is reproduced from (Song et al.,
2025), published in the Journal of Computational Neuroscience.

In Chapter 3, we investigate the circuit-level mechanisms underlying the heterogeneity in nor-
malization and implications. We develop a two-layer spiking network model of primary visual
cortex (V1) and a higher-order visual area (V4/MT). The model tests which network mecha-
nisms generate heterogeneous normalization. Recurrent inhibition within the higher-order area
emerges as the primary circuit mechanism responsible for the broad distribution of normalization
strengths. This heterogeneity, in turn, gives rise to structured spike count correlations between
neurons. We further show that heterogeneous normalization confers computational advantages.
Neurons with stronger normalization encode stimulus information with fewer spikes. Popula-
tions with greater heterogeneity increase their capacity for encoding natural images. This chapter
is reproduced from Song et al. (2026), published in Science Advances.

In Chapter 4, we propose a cortical foundation model designed to bridge millisecond-level
neural dynamics within individual trials and hour-to-day-scale changes in population codes across
learning sessions. The model uses a spatiotemporal multi-scale Transformer encoder trained on
longitudinal Neuropixels recordings from mouse visual cortex, prefrontal areas, and hippocam-
pus. The training objective combines masked reconstruction with auxiliary behavioral supervi-
sion. The model incorporates hierarchical spatial encoding and vector quantization to handle
multi-region, multi-session neural data. By permitting causal perturbation experiments in sil-
ico, this formalism generates experimentally testable hypotheses about the circuit mechanisms
underlying learning.

In Chapter 5, we present four additional projects that complement the main chapters. In Sec-
tion 5.3, we apply multi-population dimensionality reduction methods (DLAG and mDLAG) to
two-photon calcium imaging data and spiking network simulations. We �nd that somatostatin in-
terneurons couple preferentially to network-wide shared activity modes. This result establishes a
quantitative link between interneuron subtype identity and population-level computational role.
In Section 5.1, we derive analytical expressions for optimal linear decoders in a hierarchical
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multi-population model. The analysis shows that optimal decoders suppress correlated neural
populations when the direct signal is precise. It follows that inter-population redundancy dimin-
ishes at a rate of 1=N2, faster than the 1=N scaling of information-limiting correlations within
a single population. In Section 5.2, we develop a closed-form analytical formalism within the
stabilized supralinear network and identify three spatial length scales that govern the pattern of
correlated variability among sensory neurons: input noise correlation length, synaptic connectiv-
ity extent, and stimulus tuning width. These parameters interact through distinct mathematical
operations. Input noise acts additively. Connectivity acts multiplicatively. Stimulus drive mod-
ulates gain. In Section 5.4, we use a spiking network model of visual cortex to probe the circuit
mechanisms of selective attention. The joint effects of attention on �ring rates, correlations,
and their dependence on normalization strength require the coordinated action of both enhanced
feedforward drive and increased inhibitory activity. Neither mechanism alone reproduces the full
pattern of experimental observations.

Together, these works illustrate how computational approaches at different levels of coarse-
graining bear on the multiscale challenge of neural computation. The approaches range from
analytical mean-�eld theory that distills network behavior into tractable equations, to detailed
spiking simulations that capture the richness of heterogeneous neural populations, to founda-
tion models �t from recordings that learn latent states spanning multiple spatial and temporal
scales. In Chapter 6, we conclude with a synthesis of the main �ndings and a discussion of open
questions.
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Chapter 2

Mean-�eld analysis of synaptic alterations
underlying de�cient cortical gamma
oscillations in schizophrenia

This Chapter is reproduced from Song, D., Chung, D. W., & Ermentrout, G. B. (2025). Mean-
�eld analysis of synaptic alterations underlying de�cient cortical gamma oscillations in schizophre-
nia. Journal of Computational Neuroscience, 53(1), 99-114 (Song et al., 2025).

2.1 Introduction

Core clinical features of schizophrenia (SZ) include de�cits in complex cognitive processes, such
as working memory and attention (Kahn and Keefe, 2013; McCutcheon et al., 2020). These cog-
nitive tasks require the top-down processing of sensory stimuli, which depends on the neural
population activity oscillating at gamma frequency (30-100 hertz) in the prefrontal cortex (PFC)
(Fries, 2009; Miller et al., 2018). In line with this idea, individuals with SZ exhibit lower frontal
gamma power induced or evoked by sensory stimulus (Haig et al., 2000; Gallinat et al., 2004;
Fujimoto et al., 2013; Hirvonen et al., 2017). PFC gamma oscillations are generated, in part, by
a local circuit formed by regular-spiking excitatory neurons (RSEs) and fast-spiking GABAergic
interneurons (FSIs) (Gonzalez-Burgos et al., 2015a). In this circuit, recurrently connected local
RSEs provide excitatory drive to FSIs (E!I), and FSIs in turn provide inhibitory drive back to
RSEs (I!E). Following decay of phasic inhibition from FSIs, local RSEs �re synchronously to
recruit FSIs, and the repeated cycles of this reciprocal synaptic activity are thought to produce
gamma oscillations in the PFC (Whittington et al., 2000, 2011). Thus, identifying neural sub-
strates underlying lower PFC gamma power in SZ requires understanding the mechanisms by
which E!I and I!E synapses regulate the generation of gamma oscillations.

Computational modeling of neural circuits has proven to be an invaluable tool for understand-
ing dynamical mechanisms by which changes in synaptic parameters regulate the generation of
gamma oscillations (Ermentrout and Chow, 2002; Jadi et al., 2016; Pittman-Polletta et al., 2015;
Wang et al., 2024). For example, computational studies that utilized model networks of quadratic
integrate-and-�re (QIF) neurons showed that key determinants of optimal gamma power include
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the strength of E!I and I!E synapses (Spencer, 2009; Rotaru et al., 2011; Kirli et al., 2014;
Jadi and Sejnowski, 2014; Gonzalez-Burgos et al., 2015b; Chung et al., 2022, 2024). In line
with these predictions, prior postmortem human brain studies showed lower levels of molecular
and structural markers for the strength of E!I (Chung et al., 016a,b, 2018a) and I!E (Akbar-
ian et al., 1995; Volk et al., 2000; Curley et al., 2011; Glausier and Lewis, 2011; Fish et al.,
2021; Chung et al., 2024) synapses in PFC of SZ, suggesting lower strength of these synapses
in the illness. In addition, a recent study reported higher variance in the expression levels of
protein markers for E!I synaptic strength across individual FSIs in PFC of SZ, and that in-
creasing cell-to-cell variability in E!I synaptic strength disrupts gamma oscillations in a QIF
model network (Chung et al., 2022). Furthermore, this study showed that SZ-associated synaptic
alterations (i.e., lower E!I and I!E synaptic strength and greater variability in E!I synaptic
strength) non-linearly interact to synergistically (i.e., greater than the sum of individual effect)
reduce gamma power. Together, these �ndings provide computational insights into how small
changes in multiple synaptic parameters may result in robust de�cits in PFC gamma power in
SZ. However, dynamical mechanisms underlying the synergistic interactions of these synaptic
alterations in PFC of SZ still remain elusive.

Recent studies showed that Ott-Antonsen ansatz (Ott and Antonsen, 2008) allows a derivation
of mean-�eld description of QIF neurons in terms of their mean �ring rate and mean membrane
potential (Montbrió et al., 2015; Devalle et al., 2017; Schmidt et al., 2018; Gast et al., 2020;
Byrne et al., 2022). These measures can then be mathematically examined by computing bifur-
cation diagrams, providing an analytical tool to systematically investigate how multiple synaptic
parameters interact to regulate macroscopic dynamics of neural network (Bick et al., 2020). In
this study, we utilized a mean-�eld model of QIF neurons to investigate the dynamical mecha-
nisms by which SZ-associated synaptic alterations interact to synergistically reduce PFC gamma
power. First, we derived a mean-�eld description of QIF model network that consists of all-to-
all connected RSEs and FSIs via AMPA, NMDA and GABA synapses. We then validated our
mean-�eld model by comparing its gamma oscillation dynamics to that of the QIF model net-
work across a broad spectrum of synaptic parameter choices. Finally, we performed a series of
numerical simulations and two-dimensional (2D) bifurcation analyses to investigate how multi-
ple synaptic alterations between RSEs and FSIs may interact to non-linearly affect the generation
of gamma oscillations in SZ.

2.2 Methods

We will employ a mean-�eld modeling approach to investigate the dynamical mechanisms un-
derlying synaptic alterations in schizophrenia. Our model consists of a pyramidal interneuron
gamma (PING) network with all-to-all connected regular-spiking excitatory neurons (RSEs) and
fast-spiking inhibitory neurons (FSIs) via AMPA, NMDA, and GABA synapses.

Each neuron's membrane potential follows the quadratic integrate-and-�re (QIF) dynamics:

C
dV
dt

= g l
(V � V l )(V � V T )

VT � V l
+ I appl � I syn (2.1)

where neurons spike when V � Vspike and reset to VR . Synaptic currents are Isyn = (g ese +
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gnsn )(V � V ex) + g i si (V � V in), with synaptic gating variables following:

dse

dt
= �

se

� e
+

1
N

X

j;k

�(t � t k
j );

dsn

dt
= a nse(1 � s n ) �

sn

� n

dsi

dt
= �

si

� i
+

1
N

X

j;k

�(t � t k
j )

(2.2)
with time constants �e = 2ms, �n = 80ms, and �i = 7ms.

To derive the macroscopic dynamics, we �rst non-dimensionalize the QIF model:

�
du
dt

=
1
2

(u2 � 1) � (ĝ ese + ĝnsn )(u � V̂ex) � ĝ i si (u � V̂in) + Î (2.3)

We assume synaptic conductances follow Lorentzian distributions to account for cell-to-cell vari-
ability:

ge = �g e + 
 e� e; gn = �g n + 
 n � n ; gi = �g i + 
 i � i ; I appl = �I + �� (2.4)

where �g are modes, 
 are half-widths, and � follow p(�) = 1=[�(1 + �2)].
In the thermodynamic limit, the probability density �(u; t) satis�es the continuity equation:

@�
@t

+
@

@u
[�(Au 2 + Bu + C)] = 0 (2.5)

The �ring rate is the �ux at in�nity: r(�; t) = lim u!1 �(u; �; t)(Au 2 +Bu+C) = A�(�; t)=�,
where � = (� e; � n ; � i ; �). The mean population �ring rate is:

r(t) =
Z

R4
P(�)r(�; t) d� (2.6)

Applying the Ott-Antonsen ansatz and Cauchy's residue theorem, we obtain the mean-�eld
equations:

dr
dt

=
ru
�

�
�g ese + �g nsn + �g i si

�g l
r +

1
2��

�
2�

gl (VT � V l )�
+

(
 e + 
 n )se

�g l
ju � V̂exj +


 i si

�g l
ju � V̂inj

�

(2.7)
du
dt

=
u2

2�
� 2� � 2r 2 +

(�g e + �g n )se

�g l
(u � V̂ex) �

gi si

�g l
(u � V̂in)

+ 2�r
�

(
 e + 
 n )se

gl
sgn(V̂ex � u) +


 i si

gl
sgn(V̂in � u)

�
+

2�I
gl (VT � V l )�

�
1
2�

(2.8)

These equations, extended to separate RSE and FSI populations, form our mean-�eld PING net-
work model for investigating schizophrenia-associated synaptic alterations. Additional method
details can be found in Appendix B.

2.3 Results

2.3.1 Comparing the dynamics of gamma oscillations between QIF net-
work and mean-�eld model

To explore how our mean-�eld model captures the gamma oscillation dynamics of a QIF model
network composed of all-to-all connected RSEs and FSIs, we �rst performed a qualitative com-
parison of the activities of RSEs and FSIs between the two models (Figure.2.1A). Consistent with
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our prior studies, applying external currents to RSEs resulted in synchronous �rings of RSEs and
FSIs at gamma frequency in the QIF model network. Similarly, applying external current to RSEs
in the mean-�eld model produced oscillatory activities of RSEs and FSIs at gamma frequency.
Superimposing the �ring rate of mean-�eld model to the spiking activity of QIF model network
for both RSEs and FSIs showed overlapping gamma oscillation dynamics, demonstrating a close
alignment between the two models.

To further compare gamma oscillation dynamics between the QIF network and mean-�eld
model, we quanti�ed changes in the peak gamma power and the peak gamma frequency in re-
sponse to increasing external current (Figure.2.1B). Increasing the strength of external current to
RSEs augmented gamma power to a similar extent between the QIF network and the mean-�eld
model. Furthermore, increasing the external current led to identical increments in peak gamma
frequency in both models. Together, these �ndings demonstrate the robustness of mean-�eld
model in extending the gamma oscillation dynamics observed in the QIF model network to the
macroscopic level.

Figure 2.1: Comparing gamma oscillation dynamics between QIF model network and
mean-�eld model. (A) Representative average spiking activity (red) and raster plots (gray)
of QIF model network and the mean �ring rate (blue) of mean-�eld model for RSEs (up) and
FSIs (bottom) at Iappl (QIF) or �I e (mean-�eld) = 2 . QIF network consisted of 800 RSEs and 200
FSIs. Superimposing the mean �ring rate of mean-�eld model to the average spiking activity of
QIF network shows an overlapping gamma oscillation dynamics for both RSEs and FSIs. (B)
Increasing Iappl and �I e in QIF network and mean-�eld model, respectively, results in congruent
increases in gamma power and peak gamma frequency, highlighting a close alignment between
the two models. Results for the QIF model network are the average of 100 trials.
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2.3.2 Characterizing the effect of synaptic strength on gamma power in
mean-�eld model

Multiple studies using in vivo models have shown that E!I synaptic strength is a critical deter-
minant of cortical gamma power (Sohal et al., 2009; Carlen et al., 2012; Pelkey et al., 2015). To
investigate how E!I synaptic strength regulates gamma oscillation dynamics in the mean-�eld
model, we characterized the effect of mean AMPA-mediated (�gE!I ) and mean NMDA-mediated
(�g N!I ) conductance in FSIs on gamma power.

Figure 2.2: Effect of E!I and I!E synaptic strengths on gamma power in mean-�eld
model. (Top) Numerical simulations showing the effect of �gE!I . (A), �g N!I (C) and
�g I!E (E) on gamma power. �gE!I and �gI!E form an inverted-U relationship with gamma power,
whereas increasing �gN!I progressively reduces gamma power. (Bottom) Bifurcation diagrams
reveal the Hopf bifurcation points (blue dots) at �gE!I =0.26 (B), �gN!I =0.15 (D) and �gI!E =1.52
(F).

First, we numerically simulated the effect of �gE!I on gamma power (Figure.2.2A). Gamma
power sharply increased as �gE!I increased from zero and reached a peak at �gE!I =0.7. As �gE!I

continued to increase beyond this point, gamma power began to decline, eventually reaching
zero at �gE!I =5. These changes resulted in an inverted-U relationship between �gE!I and gamma
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power, which mirrors the �ndings from a QIF model network in our prior study (Chung et al.,
2022). The inverted-U relationship was also observed in the bifurcation diagram, which showed
a Hopf bifurcation point at �gE!I =0.26 marking the onset of gamma oscillations (Figure.2.2B).

Next, we assessed the effect of �gN!I on gamma power (Figure.2.2C). Numerical simulation
showed maximal gamma power at �gN!I =0, which then gradually decreased as �gN!I was in-
creased to 0.12. Further increasing �gN!I resulted in a sharp decrease in gamma power, which
reached zero at �gN!I =0.15. Consistent with these changes, a Hopf bifurcation point was ob-
served at �gN!I =0.15 corresponding to the offset of gamma oscillations (Figure.2.2D). These
�ndings align with a prior �nding in a QIF model network in which increasing NMDA-mediated
conductance in FSIs reduced gamma power (Rotaru et al., 2011).

In addition to E!I synapses, I!E synaptic strength is proposed to be another critical de-
terminant of cortical gamma power (Cho et al., 2015; Berryer et al., 2016). To investigate the
relationship between I!E synaptic strength and gamma oscillation dynamics in the mean-�eld
model, we characterized the effect of mean GABA-mediated conductance in RSEs (�gI!E ) on
gamma power.

Numerical simulation showed that gamma power sharply increased as �gI!E increased from
zero and reached a peak at �gI!E =0.68 (Figure.2.2E). Further increasing �gI!E resulted in a sharp
decrease in gamma power which reached zero at �gI!E =1.52. In line with these �ndings, the
bifurcation diagram showed a Hopf bifurcation point at �gI!E = 1.52 corresponding to the offset
of gamma oscillations (Figure.2.2F). Thus, similar to �gE!I , �g I!E also formed an inverted-U
relationship with gamma power, consistent with its effect in a QIF model network in our prior
study (Chung et al., 2022).

2.3.3 Characterizing the effect of synaptic variability on gamma power in
mean-�eld model

Excitatory synaptic inputs to cortical neurons intrinsically vary in their strength (Ko et al., 2011;
Hofer et al., 2011) and a recent study showed that increasing the variability in E!I synaptic
strength monotonically reduces gamma power in a QIF model network (Chung et al., 2022). To
characterize the relationship between the variability in E!I synaptic strength and gamma oscil-
lation dynamics in the mean-�eld model, we assessed how gamma power changes in response to
increasing the half-width of AMPA-mediated (
E!I ) and NMDA-mediated (
N!I ) conductance
across FSIs.

Increasing 
E!I progressively reduced gamma power, which reached zero at 
E!I =1.55 (Fig-
ure.2.3A). Consistently, the bifurcation diagram showed a Hopf bifurcation point at 
E!I =1.55,
corresponding to an offset of gamma oscillations (Figure.2.3B). Similarly, increasing 
N!I pro-
gressively decreased gamma power (Figure.2.3C); however, a Hopf bifurcation point marking
an offset of gamma oscillations occurred at 
N!I =0.053 (Figure.2.3D), suggesting the effect of

 N!I on gamma power is more robust than that of 
E!I .

11



April 15, 2026
DRAFT

Figure 2.3: Effect of E!I synaptic variability on gamma power in mean-�eld model. (Top)
Numerical simulations show a progressive decline in gamma power with greater 
E!I . (A)
and 
N!I (C). (Bottom) Bifurcation diagrams reveal the Hopf bifurcation points (blue dots) at

 E!I =1.55 (B) and 
N!I =0.053 (D).

2.3.4 Synergistic interactions of SZ-associated synaptic alterations in mean-
�eld model

Above �ndings show that our mean-�eld model reliably captures changes in gamma oscillation
dynamics in response to shifts in the mean and the variability of synaptic strengths at the macro-
scopic level. Prior postmortem human brain studies suggest that these synaptic parameters are
altered in SZ (Table.2.1). For example, we previously reported fewer E!I synapses in PFC of
SZ (Chung et al., 016a). Also, multiple studies showed lower levels of the GABA-synthesizing
enzyme glutamic acid decarboxylase 67 (GAD67), a marker for I!E synaptic strength, in PFC
of SZ (Akbarian et al., 1995; Volk et al., 2000; Curley et al., 2011; Fish et al., 2021). More-
over, we recently reported greater coef�cient of variation in the levels of vesicular glutamate
transporter 1 (VGlut1) and postsynaptic density 95 (PSD95), markers of E!I synaptic strength,
within E!I synapses across FSIs in PFC of SZ (Chung et al., 2022). Finally, prior simulations
in a QIF model network showed that these SZ-associated alterations (i.e., lower E!I strength,
lower I!E strength and greater variability in E!I strength) interact to synergistically (greater
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than the sum of individual impact) reduce gamma power (Chung et al., 2022). In light of these
�ndings, we explored if the synergistic interactions of these synaptic alterations can be captured
by our mean-�eld model.

Postmortem �ndings in PFC of SZ Expected synaptic
changes

Relevant parameters in
mean-�eld model

18% fewer excitatory inputs to FSIs (Chung
et al., 016a)

Lower E!I synaptic
strength

�g E!I and �gN!I

10-30% lower mRNA and protein levels of
GAD67 in FSIs (Akbarian et al., 1995; Volk
et al., 2000; Curley et al., 2011; Fish et al.,
2021)

Lower I!E synaptic
strength

�g I!E

20% and 28% greater variability in protein
levels of VGlut1 and PSD95, respectively,
in excitatory inputs across FSIs (Chung
et al., 2022)

Greater variability in E!I
synaptic strength


 E!I and 
N!I

Table 2.1: Prior postmortem �ndings in PFC of SZ, their expected effects, and the corre-
sponding parameters in the mean-�eld model.

First, we sought to identify a set of values to represent the parameter state in healthy individ-
uals. To establish this parameter set, we simulated the effect of interaction between �gE!I , �g N!I

and �gI!E on gamma power and searched for a set of parameter values that produced maximal
gamma power (Figure.2.4A). In this simulation, we modeled changes in the total E!I synaptic
strength by adjusting �gE!I and �gN!I simultaneously while maintaining the �xed ratio between
�g N!I and �gE!I at 1:10 to re�ect the NMDA-to-AMPA ratio empirically observed in FSIs (Ro-
taru et al., 2011). Also, we set 
E!I and 
N!I at 0.01, corresponding to the lower end of the
range for these parameters that results in a linear decrease in gamma power (Figure.2.3). The
parameter values that produced maximum gamma power occurred at:

�g E!I;h = 1:3; �g N!I;h = 0:13; �g I!E;h = 0:6;


 E!I;h = 0:01; 
 N!E;h = 0:01
(2.9)

where 'h' denotes the parameter value that re�ects the state in healthy individuals (Table.2.2).
We then de�ned a parameter set that represents the state in SZ by referencing empirical data

from prior postmortem studies, which showed percent differences in these parameters ranging
from 10% to 30% relative to unaffected comparison subjects (Table.2.1). To prevent any single
alteration from dominating the interaction effect, we uniformly applied a 20% difference to the
parameter values for healthy state in order to represent a generalized model for the typical patho-
logical state in SZ. The adjusted parameters for SZ state at 20% difference, as denoted by 'sz',
were (Table.2.2):

�g E!I;sz = 1:04; �g N!I;sz = 0:104; �gI!E;sz = 0:48;


 E!I;sz = 0:012; 
 N!E;sz = 0:012
(2.10)

Next, we de�ned a scaling factor � to systematically adjust the degree of alteration from the
healthy to SZ states for each parameter. � is de�ned as:

� =
x � x h

xsz � x h
(2.11)

13



April 15, 2026
DRAFT

Mean-�eld parameters Healthy state SZ state
�g E!I and �gN!I 1.3 and 0.13 (100%) 1.04 and 0.104 (80%)
�g I!E 0.6 (100%) 0.48 (80%)

 E!I and 
N!I 0.01 (100%) 0.12 (120%)

Table 2.2: Comparison between synaptic parameters in mean-�eld model for healthy and
SZ states.

Here, xh and xsz denote parameter values in healthy and SZ states, respectively. By varying �
from 0 to 1, the parameter x can be adjusted from its original value in the healthy state (0%
difference where �=0) to its altered value in the SZ state (20% difference where �=1). This
approach allowed us to methodologically study the effect of synaptic alterations on gamma power
across a wide range of parameter values between healthy and SZ states.

Using this approach, we �rst investigated how varying individual synaptic parameters from
healthy to SZ states affects gamma power (Figure.2.4B). Varying � from 0 to 1 for �gE!I and
�g N!I simultaneously to model lower E!I synaptic strength resulted in only a 5% decrease in
gamma power. Similarly, varying � for 
E!I and 
N!I simultaneously to model greater vari-
ability in E!I synaptic strength resulted in a 3% decrease in gamma power. Finally, varying
� for �g I!E to model lower I!E synaptic strength resulted in an 18% de�cit in gamma power.
Consequently, the additive effect of all these parameter changes was expected to be a 26% re-
duction in gamma power. However, lower E!I synaptic strength, lower I!E synaptic strength
and greater variability in E!I synaptic strength in concert reduced gamma power by 45% (Fig-
ure.2.4B), demonstrating a synergistic interaction among these synaptic parameters in the mean-
�eld model.

To evaluate the robustness of this synergistic effect, we compared gamma power de�cits pre-
dicted by additive changes with those from the simulated effect across a wide range of percent
differences in the synaptic parameters. Our analysis showed that simulating the combined alter-
ations consistently produced greater de�cits in gamma power than the additive predictions when
the percent difference uniformly applied to all synaptic parameters was in the range of 7.5% to
32.5% (Figure.2.4C). We further investigated this synergistic effect by calculating the fold ratio,
which is de�ned as the ratio of gamma power de�cits from the simulated combined effect to
those predicted by the additive effect, so that a fold ratio greater than 1 indicates the presence of
a synergistic effect. This analysis showed that the synergistic effect is the greatest when the pa-
rameters differed by 12.5% to 22.5% from their healthy states (Figure.2.4D). To evaluate whether
this synergistic effect is present across a broad range of parameter sets, we searched for other sets
of parameter values that could result in a fold ratio greater than 1.5 when they are simultaneously
altered by 20%. This additional analysis revealed multiple parameter sets that are capable of pro-
ducing a synergistic effect on gamma power when they are simultaneously altered (Figure.2.4E).
While not all of the regions that produce gamma oscillations showed a synergistic effect, this
�nding underscores the widespread nature of the synergistic interaction across a range of initial
parameter sets. Together, these �ndings demonstrate that the mean-�eld model robustly captures
the synergistic property of interactions among multiple synaptic alterations found in PFC of SZ.
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2.3.5 Two-dimensional bifurcation analyses of synergistic interactions in
mean-�eld model

Finally, we characterized dynamical mechanisms underlying the synergistic interactions of the
three SZ-associated alterations via a series of 2D bifurcation analyses of our mean-�eld model.
Speci�cally, we assessed the Hopf bifurcation curve of the two parameters while varying the
third parameter from healthy to SZ states as shown in Table.2.2.

2D bifurcation diagrams of the two synaptic parameters all showed a reduction in the parame-
ter space that supports gamma oscillations when the third parameter was varied from the healthy
(area under the blue curve in Figure.2.5) to SZ (area under the red curve in Figure.2.5) states.
Also, the points that marked the SZ states of the parameters on the x and y axes (marked by `X'
in Figure.2.5) were placed signi�cantly closer to the bifurcation curve than those that marked the
healthy states (marked by circles in Figure.2.5), further highlighting the reduction in the parame-
ter space that allows the generation of gamma oscillation. Finally, the reduction of this parameter
space was the greatest when the varied parameter was E!I strength (Figure.2.5A), intermediate
with I!E strength (Figure.2.5B), and least with variability in E!I strength (Figure.2.5C). To-
gether, these observations suggest that although each synaptic alteration can in�uence the inter-
action of the other two, lower E!I strength is the main synaptic pathology driving the synergistic
interaction and its non-linear effect on gamma power.

2.4 Discussion

In this study, we investigated the macroscopic dynamics of gamma oscillations and their alter-
ations in SZ by deriving a mean-�eld description of the QIF model network that consisted of
all-to-all connected RSEs and FSIs coupled by AMPA, NMDA and GABA synapses. We scaled
this QIF model network to the macroscopic level by transforming the membrane potential into a
non-dimensional variable and employing Lorentzian distributions for the synaptic strengths and
external currents. This approach allowed us to derive a set of �ring-rate equations for a network
of heterogeneous RSE and FSI populations that are exact in the thermodynamic limit. The �ring
rate of the mean-�eld model matched the spiking activity of the �nite-size QIF model network
for both RSEs and FSIs over a wide range of parameter choices even though the reduction was
not exact for the NMDA synapses (see below for a discussion). This close match allowed us
to use the mean-�eld model to reliably explore changes in gamma oscillation dynamics at the
macroscopic level.

Prior studies have shown that E!I and I!E synaptic strengths are the critical determinants
of cortical gamma power (Sohal, 2022). To investigate how macroscopic dynamics of gamma os-
cillations are affected by E!I and I!E synaptic strengths in our model, we assessed the effect
of �g E!I , �g N!I and �gI!E on gamma power. Both the numerical simulations and the bifurca-
tion analyses showed that �gE!I and �gI!E form an inverted-U relationship with gamma power,
whereas increasing �gN!I linearly reduces gamma power. These �ndings replicate the effect of
each synaptic parameter previously observed in the QIF model network (Rotaru et al., 2011;
Chung et al., 2022), validating the utility of our mean-�eld model in studying the impact of
synaptic parameters on the macroscopic dynamics of gamma oscillations.
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Mean-�eld models constructed with Lorentzian distribution assume quenched variability due
to the heavy-tailed nature of this distribution. In line with this idea, our mean-�eld model showed
that increasing 
E!I and 
N!I each reduces gamma power monotonically. These �ndings are
also consistent with a prior study that captured the effect of variability in E!I synaptic strength
modeled by a Gaussian distribution in a QIF model network (Chung et al., 2022). Thus, the
sensitivity of mean-�eld model to variability provides a computational tool for exploring how
increases in synaptic variability might in�uence gamma oscillation dynamics at the macroscopic
level.

A prior study showed that multiple synaptic alterations found in PFC of SZ (i.e., lower E!I
strength, lower I!E strength and greater variability in E!I strength) can synergistically reduce
gamma power due to the nature of non-linear dynamics of QIF neurons (Chung et al., 2022).
This synergistic interaction was also observed in our mean-�eld model, demonstrating the non-
linear effect of synaptic interactions on gamma power. In addition, the strength of this synergistic
interaction was greatest when the magnitude of difference applied to each parameter was compa-
rable to those reported in the postmortem human brain studies of SZ (Table.2.1). These �ndings
highlight the potential utility of our mean-�eld model to investigate the dynamic interactions of
synaptic alterations modeled by empirically �ndings in SZ.

The dynamic mechanism by which lower E!I strength, lower I!E strength and greater vari-
ability in E!I strength interact to synergistically reduce gamma power in SZ is not well under-
stood. The 2D bifurcation analyses in this study revealed a reduction in the Hopf bifurcation-
de�ned parameter space between two synaptic parameters as the third parameter shifted from
healthy to SZ state. Furthermore, the reduction in the parameter space that supports gamma os-
cillations was most pronounced when the varied parameter was E!I strength. Thus, the shift
in Hopf bifurcation due to lower E!I strength could be the primary driver of the synergistic
interactions that allow small changes in multiple synaptic parameters to robustly reduce gamma
power in PFC of SZ.

Our simulations suggest a network mechanism for de�cits in PFC gamma oscillations in ex-
ternally driven states, which could underlie the impaired top-down processing of sensory stimuli
in SZ. These oscillations are also crucial for working memory (WM) maintenance, as highlighted
by their ability to persist via recurrent excitatory inputs among local RSEs even after the removal
of stimulus (Fries, 2009; Miller et al., 2018). In line with this idea, individuals with SZ show
lower PFC gamma power during the delay period of WM tasks (Cho et al., 2006; Minzenberg
et al., 2010; Chen et al., 2014). Thus, incorporating bistable dynamics to our mean-�eld model
to capture this persistent nature in future studies could explore the dynamic mechanisms that reg-
ulate gamma oscillations associated with WM and their alterations in SZ. This approach could
also determine if the synergistic effects of synaptic alterations on gamma power are conserved
across monostable and multi-stable systems, providing comprehensive insights into the network
mechanisms underlying cognitive dysfunction in SZ.

Our mean-�eld model included the dynamics of NMDA synapses, which we modeled as a
slow excitatory synaptic current gated by the activity of the AMPA synapses. The dynamics of
NMDA synapses typically depend on the pre- and post-synaptic activity, so that an exact mean-
�eld is not technically possible. However, recent work suggests that there are ways to extend the
mean-�eld NMDA dynamics to account for the post-synaptic dependence (Sheheitli and Jirsa,
2023). In low Mg++ , the dependence on the postsynaptic potential is weak, so that the mean-�eld
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approximation is reasonable. Alternatively, recent work (Gast et al., 2021; Chen and Campbell,
2022; Gast et al., 2023) on short-term synaptic plasticity and spike frequency adaptation, all of
which are neuron speci�c, has shown that a mean-�eld approximation can be justi�ed if there
is a dramatic separation of time scales. Since the dynamics of NMDA synapses are markedly
slower than the other synaptic processes, the use of the mean-�eld approximation is reasonable
for NMDA synapses. We remark, that even without the post-synaptic voltage dependence, our
mean-�eld model for the NMDA is still not exact as our equation (Eq. B.9) for its dynamics
involves a product of se;j and sn;j . In the derivation, we approximate the average of the product
as the product of the averages. Nonetheless, our model showed a close alignment in gamma
oscillation dynamics with the QIF model network that included NMDA synapses (Figure.2.1).
These �ndings suggest that our approach, despite its approximation, still effectively captures the
dynamics of NMDA synapses.

In conclusion, we derived a mean-�eld description of QIF model network to systematically
explore the effect of synaptic alterations between RSEs and FSIs and their collective impact on
gamma oscillation dynamics in SZ. Our mean-�eld model robustly captures the macroscopic
dynamics of gamma oscillations and their alterations across a wide range of synaptic parameters
that are thought to be the key determinants of cortical gamma power. Furthermore, our analyses
reveal that the shift in Hopf bifurcation by lower E!I strength could be a critical mechanism by
which multiple synaptic alterations reported in PFC of SZ non-linearly interact to synergistically
reduce gamma power. As alterations in gamma oscillation dynamics are observed not only in
SZ but across a wide spectrum of illnesses including bipolar disorder (Lu et al., 2022), autism
(Simon and Wallace, 2016) and Alzheimer's dementia (Mably and Colgin, 2018), our mean-�eld
model offers a powerful tool to systematically investigate the disease processes of altered neural
dynamics in these diverse neuropsychiatric disorders at the macroscopic level.
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Figure 2.4: Numerical simulations of the interactions among the synaptic alterations found
in PFC of SZ on gamma power. (A) Simulating the effect of interaction between E!I and
I!E synaptic strengths reveals optimal gamma power (red square) at �gE!I =1.3, �gN!I =0.13 and
�g I!E =0.6 when 
E!I , 
 N!I and 
I!E were set at 0.01; these parameter values represent the
healthy state. The x-axis represents the parameter range for �gE!I , while �gN!I was set at 0.1 of
�g E!I across each trial to maintain the �xed ratio of these two parameters. (B) Scaling � from
the healthy state (0% difference where �=0) to SZ state (20% difference where �=1; see Table
2 for the parameter values for these two states) for �gE!I and �gN!I (open square) or 
E!I and

 N!I (open triangle) resulted in 5% or 3% de�cit in gamma power, respectively, while scaling
� for �g I!E (open circle) led to an 18% de�cits in gamma power. Simulating these changes in
concert (�lled circle) reduced gamma power by 45%, signi�cantly greater than the expected 26%
de�cits from the additive effect (�lled square), demonstrating a non-linear interaction of these
synaptic parameters. (C) Comparing gamma power de�cits between the expected additive effect
(�lled square) and the simulated effect (�lled circle) of the parameter interactions across a wide
range of magnitude of difference shows that the non-linear interaction occurs when the parameter
difference ranges from 7.5% to 32.5%. (D) The fold ratio of gamma power de�cits between the
simulated effect and the additive effect shows that the non-linear interaction (marked by fold
ratio > 1) is greatest when the parameter difference ranges from 12.5% to 22.5% (represented
by the peak of the graph).(E) Multiple parameter sets produced a fold ratio greater than 1.5
when the values were altered by 20%. The parameter spaces of �gE!I and �gI!E when 
E!I and

 N!I =0.005 (top), 0.01 (middle), and 0.02 (bottom) are shown. Parameter sets that produced a
fold ratio greater than 1.5 are marked by orange squares.
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Figure 2.5: 2D bifurcation analyses of the interactions among the synaptic alterations found
in PFC of SZ on gamma power. Each bifurcation diagram shows an interaction of two
synaptic parameters on the x and y axes while varying the third parameter from its healthy to
SZ states as shown on the top of each graph. The colored lines and areas represent the Hopf
bifurcation points and the parameter space that support gamma oscillations, respectively, as the
third parameter is varied from the healthy (blue) to SZ (red) states. The circles and the crosses
indicate the values for the healthy and SZ states, respectively, for the parameters on the x and
y axes. The reduction in parameter space that supports gamma oscillations is greatest when the
varied parameter is �gE!I and �gN!I (A), intermediate with �gI!E (B), and least with 
E!I and

 N!I (C). Thus, these �ndings suggest that lower E!I strength is the main synaptic pathology
that drives the predicted synergistic effect on PFC gamma power in SZ.
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Chapter 3

Neuronal heterogeneity of normalization
strength in a circuit model

This Chapter is reproduced from Song, D., Ruff, D., Cohen, M., & Huang, C. (2026). Neuronal
heterogeneity of normalization strength in a circuit model. Science Advances, 12(1), eadv9396
(Song et al., 2026).

3.1 Introduction

Understanding how the brain integrates and extracts information from multiple stimuli has long
been a central focus in neuroscience. In visual cortex, neurons in the primary visual area re-
spond to local features of stimuli, such as orientation and moving direction, while neurons in
the higher-order visual areas have broader receptive �elds and extract global features of visual
stimuli. The responses of visual neurons to multiple stimuli have been well characterized by a
phenomenon known as normalization, where neurons respond sublinearly. Normalization has
been observed across brain regions (Heeger, 1992; Ohshiro et al., 2011; Louie et al., 2011), sen-
sory modalities (Rabinowitz et al., 2011; Olsen et al., 2010) and species (Barbera et al., 2022;
MacEvoy et al., 2009; Ni et al., 2012), and has been regarded as a canonical computation in
nervous system (Carandini and Heeger, 2012). Normalization has also been thought to be the
fundamental mechanism through which selective attention acts to enhance neuronal responses to
attended stimulus (Reynolds and Heeger, 2009).

It has long been demonstrated that the strength of normalization is variable across neurons
(Ni et al., 2012; Lee and Maunsell, 2009; Ruff et al., 2016). Some neurons are suppressed by the
addition of a non-preferred stimulus, while some neurons show additive responses to multiple
stimuli. Population recordings from multiple visual cortical areas of macaque monkeys reveal
that the interactions between neurons, measured by spike count correlations, depend on their
normalization strengths (Ruff et al., 2016; Verhoef and Maunsell, 2017), which suggests that the
heterogeneity of normalization is shaped by network interactions. Moreover, the heterogeneity of
normalization strength is highly correlated with the neuronal heterogeneity of attention-mediated
modulations in both �ring rate and correlations (Ni et al., 2012; Lee and Maunsell, 2009; Verhoef
and Maunsell, 2017), suggesting common mechanisms underlying normalization and attention.
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Therefore, an understanding of the network mechanisms underlying heterogeneous normaliza-
tion strength and neuronal correlations is likely to provide insights into the neural population
code of multiple stimuli and the selective modulation of stimulus information by attention.

Despite the success of the phenomenological models of divisive normalization at reproducing
the �ring rates of neurons under different stimulus conditions, the neurophysiological basis of
normalization remains unclear. Recently, mechanistic circuit models have been developed to ac-
count for the sublinear response properties or reproduce the divisive scaling of responses (Rubin
et al., 2015; Lindsay et al., 2019; Heeger and Mackey, 2019; Heeger and Zemlianova, 2020).
However, they focus on modeling the trial-averaged neuronal responses in homogeneous neural
populations and do not consider the trial-to-trial correlations between neurons and the hetero-
geneity of normalization strength. Recent statistical models of normalization suggest that the
strength of normalization impacts the spiking variability of individual neurons and the correla-
tions between neurons, however, they do not take into account network interactions that shape
both normalization and neural correlations (Weiss et al., 2023; Coen-Cagli and Solomon, 2019).

In this work, we study normalization in a two-layer network of spiking neurons, modeling the
primary visual cortex (V1) and a higher-order visual area (Visual area 4, V4, or Middle Tempo-
ral area, MT). The V4/MT recurrent network produces internally generated spiking variability
due to a balance of strong excitation and inhibition (Huang et al., 2019; Van Vreeswijk and
Sompolinsky, 1996) (�g. C.1, Aa and Ab). The neurons in our model exhibit a range of normal-
ization strengths in response to multiple stimuli. Our model reproduces the dependence of spike
count correlations on normalization strength as observed in experimental data (Ruff et al., 2016).
Interestingly, we identify the inhibitory current to be the major determinant of normalization
strength and its relationship with spike count correlations. Further, we demonstrate that neurons
with stronger normalization are more sensitive to contrast differences of visual stimuli and en-
code information more ef�ciently. Networks with more heterogeneity in normalization encode
visual stimuli with higher information and capacity, demonstrating the computational bene�ts of
neuronal heterogeneity.

3.2 Results

We use a two-layer spiking neuron network model, with the feedforward layer modeling V1
neurons and the recurrent layer modeling V4 or MT area (Fig. 3.1A). Two Gabor images of
orthogonal orientations are presented to the network. The V1 neurons are modeled as linear-
nonlinear-Poisson neurons with Gabor receptive �elds oriented at their preferred orientation,
determined from a superimposed pinwheel orientation map (Kaschube et al., 2010). There are
two populations of V1 neurons, V11 and V12, each of which has a non-overlapping receptive
�eld centering on each Gabor image, respectively.

The V4/MT layer is a recurrent network of excitatory and inhibitory neurons, each modeled
as an exponential integrate-and-�re neuron. Neurons from the V4/MT layer receive inputs from
both V1 populations and respond to both images (Fig. 3.1B). There are two types of connections
in both feedforward projections from V1 to V4/MT and and recurrent projections within the
V4/MT layer (Fig. 3.1A), following anatomical �ndings from visual cortex (Mariño et al., 2005;
Bosking et al., 1997; Angelucci et al., 2002; Malach et al., 1993). The majority of connections
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Figure 3.1: Model schematic, activation patterns, and distributions of normalization in-
dices. (A) Model schematic. V4/MT area is modeled as a spatially ordered spiking neuron net-
work of excitatory and inhibitory neurons. V1 neurons are modeled as linear-nonlinear-Poisson
neurons with Gabor receptive �elds. The two sub-populations of V1 neurons, V11 and V12, have
non-overlapping receptive �elds, each centering on one Gabor image. The preferred orienta-
tions of both V4/MT and V1 neurons are assigned according to pinwheel orientation maps (bot-
tom panel). Bottom: Locations of postsynaptic excitatory neurons (black dots) of one example
presynaptic excitatory neuron (white dot) in the V4/MT layer. The majority of the connections
are local in space and a small portion of the connections are between similarly tuned excitatory
neurons across the whole network (see Methods). (B) Firing rate patterns of the model V4/MT
neurons when one Gabor image is presented at location 1 (Ba) or location 2 (Bb), or when both
images of orthogonal orientations are presented together (Bc). (C) The model V4/MT neurons
exhibit a wide range of normalization indices. The normalization index is de�ned as the sum of
the neuron's �ring rates in response to each image presented individually (Ba, Bb), divided by
its �ring rate when both images are presented together (Bc). (D) The normalization indices of
neurons recorded from macaque V4 and MT areas (data from (Ruff et al., 2016)).

are local, of which the connection probability decays with distance. We choose the spatial scales
of excitatory and inhibitory projections to be the same, consistent with anatomy (Mariño et al.,
2005). A small portion of connections are long-range, meaning that their connection probabil-
ity does not depend on distance, but they connect between similarly tuned excitatory neurons,
based on the cosine similarity of their preferred orientations (see Methods). The preferred orien-
tations of V4/MT neurons are assigned according to a superimposed pinwheel orientation map
(Eq. C.2), which is generated independently from the pinwheel map of the V1 neurons. The
spatially dependent connections allow the V4/MT neurons to retain location information of the
two images, while the tuning speci�c long-range connections increase the tuning selectivity and
the size of receptive �elds of V4/MT neurons.

The V4/MT network admits a stable and asynchronous solution with homogeneous V1 inputs,
similar to the classic balanced network model (Van Vreeswijk and Sompolinsky, 1996; Renart
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et al., 2010) (�g. C.1). The balance between strong excitation and inhibition generates Poisson-
like spiking variability in individual neurons. The distribution of �ring rates is lognormal due
to the expansive transfer function of neurons with large input �uctuations (Roxin et al., 2011).
With orientation-tuned inputs from V1, the V4/MT model neurons capture several features of
neuronal responses in visual cortex, as shown in our previous work (Huang et al., 2022). The
tuning curves are heterogeneous with various widths and magnitudes (Ringach et al., 2002). The
spike count correlations are higher between similarly tuned neurons (Cohen and Maunsell, 2009;
Gu et al., 2011), and depend on stimulus orientation (Ponce-Alvarez et al., 2013; Lin et al., 2015;
Hennequin et al., 2018) (�g. C.2).

3.2.1 Broad distribution of normalization strengths in the model and data

We analyze the network responses to two Gabor images with orthogonal orientations, which
are known to evoke the normalization mechanism in the visual cortex (Ni et al., 2012; Busse
et al., 2009; Ruff et al., 2016; Verhoef and Maunsell, 2017). Neurons' responses to two stimuli
presented together tend to be much smaller than the linear sum of the responses to each stimulus
when presented individually. This phenomenon has been observed across the visual hierarchy in
macaque monkeys (Ruff et al., 2016) as well as in the primary visual cortex in cat (Busse et al.,
2009) and tree shrew (MacEvoy et al., 2009).

When presented with one image, neurons that prefer the orientation of the image are activated
across the V4/MT network, resulting in local patches of active regions following the pinwheel
map of orientation preference (Fig. 3.1, Ba and Bb). Neurons in the same spatial location
of the presented image respond with higher rates since they receive more local feedforward
inputs. When both images are presented together, there is no clear spatial structure of population
activation pattern of �ring rates (Fig. 3.1 Bc).

We de�ne normalization index of each neuron as the sum of the neuron's �ring rates in re-
sponse to each image presented individually, divided by its �ring rate when both images are
presented together (Eq. C.13), following the de�nition from our previous experimental work
(Ruff et al., 2016). A normalization index of one means that the neuron's response to multi-
ple stimuli is a linear summation and a normalization index larger than one means a sublinear
summation. A larger normalization index means stronger normalization.

Our model V4/MT neurons exhibit a wide range of normalization indices with the majority
being between one and two (Fig. 3.1C). The normalization indices of our model neurons span
a similar range as those of neurons recorded from macaque V4 and MT areas (Fig. 3.1D; (Ruff
et al., 2016)). The distribution of the normalization indices of the inhibitory neurons is broader
than that of the excitatory neurons (�g. C.3B). In addition, the normalization index of a neuron
is independent from its tuning preference in both our model and data (�g. C.4).

The wide distribution of normalization indices is a robust phenomenon in networks with
strong recurrent connections (�g. C.5). Even in random networks with no spatial or tuning
dependent connections, there is a spread of normalization indices due to random connections
when two input populations project to the whole network (�g. C.5, A and B, magenta). The
distribution widens when the two input populations project to distinct sets of target neurons
(�g. C.5B cyan). In our model, the two images of orthogonal orientations activate different sets
of V4/MT neurons, which is similar to the case with small overlap of input projections in the
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random networks (�g. C.5B). In contrast, networks with weak recurrent connections produce
narrow distributions of normalization strengths (�g. C.6). Being able to reproduce the range
of neuronal heterogeneity of normalization in our model, we next examine how neurons with
different normalization strengths interact with each other.

3.2.2 Spike count correlations between neurons depend on their similarity
of normalization strength

Figure 3.2: Neurons with similar normalization indices have higher spike count correlations
than those with different normalization indices. (A) Spike count correlations between a pair
of model MT/V4 neurons depend on their normalization indices. (Aa) Spike count correlations
between a pair of neurons as a function of the normalization indices of the pair. (Ab) For neu-
ron pairs of the same average normalization indices (equal to 1.5), their spike count correlations
decrease with the difference in their normalization indices. (Ac) For neuron pairs of similar nor-
malization indices (difference < 0.5), their spike count correlations decrease with their average
normalization indices. (Ad) Across all levels of tuning similarity, the spike count correlations
between neurons with similar normalization indices are consistently larger than those of neurons
with distinct normalization indices. (B) Same as (A) for neuronal data recorded from the MT
area (28 sessions). (C) Same as (A) for neuronal data recorded from the V4 area (21 sessions).
Error bars represent the SEM. Data in panels B and C are from (Ruff et al., 2016).
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The neuronal heterogeneity of normalization strength in our model is shaped by network con-
nectivity and neuronal transfer functions. Both factors are known to determine the interactions
between neurons (Ocker et al., 2017a; Huang et al., 2019). Next we examine how correlations
between neurons depend on neurons' normalization indices. We use spike count correlations to
measure the interactions between neurons, which is commonly used to measure the trial-to-trial
co-�uctuations of neuronal responses in experiments ((Cohen and Kohn, 2011); see Methods).

We �nd that spike count correlations between neurons depend on their normalization indices
in the model in a way that is qualitatively consistent with the neuronal correlations measured
in visual cortex (Fig. 3.2). First, neurons with similar normalization indices have higher spike
count correlations than those with different normalization indices (diagonal vs. off-diagonal el-
ements in Fig. 3.2, Aa, Ba and Ca). For different neuron pairs of the same within-pair average
normalization indices, their spike count correlations decrease as the difference between the nor-
malization indices of neurons within a pair becomes larger (Fig. 3.2, Ab, Bb and Cb). Second,
for neuron pairs with similar normalization indices (diagonal elements in Figure 3.2, Aa, Ba and
Ca), their spike count correlations �rst decrease with their average normalization indices and can
increase at large normalization indices in the model and the V4 data (Fig. 3.2, Ac, Bc and Cc).
The same pattern of spike count correlations is also observed in neurons recorded from Macaque
V1 area (�g. C.7). The model also produces the same relationship between spike count correla-
tion and normalization strengths using superimposed Gabor images in addition to two separately
presented images (�g. C.8). The close match of the dependence of correlations on normaliza-
tion indices in our model with that in data suggests common circuit mechanisms that determine
the heterogeneity of normalization. In contrast, the dependence of neuronal correlations on nor-
malization index is very weak in networks with weak recurrent connections, emphasizing the
importance of recurrent connections in determining the strength of normalization (�g. C.6).

A potential explanation for the observed dependence of correlations on the similarity of nor-
malization indices is that neurons with similar normalization indices may have more similar tun-
ing preferences than those with different normalization indices. Several previous experimental
studies have consistently demonstrated that neurons with similar tuning preferences tend to have
higher spike count correlations (Cohen and Maunsell, 2009; Gu et al., 2011; Hennequin et al.,
2018; Lin et al., 2015). Therefore, tuning similarity between neurons is a potential confound that
underlies the dependence of correlations on normalization indices. However, this is not the case
in our model and in data. First, we �nd no signi�cant correlation between the tuning preference
and the normalization index of a neuron in both model and data (�g. C.4). Second, we compare
the spike count correlations of neuron pairs with either similar or different normalization indices
across different magnitudes of tuning similarity, measured as the correlation between the tuning
curves of two neurons (Eq. C.15). We observe that across all levels of tuning similarity, the
spike count correlations between model neurons with similar normalization indices are consis-
tently larger than those of model neurons with distinct normalization indices (Fig. 3.2Ad). We
re-analyzed our experimental data and found consistent patterns in neural recordings from all
three visual areas, MT (Fig. 3.2Bd), V4 (Fig. 3.2Cd) and V1 (�g. C.7).

The average spike count correlation in our model is lower than that in the data. This is be-
cause the model is investigated in an asynchronous and irregular �ring regime (�g. C.1), which
produces low spike count correlations on average, consistent with previous works (Renart et al.,
2010; Brunel, 2000). We can match the magnitude of correlations by introducing a globally
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correlated external input, which mimics input from other brain regions or a slow-varying neuro-
modulatory input (�g. C.3A). The inclusion of a globally correlated input increases the average
spike count correlations in our model without changing the main results (�g. C.3A). An alterna-
tive mechanism for increasing the average spike count correlations in the model is by changing
the network dynamical regime to a synchronous regime with wave activity, for example, by low-
ering the feedforward input to the inhibitory neurons (Huang et al., 2019; Mosheiff et al., 2023).
However, we �nd that a network in the synchronous regime produces a qualitatively different
pattern of the dependence of correlations on normalization strength, with higher correlations be-
tween neurons with strong normalization than those between neurons with weak normalization
(�g. C.3B).

3.2.3 Recurrent inhibition best explains the heterogeneity of normaliza-
tion

Having demonstrated that our model successfully reproduces the distribution of normalization
strength and the dependence of spike count correlations on normalization indices observed in
visual cortex, we next examine the circuit mechanisms in our model that underlie the neuronal
heterogeneity of normalization. We decompose the total current each V4/MT neuron receives
into three components: feedforward excitation from V1 neurons, recurrent excitation from other
V4/MT excitatory neurons and recurrent inhibition from other V4/MT inhibitory neurons. We
�nd that the population distribution of the recurrent inhibition is broader than that of the feed-
forward and recurrent excitation (�g. C.3, Ca and Cb), which is due to the larger weight of each
inhibitory connection and the more skewed distribution of the �ring rates of the inhibitory neu-
rons (�g. C.3A). The large distribution of the inhibitory currents contributes to the diversity of
�ring rates and normalization strengths in the network.

We �nd that the normalization index of each V4/MT neuron is strongly and negatively corre-
lated with the normalization index of the inhibitory current (I 1+I 2

I 1+2
), de�ned in the same way as the

normalization index of �ring rate (Eq. C.14; Fig. 3.3C). This means that neurons with stronger
normalization have smaller inhibitory current normalization indices, which means higher mag-
nitude of I1+2 compared to I1 + I 2. Therefore, neurons with stronger normalization receive
relatively more inhibition when both images are presented compared to neurons with weaker
normalization (�g. C.9Ac). In contrast, the correlations between the normalization indices of
the �ring rates and those of the feedforward and recurrent excitatory currents, respectively, are
much weaker (Fig. 3.3, A and B). Similarly, there is a strong correlation between the �ring
rate normalization indices and the average inhibitory current a neuron receives when two images
are presented, and only weak correlations with the excitatory currents (�g. C.9A). The corre-
lation between normalization and the number of excitatory or inhibitory input connections is
also weak (�g. C.9B). The peak of the normalization index distribution of �ring rates is aligned
with that of the feedforward excitation, which is around 1.5 (Fig. 3.3A). Because the V1 model
neurons have spontaneous rates of 5 Hz in the absence of an image in the receptive �eld and
a population-averaged rate of 10 Hz in the presence of an image, the ratio of average feedfor-
ward drives in different stimulus conditions,drive 1+drive 2

drive 1+2
, is (10+5)+(5+10)

10+10 = 1:5. Although the
peak normalization index is mainly driven by the average feedforward input, the distribution of
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Figure 3.3: Recurrent inhibition best explains the heterogeneity of normalization. (A)
The relationship between the normalization indices of neurons' �ring rates and those of the
feedforward excitatory currents neurons receive in the model. (Pearson correlation, r = 0:19,
p < 10�4 , N = 8663) (B-C) Similar to (A), but for recurrent excitatory current (B, r = 0:22,
p < 10�4 ) and recurrent inhibitory current (C, r = �0:70, p < 10�4 ). The normalization index
of recurrent inhibitory current is strongly correlated with the �ring rate normalization index.
(D) When restricting the normalization index of neuron 1 in a pair to be between 1 and 1.5,
while allowing the normalization index of the neuron 2 to vary, only the covariance components
with the inhibitory currents depend on the normalization index of neuron 2 (Cov(I1,I 2) in Da
and Cov(E1,I 2) in Db). Here the excitatory current includes both feedforward and recurrent
excitation. The covariance between total currents to the pair of neurons, Cov(Total1,Total2),
decreases with the normalization index of neuron 2 (Dc), consistent with the changes in spike
count correlations (Da inset). Error bars represent the SEM. Inset in Da: Spike count correlations
between a pair of neurons as a function of their normalization indices, same as in Figure 3.2Aa.
Black box indicates the range of normalization indices of neuron pairs analyzed in panels Da-c.
(E) Similar to (D), but for neuron pairs with similar normalization indices (difference < 0.6),
indicated by the black box in Ea inset. Note that Cov(I1; E2) is the same as Cov(E1; I 2) in panel
Eb, as both normalization indices of neuron 1 and neuron 2 vary together.
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the rate normalization indices is much broader than that of the feedforward current. The weak
correlation between normalization and feedforward excitation indicates that the normalization
strength of each neuron in the model is mainly determined by recurrent connections.

The normalization strength in our network also depends on neurons' �ring rates when only
stimulus 1 (r1) or stimulus 2 (r2) is presented. For neurons that receive less inhibition when
both stimuli are presented, their normalization indices are large if they selectively respond to
one of the two stimuli (r1 large or r2 large), and are small if both r1 and r2 are small (�g.
C.10Ac). For neurons that receive more inhibitory input when both stimuli are presented, their
normalization indices are generally larger, especially when their responses to one of the two
stimuli are low (r1 or r2 is small; �g. C.10Ad). We observe similar result for the inhibitory
neurons (�g. C.11, Aa and Ab). The dependence of the normalization index on the �ring rates r1

and r2 can be explained by a feedforward model with a superlinear transfer function (�g. C.10;
Supplementary Note 1). This analysis demonstrates the importance of stimulus overlap on the
distribution of normalization indices (�g. C.5). When the two stimuli activate highly overlapped
neuron populations, the �ring rates of each neuron for the two stimulus conditions, r1 and r2, are
highly correlated (�g. C.11, Ba and Bb). In this scenario, the network lacks neurons that respond
selectively to stimulus 1 or stimulus 2, which are of strong normalization (�g. C.10, Ac and Ad).

The normalization strength in our model is dependent on stimulus input. This is because the
inhibition recruited to each neuron is a combination of the activation pattern of the inhibitory
neurons and the connectivity. When the orientations of the pair of images are rotated, the corre-
lation between the normalization indices calculated with the new pair of orientations and those
calculated with the original pair decreases as the degree of rotation increases in our model (�g.
C.12A). With superimposed (plaid) images, the correlation between the normalization indices
with a 45-degree rotation remains high (r=0.61; �g. C.12B), which is consistent with the experi-
mental results (Fig.3 in (Ruff et al., 2016)).

To investigate if the inhibitory currents also contribute to the dependence of spike count corre-
lations on normalization indices (Fig. 3.2A), we compute the covariance between the excitatory
and inhibitory currents a pair of neurons receive. Let Totali be the total current neuron i receives
(i = 1; 2), then Totali = E i + I i , where Ei and Ii are the excitatory and inhibitory current,
respectively, that neuron i receives. Here we combine both feedforward and recurrent excitation
in the excitatory current, E, since the following covariance analysis yields similar patterns for
both current types. The covariance between the total currents of neuron 1 and neuron 2 can then
be decomposed into four components

Cov(Total1; Total2) = Cov(E 1; E2) + Cov(E 1; I 2) + Cov(I 1; E2) + Cov(I 1; I 2): (3.1)

Previous theoretical analysis has shown that in balanced network models both the excitatory and
inhibitory inputs to a pair of neurons (Cov(E1; E2) and Cov(I1; I 2), respectively) are correlated
which are cancelled by the large negative correlation between the excitatory and inhibitory inputs
(Cov(E1; I 2) and Cov(I1; E2)) (Renart et al., 2010). In this way, the total current covariance
remains small and neurons in the balanced networks are asynchronous.

We �nd that only the covariance components with the inhibitory currents depend on normal-
ization indices in our model. We focus our analysis on two cases. First, we restrict the normal-
ization index of neuron 1 in a pair to be between 1 and 1.5, while allowing the normalization
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index of the neuron 2 to vary (Fig. 3.3Da inset, black box region). As the normalization index of
neuron 2 becomes larger and thus more distinct from neuron 1, the inhibitory current of neuron 2
becomes more correlated with the inhibitory current of neuron 1 (Cov(I1; I 2) in Fig. 3.3Da) and
more negatively correlated with the excitatory current of neuron 1 (Cov(E1; I 2) in Fig. 3.3Db).
In contrast, the covariance components with the excitatory current of neuron 2 is independent
of its normalization index (Cov(E1; E2) in Fig. 3.3Da and Cov(I1; E2) in Fig. 3.3Db). The
covariance, Cov(E1; I 2), becomes more negative than the increase in Cov(I1; I 2), resulting in
a reduction in the total current covariance, Cov(Total1; Total2), as the normalization index of
neuron 2 increases (Fig. 3.3Dc). This is consistent with the changes in spike count correlations
(Fig. 3.2A and replicated as the inset of Fig. 3.3Da).

Second, we conduct the same analysis of current covariance components for neuron pairs
with similar normalization indices (Fig. 3.3Ea, inset, black box region). We observe a similar
pattern: the covariance components with the inhibitory currents, Cov(I1; I 2), Cov(E1; I 2) and
Cov(I 1; E2), increase in magnitude with normalization index, while the covariance between ex-
citatory currents, Cov(E1; E2), is independent of normalization index (Fig. 3.3, Ea and Eb).
Note that Cov(I1; E2) is the same as Cov(E1; I 2) in this case as both normalization indices of
neuron 1 and neuron 2 vary together. The total current covariance decreases initially as the nor-
malization indices of both neurons increase, and turns to increase when normalization is strong
due to the large increase in the covariance between inhibitory currents, Cov(I1; I 2) (Fig. 3.3Ec),
consistent with the changes in spike count correlations (Fig. 3.2 Aa and Ac).

In sum, we �nd that neurons with stronger normalization receives more recurrent inhibition
from the network. Their inhibitory currents tend be more correlated with the input currents of
other neurons, which allows for better cancellation of current correlations and leads to lower
spike count correlations with other neurons.

3.2.4 Neurons with stronger normalization are more sensitive to contrast
differences of images

Our results so far have focused on the population response properties of V4/MT neurons to two
images of equal contrast. We next examine the dependence of V4/MT neuron responses on the
contrast of each image. We observe that neurons exhibit diverse response tuning to different
contrast combinations of the two images (Fig. 3.4, Aa to Ad). We group neurons by their
normalization indices (Eq. C.13) and their response selectivity to the two images (Eq. C.16).
Because of symmetry, here we only present results of neurons that prefer stimulus 1. Therefore,
neurons with strong selectivity respond more strongly to stimulus 1, while neurons with weak
selectivity respond similarly to both images.

The �ring rates of neurons with weak normalization and weak selectivity increase linearly
as the contrast of either one of the images increases (Fig. 3.4Aa). Thus they respond maxi-
mally when both images have high contrast. On the contrary, neurons with strong normalization
and weak selectivity are largely suppressed when both images have high contrast, and respond
maximally when there is only one image present (Fig. 3.4Ab). Neurons with strong selectiv-
ity preferentially respond when their preferred image has high contrast (contrast 1), as expected
(Fig. 3.4, Ac and Ad). However, neurons with strong normalization are much more suppressed
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Figure 3.4: Neurons with stronger normalization are more sensitive to contrast differences
of images. (A) Neurons exhibit diverse response tuning to different contrast combinations of
two Gabor images with orthogonal orientations. (Aa) The �ring rates of neurons with weak nor-
malization and weak selectivity. (Ab) The �ring rates of neurons with strong normalization and
weak selectivity. (Ac) The �ring rates of neurons with weak normalization and strong selectiv-
ity. (Ad) The �ring rates of neurons with strong normalization and strong selectivity. Neurons
that prefer stimulus 1 were selected for the results in Aa to Ad. Crosses indicate the contrast
combinations analyzed in B-D with the same color labels. (B-C) As contrast difference between
the two images increases, the distribution of relative rate changes (r=r0) of neurons becomes
broader. The relative rate changes are neurons' �ring rates to images of a given contrast differ-
ence, �c, divided by their �ring rates to images of equal contrast (i.e. �c = 0). Neurons with
strong normalization (C) have a much broader distribution of relative rate changes compared to
neurons with weak normalization (B). (D) The standard deviation of rate changes increases with
normalization index.

by increasing the contrast of their non-preferred image (contrast 2), and respond maximally when
only their preferred image is present (Fig. 3.4Ad). Together, neurons with heterogeneous nor-
malization strength and selectivity preferentially respond to different contrast combinations of
the two images.

We notice in the contrast dependence of responses that neurons with strong normalization are
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mostly active when the contrast difference between the two images is large (Fig. 3.4A, lower
right corners). To quantify this, we consider conditions where the average contrast of the two
images is 0.5 and we gradually increase the difference between the contrasts of the two images.
Speci�cally, we choose contrast 1 as c1 = 0:5 + �c and contrast 2 as c2 = 0:5 � �c, where
2�c is the contrast difference between the images (crosses in Fig. 3.4, Aa to Ad). We quantify
the relative change in �ring rate, r=r0, by normalizing the �ring rate of each neuron with its rate
(r0) when both images have equal contrasts, i.e. �c = 0. As �c increases, the distribution of
relative rate changes of neurons becomes broader, suggesting that some neurons become more
active (r=r0 > 1) while other neurons become more suppressed (r=r0 < 1) (Fig. 3.4 B and C).
Here neurons of both stimulus preferences are included. For the same contrast difference, �c,
neurons with stronger normalization have a much broader distribution of relative rate changes
compared to neurons with weaker normalization, suggesting that they are more sensitive to con-
trast difference (Fig. 3.4, B and C). Indeed, the standard deviation of the distributions of relative
rate changes increases with the normalization index for each �c (Fig. 3.4D). This indicates that
neurons with strong normalization exhibit much larger changes in their �ring rates when there is
a contrast difference in the two images.

3.2.5 Neurons with stronger normalization encode information more ef�-
ciently

Normalization has been hypothesized to be computational advantageous because it adapts neu-
rons' dynamical range of responses and can increase neurons' sensitivity to changes in stimulus.
To quantify the computational bene�ts of normalization in our model, we measure the linear
Fisher information of stimulus parameters from the activity of neurons with different normaliza-
tion indices. The linear Fisher information measures the accuracy of estimating a stimulus pa-
rameter, such as contrast or orientation, from neuron population activity using an optimal linear
decoder (Seriès et al., 2004; Kohn et al., 2016; Beck et al., 2011). The linear Fisher information
of a stimulus parameter, s, is de�ned as

I F (s) = f 0(s)T � �1 (s)f 0(s); (3.2)

where f is the tuning curve function of the neuron population with respect to s,0 denotes differ-
entiation with respect to s, and � is the covariance matrix of the population responses. Higher
Fisher information means lower threshold in detecting changes in the stimulus parameter s. We
focused our analysis on the information of the contrast and orientation of one image while keep-
ing the other image at the same contrast and of an orthogonal orientation. The linear Fisher
information were measured from the spike counts of the V4/MT excitatory neurons using a bias-
corrected estimation ((Kanitscheider et al., 2015a); see Methods).

We �nd that neurons with stronger normalization encode more information per spike com-
pared to neurons with weaker normalization (Fig. 3.5). We grouped neurons based on their
normalization indices and randomly sampled a various number of neurons within each group.
We then divided the Fisher information of the sampled neurons by the their trial-averaged total
number of spikes (See Methods). The Fisher information of contrast per spike is non-monotonic
for neurons with weak normalization with a maximum at around 12 spikes and reduces to zero
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Figure 3.5: Neurons with stronger normalization encode information more ef�ciently. (A)
The linear Fisher information (Eq. 3.2, see Methods) of the contrast of one of the two images
per spike from neurons with different normalization indices. Various numbers of neurons were
randomly sampled from the model V4/MT excitatory neurons whose normalization indices were
within the speci�ed range indicated by the color bar. The linear Fisher information of the sampled
group of neurons was divided by the number of spikes from the sampled group of neurons during
the time window used for calculating the Fisher information. (Aa) The linear Fisher information
per spike as a function of the total number of spikes from the sampled neurons. Neurons with
normalization indices from 1 to 1.4 were sampled. Each dot is a different sampling of a group
of neurons. The solid curves is the average for each bin of the number of spikes and the error
bar is standard error. (Ab) Same as Aa except that neurons with normalization indices from
2.6 to 3 were sampled. (Ac) The average Fisher information per spike as a function of the total
number of spikes from the sampled neurons, for neurons of different ranges of normalization
indices. Neurons with stronger normalization (lighter color) encode more information per spike
than neurons with weak normalization (darker color). Error bars represent the SEM. (Ba-c) Same
as Aa-c for the linear Fisher information of the orientation of one of the two images.

as the total number of spikes increases (Fig. 3.5 Aa and Ac). The variance of the Fisher informa-
tion per spike across samples also peaks at around 10 spikes and largely shrinks when the total
number of spikes is above 100. Neurons with stronger normalization encode more information
per spike when the total number of spikes is below 100 (Fig. 3.5Ab). This is consistent with our
observation in the previous section that the �ring rates of neurons with strong normalization are
sensitive to contrast changes in the images (Fig. 3.4). The ef�ciency of information encoding of
neurons with different normalization indices converges and decays to zero when the total num-
ber of spikes is large (Fig. 3.5Ac). The Fisher information of orientation shows similar trend as
the information of contrast, except that the Fisher information per spike for orientation tends to
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decrease monotonically for neurons with weak normalization (Fig. 3.5B).

3.2.6 Heterogeneous normalization enhances the information of image con-
trast and capacity for encoding natural images

Lastly, we compare the information content in networks with different amount of heterogeneity
in normalization. We have shown that the normalization index of a model neuron is strongly
correlated with the inhibitory current it receives (Fig. 3.3 A to C). To reduce the heterogeneity
in normalization, we constructed a control network with the same number of input connections
(i.e. in-degree) to each V4/MT neuron, including both local and long-range connections, so
that neurons receive roughly the same magnitude of currents. All the other parameters, such as
the connection weights and the spatial spreads of connections were kept the same as the default
network. Matching the in-degrees in a homogeneous network without spatial or tuning dependent
connections leads to similar �ring rates in neurons from the same cell type population (excitatory
or inhibitory) (Brunel, 2000). Matching the in-degrees in our spatial network also largely reduces
the spread of normalization indices (Fig. 3.6A). The remaining heterogeneity in normalization
is partly due to the tuning selectivity of neurons and the spatial arrangement of the pinwheel
orientation map.

As the number of sampled V4/MT neurons increases, the Fisher information of the sampled
neurons increases and approaches the upper bound of the total input information from V1 neurons
(Fig. 3.6 B and C). The information of image contrast is higher in the default network than that in
the network with matched in-degrees, which has less heterogeneity in normalization (Fig. 3.6B).
The information difference between the two networks reduces as the number of sampled neurons
increases and the information curves from both networks saturate to a similar level close to the
upper bound of input information. This again demonstrates the ef�ciency of neural coding in
networks with heterogeneity, that is, networks with more heterogeneity of normalization encode
more information of contrast with a smaller number of neurons.

Interestingly, the information of orientation is very similar in both networks with different
amounts of normalization heterogeneity across various number of sampled neurons, with the in-
formation from the default network being slightly higher (Fig. 3.6C). This suggests that hetero-
geneous normalization is more bene�cial for encoding contrast than orientation in our network.

We further investigate the potential advantages of heterogeneity in normalization with natu-
ral images. We calculated the manifold capacity in the default network and the network with
matched in-degrees, using the method from (Chung et al., 2018b; Stephenson et al., 2019). Each
manifold is the population responses to one natural image over many trials. The capacity of a
network is the maximal number of linearly separable object manifolds per neuron (see Methods).
We �nd that the manifold capacity is higher in the default network with more heterogeneity than
in the network with matched in-degrees which has less heterogeneity (Fig. 3.6 D). The difference
in capacity is present over different numbers of sampled neurons. The higher capacity in the de-
fault network is due to lower dimension and smaller radius of each manifold compared to those
in the network with matched in-degrees, which make linear separation of manifolds easier (Fig.
3.6 E,F). These results demonstrate the bene�ts of heterogeneous normalization in the encoding
capacity of natural images.
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Figure 3.6: Heterogeneous normalization enhances the information of contrast in Gabor
images and the manifold capacity for natural images. (A) The distribution of normalization
indices is narrower in the network with matched in-degrees (grey) than that in the default network
(black). In the network with matched in-degrees, the number of presynaptic neurons that project
to each V4/MT neuron is �xed to be the same for each type of inputs (recurrent excitation, recur-
rent inhibition and feedforward excitation). The default network is the same as described in Fig.
3.1 and analyzed in previous �gures. (B) The linear Fisher information of the contrast of one
image as a function of the number of excitatory neurons sampled from the model V4/MT net-
work. Open circles are the numerical estimation of the linear Fisher information (Eq. C.17). The
asymptotic values of the linear Fisher information at limit of large number of sampled neurons
(dots at N = 1) are estimated by �tting Eq. C.18, and solid curves are the �ts (see Methods).
Error bars are the 95% con�dence intervals. Dashed line is the total amount of linear Fisher in-
formation from V1 neurons. The total input information is the same for both networks. (C) Same
as B for the linear Fisher information of the orientation of one image. (D) The manifold capacity
as a function of the number of excitatory neurons sampled from the model V4/MT neurons from
the default network (black) and the network with matched in-degrees (grey). Manifold capac-
ity measures the maximal number of linearly separable object manifolds per neuron, computed
using the method from (Stephenson et al., 2019). The capacity was calculated with 50 natural
images. Each point is averaged over 20 random samples of neurons. Error bars indicate standard
error of the mean (SEM). (E-F) Same as D for the manifold dimension (Eq. C.20, E) and the
manifold radius (Eq. C.21, F).
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3.3 Discussion

Normalization mechanism has often been used to describe neurons' sublinear responses to mul-
tiple stimuli in visual cortex (Heeger, 1992; Britten and Heuer, 1999; Rust et al., 2006; Ni et al.,
2012; Verhoef and Maunsell, 2017). However, neurons exhibit diverse response patterns in their
integration of multiple stimuli; some neurons show facilitated responses to two stimuli, while
some neurons are strongly suppressed by an addition of a non-preferred stimulus (Ruff et al.,
2016; Guan et al., 2020; Ni et al., 2012; Barbera et al., 2022). The mechanism underlying the
neuronal heterogeneity of normalization and its contribution to neural coding is not well studied.
In this work, we analyzed response properties of a recurrent network of excitatory and inhibitory
spiking neurons modeling the visual cortex. Our model neurons exhibit a range of normalization
strengths that is consistent with experimental data (Ruff et al., 2016). We �nd that a neuron's
normalization strength is strongly correlated with the relative magnitude of inhibitory current it
receives. In addition, our model reproduces the relationship between normalization strength and
the spike count correlations between pairs of neurons observed in experimental data, which can
be explained by the correlation between inhibitory current and other synaptic inputs. Further, we
demonstrate that model neurons with different normalization strengths and selectivity respond
to different combinations of the stimulus contrasts. Model neurons with stronger normalization
are more sensitive to the contrast difference of images and encode more stimulus information
per spike. Lastly, we show that neuronal heterogeneity can be bene�cial for coding, as networks
with more heterogeneity encode with higher information and manifold capacity.

3.3.1 Strong recurrent coupling and the excitation-inhibition balance

We �nd that strong recurrent coupling among the excitatory and inhibitory neurons and distinct
sources of feedforward inputs are important for generating a wide range of heterogeneity of
normalization strength. In networks with weak recurrent coupling, the distribution of normaliza-
tion indices is narrow and the spike count correlations between neurons only weakly depend on
their normalization strengths (�g. C.6). This suggests that strong recurrent connections amplify
the heterogeneity in neuron responses to multiple inputs. Increasing the variance of connection
weights or the in-degrees of inhibitory connections can also increase the heterogeneity of normal-
ization strength when the mean recurrent coupling is weak in the network (�g. C.13 and C.14).
However, they tend to generate more neurons with weaker normalization. The networks with
broad in-degrees also do not reproduce the dependence of correlations on normalization strength
(�g. C.14). In networks with strong recurrent coupling and disordered connections (i.e. no spa-
tial or tuning dependence of connections), neurons exhibit a range of normalization strengths
when the network receives two sources of feedforward inputs (�g. C.5). The distribution of
normalization strengths broadens as the two sources of inputs target more distinct populations
of neurons. The range of normalization strengths is similar to that of the detailed circuit model
of visual cortex where the two images of orthogonal orientations activate largely non-overlapped
groups of neurons in the V4/MT network (Fig. 3.1). Our results are consistent with a recent �nd-
ing where models with strong recurrent coupling explains the large distribution of rate changes
in monkey visual cortex induced by optogenetic stimulation (Sanzeni et al., 2023).
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The balanced network model (Van Vreeswijk and Sompolinsky, 1996) has been successful
at explaining the genesis of neuronal variability and the close relationship of excitation and in-
hibition observed in experiments in cortex (Okun and Lampl, 2008; Haider et al., 2006; Xue
et al., 2014). However, balanced networks produce a linear relationship between input and out-
put rate, which has been considered as a limitation for complex computation (van Vreeswijk
and Sompolinsky, 1998). Recent theoretical work suggests that nonlinear computation can be
achieved in balanced networks when some neurons are silenced by excess inhibition, creating a
local imbalance in currents (Baker et al., 2020). They show that a network can produce sub-linear
summation, if individual stimulus silences a group of neurons when presented alone (Baker et al.,
2020). Our �nding is different from this work in that we analyzed neurons with positive rates in
all three stimulus conditions (stimulus 1 alone, stimulus 2 alone or both). In other words, neurons
in our model do not need to be silenced in one stimulus condition to show sublinear summation.
Consistent with the previous work, our results demonstrate that individual neurons can exhibit di-
verse and nonlinear response functions to multiple stimuli, even though the population averaged
rate remains mostly linear (Fig. 3.4, Aa to Ad).

3.3.2 Network mechanisms of normalization

Even though the normalization phenomena has been widely observed in visual cortex, as well
as in other brain regions, the source of normalization has been under debate. It was initially
hypothesized that the divisive form of normalization can be implemented by shunting inhibition
(Carandini et al., 1997). However, it has been shown that shunting inhibition alone results in
a subtractive, not divisive, modulation of �ring rates (Chance et al., 2002). Instead, divisive
gain modulation can be achieved by modulating both excitatory and inhibitory inputs in a bal-
anced manner (Chance et al., 2002). Later experimental �ndings suggest that it is the excitation,
rather than inhibition, that underlies the sublinear responses of neurons since both excitation and
inhibition are suppressed with an addition of non-preferred stimulus (Sato et al., 2016). Re-
cent experiments suggest that a feedforward mechanism is suf�cient to account for the sublinear
responses of neurons in primary visual cortex without invoking a recurrent mechanism (Bar-
bera et al., 2022; Priebe and Ferster, 2006), though mechanisms for higher-order visual areas
are not studied. In our model, we �nd that the normalization strength of a neuron is highly anti-
correlated with the normalization strength of the inhibitory current it receives, and is only weakly
correlated with that of the feedforward and recurrent excitatory currents (Fig. 3.3, A to C). More-
over, the covariance with the inhibitory current also explains the relationship between spike count
correlation and normalization. Neurons with stronger normalization receive relatively more in-
hibitory currents, which cancel out more correlation in their currents, making those neurons less
correlated with other neurons. Our results are consistent with previous theoretical work which
suggests that the population �ring rate patterns in cortical circuits are primarily determined by
inhibitory currents (Mongillo et al., 2018). Together, our results emphasize the role of inhibition
in determining the normalization strength and neuronal correlations.

Numerous experimental work has demonstrated that the neural mechanisms of normalization
and selective attention are closely related (Carandini and Heeger, 2012; Reynolds and Heeger,
2009; Ni et al., 2012; Reynolds et al., 1999; Treue and Maunsell, 1996). In particular, the neu-
ronal heterogeneity of attentional modulation in �ring rates is highly correlated with the neuronal
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heterogeneity of normalization, meaning that neurons that demonstrate stronger normalization
are also more modulated by attention (Ni et al., 2012; Lee and Maunsell, 2009). In addition, the
spike count correlations among neurons with stronger normalization are also more modulated
by attention (Verhoef and Maunsell, 2017). Both experimental and modeling work suggests that
inhibitory neurons are more targeted by attention than excitatory neurons, which could stabilize
population dynamics and reduce neural correlations (Thiele et al., 2016; Mitchell et al., 2007;
Huang et al., 2019; Kanashiro et al., 2017). Our �nding of the strong correlation between normal-
ization strength and inhibitory current (Fig. 3.3C) suggests that inhibition may be the unifying
mechanism that relates the neuronal heterogeneity of normalization and attentional modulation.
Future extension of our model is needed to explore the interplay between normalization and
attention mechanisms in enhancing the neural representation of attended stimuli.

Several network models have been proposed to explain the normalization mechanism (Rubin
et al., 2015; Heeger and Zemlianova, 2020; Somers et al., 1998). One of them, the stabilized
supralinear network (SSN) model (Rubin et al., 2015; Hennequin et al., 2018), is closely related
to our model. The SSN model also has strong recurrent excitation which is stabilized by in-
hibitory feedback and the recurrent connections depend on tuning similarity. The SSN model
reproduces the sublinear summation of neuronal responses to two stimuli and the quenching of
neuronal variability by stimulus contrast. The key differences between our model and the SSN
model are that our model consists of spiking neurons instead of rate units and that the population
rate of our model do not show strong saturation as input strength increases. Since both our model
and the SSN model are in the inhibition-stabilized regime, and we identify inhibition as the main
determinant of the normalization heterogeneity in our model, we conjecture that the SSN model
may share common mechanisms for generating heterogeneous normalization strength. To test
this hypothesis, we implemented the two-dimensional version of the SSN model with probabilis-
tic connections to introduce heterogeneity (�g. C.15; (Rubin et al., 2015)). We found that the
normalization index of a neuron strongly depended on the neuron's preferred orientation in the
SSN model, which was not observed in our experimental data and the spiking network model
(compare �g. C.15B with �g. C.4). There was a similar relationship between spike count corre-
lations and normalization indices in the SSN model, however, the relationship was absent after
we matched for the distribution of tuning preferences across normalization indices (�g. C.15C).

3.3.3 Model limitations and alternative mechanisms of normalization het-
erogeneity

While our �ndings offer new insights into the circuit mechanisms underlying heterogeneous
normalization strengths in the visual cortex, several limitations need to be considered. First,
our model primarily investigates spatially separated visual stimuli, whereas many experimental
studies on normalization employ superimposed (plaid) stimuli (Ruff et al., 2016; Heeger, 1992;
Busse et al., 2009). Although the use of separated stimuli facilitates the study of spatial atten-
tion and its relationship with normalization mechanisms, the use of different visual stimuli may
involve different circuit-level mechanisms. We demonstrate that superimposed stimuli in our
model produce qualitatively the same results (�g. C.8). Second, both surround suppression and
cross-orientation interactions are well-documented in the visual cortex (Angelucci et al., 2017).
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The visual stimuli in our model are different from a typical center-surround stimulus in that the
higher-order area in our model receives direct feedforward inputs from both images. In other
words, both images are within the center receptive �eld of the V4/MT model neurons. Recent
experimental and modeling work demonstrates that neurons from mouse primary visual cortex
have facilitated responses when the center and surround images have orthogonal orientations,
which is mediated by the disinhibitory circuit of vasoactive intestinal peptide-expressing and
somatostatin-expressing interneurons (Keller et al., 2020). Future models incorporating different
inhibitory interneuron subtypes may help generalize our �ndings and provide a more compre-
hensive account of normalization mechanisms.

Besides recurrent inhibition identi�ed in our model, a number of other mechanisms could
provide alternative explanations for the heterogeneous normalization strengths in the visual cor-
tex. For example, co-localized and distributed synaptic inputs could undergo different nonlinear
dendritic summations, supralinear or sublinear (Tran-Van-Minh et al., 2015), resulting in differ-
ent normalization indices. Similarly, variability in intrinsic neuronal properties could also lead to
heterogeneous normalization indices. Electrophysiology recordings from slice and culture have
shown that neuronal adaptation amplitude and decay constant can differ more than 10-fold across
cortical cell classes and even among neurons of the same nominal type (Turrigiano, 2011). The
differential adaptation rates can either suppress or enhance neural responses to a complex stim-
ulus, as shown in recordings from macaque inferior temporal cortex (Kaliukhovich and Vogels,
2016). In addition, different ion channel densities and axon initial segment morphology could
lead to differences in neuronal excitability (Höf�in et al., 2017), resulting in different nonlinear
response functions.

3.3.4 Computational bene�ts of normalization and the neuronal hetero-
geneity in normalization

Past work has proposed several computational bene�ts of normalization (summarized in review
(Carandini and Heeger, 2012)). For example, by adapting neurons' response range based on
background input, neurons can remain sensitive to small changes in stimulus. This is most
evident for retinal neurons which need to respond to light intensities over a range of several
orders of magnitude (Rieke and Rudd, 2009). In visual cortex, it has been shown that divisive
normalization can reduce the statistical redundancy present in natural images (Schwartz and
Simoncelli, 2001). Divisive normalization can also implement marginalization in the framework
of probabilistic population code (Beck et al., 2011). Complementary to these works, our results
reveal additional bene�ts of normalization, that is, neurons with stronger normalization encode
more stimulus information per spike (Fig. 3.5).

In addition, we demonstrate that the neuronal heterogeneity of normalization contributes to
coding. Past works have shown that cellular heterogeneity, such as in spiking threshold or ex-
citability, can increase network responsiveness (Di Volo and Destexhe, 2021), improve network
resilience to changes in modulatory inputs (Hutt et al., 2023) and enhance the mutual informa-
tion between stimulus and neural responses (Sharpee, 2017; Kastner et al., 2015). Heterogeneity
in neuronal time scales can also improve learning in tasks with rich intrinsic temporal structure
(Perez-Nieves et al., 2021). Our work is different from these works in that our model neurons are
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homogeneous in terms of their cellular properties, and the heterogeneity in their response prop-
erties is generated by network interactions. The heterogeneous normalization strength allows the
neural population to encode different contrast combinations of the two images (Fig. 3.4). In
networks with less heterogeneity of normalization, more neurons are needed to encode the same
amount of information (Fig. 3.6B). Therefore, neuronal heterogeneity in normalization improves
the ef�ciency of information coding. Heterogeneous normalization also increases the network
capacity to encode natural images by reducing the dimensionality and radius of the neural re-
sponse manifold for each image (Fig. 3.6D-F). Interestingly, we �nd that heterogeneity has a
larger impact on the information of image contrast than on the information of orientation. Future
work is needed to investigate how neuronal heterogeneity impacts population representational
geometry of multiple stimulus features in circuit models.
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Chapter 4

A cortical foundation model for in silico
hypothesis testing: bridging within-trial
and across-trial dynamics to reveal
learning mechanisms via causal
perturbations

4.1 Introduction

Neurodevelopmental and psychiatric disorders impose profound burdens on patients and society
(GBD 2019 Mental Disorders Collaborators, 2022), with de�cits in learning and memory often
arising from pathological neural circuitry (Thompson et al., 2020; Hilton et al., 2024). Under-
standing these disorders requires uncovering how learning emerges from neural activity across
different timescales, from millisecond-level dynamics within single trials to day-scale represen-
tational changes across learning sessions (Hyde et al., 2022; Zu et al., 2025). While genetic
and molecular mechanisms have been identi�ed, bridging these temporal scales to reveal the
circuit-level principles supporting the full learning trajectory remains elusive.

Recent advances in foundation models (large machine learning models pretrained on massive
datasets to learn generalizable representations) such as ChatGPT, Sora, and V-JEPA offer new
conceptual and methodological opportunities to model learning at scale (Liu et al., 2024; Assran
et al., 2025; Zhou et al., 2024; Bommasani et al., 2021). In parallel, longitudinal neural record-
ings have captured both behavior and in vivo activity across different stages of learning (Sun
et al., 2025; Westerberg et al., 2025; Saleem et al., 2018). These developments create a timely
opportunity to train foundation models on diverse neural population data, linking millisecond-
scale dynamics within trials to day-scale changes across learning sessions, and thereby create a
“digital twins" of neural circuits, enabling experimentally veri�able hypotheses to be generated
and tested in silico before undertaking costly biological experiments.

In this work, develop a foundation model that bridges millisecond-scale within-trial neural
dynamics and day-scale cross-session changes to reveal circuit-level principles of learning and
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cognitive �exibility.

4.2 Related work

Foundation models are AI models that learn generalizable patterns from large-scale neural record-
ings before being applied to speci�c tasks. Digital twins are computational models that replicate
recorded neural activity and enable virtual experiments. In this work, we develop a founda-
tion model that functions as a digital twin, serving as an in silico platform for causally testing
hypotheses about cortical mechanisms underlying learning. We test whether global attention
mechanisms generate top-down prediction error signals in cortical hierarchies. Addressing these
questions requires bridging three domains. Current foundation models in neuroscience capture
generalizable neural computations but cannot model multi-timescale dynamics spanning mil-
liseconds to hours. Understanding how learning reshapes neural representations across these
temporal scales de�nes what our model must capture for meaningful causal interventions. Ex-
isting digital twin approaches provide the methodological framework for in silico perturbation
experiments analogous to experimental perturbations such as optogenetic manipulations, intra-
cortical micro-stimulation, and pharmacological interventions. Together, these bodies of work
motivate the architectural choices, training strategies, and experimental paradigms.

Foundation models in neuroscience Foundation models pre-trained on large-scale neural datasets
have emerged as powerful tools in neuroscience, with Transformer architectures becoming the
dominant framework for modeling neural time-series (Zhou et al., 2025; Bayazi et al., 2024).
These models demonstrate remarkable capabilities. Models trained on mouse visual cortex data
accurately predict neuronal responses to novel synthetic stimuli after training only on natural
videos, suggesting they capture general computational principles rather than super�cial correla-
tions (Wang et al., 2025a). Other approaches reveal intrinsic dimensionality of neural representa-
tions (Wang et al., 2023a) and learn generalizable representations across neurons, brain regions,
and animals, with performance consistently improving as more subjects are added to training
datasets (Zhang et al., 2024). However, signi�cant challenges remain (Zhou et al., 2025). While
existing foundation models excel at predicting neural responses within single recording sessions
(Wang et al., 2025a), they have not been designed to model the multi-scale temporal structure of
learning. The proposed model complements these work by explicitly bridging millisecond-level
within-trial neural dynamics with hour- and day-level changes across learning sessions that char-
acterize cognitive �exibility and behavioral adaptation. Furthermore, by incorporating causal
perturbation experiments analogous to optogenetic manipulations, the proposed model aims to
move beyond predictive accuracy toward interpretable causal mechanisms underlying learning.

Multi-timescale longitudinal neural recording data Recent advances in longitudinal neu-
ral recording have generated rich datasets capturing learning-related activity across multiple
timescales. Studies employing two-photon calcium imaging to track thousands of hippocam-
pal neurons over days and weeks reveal systematic, multi-stage representational re�nement (Sun
et al., 2025). These recordings reveal systematic representational re�nement, with stable fast-
�ring neurons maintaining network structure while plastic slow-�ring neurons �exibly encode
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new experiences (Grosmark and Buzsáki, 2016). Complementary sensory cortex datasets demon-
strate experience-dependent sparsening and orthogonalization of population codes (Failor et al.,
2025, 2021). Wide-�eld calcium imaging datasets capture brain-wide cortical activity during
motor skill acquisition across two-week periods, documenting correlations between movement
strategies and evolving multi-regional activity patterns (Kondo et al., 2025). However, capturing
neural dynamics across multiple temporal scales within the same animals remains experimentally
challenging and prohibitively expensive, limiting our understanding of how immediate sensory-
driven plasticity interacts with slower consolidation processes (Westerberg et al., 2025). Founda-
tion models pre-trained on multi-scale neural recordings could serve as in silico digital twins to
ef�ciently test competing hypotheses about learning mechanisms and guide experimental design.

In Silico models of brain activity for hypothesis testing A digital brain twin is a computa-
tional model that reproduces experimentally recorded neural activity and allows researchers to
perform in silico perturbations to generate and test experimentally veri�able hypotheses (Xiong
et al., 2023; Cobos et al., 2022). These models enable generative and causal experimental ap-
proaches beyond traditional correlational analyses (Liscai et al., 2025). Current implementations
span two dominant paradigms. Sensory encoding twins use deep neural networks to predict
responses of thousands of neurons with high �delity (Cobos et al., 2022). Clinical biophysi-
cal twins like The Virtual Brain simulate patient-speci�c whole-brain dynamics for therapeutic
planning in epilepsy (Jirsa et al., 2023; Wang et al., 2025b, 2023b; Hashemi et al., 2024). How-
ever, important challenges persist. Models struggle to capture the full correlational structure and
stochastic variability of neural populations, producing deterministic predictions rather than distri-
butions of possible responses (Liscai et al., 2025). Scaling beyond sensory systems to cognitive
functions and motor control remains nascent, and increasing model complexity risks creating
systems as inscrutable as the brain itself (Kar and DiCarlo, 2024; Tanaka et al., 2019). Develop-
ment of neuro-foundation models trained on diverse, multi-scale datasets spanning brain regions,
tasks, and species could provide general-purpose computational tools �ne-tuned for applications
ranging from basic science discovery to personalized clinical interventions.

In this work, we address important gaps across all three domains: modeling multi-timescale
learning dynamics (which current foundation models lack), bridging temporal scales experimen-
tally dif�cult to capture simultaneously, and extending mechanistically interpretable digital twins
beyond sensory systems to learning and memory. By training a model on neural recordings pre-
processed into a common framework, our foundation model will capture both the millisecond-
level dynamics that current models handle well and the hour-scale learning trajectories they cur-
rently miss. The model's architecture is explicitly designed to generate experimentally testable
predictions through causal perturbation experiments. By selectively silencing or arti�cially acti-
vating speci�c model components, we will test whether global processing mechanisms are neces-
sary and suf�cient for top-down prediction error signaling. This extends digital twin approaches
from sensory encoding to the multi-timescale dynamics of learning and memory. Rather than
creating an inscrutable black box as complex as the brain itself, our modular architecture enables
precise hypothesis testing about speci�c computational principles underlying �exible learning in
the cortex.
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4.3 Method

4.3.1 Model Architecture

Our model architecture represents cortical and hippocampal dynamics through a composite encoder-
decoder framework. The encoder consists of two hierarchically organized components: an early-
layer encoder with local attention that processes activity within each brain region independently,
and a deep-layer encoder with global attention that models interactions across all regions. The
decoder uses cross-attention to generate task-speci�c predictions from the encoder's learned rep-
resentations (Figure 5.11).

Figure 4.1: The model integrates longitudinal neural recordings from mouse visual cortex and
prefrontal areas across multiple spatial scales and temporal scales (within-trial millisecond dy-
namics and across-trial hour-scale changes). The trained model produces two primary outputs:
reconstruction of neural population activity and prediction of behavioral variables. (ASC =
Adaptive Sensory Cortex)

Input Representation and Tokenization. Neural recordings are transformed into discrete to-
kens through a hierarchical pipeline. Electrophysiological spike times are �rst binned into 20 ms
windows to create discrete spike count vectors. For neuron n, the spike count in bin j is:

sn
j =

X

i

1[t n
i 2 [(j � 1)�t; j�t)] (4.1)

where ftni g denotes the set of spike times and �t = 20 ms is the bin width. We retain only high
signal-to-noise ratio units (SNR > 2:5) from validated brain regions: visual cortical areas (VISp,
VISl, VISrl, VISal, VISpm, VISam) and hippocampal CA1.

The binned neural activity is then divided into non-overlapping spatiotemporal patches of
dimension PS �P T , where PS = 4 denotes the number of neurons per spatial patch and PT = 10
denotes the number of time bins per temporal patch (corresponding to 200 ms windows). For a
region with Nr neurons and T time bins, we extract:

Npatches=
�

Nr

PS

�
�

�
T
PT

�
(4.2)
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patches, each yielding a �attened vector pi;t 2 RPS �PT where (i; t) indexes spatial and temporal
patch positions.

Each continuous-valued patch is mapped to a discrete token via a Vector Quantizer (VQ). We
train a VQ module with encoder EVQ and codebook C = fc1; : : : ; cK g where K = 4096 is the
codebook size and ck 2 Rdmodel with dmodel = 256. For each patch, the VQ encoder produces a
latent representation:

zvq
i;t = E VQ(p i;t ) 2 R dmodel (4.3)

The discrete token index is obtained via nearest-neighbor assignment:

tokeni;t = arg min
k2f1;:::;Kg

kzvq
i;t � c kk2 (4.4)

and the quantized embedding is retrieved from the codebook: evq
i;t = c tokeni;t . During training, we

use the straight-through estimator to enable gradient �ow through the discrete bottleneck, with
commitment cost � = 0:25:

L VQ = ksg[zvq
i;t ] � e vq

i;t k2
2 + �kz vq

i;t � sg[e vq
i;t ]k2

2 (4.5)

where sg[�] denotes the stop-gradient operation.

Positional and Region Embeddings. The �nal token representation incorporates both posi-
tional and region information. For patch at position (i; t) in region r:

ei;t;r = e vq
i;t + e pos

i + e temp
t + e region

r (4.6)

where epos
i is a sinusoidal spatial positional encoding, etemp

t is a sinusoidal temporal encoding,
and eregion

r is a learnable region embedding. The sinusoidal encodings follow the standard formu-
lation:

PE(p; 2i) = sin
�
p=100002i=dmodel

�
(4.7)

PE(p; 2i + 1) = cos
�
p=100002i=dmodel

�
(4.8)

where p is the position index and i indexes the embedding dimension.
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Figure 4.2: The encoder-decoder structure in the Transforemer model. (A) The encoder is
a high-capacity Swin Transformer, with early layers with local attention and deep layers with
global attention. The red component represents the deep-layer encoder. The decoder incorpo-
rates direct connections from multiple encoder layers. The green boxes represent the multiple
specialized output heads for different learning objectives, including a neural reconstruction head,
and a cross-modal projection head. (B) Swin Transformer block with convolutional feedforawrd
layer (yellow) and fully-connected feedforward layer (blue). (LayerNorm: Layer Normalization,
W-SMA: Window-based Multi-head Self-Attention, ConvFN: Convolutional Feedforward Neu-
ral Network, FFN: Fully-connected Feedforward Neural Network,

L
: residual connection, i.e.,

ẑl = W-SMA(LN(z l�1 )) + z l�1 , zl = ConvFN(LN(ẑ l )) + ẑ l , zl = FFN(LN(ẑ l )) + ẑ l . )

Hierarchical Encoder The encoder processes neural embeddings through Learly = 2 local
attention layers followed by Ldeep= 1 global attention layer.

Early-layer encoder (local attention). Each local attention layer processes regions indepen-
dently, applying self-attention within each region's token sequence. For tokens within region r,
the attention operation is:

Attention(Q; K; V) = softmax
�

QK >

p
dhead

�
V (4.9)

where Q = Er W Q, K = E r W K , V = E r W V with E r denoting the region's token embeddings
and learnable projections WQ; W K ; W V 2 Rdmodel�d head. We use nheads= 8 attention heads with
dhead= d model=nheads= 32.

Following the attention operation, we apply region-speci�c feedforward networks that capture
distinct computational properties. For visual cortical areas (VISp, VISl, VISrl, VISal, VISpm,
VISam), we use a convolutional feedforward network to capture local spatial structure:

ConvFFN(x) = Conv1�1 (GELU(DWConv3(Conv1�1 (x)))) (4.10)

where DWConv3 denotes depthwise separable convolution with kernel size 3. For hippocampal
CA1, we use a standard fully-connected feedforward network:

FFN(x) = W 2 � GELU(W 1x + b 1) + b 2 (4.11)

with W 1 2 Rdff �d model, W 2 2 Rdmodel�d ff , and dff = 512.
Each local attention layer applies the following transformation for region r:

Ê (`)
r = LN(E (`�1)

r + Dropout(MHA(E (`�1)
r ))) (4.12)
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E (`)
r = FFN r (Ê (`)

r ) + Ê (`)
r (4.13)

where MHA denotes multi-head attention, LN denotes layer normalization, and FFNr is the
region-appropriate feedforward network (ConvFFN for visual areas, FFN for CA1). We use
dropout probability 0.1 throughout.

Deep-layer encoder (global attention). After local processing, all region embeddings are
concatenated along the sequence dimension and processed with global self-attention:

Eglobal = Concat([E(L early)
r 1 ; : : : ; E(L early)

r R ]) (4.14)

where R is the number of active regions. The global attention layer applies self-attention across
the full concatenated sequence, enabling information �ow between brain regions:

Êglobal = LN(E global + Dropout(MHA(E global))) (4.15)

Zenc = FFN(Êglobal) + Êglobal (4.16)

We maintain a mapping from each region to its corresponding slice indices in the concatenated
output for downstream region-speci�c processing.

Decoder The decoder consists of Ldec = 2 layers, each containing self-attention, cross-attention
to the encoder output, and a feedforward network. Given query tokens Qtask and encoder output
Zenc:

D̂ (`) = LN(D (`�1) + SelfAttn(D (`�1) )) (4.17)
~D (`) = LN( D̂ (`) + CrossAttn(D̂ (`) ; Zenc; Zenc)) (4.18)

D (`) = FFN( ~D (`) ) + ~D (`) (4.19)

where D(0) = Q task are positionally-encoded query tokens.

Output Heads The model uses multiple specialized output heads for different learning objec-
tives:

Neural reconstruction head. A two-layer MLP projects decoder outputs back to the embed-
ding space for masked token reconstruction:

êi;t = W 2 � GELU(LN(W 1zdec+ b 1)) + b 2 (4.20)

Running speed prediction head. A three-layer MLP predicts continuous running speed values
from encoder representations:

v̂ = W 3 � GELU(W 2 � GELU(W 1zenc)) (4.21)

Task choice prediction head. For binary classi�cation, we apply global average pooling over
the sequence dimension followed by a three-layer MLP:

ŷ = MLP(
1

N tokens

N tokensX

j=1

Zenc[j]) (4.22)
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4.3.2 Training Objectives

The model is trained using a multi-objective framework comprising a primary self-supervised
objective and auxiliary behavioral supervision objectives.

Primary Objective: Masked Reconstruction. We randomly mask approximately 40% of the
neural tokens and train the model to reconstruct the original embeddings at masked positions.
Let M denote the set of masked token indices. We replace masked embeddings with a learnable
mask token emask 2 Rdmodel:

~ei;t =

(
emask+ e pos

i + e temp
t + e region

r if (i; t) 2 M

ei;t;r otherwise
(4.23)

The reconstruction loss is computed only on masked positions:

L recon =
1

jMj

X

(i;t)2M

kevq
i;t � êi;t k2

2 (4.24)

where evq
i;t is the original VQ embedding and̂ei;t is the reconstructed embedding.

Auxiliary Objectives: Behavioral Supervision. We jointly train the model to predict behav-
ioral variables from neural representations. For continuous variables (running speed), we use
mean squared error:

L speed=
1

B � T

BX

b=1

TX

t=1

(vb;t � v̂ b;t)2 (4.25)

where B is the batch size and T is the sequence length.
For discrete behavioral outcomes (task choice), we use cross-entropy loss:

L choice = �
1
B

BX

b=1

log p(ybjŷb) (4.26)

where yb 2 f0; 1g is the binary choice label.

Total Loss. The total training objective combines all loss terms:

L total = � reconL recon+ L VQ + � speedL speed+ � choiceL choice (4.27)

with loss weights �recon = 1:0, � speed= 0:5, and � choice = 0:5.
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4.3.3 Data

Neural Recording Dataset We use Neuropixels recordings from the local-global oddball paradigm
(Westerberg et al., 2025), which provides single-neuron resolution across multiple brain regions
simultaneously. The dataset comprises recordings from 15 mice across visual cortical areas
(VISp, VISl, VISrl, VISal, VISpm, VISam) and hippocampal CA1. Animals were habituated to
a speci�c local oddball sequence (e.g., three rightward gratings followed by one leftward grating,
XXXY) for several days prior to recording. On the recording day, they were exposed to both the
familiar sequence and a novel global oddball sequence (e.g., XXXX) that violated the learned
higher-order rule.

Figure 4.3: Data processing pipeline for foundation model training. (A) Neural recordings
(left) are �rst registered to the Allen Common Coordinate Framework (CCFv3) to establish con-
sistent spatial coordinates across experiments. The spatially aligned data are then divided into
non-overlapping spatiotemporal patches. (B) Each continuous-valued patch is mapped to a dis-
crete token ID from a learned vocabulary using a Vector Quantizer. To handle experiments with
different probe placements recording from subsets of brain regions, a variable aggregation layer
employs cross-attention. (C) These discrete tokens serve as input for training the spatiotemporal
multi-scale population model (right).

Data Processing We �lter units to retain only those with high signal-to-noise ratio (SNR >
2:5) in validated brain regions. Brain area labels are canonicalized by mapping layer-speci�c
designations (e.g., VISp2/3, VISp4) to their parent area (VISp). Spike times are binned at 20 ms
resolution and organized by trial, with each trial de�ned by the stimulus presentation intervals
from the grating presentations.

Train/Validation/Test Split We employ strati�ed splitting to maintain consistent trial type dis-
tributions across splits. The dataset is divided into 70% training, 10% validation, and 20% test
sets. Within each split, we preserve the approximate 80% local oddball to 20% global oddball
ratio present in the original experimental design.
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4.3.4 Implementation Details

We use the AdamW optimizer (Loshchilov and Hutter, 2017) with learning rate 10�4 , weight
decay 0.01, and (�1; � 2) = (0:9; 0:999). Training uses cosine annealing learning rate scheduling.
The model is trained for up to 100 epochs with batch size 32. All experiments are conducted
on a single NVIDIA GPU with mixed precision training enabled. Table 4.1 summarizes the key
hyperparameters.

Table 4.1: Model hyperparameters.

Parameter Value

Model dimension (dmodel) 256
Feedforward dimension (dff ) 512
Number of attention heads 8
Early encoder layers 2
Deep encoder layers 1
Decoder layers 2
Dropout rate 0.1

Spatial patch size (PS) 4 neurons
Temporal patch size (PT ) 10 bins (200 ms)
VQ codebook size (K) 4096
Spike bin size 20 ms
Mask ratio 40%

Learning rate 10�4

Weight decay 0.01
Batch size 32

49



April 15, 2026
DRAFT

Chapter 5

Other works during PhD

5.1 Optimal decoders suppress correlated neural populations
when direct signals are precise

This work was conducted in collaboration with Dr. Wen-Hao Zhang at the University of Texas
Southwestern.

5.1.1 Introduction

Sensory systems routinely extract information about one stimulus feature while neural popula-
tions simultaneously encode multiple correlated features (Kohn et al., 2016; Cohen and Maun-
sell, 2009; Ruff et al., 2016; Song et al., 2026). In visual cortex, neurons in higher-order areas
receive convergent feedforward inputs from multiple retinotopic populations. Each population
encodes distinct but statistically related aspects of the visual scene (Carandini and Heeger, 2012;
Reynolds and Heeger, 2009). This connectivity motif of coupled populations jointly representing
correlated stimuli raises a fundamental question for neural decoding: how should downstream
circuits weight the activity of each population to optimally estimate a single target variable?

A naïve intuition suggests that correlated populations should contribute additively to decod-
ing. This follows from the fact that each population carries information about the target stimulus
through the statistical dependencies in the generative model. Consistent with this intuition, ex-
tensive theoretical work on probabilistic population codes demonstrates that recurrent circuits
can implement near-optimal Bayesian inference by using prior correlations between stimulus
dimensions (Orbán et al., 2016; Fiser et al., 2010; Zhang et al., 2023; Sale and Zhang, 2024;
Haefner et al., 2016). Nevertheless, this formalism leaves unresolved how the relative contri-
butions of direct versus indirect neural evidence scale with population size. This question has
direct implications for attentional gating (Ni et al., 2012; Lee and Maunsell, 2009), metabolic
ef�ciency, and functionally separable cortical computations.

Here we derive the optimal linear decoder for a target stimulus encoded by two coupled neural
populations and prove an unexpected result: the decoder assigns a strictly non-zero but strongly
suppressed weight to the indirect population. The suppression factor scales as the inverse product
of the two populations' Fisher informations, ! / 1=(I1I 2). It follows that decoder weights on
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the indirect population vanish as O(1=N2) with population size N. This scaling emerges from
an exact algebraic cancellation in the optimal decoder derivation. Speci�cally, the coef�cient of
the leading-order term vanishes identically, which in turn leads to only a residual contribution
from prior correlations. Our analysis provides a normative account of functionally separable
processing in high signal-to-noise regimes. Even when populations share anatomical coupling
and statistical correlations, optimal decoding treats them as independent channels, provided that
direct evidence is suf�ciently precise.

5.1.2 Results

A Generative Model for Correlated Stimuli

Figure 5.1: Schematic of the generative model and sampling-based inference framework.
Two external stimuli s1 and s2 (dashed circles, indicating uncertainty) are correlated through a
shared prior distribution. Each stimulus drives feedforward input uf

m to its corresponding neural
population (solid circles). The neural populations r1 and r2 (colored circles) interact through
recurrent connections (bidirectional arrows), implementing sampling-based inference. At each
time step t, the network produces stimulus samples ~s1t and ~s2t that approximate draws from the
posterior distribution. The left portion represents the world's generative process; the right portion
depicts the brain's inference machinery.

We consider a setting in which an observer must infer two external stimuli, s1 and s2, each
drawn from the circular domain [��; �). Rather than treating these stimuli as independent, we
assume the observer has learned that they tend to co-occur, for instance, two oriented edges
belonging to the same object boundary. This ecological regularity is captured by a correlated
Gaussian prior:

p(s) = N (s j � s; � �1
s ) / exp

�
�

� s

2
(s1 � s 2)2

�
; (5.1)
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where s = (s1; s2)T and the precision matrix takes the structured form

� s = � s

�
1 �1

�1 1

�
: (5.2)

The parameter �s controls the strength of the prior coupling: large values enforce the expectation
that s1 � s 2, while small values allow the stimuli to vary independently.

Each stimulus generates sensory evidence through a feedforward pathway. Speci�cally, stim-
ulus sm produces noisy feedforward input uf

m to a dedicated neural population, with the likeli-
hood

p(uf
m j sm ) / N (s m j � fm ; � �1

fm ); (5.3)

where � fm denotes the feedforward precision for population m. To streamline subsequent deriva-
tions, we introduce the variance-based notation summarized in Table 5.1.

Symbol Meaning

� 2
1 � � �1

f1 Feedforward variance for population 1
� 2

2 � � �1
f2 Feedforward variance for population 2

� 2
s � � �1

s Prior variance (inverse coupling strength)
� tot � � 2

1 + � 2
2 + � 2

s Total variance
xm = � 2

m=� tot Normalized variance fraction for population m
xs = � 2

s=� tot Normalized prior variance

Table 5.1: Summary of notation for variance and precision parameters.

A key algebraic identity follows immediately from the de�nitions: since x1 + x 2 + x s = 1,
we have

x1 + x 2 � 1 = �x s: (5.4)

This relation will prove essential in the derivations that follow.

Bayesian Posterior and Internal Stimulus Representations

Combining the prior (5.1) with the likelihoods (5.3) via Bayes' rule yields a Gaussian posterior
over the stimuli. The posterior mean̂s = (ŝ 1; ŝ2)T represents the observer's optimal estimate.
We interpret the posterior mean as the brain's internal representation of the stimuli:

ŝ1 = (1 � x 1) s1 + x 1 s2; (5.5)

ŝ2 = x 2 s1 + (1 � x 2) s2: (5.6)

These expressions follow from standard Gaussian posterior computation, where the posterior
precision is Kp = � f + � s and the posterior mean satis�es Kpŝ = � f s.

The structure of equations (5.5)–(5.6) reveals an important asymmetry. Each posterior mean
is a weighted average of both stimuli, but the mixing coef�cients are tied to each population's
own variance fraction: ŝ1 places weight x1 on the “other” stimulus s2, while ŝ2 places weight x2
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on s1. When feedforward precision is high (small �2
m , hence small xm ), the posterior mean ŝm

remains close to the veridical stimulus sm . Conversely, weak feedforward evidence causes the
estimate to be pulled toward the other stimulus, re�ecting the prior's in�uence.

The posterior covariance �(�s j s) = K �1
p has the general form

�(�s j s) =
�

c11 c12

c12 c22

�
; (5.7)

with elements determined by standard matrix inversion of the posterior precision.

Neural Encoding of Internal Representations

We now specify how neural populations encode the internal stimulus representations. Each pop-
ulation contains N neurons with orientation preferences �j uniformly tiling [��; �). The mean
�ring rate of neuron j in population m, given internal stimulus �sm , follows a Gaussian tuning
curve:

� m;j (�s m ) = R exp
�
�

(�s m � � j )2

2a2

�
; (5.8)

where R is the maximum �ring rate and a is the tuning width.
For the decoder analysis, we require the derivative of the tuning curve with respect to the

internal stimulus:

hm;j �
@�m;j

@�sm
= �

R(�s m � � j )
a2

exp
�
�

(�s m � � j )2

2a2

�
:

In vector notation, hm = @�m=@�sm 2 RN collects these derivatives across all neurons in popu-
lation m.

Signal and Noise in the Neural Response

To understand how stimulus information propagates through the neural code, we compute how
the mean response changes with the stimulus s1. Applying the chain rule through the posterior
mean:

@�1
@s1

=
@�1
@ŝ1

�
@ŝ1
@s1

= (1 � x 1) h 1;

@�2
@s1

=
@�2
@ŝ2

�
@ŝ2
@s1

= x 2 h 2:

After averaging over s2 � U[��; �), the derivative of the mean response vector takes the
form

f 0
s =

�
(1 � x 1) ĥ1

x2 ĥ2

�
; (5.9)

whereĥm = E s2 [hm ]. Notice that population 1 carries the coef�cient (1 � x1) while population
2 carries x2—the indices do not simply swap. This asymmetry, a direct consequence of the
posterior mean structure, will have important implications for decoding.
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The response covariance, averaged over the nuisance variable s2, has the block structure

� =
�

� 11 � 12

� T
12 � 22

�
;

with blocks

� 11 = F̂1 + c11 ĥ1ĥT
1 ;

� 12 = c12 ĥ1ĥT
2 ;

� 22 = F̂2 + c22 ĥ2ĥT
2 ;

whereF̂m = E s2 [diag(� m )] is the averaged Poisson variance.

The Optimal Linear Decoder

Given the signal derivative f0s and noise covariance �, the optimal linear decoder for estimating
s1 from the joint neural response has weights proportional to

w / � �1 f 0
s: (5.10)

Our central question concerns the weights assigned to population 2, i.e., the population that
does not receive direct feedforward input about s1. Writing w = (w T

1 ; w T
2 )T , we focus on

characterizing w2.
From the block structure of the inverse covariance, the population-2 weights can be expressed

as
w2 / � �T

12 [(1 � x 1)ĥ1] + � �1
22 [x2ĥ2]; (5.11)

where the two terms re�ect contributions from the cross-covariance (coupling between popula-
tions) and the within-population covariance, respectively.

Inverting the Covariance via Sherman-Morrison-Woodbury

The covariance matrix has a low-rank-plus-diagonal structure, � = F + UCUT , which admits
ef�cient inversion through the Sherman-Morrison-Woodbury formula:

� �1 = F �1 � F �1 U
�
C �1 + U T F �1 U

� �1
UT F �1 :

Central to this computation are the Fisher information quantities

I m � ĥT
m F̂ �1

m ĥm ;

which measure the stimulus information carried by each population in isolation.
De�ning auxiliary variables

x = c �1
12 ; y = (c 11 � c 12)�1 ; z = (c22 � c 12)�1 ;
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the determinant of the Schur complement matrix M = C�1 + U T F �1 U evaluates to

det(M) = x(y + I 1)(z + I 2) + yz(I 1 + I 2) + (y + z)I 1I 2: (5.12)

The relevant inverse blocks are

� �T
12 = �

yz
det(M)

F̂ �1
2 ĥ2ĥT

1 F̂ �1
1 ; (5.13)

� �1
22 = F̂ �1

2 �
(y + I 1)(x + z) + yI 1

det(M)
F̂ �1

2 ĥ2ĥT
2 F̂ �1

2 : (5.14)

Deriving the Population-2 Decoder Weights

Substituting the block inverses into equation (5.11) yields two contributions. The cross-term,
arising from correlations between populations, evaluates to

Term1 = � �T
12 [(1 � x 1)ĥ1] = �

(1 � x 1) yz I 1

det M
F̂ �1

2 ĥ2:

The self-term, re�ecting population 2's intrinsic information, simpli�es after some algebra to

Term2 = � �1
22 [x2ĥ2] =

x2 [xyz + z(x + y)I 1]
det M

F̂ �1
2 ĥ2:

Combining these terms and factoring out common factors:

w2 /
z

det M

�
x2 xy + I 1

�
x2(x + y) � y(1 � x 1)

� �
F̂ �1

2 ĥ2:

The bracketed expression separates into a constant term x2xy and a term proportional to I1.
Expanding the coef�cient of I1:

x2(x + y) � y(1 � x 1) = x 2x + x 2y � y + yx 1

= x x 2 + y(x 1 + x 2 � 1):

Invoking the key identity (5.4), this becomes x x2 � y x s.
A remarkable cancellation now occurs. Using the de�nitions of x, y, x2, and xs in terms of

the original precision and covariance parameters, one can verify that

x x 2 =
D
� s

�
1

� f2 � tot
; y xs =

D
� f2

�
1

� s � tot
;

where D is a common factor. These expressions are identical, and consequently the entire coef-
�cient of I 1 vanishes:

x x 2 � y x s = 0:

With the I1 term eliminated, only the constant contribution survives:

w2 /
x2 xyz
det M

F̂ �1
2 ĥ2:
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Theorem 1 (Non-Zero but Suppressed Decoder Weight). The optimal linear decoder assigns to
population 2 the weight vector

w2 = � F̂ �1
2 ĥ2

where the scalar coef�cient is

� =
x2 xyz
det M

:

Since all variance parameters and determinants are strictly positive, � > 0 and hence w2 6= 0.

Scaling Analysis: Suppression with Population Size

Although the decoder weight on population 2 is strictly non-zero, its magnitude diminishes
systematically with population size. To see why, consider the structure of the coef�cient � =
x2xyz= det M.

The numerator x2xyz depends only on the prior and posterior covariance parameters. These
parameters remain O(1) as the number of neurons N grows. The denominator det(M), how-
ever, contains the Fisher information values I1 and I2 from the matrix M = C�1 + U T F �1 U.
Examining equation (5.12), the leading-order terms are products of Fisher information:

det(M) � I 1 I 2 as N ! 1:

Since Fisher information scales linearly with population size (Im / N), we have det(M) / N 2.
The coef�cient � therefore scales as

� /
1

I 1 I 2
/

1
N 2

:

In contrast, the decoder weight on population 1, which receives direct feedforward input about
s1, scales as O(1) relative to the signal strength. Thus, while population 2 does carry information
about s1 through the shared prior, this contribution becomes negligible in large populations. The
prior-induced correlations, though detectable in principle, are increasingly dominated by the
direct sensory evidence as neural resources grow.

5.1.3 Discussion

The optimal linear decoder for a target stimulus assigns a strictly non-zero but heavily sup-
pressed weight to an indirectly informative neural population. The suppression factor scales as
! / 1=(I 1I 2) / 1=N 2. This result establishes a quantitative principle: in the high signal-to-
noise regime, coupled neural populations become functionally separable for decoding purposes.
This occurs even when they remain anatomically connected and statistically correlated through
the generative model. The leading-order contribution to the indirect population's weight cancels
exactly through an algebraic identity relating posterior covariance terms. This cancellation re-
veals that such functional separability is not an approximation but an intrinsic property of optimal
linear estimation in coupled Gaussian systems.
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Reconciling with Population Coding Theory

At �rst glance, our result appears to contradict a central tenet of Bayesian population coding:
that correlated neural activity should improve inference (Averbeck et al., 2006; Kohn et al., 2016;
Moreno-Bote et al., 2014; Shamir and Sompolinsky, 2006). Formalisms for probabilistic popula-
tion codes and sampling-based inference in recurrent circuits demonstrate that prior knowledge,
encoded through lateral connectivity, improves stimulus estimation by constraining the posterior
distribution (Haefner et al., 2016; Orbán et al., 2016; Fiser et al., 2010; Zhang et al., 2023). This
raises the question: how can optimal decoding effectively ignore a population that demonstrably
carries stimulus-related information?

The resolution lies in distinguishing between information content and decoding utility. Pop-
ulation 2 does encode information about s1 through the posterior mean ŝ2 = x 2s1 + (1 � x 2)s2.
However, the optimal decoder weights this information by its marginal contribution relative to
what population 1 already provides. In the high-SNR limit, population 1's estimate achieves
suf�cient precision such that the indirect pathway through the prior adds negligible value. This
occurs not because population 2 lacks information, but because that information becomes redun-
dant with what the direct channel supplies at lower noise. This interpretation is consistent with
recent theoretical work demonstrating that the computational bene�ts of recurrent processing and
normalization are most pronounced in regimes of high uncertainty (Carandini and Heeger, 2012;
Song et al., 2026). By contrast, in low-noise regimes, feedforward processing suf�ces.

Our �nding also corroborates the experimentally observed phenomenon that attention can
selectively gate neural populations without substantial information loss (Reynolds and Heeger,
2009; Cohen and Maunsell, 2009). The 1=N2 suppression provides a normative justi�cation:
in high-precision regimes, the metabolic and computational costs of integrating correlated pop-
ulations may exceed their informational bene�ts. Consequently, selective gating becomes an
ef�cient strategy.

Limitations

Real neural systems exhibit non-Gaussian statistics, nonlinear tuning functions, and stimulus-
dependent noise correlations. These properties violate our model assumptions (Pillow et al.,
2008; Ecker et al., 2010). The uniform averaging over s2 that produces the clean factorization
(Eq. 5.9) may not hold for structured or correlated stimulus distributions. Additionally, we re-
stricted our analysis to linear decoders. Nonlinear decoders might extract additional information
from population 2, which in turn could alter the scaling relationship.

Nevertheless, the 1=N2 scaling depends primarily on the local curvature of the posterior
around its mode. Gaussian approximations capture this curvature well even for moderately non-
Gaussian distributions. Simulation studies extending our formalism to Poisson spiking models
with realistic tuning curve heterogeneity will determine whether the suppression phenomenon
persists under these conditions. The restriction to linear decoders, while a limitation, has bio-
logical motivation: downstream neurons implementing temporal integration plausibly compute
weighted sums of their inputs. Additionally, linear Fisher information provides tight bounds on
decoder performance in many neural contexts (Seriès et al., 2004; Beck et al., 2011).
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Circuit implementation and behavior

The mathematical structure of our result translates into concrete predictions at the circuit and
behavioral levels. Speci�cally, an exact cancellation yields 1=N2 suppression.

The suppression factor ! = x2xyz= det(M) depends only on prior parameters (variances
and correlations), not on neural population properties. This suggests that functional separability
emerges from the statistical structure of the environment rather than from specialized circuit
mechanisms. Recurrent circuits implementing Bayesian inference (Haefner et al., 2016; Fiser
et al., 2010; Rubin et al., 2015) may automatically generate the appropriate suppression through
the interplay of lateral excitation (encoding prior correlations) and feedforward drive (encoding
direct evidence). Hence, explicit gating mechanisms may not be required.

Our results provide a normative account of attentional gating. When the attended population
achieves high Fisher information through gain modulation (Reynolds and Heeger, 2009; Ni et al.,
2012), the optimal decoder weight on unattended populations drops as 1=N2. It follows that
attention effects on decoder weights should be multiplicative with population precision. This
quantitative signature is distinguishable from additive suppression models.

In psychophysical tasks requiring estimation from multi-cue displays, our formalism predicts
that cue integration weights should become increasingly winner-take-all as signal quality im-
proves. One would expect that subjects transition from near-optimal Bayesian cue combination
at low SNR to effective single-cue reliance at high SNR. The crossover should occur when the
precision of the dominant cue exceeds a threshold determined by prior correlation strength.

Implications and Future Directions

The principle of emergent functional separability through precision-weighted suppression ex-
tends beyond the two-population case. For M > 2 populations encoding correlated stimuli
s1; :::; sM , the decoder weight on population mm m for estimating stimulus 1 will be suppressed
by factors involving products of Fisher informations from intervening populations in the cor-
relation graph. This implies a hierarchical organization of decoding weights that mirrors the
conditional independence structure of the generative model. Multi-area recordings in sensory
hierarchies can test this prediction (Gokcen et al., 2022; Semedo et al., 2019).

From a theoretical standpoint, our analysis complements recent work on information-limiting
correlations (Moreno-Bote et al., 2014; Kafashan et al., 2021). Speci�cally, we characterize
how optimal decoders handle across-population correlations induced by shared latent variables,
rather than within-population noise correlations. The 1=N2 scaling for indirect populations con-
trasts with the 1=N scaling of information-limiting correlations within a single population. This
difference suggests that inter-population redundancy is suppressed more aggressively than intra-
population redundancy.

Finally, our results have implications for neural prosthetics and brain-machine interfaces.
When decoding intended movements from multiple cortical areas (Shenoy and Carmena, 2014),
the optimal integration of signals depends critically on the relative precision of each area's pop-
ulation code. Our formalism provides analytical expressions for computing these weights. Ac-
cordingly, decoder design may improve by accounting for the correlation structure across record-
ing sites.
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5.1.4 Detailed Algebraic Veri�cation

Veri�cation of the I 1 Coef�cient Cancellation We verify that xx2 � yx s = 0.
From the posterior covariance structure:

x = c �1
12 =

det(K p)
� s

y = (c 11 � c 12)�1 =
det(K p)

� f2

where Kp = � f + � s is the posterior precision and det(Kp) = � f1 � f2 + � s(� f1 + � f2 ).
Now compute:

xx 2 =
det(K p)

� s
�

� 2
2

� tot
=

det(K p)
� s

�
1

� f2 � tot

yxs =
det(K p)

� f2
�

� 2
s

� tot
=

det(K p)
� f2

�
1

� s� tot

These are indeed equal:

xx 2 = yx s =
det(K p)

� s� f2 � tot

Therefore xx2 � yx s = 0. �

Explicit Form of the Remaining Coef�cient The surviving constant term is:

x2xy =
� 2

2

� tot
� c�1

12 � (c11 � c 12)�1

Using the posterior covariance expressions, this simpli�es to a function of the precision pa-
rameters only, con�rming it is O(1) and independent of neural population properties.
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5.2 Three spatial scales govern how sensory neurons share
correlated variability

This work was proposed by Dr. Chengcheng Huang at the University of Pittsburgh. It orig-
inated as a course project for MATH 3370 (Mathematical Neuroscience), taught by Dr. Bard
Ermentrout, and was subsequently completed independently.

5.2.1 Introduction

Correlated variability among neurons fundamentally constrains how neural populations encode
information (Averbeck et al., 2006; Moreno-Bote et al., 2014). When neurons share trial-to-trial
�uctuations, redundancy limits the precision of population codes. The spatial pattern of these
correlations determines whether pooling responses across a population improves or degrades
stimulus discrimination (Cohen and Kohn, 2011). Decades of experimental work have docu-
mented that noise correlations in sensory cortex depend strongly on stimulus contrast, attention,
and behavioral state (Kohn and Smith, 2005; Cohen and Kohn, 2011; Churchland et al., 2010).
For this reason, understanding how circuit-level mechanisms produce these stimulus-dependent
correlation patterns has become central to theories of cortical computation.

A quantitative formalism linking circuit parameters to correlation patterns remains incom-
plete. Three candidate mechanisms have emerged from theoretical and experimental work.
First, shared input �uctuations impose baseline correlations regardless of recurrent processing
(Shadlen and Newsome, 1998). Second, spatially structured synaptic connectivity selectively
ampli�es certain �uctuation modes (Rosenbaum et al., 2017). Third, stimulus-driven modula-
tion of network gain reshapes correlations dynamically (Hennequin et al., 2018). Each mech-
anism operates through distinct biophysical pathways. Each predicts qualitatively different de-
pendencies on stimulus and circuit properties. However, these mechanisms interact nonlinearly
within recurrent networks. Consequently, experiments alone cannot isolate their individual con-
tributions. Without analytical tools that disentangle these contributions, we cannot predict how
perturbations to speci�c circuit elements will alter population-level correlation statistics.

Here we develop such a formalism within the stabilized supralinear network (SSN). The SSN
captures key features of cortical dynamics, including contrast-dependent gain control, surround
suppression, and inhibitory stabilization (Ahmadian et al., 2013; Rubin et al., 2015). We derive
closed-form expressions for �ring rate correlations in a ring-architecture SSN. We identify three
spatial length scales that govern correlation patterns: the correlation length of input noise (`noise),
the spatial extent of recurrent connectivity (`syn), and the tuning width of stimulus drive (`stim).
Our analysis reveals that these parameters interact through fundamentally different mathematical
operations. Input noise acts additively. Connectivity acts multiplicatively. Stimulus drive mod-
ulates gain. These distinct operations produce separable signatures in the correlation matrix that
experiments can read out. We validate analytical predictions against spiking network simula-
tions and experimental data. This validation establishes a principled mapping from circuit-level
parameters to population-level observables. The resulting formalism provides the quantitative
vocabulary needed to interpret how neural correlations arise from, and report on, the underlying
circuitry.
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5.2.2 Methods

Model Setup: Stochastic SSN with Ring Architecture

We consider a network of N = NE + N I neurons arranged on a ring. Each neuron i has a
preferred orientation �i 2 [0� ; 180� ). The network comprises NE excitatory (E) neurons and NI
inhibitory (I) neurons. Each cell type distributes uniformly around the ring.

The membrane potential dynamics of neuron i follow the stochastic differential equation

� i
dVi

dt
= �V i + V rest+ h i (t) + � i (t) +

X

j2E

Wij r(V j ) �
X

j2I

Wij r(V j ) (5.15)

Here �i denotes the membrane time constant (�E for E cells and �I for I cells). Vi represents
the membrane potential of neuron i. Vrest is the resting potential, which we absorb into the
external input without loss of generality. hi (t) represents the deterministic external stimulus.
� i (t) captures stochastic input noise. Wij speci�es the synaptic weights. The instantaneous
�ring rate follows a threshold-powerlaw nonlinearity:

r(V j ) = k[V j � V 0]n+ (5.16)

Here [�]+ � max(0; �), V 0 is the threshold, k is a gain constant, and n > 1 is the nonlinearity
exponent (typically n = 2 for a threshold-quadratic function).

The external stimulus input to neuron i with preferred orientation �i takes the form

hi (� stim) = b + c � A max � exp
�

cos(�i � � stim) � 1
`2

stim

�
(5.17)

Here b represents the baseline input, c 2 [0; 1] speci�es the stimulus contrast, Amax sets the
maximum stimulus amplitude, and `stim controls the tuning width of the feedforward input.

We model the input noise �(t) = [�1(t); : : : ; � N (t)] T as a multivariate Ornstein-Uhlenbeck
process:

� noised� = �� dt +
p

2�noise� noised� (5.18)

Here d� is a vector of independent Wiener processes. The temporal correlation follows h�i (t)� j (t+
� )i = e �j� j=� noise� noise

ij . The spatial correlation takes the form

� noise
ij = � �(i) � �(j) exp

�
cos(�i � � j ) � 1

`2
noise

�
(5.19)

Here �(i) 2 fE; Ig denotes the cell type. We de�ne � � = � 0;�

p
1 + � � =�noise for � 2 fE; Ig.

The synaptic weight matrix W has a block pattern organized by cell type:

W =
�

WEE �W EI

WIE �W II

�
(5.20)

Connection weights within each block depend on the difference in preferred orientations:

Wij / exp
�

cos(�i � � j ) � 1
`2

syn

�
(5.21)

The parameter `syn controls the spatial extent of recurrent connections.
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Vector Form and Linearization

We absorb Vrest into the input and use matrix notation. The dynamics become

� E T
dV
dt

= �V (t) + kW [V (t)] n
+ + h(t) + �(t) (5.22)

Here T = diag(�1=�E ; : : : ; � N =�E ) is the matrix of relative time constants. The mean (determin-
istic) dynamics satisfy

� E T
d �V
dt

= � �V + kW [ �V (t)] n
+ + hg (5.23)

Here g represents the feedforward weight pattern. At steady state, the �xed point�V satis�es
�V = kW [ �V ]n+ + hg.

To analyze variability, we linearize around the mean response. Let �V = V ��V denote the
�uctuations. The linearized dynamics take the form

� E T
d�V
dt

= A(h) �V (t) + �(t) (5.24)

The Jacobian (or stability) matrix is A(h) = �I + W eff(h). The effective connectivity depends
on mean responses:

W eff
ij (h) = nkW ij [ �Vj (h)] n�1

+ (5.25)

For the threshold-quadratic case (n = 2), this simpli�es to Weff
ij (h) = 2kW ij [ �Vj (h)] + =

Jij [yj (h)] + . Here we introduce dimensionless variables: yj � � 2k �Vj (dimensionless voltage)
and Jij � W ij =� (dimensionless connection strength), with � = kW k for some matrix norm.

Membrane Potential Covariance via the Lyapunov Equation

To solve for the covariance analytically, we augment the state space to include the noise variables
explicitly. We de�ne the compound state z = (�VT ; � T )T . The augmented linear Langevin
dynamics become

� E d
�

�V
�

�
=

�
A(h) I

0 � � E
� noise

I

� �
�V
�

�
dt +

 
0 0

0 � E

q
2

� noise
B

!

d� (5.26)

Here B is the Cholesky factor satisfying �noise = BB T . The covariance matrix of the compound
process satis�es the Lyapunov equation:

�
T �1 A T �1 I

0 � � E
� I

I

� �
� �
� T � �

�
+

�
� �
� T � �

� �
A T T �T 0
IT �T � � E

� I
I

�
= �

�
0 0
0 2� E

� �
BB T

�

(5.27)
Here � = h�V �V T i is the membrane potential covariance we seek.

For a simpli�ed two-population model (one E unit and one I unit representing population-
averaged activity), we obtain the full solution analytically. The membrane potential covariance
is

� =
(1 + �� � )(1 � �� � TrJ)

TrJ � det A � (�� I � �� I �� � TrJ + �� 2
� det A)

�
� �

EE � �
EI

� �
EI � �

II

�
(5.28)
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Here �� I = � I =�E , �� � = � � =�E , and J = T �1 A is the Jacobian. The starred quantities take the
form

� �
EE = c2

E

�
�� I det A

1 � �� � TrJ
+ A 2

II

�
+ c2

I A2
EI � 2c EI AEI A II (5.29)

� �
II = c2

I

�
�� �1

I det A
1 � �� � TrJ

+ A 2
EE

�
+ c2

E A2
IE � 2c EI A IE AEE (5.30)

� �
EI = c2

E A IE A II + c2
I AEI AEE � 2c EI

�
AEE A II �

�� � TrJ det A
2(1 � �� � TrJ)

�
(5.31)

The parameters c2
E , c2

I , and cEI specify the input noise covariance �� .
In the biologically relevant limit of slow input noise, the expressions simplify considerably.

The total variance becomes

Tr(�)
�� � !1
���! c 2 � 0(A)

(det A) 2
(5.32)

For equal noise power (cE = c I � = c) and uncorrelated inputs (�EI = 0):

� 0(A) = (A 2
IE + A 2

II )c2
E + (A 2

EI + A 2
EE )c2

I � 2(A IE AEE + A EI A II )cEI (5.33)

Extension to Ring Architecture: Full Network

For the ring architecture, the connectivity and noise covariance matrices have approximately
circulant pattern (exact for homogeneous networks). This pattern permits analysis in Fourier
space. Let F be the discrete Fourier transform (DFT) matrix. For any circulant matrix C, we
have C = F �1 diag(� 0; � 1; : : : ; � N�1 )F , where f� kg are the eigenvalues.

In Fourier space, the Lyapunov equation becomes diagonal for circulant matrices. Conse-
quently, we can solve for the covariance at each Fourier mode k independently:

~� k =
~� noise

k

(1 � ~W eff
k )(1 � ~W eff;�

k ) + cross-terms
(5.34)

Here~� denotes the Fourier transform and � denotes the complex conjugate. The real-space co-
variance then follows from the inverse Fourier transform:

� ij =
1
N

N�1X

k=0

~� k e2�ik(� i �� j )=180�
(5.35)

For the simpli�ed case with cosine-tuned connectivity and noise, this yields correlation patterns
that depend on the difference in preferred orientations �� = �i � � j .

Firing Rate Correlation from Membrane Potential Covariance

We relate �ring rate �uctuations to voltage �uctuations through linearization of the rate response:

�r i =
@r
@Vi

�
�
�
�

�Vi

�V i = r 0( �Vi )�V i (5.36)
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For the threshold-powerlaw nonlinearity, this gives �ri = nk[ �Vi ]n�1
+ �V i . We de�ne the gain

matrix as R = diag(�r 1; : : : ; �r N ) = nk � diag([ �V1]n�1
+ ; : : : ; [ �VN ]n�1

+ ). The covariance of �ring
rate �uctuations is then

� (r) = R � � � R T (5.37)

Component-wise, �(r)ij = r 0( �Vi )r 0( �Vj )� ij .
We assume spikes follow an inhomogeneous Poisson process with underlying rate ri (t). The

spike count variance over a time window Tw is

Var(r i ) = T 2
w � diag(� (r) ) + T w � k � [ �V ]n+ (5.38)

The �rst term captures the contribution from slow membrane potential �uctuations (correlated
variability). The second term is the Poisson variance. The correlation coef�cient between neu-
rons i and j is

Corr(r i ; r j ) =
� (r)

ij � T 2
wp

Var(r i ) � Var(r j )
(5.39)

In the limit where slow �uctuations dominate, this simpli�es to

Corr(r i ; r j ) �
� (r)

ijq
� (r)

ii � � (r)
jj

=
� ijp

� ii � � jj
(5.40)

This result is noteworthy: in the slow-noise limit, the �ring rate correlation pattern mirrors the
membrane potential correlation pattern.

Analytical Expression for Correlation Pattern

We combine the results above. The �ring rate correlation takes the form

Corr(r) = � (r) � T 2
w :=

p
Var(r) � Var(r) T (5.41)

Here := denotes element-wise division.
We use the spectral decomposition of the stability matrix via Schur decomposition: J =

UTSchurU y with TSchur =
�

� s wF F

0 � d

�
. The total variance in the slow noise limit becomes

Tr(�)
�� � !1
���! c 2

�
1

j� sj2
+

1
j� dj2

+
jwF F j2

j� sj2j� dj2

�
(5.42)

This decomposition reveals two mechanisms shaping variability. First, restoring �ows character-
ized by j� sj and j� dj (the eigenvalues representing self-inhibition). Second, shear �ow character-
ized by jwF F j (balanced ampli�cation).

Effects of Input Noise, Synaptic Recurrence, and Stimulus on Correlation Pattern

We now analyze how three key factors in�uence the �ring rate correlation pattern: input noise
characteristics, synaptic recurrence, and stimulus strength.
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Effect of Input Noise. The input noise covariance �noiseenters directly in the numerator of the
membrane potential covariance. Hence � / �noise. It follows that increasing noise amplitude
scales up variances uniformly but does not change the correlation pattern. Corr(r) is independent
of the overall noise magnitude �0.

The spatial correlation length of input noise `noise directly shapes the input correlation pat-
tern. Large ǹoise produces broad input correlations. This leads to elevated baseline correlations
across all neuron pairs. By contrast, small `noise con�nes input correlations locally. This leaves
correlations primarily determined by recurrent interactions. This effect is additive to recurrently-
generated correlations.

From the expression for �EE , input correlations between E and I populations affect E variabil-
ity through a term proportional to �2�EI �A EI A II . Positive �EI decreases E variability through
common-mode rejection by E-I balance. Negative �EI increases E variability. This effect is
strongest in the inhibition-stabilized network (ISN) regime, where jAEI j and jAII j are large.

The noise correlation time �noise appears in the prefactor of the covariance solution. Fast
noise (�� � � E ) averages out, which in turn leads to reduced total variance. Slow noise (�� �
� E ) propagates fully through network dynamics. In the slow-noise limit, the correlation pattern
re�ects the full recurrent dynamics.

Effect of Synaptic Recurrence. The effective connectivity Weff modulates variability through
the Jacobian A = �I + W eff. As effective connectivity increases, eigenvalues approach zero
(j� sj; j� dj ! 0). This causes variance to grow as 1=j�j2 ! 1. Simultaneously, balanced
ampli�cation increases as jwF F j grows. This ampli�es correlations along speci�c dimensions.
Near the instability boundary (det A ! 0), variability diverges.

The connectivity length scale `syn determines which Fourier modes receive ampli�cation. Ap-
proximately, ~W eff

k / exp
�
�k 2=`2

syn

�
. Broad connectivity (large `syn) causes global or slow modes

to dominate correlations. By contrast, narrow connectivity (small `syn) ampli�es local correla-
tions with tuning-dependent pattern. The ratio `syn=`noise determines whether correlations are
input-determined or recurrently-shaped.

In the ISN regime where Weff
EE > 1, we have AEE = 1 � W eff

EE < 0. This indicates the excita-
tory subnetwork is unstable on its own. The transition to the ISN regime fundamentally changes
correlation pattern. The system operates near a dynamical instability. Inhibitory feedback be-
comes essential for stability. Variability decreases through inhibitory gain control. Correlations
become more anti-correlated between E and I populations.

Effect of Stimulus Drive. The stimulus contrast c affects variability through its in�uence on
mean responses�V . Mean responses scale as�V � O(

p
�) for large � = � 2kh. The SSN exhibits

characteristic non-monotonic variability modulation:

Tr(�) /
1

[ �V ]2(n�1)
�

1
�

(5.43)

For threshold-quadratic nonlinearity (n = 2), small stimuli increase variability as the network
acts as a relay. By contrast, large stimuli decrease variability as 1=� due to ISN regime suppres-
sion. This accounts for stimulus-induced variability quenching observed experimentally.
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The scaling laws reveal distinct regimes. For small input (� � 1):

d
d�

Tr(�)

�
�
�
�
�=0

= 2c2(gE JEE � � 2gI JII ) (5.44)

Variability typically increases for small inputs when E drive dominates. For large input (� � 1),
Tr(�) / 1=�. Variability decreases due to strong inhibitory stabilization.

The stimulus tuning width s̀tim affects which neurons receive strong drive. Narrow stimuli
(small s̀tim) drive only neurons near �stim. This produces local variability reduction. Broad
stimuli (large s̀tim) provide global drive with uniform variability modulation across the network.
The interplay between `stim, `syn, and ǹoisedetermines the spatial pattern of correlation changes.

From the expression for �ring rate covariance, �(r)
ij / [ �Vi ]n�1

+ [ �Vj ]n�1
+ � ij . For large stimulus:

� (r) / [ �V ]n�1 �
c2

(det A) 2
� [ �V ]n�1 � O(1) (5.45)

The [�V ]2(n�1) gain cancels the 1=[�V ]2(n�1) suppression in �. This yields approximately constant
�ring rate variance for large inputs. Nevertheless, the correlation pattern itself changes with
stimulus strength.

Factor Total Variance Correlation Magnitude Spatial Pattern
� 0 (noise amplitude) "" unchanged unchanged
`noise (noise width) " " (broad) broader
� EI (E-I noise corr.) # (for � > 0) # sharper
� noise (noise timescale) " (slow) " unchanged
� (overall connectivity) "" " ampli�ed
`syn (connectivity width) complex complex broader/narrower
E/I balance critical sign change possible regime-dependent
c (contrast) non-monotonic non-monotonic sharpens with c
`stim (stimulus width) local effect local modulation spatially patterned

Table 5.2: Summary of effects on correlation properties.

Summary of Interaction Effects.

Fano Factor and Variability Quenching

The Fano factor (FF) measures variability relative to Poisson:

FFi =
Var(ni )
E[ni ]

= 1 + T w � k[ �Vi ]n+ �
� ii

(k[ �Vi ]n+ )2
(5.46)

The above-Poisson contribution is FFi � 1 / [ �Vi ]n�2
+ � ii . We substitute the scaling of �ii /

1=[�V ]2(n�1) :

FFi � 1 /
1

[ �Vi ]n+
(5.47)
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As stimulus increases mean responses, Fano factors decrease toward the Poisson limit (FF = 1):
FF ! 1 as �V ! 1. This provides a mechanistic account of stimulus-induced Fano factor
reduction in visual cortex.

Detailed Derivation: Two-Population Model

For the two-population E-I model, the dynamics are

� E
_VE = �V E + W EE [VE ]n+ � W EI [VI ]n+ + h E + � E (5.48)

� I
_VI = �V I + W IE [VE ]n+ � W II [VI ]n+ + h I + � I (5.49)

The Jacobian matrix is

J = T �1 A =
�

1 0
0 1=�� I

� �
�1 + W eff

EE �W eff
EI

W eff
IE �1 � W eff

II

�
(5.50)

For stability, we require Tr(J) < 0 and det(J) > 0. The determinant condition is (1�Weff
EE )(1+

W eff
II ) + W eff

EI W eff
IE > 0. The eigenvalues are

� � =
Tr(J) �

p
(TrJ) 2 � 4 det J

2
(5.51)

When (TrJ)2 < 4 det J, eigenvalues are complex conjugate. This indicates oscillatory dynam-
ics.

Fourier Analysis for Ring Architecture

For a circulant matrix C with �rst row [c0; c1; : : : ; cN�1 ], the Fourier eigenvalues are ~ck =P N�1
j=0 cj e�2�ijk=N . For connectivity with cosine tuning,

Wij = W 0 exp
�

cos(2�(i � j)=N) � 1
`2

�
(5.52)

the eigenvalues are approximately~Wk � W 0 � I k(1=`2) � e�1=` 2
. Here Ik is the modi�ed Bessel

function of the �rst kind. In the slow-noise limit, for each Fourier mode:

~� k =
~� noise

k

j1 � ~W eff
k j2

(5.53)

5.2.3 Results

The analytical formalism captures key features of cortical variability

We compared analytical predictions from the stochastic SSN with ring architecture against ex-
perimental recordings from visual cortex and detailed spiking neural circuit simulations (Fig.
5.2). The model successfully reproduces three hallmark features of cortical variability. First,
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Figure 5.2: The stochastic SSN with ring architecture captures experimentally observed
patterns of stimulus-dependent �ring rate tuning, Fano factor modulation, and noise cor-
relation pattern. (left) Experimental data and theoretical predictions show consistent stimulus-
dependent modulation of �ring rates and Fano factors as a function of preferred orientation (PO)
relative to stimulus orientation. Figure adapted from (Hennequin et al., 2018). (right) Both
spiking neural circuit simulations and theoretical analysis reveal a characteristic “limited-range”
noise correlation pattern.

orientation-tuned �ring rate responses sharpen with stimulus contrast. Second, Fano factors de-
cline from approximately 2 during spontaneous activity to near 1.2 during stimulus presentation.
Third, a characteristic “limited-range” noise correlation pattern emerges, where correlations de-
cay with increasing difference in preferred orientation. The quantitative agreement between
experiment, simulation, and theory establishes that our linearization-based analytical formalism
captures the essential dynamics governing neural variability in recurrent cortical circuits. It does
so despite its mathematical simpli�cations.

The correlation matrices reveal a pattern that cannot be explained by feedforward mechanisms
alone. Correlations are strongest along the diagonal. This re�ects shared variability among
neurons with similar orientation preferences. However, the off-diagonal pattern shows systematic
modulation that depends on the relationship between each neuron's preferred orientation and the
stimulus orientation. This rich spatial pattern emerges from the interplay between three factors
that we dissect in the following sections: the spatial correlation pattern of input noise (`noise), the
spatial extent of recurrent synaptic connectivity (`syn), and the tuning width of stimulus-driven
input (`stim).

Input noise correlation length sets the baseline width of shared variability

The most direct in�uence on correlation pattern comes from the spatial correlations present in the
input noise itself. Our analytical formalism predicts that input noise correlations enter additively
into the output covariance matrix. They establish a �oor below which correlations cannot fall
regardless of recurrent processing. We tested this prediction by systematically varying the input
noise correlation length `noisewhile holding other parameters �xed (Fig. 5.3).

Increasing ǹoise from 0° to 90° progressively broadens the diagonal band of positive corre-
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Figure 5.3: Increasing input noise correlation length (ǹoise) broadens the diagonal band of
positive correlations while preserving the overall correlation pattern. As ǹoiseincreases from
0° to 90° (left to right), the diagonal bright band progressively widens at all contrast levels (rows:
c = 0; 0:5; 1). This broadening is additive to recurrently-generated correlations: neurons with
larger orientation differences become correlated when they share common input �uctuations.

lations across all stimulus contrasts. When `noise = 0, input �uctuations are independent across
neurons. The narrow diagonal band re�ects correlations generated purely by recurrent interac-
tions. As ǹoise increases, neurons with increasingly different orientation preferences share com-
mon input �uctuations. The correlation band widens accordingly. This broadening effect persists
whether the network operates in the spontaneous regime (c = 0) or the strongly driven regime
(c = 1). In the spontaneous regime, correlations are dominated by input pattern. In the driven
regime, recurrent ampli�cation contributes substantially. The persistence across contrast levels
con�rms the theoretical prediction: input correlations act as a baseline that recurrent dynamics
modulate but cannot eliminate.

The effect of ǹoise is quantitatively largest at low contrast. In this regime, recurrent ampli�ca-
tion is minimal. The correlation matrix most directly re�ects input pattern. At higher contrasts,
recurrent dynamics reshape the correlation pattern. They sharpen it near the stimulus orienta-
tion and suppress it elsewhere. Nevertheless, the underlying in�uence of `noise remains visible
as a broadening of whatever pattern emerges. This dissociation between input-dominated and
recurrence-dominated regimes illustrates a general principle: the parameters of the noise source
set constraints on correlation pattern that subsequent processing can elaborate but not fully over-
ride.

Synaptic connectivity width controls modal ampli�cation and pattern geometry

Input noise sets the baseline. However, recurrent synaptic connectivity actively reshapes the
correlation pattern through differential ampli�cation of spatial �uctuation modes. The Fourier-
domain analysis reveals that the connectivity length scale `syn acts as a spatial �lter. It determines
which modes of population activity receive ampli�cation versus suppression by recurrent pro-
cessing. Narrow connectivity (`syn small) preferentially ampli�es local, high-frequency modes.
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Figure 5.4: Increasing synaptic connectivity width (s̀yn) transforms the correlation pat-
tern from U-shape to inverted U-shape through differential ampli�cation of spatial Fourier
modes. The connectivity length scale `syn determines which spatial modes receive preferential
ampli�cation by recurrent dynamics, as predicted by the Fourier-domain analysis. At small `syn

(left columns), narrow connectivity produces local correlations with a U-shaped pro�le along
the diagonal (higher correlations at the �anks). As `syn increases toward 90° (right columns),
broader connectivity increasingly couples neurons across the ring. This ampli�es global/slow
Fourier modes.

Broad connectivity (s̀yn large) ampli�es global, low-frequency modes.

This modal selectivity produces a striking transformation in correlation geometry as `syn in-
creases (Fig. 5.4). At small `syn, the correlation pattern along the diagonal exhibits a U-shaped
pro�le. Correlations are relatively higher between neurons at the �anks of the orientation map.
Correlations are lower near the stimulus center. As `syn increases toward 90°, this pattern inverts.
Correlations become highest among stimulus-proximal neurons. They decline toward the �anks.
This produces an inverted U-shape. The transition occurs because broad connectivity couples
distant neurons on the ring. This allows global �uctuations to propagate throughout the network
and dominate the correlation pattern.

The contrast dependence of this transformation reveals the underlying mechanism. At c = 0,
mean responses are uniformly low. Hence `syn has only modest effects. The effective connec-
tivity W eff

ij / [ �Vj ]n�1
+ remains weak throughout the network. At c = 1, strong stimulus drive

elevates mean responses near the stimulus orientation. This dramatically increases effective con-
nectivity in that region. Under these conditions, the choice of `syn determines whether recurrent
ampli�cation remains localized (small `syn, U-shape preserved) or spreads globally (large `syn,
inverted U-shape). The most extreme cases (`syn = 75–90 at high contrast) show nearly uniform
high correlations across all neuron pairs. This re�ects the dominance of a single global mode
when connectivity approaches the all-to-all limit.
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Figure 5.5: Increasing stimulus tuning width (s̀tim) transforms the correlation pattern from
M-shape to U-shape by modulating the spatial pro�le of effective connectivity. The stimulus
tuning width s̀tim controls which neurons receive strong drive. This determines the spatial pat-
tern of effective connectivity. At small `stim (left columns), narrow stimulus tuning concentrates
drive on neurons near the stimulus orientation. This creates an M-shaped correlation pattern
with two off-diagonal lobes. These lobes re�ect strong correlations between the stimulus-driven
population and its �anking neurons. As `stim increases (right columns), broader stimulus tun-
ing distributes drive more uniformly. This produces a U-shaped pattern where correlations peak
along the diagonal.

Stimulus tuning width sculpts effective connectivity and correlation topology

The stimulus itself shapes correlation pattern through its in�uence on the spatial pro�le of mean
responses. Mean responses in turn determine the effective connectivity matrix. Unlike `noiseand
`syn, which represent �xed properties of the circuit, the stimulus tuning width `stim represents a
property of the input. It can vary across experimental conditions or stimulus types. Our analysis
predicts that s̀tim should have qualitatively distinct effects from the other length scales. The
reason is that it modulates effective connectivity multiplicatively rather than additively.

Varying `stim from 0° to 90° transforms the correlation pattern from an M-shape to a U-shape
(Fig. 5.5). At small s̀tim, narrow stimulus tuning concentrates drive on a small subset of neurons
near the stimulus orientation. These strongly driven neurons develop high effective connectivity
with their immediate neighbors. This creates two off-diagonal lobes of elevated correlation. At
larger s̀tim, stimulus drive spreads more broadly across the orientation map. This distributes
effective connectivity more uniformly. The M-shape collapses into a simpler U-shaped diagonal
band.

The transition between these regimes reveals the mechanistic role of inhibitory feedback. At
intermediate values of `stim (15°–30°) and high contrast, a distinctive cross-shaped pattern of
suppressed correlations emerges. Dark bands separate the stimulus-driven population from non-
driven neurons. This anti-correlation signature is diagnostic of the inhibition-stabilized network
(ISN) regime. In this regime, strong excitatory drive must be counterbalanced by powerful in-
hibitory feedback to maintain stability. Fluctuations in the driven population are actively opposed
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by inhibitory responses. This creates negative covariance with the surrounding network. The the-
oretical formalism predicts exactly this phenomenon. When AEE > 0 (excitatory subnetwork
unstable in isolation), the sign of cross-population covariance terms can �ip. This generates
anti-correlations that would be impossible in a purely feedforward system.

Contrast-dependent variability quenching emerges from supralinear network dynamics

Beyond shaping the spatial pattern of correlations, the analytical formalism makes quantitative
predictions about how overall variability scales with stimulus strength. The central prediction
states that membrane potential variance should scale as 1=[�V ]2(n�1) and Fano factors as 1=[�V ]n .
It follows that variability should decrease systematically as stimulus contrast increases. Both the
experimental data and the theoretical analysis con�rm this prediction (Fig. 5.2, left panels).

At spontaneous activity levels (c = 0), Fano factors hover near 2. This indicates substan-
tial super-Poisson variability arising from slow membrane potential �uctuations. As contrast
increases to c = 1, Fano factors decline toward 1.2. They approach but do not reach the Pois-
son limit. The residual above-Poisson variability re�ects the �nite (rather than in�nite) mean
responses achieved at realistic stimulus strengths. The rate of decline with contrast matches
the theoretical prediction. This con�rms that the supralinear transfer function, combined with
recurrent ampli�cation, is responsible for stimulus-induced variability reduction.

The spatial pattern of variability quenching is non-uniform. It concentrates among neurons
whose preferred orientations match the stimulus. This selectivity is evident in the correlation
matrices. At high contrast, the region of strongest correlations (along the diagonal near zero
orientation difference) also shows the greatest reduction in absolute variance compared to the
spontaneous condition. The heterogeneity arises because the effective gain r0( �Vi ) = nk[ �Vi ]n�1

+

depends on local mean activity. This varies across the ring. Neurons near the stimulus orientation
have high mean responses. Hence they have high gain. Hence they strongly convert membrane
potential �uctuations into rate �uctuations. However, they also experience strong suppression of
those membrane potential �uctuations by the 1=[�V ]2(n�1) scaling.

The three length scales interact to produce experimentally observed correlation pattern

The preceding sections examined each parameter in isolation. However, cortical circuits pre-
sumably operate with particular combinations of `noise, `syn, and s̀tim that together produce the
correlation patterns observed experimentally. The limited-range correlation pattern in Fig. 5.2 is
consistent with intermediate values of all three length scales. Input noise correlations are broad
enough to produce measurable baseline correlations. Synaptic connectivity is narrow enough
to preserve orientation selectivity in the correlation pattern. Stimulus tuning is sharp enough to
generate differential effective connectivity across the ring.

The analytical formalism reveals that these parameters do not act independently. The ra-
tio `syn=`noise determines whether correlations are input-dominated (ratio < 1) or recurrence-
dominated (ratio > 1). The ratio `stim=`syn determines whether the stimulus creates localized
hotspots of effective connectivity (ratio < 1) or distributes drive broadly enough to engage global
modes (ratio > 1). These ratios, rather than the absolute values of individual parameters, govern
the qualitative features of the correlation matrix.
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The formalism also clari�es how variability in these parameters would manifest as variabil-
ity in correlation pattern. Broader input correlations would widen the diagonal band without
changing its shape. Broader synaptic connectivity would �atten the off-diagonal decay. At ex-
treme values, it would invert the diagonal pro�le. Broader stimulus tuning would simplify the
M-shaped pattern observed at high contrast into a simpler U-shape. The analytical expressions
derived here provide a quantitative mapping from circuit parameters to correlation observables.
This permits principled inference about circuit properties from measured correlation patterns.

5.2.4 Discussion

A uni�ed mechanistic account of cortical correlation pattern

The central �nding of this work identi�es three spatial length scales that govern input noise cor-
relations ( ǹoise), synaptic connectivity (s̀yn), and stimulus tuning (`stim). These interact through
the nonlinear dynamics of the stabilized supralinear network. This interaction produces the rich,
stimulus-dependent correlation patterns observed in sensory cortex. This formalism uni�es pre-
viously disparate observations: the limited-range pattern of noise correlations (Cohen and Kohn,
2011), the stimulus-induced quenching of variability (Churchland et al., 2010), and the depen-
dence of correlation magnitude on tuning similarity (Kohn and Smith, 2005). Rather than treating
these phenomena as independent empirical regularities, our analysis reveals them as manifesta-
tions of a single underlying dynamical regime. The SSN operates near a stimulus-tuned attractor
in the inhibition-stabilized regime.

Why correlations depend on circuit parameters in speci�c ways

The analytical formalism developed here provides mechanistic explanations for each parameter's
in�uence on correlation pattern. Input noise correlation length `noise affects output correlations
additively. The Lyapunov equation governing covariance is linear in the noise covariance matrix
� noise. Hence broader input correlations establish a baseline that recurrent processing modulates
but cannot eliminate (Fig. 5.3). By contrast, synaptic connectivity width `syn operates multiplica-
tively through the effective connectivity matrix. It acts as a spatial �lter that selectively ampli�es
�uctuation modes whose wavelength matches the connectivity footprint (Fig. 5.4). This distinc-
tion between additive and multiplicative effects explains why `noiseproduces uniform broadening
across the correlation matrix while `syn produces qualitative changes in pattern geometry.

The stimulus tuning widths̀tim exerts its in�uence through a different mechanism. By shaping
the spatial pro�le of mean responses, it determines where in the network the effective connec-
tivity becomes strong. The supralinear transfer function r(V ) = k[V ]n

+ ensures that effective
synaptic weights scale as [�V ]n�1 . This concentrates recurrent ampli�cation among neurons that
receive strong stimulus drive. When `stim is narrow, this concentration creates local hotspots of
high effective connectivity surrounded by weakly coupled regions. This produces the character-
istic M-shaped correlation pattern with off-diagonal lobes (Fig. 5.5). Broader stimulus tuning
distributes effective connectivity more uniformly. The M-shape collapses into a simpler diago-
nal band. This multiplicative gating of connectivity by mean activity represents a fundamentally
nonlinear effect that linear network models cannot capture.

73



April 15, 2026
DRAFT

Reconciling the SSN with alternative theoretical formalisms

Our results are consistent with previous theoretical accounts of cortical variability. Nevertheless,
they extend beyond them. The balanced network formalism (Van Vreeswijk and Sompolin-
sky, 1996; Renart et al., 2010) demonstrated that tight excitatory-inhibitory balance can produce
asynchronous, low-correlation states through cancellation of shared inputs. The SSN operates
in a related but distinct regime. Rather than achieving decorrelation through precise balance,
it achieves stimulus-dependent correlation modulation through the interplay of supralinear am-
pli�cation and inhibitory stabilization. The key distinction is that balanced networks typically
assume linear or weakly nonlinear transfer functions. The SSN's supralinear nonlinearity (n > 1)
permits the network to transition between qualitatively different dynamical regimes as stimulus
strength varies.

The prediction of non-monotonic variability modulation appears to contradict models that
predict monotonic decorrelation through either feedforward averaging or recurrent stabilization.
We reconcile this apparent discrepancy as follows. The initial variability increase occurs in the
weakly-driven regime where the network operates below the ISN transition. Variability suppres-
sion dominates once stimulus drive pushes the network into the ISN regime, where effective ex-
citatory feedback exceeds unity. Previous models that assumed the network operates exclusively
in one regime or the other would observe only half of this trajectory. Experimental protocols
that sample a suf�ciently broad range of contrasts should observe both phases. Existing datasets
could test this prediction.

The “limited-range” correlation pattern has been attributed variously to shared input (Shadlen
and Newsome, 1998), spatial connectivity constraints (Rosenbaum et al., 2017), and stimulus-
induced modulation (Moreno-Bote et al., 2014). Our analysis suggests these are not mutually
exclusive explanations. Rather, they re�ect the contributions of `noise, `syn, and s̀tim respec-
tively. The relative prominence of each mechanism likely varies across cortical areas, layers,
and species. This could explain the substantial heterogeneity in reported correlation magnitudes
and patterns.

Methodological considerations and model limitations

The analytical tractability of our formalism derives from linearization around the stimulus-
dependent �xed point. This approximation captures �uctuation dynamics accurately when per-
turbations remain small relative to mean responses. This approach has been validated in rate-
based network models (Hennequin et al., 2018). It provides quantitative predictions that match
both our spiking simulations (Fig. 5.2, right panels) and experimental observations. Neverthe-
less, the linearization necessarily neglects nonlinear interactions between �uctuations. These
could become signi�cant in regimes of very high variability or near dynamical instabilities. The
close agreement between our analytical predictions and the full spiking simulations suggests that
these nonlinear corrections are modest under typical operating conditions. However, we caution
against extrapolating predictions to extreme parameter regimes without numerical veri�cation.

The assumption of slow input noise (�noise � � E ) simpli�es the covariance expressions sub-
stantially. It eliminates fast transients from the Lyapunov solution. This assumption is biologi-
cally motivated. Cortical neurons receive input �uctuations on timescales of tens to hundreds of
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milliseconds. These arise from slow modulatory signals, ongoing network dynamics, and low-
frequency components of sensory input. For faster noise sources, the full frequency-dependent
expressions (Equation 5.42) remain valid. However, they predict reduced variance transmis-
sion. High-frequency �uctuations are �ltered by the membrane time constant. The qualitative
conclusions about parameter effects remain unchanged. Quantitative predictions would require
adjustment for speci�c noise spectra.

The ring architecture captures essential features of orientation selectivity in visual cortex.
However, it represents a simpli�ed topology that neglects cortical heterogeneity, layer-speci�c
connectivity, and three-dimensional spatial pattern. We propose that the core principles identi�ed
here generalize to more realistic architectures. These principles include additive noise contribu-
tions, multiplicative connectivity �ltering, and nonlinear gating by mean activity. However, the
speci�c forms of correlation patterns will depend on the geometry of the feature space and con-
nectivity kernel. Extensions to two-dimensional cortical sheets, multiple feature dimensions, or
hierarchical networks represent natural directions for future theoretical development.

From membrane potentials to population codes

The formalism developed here bridges scales from single-neuron membrane potential dynamics
to population-level correlation pattern. At the single-neuron level, the supralinear input-output
nonlinearity creates a gain that depends on mean drive. This implements a form of divisive nor-
malization that has been implicated in numerous cortical computations (Carandini and Heeger,
2012). At the population level, this gain modulation translates into stimulus-dependent correla-
tion patterns. These could substantially impact information coding.

The scaling relation FF � 1 / 1=[ �V ]n (Equation 5.47) implies that the signal-to-noise ra-
tio for stimulus discrimination improves with increasing contrast. This prediction is consistent
with psychophysical observations of contrast-dependent detection thresholds. More subtly, the
stimulus-dependent reshaping of correlation pattern could either improve or degrade population
coding ef�ciency. The outcome depends on the alignment between correlation patterns and the
task-relevant stimulus dimensions (Averbeck et al., 2006; Moreno-Bote et al., 2014). Our ana-
lytical expressions for �(r) provide the tools needed to compute Fisher information and mutual
information in the SSN. This connects circuit-level parameters to information-theoretic quanti-
ties.

The M-to-U-shape transition observed with increasing `stim (Fig. 5.5) suggests that the spa-
tial pattern of attention-like modulatory inputs could qualitatively reshape correlation patterns.
Feature-based attention broadly modulates neurons sharing a preferred feature value. This would
correspond to large effective `stim. It would produce U-shaped correlations. Spatial attention
modulates neurons within a localized region of visual space. This would correspond to small
effective s̀tim. It would produce M-shaped correlations with off-diagonal pattern. This map-
ping between attention type and correlation signature could provide a testable link between the
biophysics of modulatory circuits and the statistics of population responses.
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Concluding remarks

We have established a comprehensive analytical formalism linking circuit-level parameters to
population-level correlation pattern in the stabilized supralinear network. The formalism ex-
plains how three distinct length scales interact through nonlinear dynamics. These scales govern
input noise, synaptic connectivity, and stimulus tuning. The close agreement between analytical
predictions, spiking simulations, and cortical recordings (Fig. 5.2) validates the linearization
approach. It supports the SSN as a model of sensory cortical dynamics. Looking forward, this
formalism provides a foundation for investigating how correlation pattern shapes neural cod-
ing, how attention and learning modify correlation patterns, and how circuit-level disruptions
manifest as altered population statistics. The explicit mapping from parameters to observables
developed here offers a quantitative vocabulary for translating between the languages of synaptic
physiology and systems neuroscience.
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5.3 Somatostatin interneurons preferentially encode activity
shared across cortical cell types

This work originated as a course project for 10-708 (Probabilistic Graphical Models), taught by
Dr. Andrej Risteski, and was subsequently completed independently. The two-photon calcium
imaging data were acquired by the laboratory of Dr. Caroline Runyan. Dr. Madeline Edwards
generated and provided the spiking network simulation data.

5.3.1 Introduction

Neural circuits transform sensory inputs into perception, decisions, and actions through the coor-
dinated activity of diverse cell types (Yuste, 2015; Suárez et al., 2020). Within cortical microcir-
cuits, inhibitory interneurons form specialized subnetworks with distinct connectivity patterns,
temporal dynamics, and functional roles (Tremblay et al., 2016). Parvalbumin (PV), somatostatin
(SOM), and vasoactive intestinal peptide (VIP) expressing cells constitute the major inhibitory
subtypes. These interneuron classes do not operate in isolation. Instead, they engage in bidi-
rectional signaling that shapes excitatory pyramidal neuron activity, gates synaptic plasticity,
and modulates information �ow across brain regions (Litwin-Kumar et al., 2016; Canto-Bustos
et al., 2022).

However, identifying inter-neuron-type communication remains a central challenge. Large-
scale simultaneous recordings now capture the activity of multiple cell classes with single-neuron
resolution (Bugeon et al., 2022; Condylis et al., 2022). Despite this technical advance, conven-
tional analysis methods fail to disentangle the overlapping signals among neuron types. Pairwise
correlations, cross-correlograms, and principal component analysis (Potter et al., 2023; Khoury
et al., 2022, 2023) con�ate feedforward inputs, recurrent interactions, and internal computations
(Keemink and Machens, 2019; Kass et al., 2023). Consequently, these methods produce a tan-
gled view of concurrent communication. Without approaches that separate these intermingled
signals, one cannot determine how cell-type-speci�c dynamics contribute to population coding.
One also cannot identify the computational motifs that distinguish healthy circuits from those
disrupted in neurodevelopmental disorders (Paterno et al., 2020).

Here, we address this gap by adapting DLAG (delayed latents across groups) (Gokcen et al.,
2022) and its multi-population extension mDLAG (Gokcen et al., 2023) to decipher inter-neuron-
type signaling in rodent cortex. These probabilistic dimensionality reduction methods decom-
pose population activity into latent variables that are either shared across neuron types or private
to each type. Importantly, they explicitly model temporal delays that capture axonal and synaptic
transmission times. We apply this formalism to two-photon calcium imaging data from mouse
posterior parietal cortex (PPC). In these recordings, experimenters simultaneously imaged PV,
SOM, and pyramidal neurons during spontaneous behavior (Figure 5.6).

Our analysis yields three key �ndings. First, cross-validation identi�es optimal latent di-
mensionalities: communication between PV and SOM populations requires only a single shared
dimension. This sparsity is consistent with their weak direct coupling reported in anatomical
studies. Second, applying mDLAG to biologically constrained spiking network simulations
(Litwin-Kumar et al., 2016) recovers known circuit properties. This validation con�rms that
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the method works for neural data with complex dynamics. Third, in both simulated and exper-
imental data, SOM neurons exhibit a distinctive signature: the globally shared latent variable
explains the vast majority of their variance. This �nding suggests that SOM interneurons play
a privileged role in coordinating global population dynamics. Such a computational motif may
underlie their known functions in gain control and cross-frequency coupling.

By tailoring methods designed for inter-areal communication to inter-neuron-type interac-
tions, this work establishes a formalism for investigating cell-type-speci�c signaling across be-
havioral states, cortical areas, and species.

5.3.2 Related work

Our work sits at the intersection of two research threads: dimensionality reduction methods for
multi-population neural data, and empirical characterization of interneuron-type interactions. We
review each in turn. We highlight the gaps that motivate the present study.

Latent Variable Models for Multi-Region and Multi-Population Neural Data

A central challenge in systems neuroscience is disentangling the signals that �ow between neu-
ral populations from those generated locally within each population. Classical methods such
as cross-correlation and Granger causality provide pairwise measures of statistical dependence.
However, they scale poorly to high-dimensional recordings and con�ate shared inputs with direct
interactions (Stevenson et al., 2008; Pillow et al., 2008).

Latent variable models offer a principled alternative. Factor analysis (FA) and its dynamic
extension, Gaussian Process Factor Analysis (GPFA), identify low-dimensional structure within
a single population by modeling observed activity as a linear projection of latent states evolving
smoothly in time (Yu et al., 2009). Probabilistic canonical correlation analysis (pCCA) extends
this approach to two populations. It extracts latent dimensions that maximize shared variance
while remaining agnostic to temporal dynamics (Bach and Jordan, 2005; Klami et al., 2013).

Gokcen et al. (2022) introduced DLAG (Delayed Latents Across Groups). DLAG combines
the strengths of GPFA and pCCA. It partitions latent variables into within-population and across-
population components. Gaussian process priors govern each component and capture smooth
temporal dynamics. A key feature is that DLAG estimates inter-population time delays. This
estimation permits inference of directional signal �ow. The authors applied DLAG to primate
visual cortex. Their analysis revealed laminar-speci�c communication patterns between areas
V1 and V2.

More recently, Gokcen et al. (2023) extended this approach to M > 2 populations with
mDLAG (multi-population DLAG). The key innovation is automatic relevance determination
(ARD). ARD infers the subset of populations associated with each latent dimension without
exhaustive combinatorial search. The authors applied mDLAG to simultaneous recordings from
V1, V2, and V3d. Their results uncovered signatures of selective inter-areal communication
related to retinotopic alignment.

Despite these advances, researchers developed and validated both DLAG and mDLAG on
electrophysiological recordings with millisecond temporal resolution. Whether these methods
generalize to calcium imaging data remains an open question. Calcium imaging data exhibit
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slower dynamics, lower signal-to-noise ratios, and temporally smoothed activity (Wei et al.,
2020). Additionally, prior applications focused on communication between brain regions. Whether
the same approach can reveal connectivity motifs in communication between neuron types within
a single region has not been tested.

Empirical Characterization of Interneuron-Type Interactions

Cortical inhibitory interneurons comprise diverse classes distinguished by molecular markers,
morphology, connectivity, and physiology (Tremblay et al., 2016). Among these, PV, SOM,
and VIP interneurons have received particular attention due to their distinct circuit roles. PV
neurons mediate fast perisomatic inhibition. SOM neurons target distal dendrites. VIP neurons
preferentially inhibit other interneurons (Pfeffer et al., 2013).

Early studies characterized interneuron-type interactions using pairwise measures. Runyan
et al. (2010) employed cross-correlation analysis to demonstrate that PV subtypes in visual cor-
tex exhibit stimulus-dependent synchronization. More recent large-scale recordings have permit-
ted population-level analyses. Khoury et al. (2022) used principal component analysis to show
that SOM subnetworks exhibit broader spatial correlations than PV networks. This pattern is
consistent with the longer-range axonal arbors of SOM neurons. Khoury et al. (2023) extended
this work. They demonstrated that arousal and locomotion differentially modulate PV and SOM
activity across cortical areas.

Several studies have examined how interneuron types interact dynamically. Bugeon et al.
(2022) identi�ed a transcriptomic axis predicting state-dependent modulation of cortical in-
terneurons. Their results suggest that global brain state shapes interneuron-type interactions.
Condylis et al. (2022) combined dense functional imaging with molecular identi�cation. They
mapped cell-type-speci�c connectivity in somatosensory cortex. Their data revealed structured
patterns of excitation and inhibition.

Computational models have complemented these empirical �ndings. Litwin-Kumar et al.
(2016) developed a spiking network model incorporating multiple interneuron subtypes. Their
simulations demonstrated that the balance of PV and SOM inhibition shapes network stability
and oscillatory dynamics. Such models provide ground-truth settings for validating analysis
methods before application to experimental data.

Despite this progress, most prior work has relied on relatively simple statistical methods. Cor-
relation, PCA, and pairwise comparisons do not fully use the joint structure of multi-population
recordings. Latent variable models such as DLAG and mDLAG offer a more principled ap-
proach for decomposing shared and private variability. However, researchers have not applied
these methods to interneuron-type data. This gap motivates the present study.

Contributions of the Present Work

Our work makes three contributions relative to the prior literature:

1. Methodological adaptation. We tailor DLAG and mDLAG to rodent calcium imaging
data. These methods were originally designed for primate electrophysiology. Our results
demonstrate that these approaches generalize across species, recording modalities, and
temporal resolutions.
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2. Novel application domain. We apply these methods to inter-neuron-type communication
rather than inter-areal communication. Our analysis reveals the low-dimensional connec-
tivity motifs of PV–SOM–pyramidal interactions within a single cortical region.

3. Cross-validation with simulation. We validate our �ndings against a biologically con-
strained spiking network model. This validation establishes that the inferred latent struc-
ture is consistent with known circuit properties and not an artifact of the analysis method.

Together, these contributions extend the reach of principled dimensionality reduction methods
to a new domain: cell-type-speci�c population dynamics. Additionally, we provide the �rst
characterization of shared and private variability across cortical interneuron types.

5.3.3 Methods

We employed two related dimensionality reduction approaches: DLAG (Delayed Latents Across
Groups) (Gokcen et al., 2022) and mDLAG (multi-population DLAG) (Gokcen et al., 2023).
We used these methods to analyze neural population activity recorded from multiple neuron
types. Below, we provide a detailed description of the mathematical models, data preprocessing
procedures, and statistical analyses.

Mathematical Notation

We adopt the following notational conventions throughout. Let M denote the number of neuronal
populations (neuron types). Let qm denote the number of neurons recorded in population m 2
f1; : : : ; Mg. Neural activity spans N trials. Each trial n 2 f1; : : : ; Ng consists of T discrete
time bins. We de�ne:

• y(n)
m;i;t 2 R: The observed activity of neuron i (out of qm ) in population m at time bin t on

trial n.
• y (n)

m;t = [y (n)
m;1;t ; : : : ; y(n)

m;qm ;t ]
> 2 Rqm : The vector of simultaneous activity across all neurons

in population m at time t on trial n.

• y (n)
t = [(y (n)

1;t )> ; : : : ; (y (n)
M;t )> ]> 2 R

P
m qm : The concatenated activity vector across all

populations at time t on trial n.

For latent variables, we use superscripts “w” and “a” to denote within-population and across-
population latent variables, respectively. Speci�cally:

• xw;(n)
m;j;t 2 R: The j-th within-population latent variable for population m at time t on trial

n. Here j 2 f1; : : : ; p w
mg and pwm is the number of within-population latent dimensions for

population m.

• xa;(n)
j;t 2 R: The j-th across-population latent variable at time t on trial n. Here j 2

f1; : : : ; pag and pa is the number of across-population latent dimensions.
Model parameters shared across all trials lack superscripts. A separate realization of observed

and latent variables (y(n) ; x w;(n) ; x a;(n) ) exists for each trial n. In contrast, model parameters
remain shared across trials.
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Data Acquisition and Preprocessing

Figure 5.6: Two-photon calcium imaging permits simultaneous recording of genetically
identi�ed interneuron subtypes in behaving mice. (A) Schematic of the cortical microcir-
cuit motif comprising VIP, SOM, and PV interneurons interacting with pyramidal neurons (gray
triangle). (B) Genetic strategy for cell-type-speci�c labeling: SOM-Flp � PV-Cre mice receive
viral injections of AAV-DIO-tdTomato (labeling PV neurons) and AAV-fDIO-mCherry (labeling
SOM neurons). This permits spectral separation of the two interneuron populations. (C) Exper-
imental setup: head-�xed mice run on a spherical treadmill during in vivo two-photon imaging.
This allows simultaneous monitoring of PV (red), SOM (blue), and putative pyramidal neurons
across multiple cortical sites. Schematic adapted from (Potter et al., 2023).

Two-Photon Calcium Imaging Data Experimenters recorded neural activity from the poste-
rior parietal cortex (PPC) of head-�xed mice using two-photon calcium imaging. They identi�ed
and simultaneously recorded three neuron types: parvalbumin-expressing (PV) inhibitory neu-
rons, somatostatin-expressing (SOM) inhibitory neurons, and putative pyramidal (Pyr) excitatory
neurons. PV neurons expressed tdTomato �uorescent protein. SOM neurons expressed mCherry.
This labeling strategy permitted cell-type-speci�c identi�cation during imaging.

We converted raw �uorescence traces to relative �uorescence changes (�F=F0):

�F=F 0 =
F(t) � F 0

F0
;

where F (t) is the �uorescence intensity at time t and F0 is the baseline �uorescence. We typically
estimated F0 as the mean or a low percentile of the �uorescence trace over a sliding window.

For the analyses presented here, we used the �F=F0 traces directly without spike deconvo-
lution. We extracted spontaneous activity periods by excluding frames corresponding to experi-
mental task epochs. Speci�cally, we identi�ed the end of the last experimental epoch and began
analysis 100 frames thereafter to avoid transient effects.
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Trial Segmentation Continuous spontaneous recordings lack an inherent trial structure. Ac-
cordingly, we segmented the continuous recordings into pseudo-trials of �xed length. For the
DLAG analysis of PV and SOM neurons, we divided the continuous �F=F0 traces into non-
overlapping segments of T = 160 time bins. Each time bin corresponded to a sampling period
of �t = 33 ms. This yields a trial duration of approximately 5.28 seconds. We determined the
number of trials N by N = bTtotal =Tc, where Ttotal is the total number of recorded time bins.

For the mDLAG analysis of pyramidal, PV, and SOM neurons on experimental data, we
used a coarser temporal resolution with time bins of �t = 1 second. This coarser resolution
accommodates the slower dynamics captured by calcium imaging. Each pseudo-trial consisted
of T = 30 time bins. We used N = 40 trials in total. From the recorded populations, we
randomly sampled qPyr = 20 pyramidal neurons, qPV = 4 PV neurons, and qSOM = 4 SOM
neurons for analysis.

Spiking Neural Network Simulation Data To validate the mDLAG method, we also analyzed
simulated neural activity from a biologically constrained spiking neural network model. This
model comprises four neuron types (pyramidal, PV, SOM, and VIP), as described in Litwin-
Kumar et al. (2016). The simulation consisted of 50,000 neurons with connectivity constrained
by anatomical and neurophysiological data.

We converted spike times to spike counts using non-overlapping time windows of �t = 20
ms. The total simulation duration was 15 seconds (750 time bins). We discarded the �rst 50 time
bins (Tburn = 1 second) to avoid transient initialization effects. We segmented the remaining
activity into N = 35 pseudo-trials of T = 20 time bins each (400 ms per trial).

To ensure adequate signal for statistical analysis, we selected neurons based on a minimum
�ring rate criterion. Speci�cally, we computed the mean �ring rate for each neuron as:

�r i =
1

(N t � T burn ) � �t

N tX

t=T burn +1

ni;t ;

where ni;t is the spike count of neuron i in time bin t. Neurons with �ri > 4 Hz were eligible
for random sampling. From these eligible neurons, we randomly selected qPyr = 20 pyramidal
neurons, qPV = 4 PV neurons, and qSOM = 4 SOM neurons. We applied no �ring rate threshold
to the experimental calcium imaging data.

DLAG Model for Two Populations

DLAG is a probabilistic dimensionality reduction method that models the joint activity of two
neural populations. It disentangles signals shared across populations from those private to each
population (Gokcen et al., 2022). We applied DLAG to analyze the interactions between PV
(m = 1) and SOM (m = 2) neurons.

Observation Model For population m 2 f1; 2g at time t, we model the observed neural activ-
ity y m;t 2 Rqm as a linear combination of latent variables plus independent Gaussian noise:

ym;t = C a
mx a

m;t + C w
mx w

m;t + d m + � m ; (5.54)
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Figure 5.7: DLAG and mDLAG decompose population activity into shared and private la-
tent variables with explicit time delays. (A) Graphical model for two-population DLAG. The
model speci�cation posits three classes of latent variables: within-type latents private to popula-
tion A (xw

1;t , orange) or B (xw2;t , green), and across-type latents shared between populations (xa
t ,

blue). Each latent evolves as a Gaussian process. Observed neural activity (y1;t , y2;t ) depends
on across-type latents through time delays D. These delays capture axonal and synaptic trans-
mission times. (B) Graphical model for mDLAG. This extends the approach to M populations
across N trials. Automatic relevance determination (ARD) parameters �m permit inference of
which population subsets each latent dimension describes. Loading matrices Cm map latents to
observed activity Ymn . dm and �m capture mean �ring rates and neuron-speci�c noise variance,
respectively. Filled circles: observed variables; un�lled circles: latent variables; black dots:
point estimates.

where:

• C a
m 2 Rqm �p a

is the loading matrix that maps the pa across-population latent variables to
population m's observed activity.

• C w
m 2 Rqm �p w

m is the loading matrix for the pwm within-population latent variables speci�c
to population m.

• x a
m;t 2 R pa

is the across-population latent state observed by population m at time t. This
may be a delayed version of a common underlying process, as described below.

• x w
m;t 2 Rpw

m is the within-population latent state for population m at time t.
• dm 2 Rqm captures the mean activity (baseline �ring rate) of each neuron in population

m.
• � m � N (0; R m ) is zero-mean Gaussian noise with diagonal covariance Rm = diag(� 2

m;1 ; : : : ; � 2
m;qm

).
This term represents independent variability for each neuron.

The diagonal constraint on Rm encourages the latent variables to capture as much of the
shared (correlated) variance among neurons as possible. The diagonal elements capture neuron-
speci�c, independent noise.
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State Model: Gaussian Process Priors To extract smooth, single-trial latent time courses
from noisy neural data, we model each latent variable as a Gaussian process (GP) (Rasmussen
and Williams, 2005). The data determine the degree of temporal smoothness via maximum
likelihood estimation.

Within-Population Latent Variables. For each within-population latent variable j 2 f1; : : : ; pwmg
in population m, we de�ne a zero-mean Gaussian process prior over the entire time course within
a trial:

x w
m;j;: � N (0; K w

m;j );

where xw
m;j;: = [x w

m;j;1 ; : : : ; xw
m;j;T ]> 2 RT denotes the time series of the j-th within-population

latent variable. Kw
m;j 2 RT �T is the covariance matrix.

A squared exponential (radial basis function) kernel with an additive noise term determines
the (t1; t2)-th element of the covariance matrix:

K w
m;j (t 1; t2) = (1 � (� w

m;j )2) exp
�

�
(t 2 � t 1)2

2(� w
m;j )2

�
+ (� w

m;j )2� t1 ;t 2 ; (5.55)

where:
• � w

m;j 2 R>0 is the characteristic timescale (in units of time bins). It controls the temporal
smoothness of the latent variable.

• (� w
m;j )2 2 (0; 1) is the GP noise variance. It accounts for rapid �uctuations not captured by

the smooth GP component.
• � t1 ;t 2 is the Kronecker delta, equal to 1 if t1 = t 2 and 0 otherwise.

Across-Population Latent Variables. The across-population latent variables capture shared
signals between the two populations. These signals may include a temporal delay representing
axonal conduction or synaptic transmission times. For each across-population latent variable
j 2 f1; : : : ; p ag, the latent time courses observed by the two populations, xa

1;j;: and xa
2;j;: , are

samples from the same underlying Gaussian process. However, they are evaluated at time points
offset by a delay Dj .

Formally, we de�ne the joint distribution:
�
x a

1;j;:

x a
2;j;:

�
� N

�
0;

�
K a

1;1;j K a
1;2;j

K a
2;1;j K a

2;2;j

��
;

where we compute the covariance blocks as:

K a
m1 ;m 2 ;j (t 1; t2) = (1 � (� a

j )2) exp
�

�
�t 2

m1 ;m 2

2(� a
j )2

�
+ (� a

j )2� �t m 1;m 2 ;0; (5.56)

with the effective time difference de�ned as:

�t m1 ;m 2 = (t 2 � D m2 ;j ) � (t 1 � D m1 ;j ):
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Here, Dm;j is the delay parameter for latent variable j as observed by population m. To
ensure identi�ability, we �x D1;j = 0 for all j and estimate D2;j . Thus, D2;j represents the delay
of population 2 relative to population 1. Positive values of D2;j indicate that population 1 leads
population 2. Negative values indicate the reverse.

We constrain the delay parameters Dm;j to be integer multiples of the time bin width �t
during estimation, as the data are discretely sampled.

mDLAG Model for Multiple Populations

The mDLAG model speci�cation extends DLAG to accommodate M > 2 simultaneously recorded
neural populations (Gokcen et al., 2023). A key feature of mDLAG is the use of automatic rel-
evance determination (ARD). ARD automatically infers which subset of populations each latent
variable relates to. This permits identi�cation of both pairwise and higher-order interactions
among populations.

Observation Model For population m 2 f1; : : : ; Mg at time t on trial n, we model the ob-
served activity as:

y (n)
m;t = C mx (n)

m;t + d m + � m ; (5.57)

where:
• C m 2 Rqm �p is the loading matrix mapping all p latent variables to population m's activity.

• x (n)
m;t 2 Rp is the latent state vector for population m at time t. This may be delayed relative

to a reference population.
• dm 2 Rqm is the mean activity vector.
• � m � N (0; (� m )�1 ) is Gaussian noise with precision matrix �m .

Unlike DLAG, mDLAG does not explicitly partition latent variables into within- and across-
population types. Instead, the model uses ARD to automatically determine which populations
each latent variable affects.

Prior Distributions and Automatic Relevance Determination We adopt a Bayesian approach
with the following prior distributions:

Mean Parameter. We place a zero-mean Gaussian prior on the mean parameter:

p(dm ) = N (d m j 0; � �1 I qm );

where � 2 R >0 is a hyperparameter controlling the prior precision.
Noise Precision. The precision matrix �m is constrained to be diagonal: �m = diag(� m

1 ; : : : ; � m
qm

).
Each diagonal element follows a Gamma prior:

p(� m
i ) = Gamma(� m

i j a� ; b� );

where a� ; b� 2 R>0 are shape and rate hyperparameters.
Loading Matrix with ARD. To automatically determine which populations each latent vari-

able in�uences, we employ automatic relevance determination (ARD) (MacKay, 1995). Each
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column cmj of the loading matrix Cm (corresponding to latent variable j) receives a Gaussian
prior with precision controlled by an ARD parameter �m

j :

p(cm
j j � m

j ) = N (c m
j j 0; (� m

j )�1 I qm );

where the ARD parameters themselves follow Gamma priors:

p(� m
j ) = Gamma(� m

j j a� ; b� ):

During inference, if latent variable j does not contribute to explaining population m's activ-
ity, the posterior mean of �mj will become large. This in turn shrinks the corresponding loading
column cmj toward zero. This mechanism permits automatic identi�cation of which latent di-
mensions are relevant for each population without explicit combinatorial search.

Uninformative Prior Settings. To allow the data to determine the model structure with
minimal prior in�uence, we set all hyperparameters to small values: � = a� = b� = a � = b� =
10�12 .

State Model As in DLAG, Gaussian processes with squared exponential kernels (Equations
5.55 and 5.56) model the temporal dynamics of latent variables. For mDLAG with M popula-
tions, we estimate the delay parameters Dm

j for latent variable j and population m relative to a
reference population (typically population 1, with D1

j = 0).

Model Fitting

DLAG Parameter Estimation We estimate DLAG parameters using an exact expectation-
maximization (EM) algorithm. The algorithm alternates between inferring the posterior distri-
bution over latent variables (E-step) and updating model parameters to maximize the expected
complete-data log-likelihood (M-step).

Let � = fC a
1 ; C a

2 ; C w
1 ; C w

2 ; d1; d2; R 1; R 2g denote the observation model parameters. Let

 = f� a

j ; � w
m;j ; � a

j ; � w
m;j ; D j g denote the GP hyperparameters. The algorithm proceeds as follows:

1. Initialization: We initialized parameters using probabilistic canonical correlation analysis
(pCCA). pCCA is a static (non-temporal) version of the model. This provides a good
starting point for the EM algorithm. We set initial GP timescales to �init = 2�t = 66 ms
(twice the bin width).

2. E-step: Given current parameter estimates, we compute the posterior distribution over
latent variables p(xa; x w j y; �; 
) using exact Gaussian inference.

3. M-step: We update parameters to maximize the expected complete-data log-likelihood.
For the observation model parameters, closed-form updates exist. For the GP hyperparam-
eters (timescales and delays), we use gradient-based optimization.

4. Convergence: We repeat E- and M-steps until the change in data log-likelihood falls below
a tolerance threshold or until we reach the maximum number of iterations.

To prevent degenerate solutions, we imposed a �oor on the private noise variances: �2
m;i �


 � Var(y m;i ), where 
 = 0:01 is the minimum variance fraction and Var(ym;i ) is the sample
variance of neuron i's activity.
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mDLAG Parameter Estimation via Variational Inference

For mDLAG, exact inference is intractable due to the Bayesian treatment of parameters. We
employ a variational inference scheme that maximizes the evidence lower bound (ELBO):

log p(y) � L(Q; 
) = E Q[log p(y; � j 
)] � E Q[log Q(�)];

where Q(�) is the approximate posterior distribution over the probabilistic model components
� = fx; d; �; C; �g. 
 = fD m

j ; � j g are the GP hyperparameters treated as point estimates.
We assume a factorized approximate posterior:

Q(�) = Q x (x)Q d(d)Q � (�)Q C (C)Q � (�):

This factorization permits closed-form coordinate ascent updates for each factor.
The �tting procedure iterates between:
1. Updating each factor of Q(�) while holding others �xed (variational E-step).

2. Maximizing the GP hyperparameters 
 via gradient ascent (variational M-step).
We assessed convergence by monitoring the ELBO. We terminated �tting when the relative

change in ELBO fell below � = 10�8 or after a maximum of 5,000 iterations.

Fitting Constraints. We imposed several constraints during mDLAG �tting:
• Minimum variance fraction: 
 = 0:001 for simulation data.
• Maximum delay magnitude: jDm

j j � 0:5 � T (50% of trial length).
• Maximum timescale: � j � 1:0 � T (100% of trial length).
• Latent pruning: We removed latent dimensions with negligible variance across all popu-

lations during �tting to improve computational ef�ciency.

Model Selection via Cross-Validation

Determining Total Dimensionality For DLAG, we �rst determined the optimal total latent
dimensionality for each population using factor analysis (FA). We �t FA models separately to
each population's activity with varying numbers of latent dimensions. We used K = 4-fold
cross-validation. In each fold, we used 75% of trials for training and 25% for testing. We
selected the optimal dimensionality for each population as the value maximizing the average
cross-validated log-likelihood across folds.

Partitioning Dimensions into Within- and Across-Population Given the total dimensional-
ity estimates from FA (denoted ptotal

1 and ptotal
2 for populations 1 and 2), we constrained DLAG

models such that:
pa + pw

m = p total
m ; m 2 f1; 2g:

We enumerated all valid combinations of (pa; pw
1 ; pw

2 ) satisfying these constraints. We per-
formed K = 4-fold cross-validation for each candidate model. During cross-validation, we
limited EM iterations to 50 to reduce computational burden. We selected the model with the
highest cross-validated log-likelihood as optimal.
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We then re-�t the selected model to the full dataset with up to 5,000 EM iterations to obtain
�nal parameter estimates.

mDLAG Dimensionality Selection For mDLAG, we set the total number of latent dimensions
p a priori (e.g., p = 7 for the simulation analysis). The ARD mechanism automatically deter-
mined the effective dimensionality for each population by driving irrelevant loading columns
toward zero.

To identify signi�cant latent dimensions post-hoc, we computed the fraction of shared vari-
ance explained by each latent variable in each population:

� m
j =

(� m
j )�1

P p
k=1 (� m

k )�1
;

where (� m
j )�1 serves as a proxy for the variance contributed by latent variable j to population

m. We considered a latent dimension j signi�cant for population m if �m
j > � thresh , where

� thresh = 0:02 (2% of shared variance). Additionally, we only considered latent dimensions
signi�cant for populations with signal-to-noise ratio (SNR) exceeding SNRthresh = 0:001.

Analysis-Speci�c Parameters

DLAG Analysis of PV and SOM Neurons
• Populations: M = 2 (PV and SOM neurons)
• Sample sizes: qPV = 62 neurons, qSOM = 14 neurons
• Time bin width: �t = 33 ms
• Time bins per trial: T = 160 (trial duration � 5:28 s)
• Cross-validation folds: K = 4
• Initial GP timescale: � init = 66 ms
• Minimum variance fraction: 
 = 0:01
• Maximum EM iterations: 50 (cross-validation), 5,000 (�nal �t)
• Bootstrap samples: B = 100
• Signi�cance level: � = 0:05
• Random seed: 0 (for reproducibility)

mDLAG Analysis of Simulation Data
• Populations: M = 3 (pyramidal, PV, SOM neurons)
• Sample sizes: qPyr = 20, qPV = 4, qSOM = 4 neurons
• Time bin width: �t = 20 ms
• Time bins per trial: T = 20 (trial duration = 400 ms)
• Number of trials: N = 35
• Burn-in period: T burn = 50 time bins (1 s)
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• Firing rate threshold: �r > 4 Hz
• Number of latent dimensions: p = 7
• Convergence tolerance: � = 10�8

• Maximum iterations: 5,000
• Minimum variance fraction: 
 = 0:001
• Maximum delay fraction: 0.5
• Maximum timescale fraction: 1.0
• Shared variance cutoff: � thresh = 0:02
• SNR cutoff: SNRthresh = 0:001
• Prior hyperparameters: � = a � = b� = a � = b� = 10�12

mDLAG Analysis of Experimental Calcium Imaging Data
• Populations: M = 3 (pyramidal, PV, SOM neurons)
• Sample sizes: qPyr = 20, qPV = 4, qSOM = 4 neurons (randomly sampled)
• Time bin width: �t = 1 s
• Time bins per trial: T = 30 (trial duration = 30 s)
• Number of trials: N = 40
• Data type: Spontaneous activity (�F=F0, no deconvolution)

5.3.4 Results

Before interrogating the connectivity motifs of inter-neuron-type communication, we �rst con-
�rmed that our analytical approach could reliably extract latent dynamics from the data at hand.
Researchers originally developed both DLAG and mDLAG for electrophysiological recordings
with millisecond-scale temporal resolution. Whether these methods generalize to calcium imag-
ing data remained an open question. Calcium imaging data exhibit slower dynamics, lower
signal-to-noise ratios, and indirect readouts of spiking activity. We therefore pursued a valida-
tion strategy that moved from controlled simulations (where ground-truth circuit connectivity
motifs are known) to experimental recordings (where biological constraints provide independent
benchmarks for plausibility). Across all analyses, the models converged reliably, recovered in-
terpretable latent structure, and yielded results consistent with prior neurophysiological �ndings.
These results establish con�dence in the subsequent biological interpretations.

PV and SOM neurons share minimal low-dimensional structure

The relationship between parvalbumin-expressing (PV) and somatostatin-expressing (SOM) in-
hibitory interneurons has long intrigued circuit neuroscientists. These two populations receive
distinct inputs, target different cellular compartments, and exhibit divergent temporal dynamics.
Nevertheless, both powerfully shape cortical computation. We asked whether, despite these dif-

89



April 15, 2026
DRAFT

Figure 5.8: PV and SOM populations communicate through a single shared latent dimen-
sion with sub-millisecond delay. (A) Cross-validated log-likelihood across candidate models
with varying dimensionalities [across-type, within-PV, within-SOM]. The optimal model (red
star) allocates only 1 dimension to across-type communication, compared to 19 within-PV and
5 within-SOM dimensions. This indicates weak direct coupling between these interneuron sub-
types. (B) Extracted single-trial latent trajectories. Top row: PV population latents, including the
shared across-type variable (xa

1;1;:, delay D1;1 = 0:0 ms) and three within-type variables. Bot-
tom row: SOM population latents, with the shared variable (xa

2;1;:, delay D2;1 = �0:8 ms) and
within-type variables. The negative delay indicates SOM activity slightly leads PV in the shared
dimension. Within-type latents exhibit diverse temporal dynamics spanning fast (�100 ms) to
slow (�1 s) timescales.

ferences, PV and SOM populations share common �uctuations. Such shared �uctuations might
re�ect coordinated modulation by upstream circuits.

To address this question, we applied DLAG to simultaneously recorded calcium signals from
62 PV neurons and 14 SOM neurons during spontaneous activity (Figure 5.8A). The model
decomposes population activity into three components: latent variables private to PV neurons,
latent variables private to SOM neurons, and latent variables shared across both populations.
Determining the appropriate dimensionality for each component is critical. Over- or under-�tting
can obscure the true correlation structure.

We �rst established the total dimensionality of each population independently using factor
analysis with four-fold cross-validation. This analysis revealed that PV population activity was
well-described by approximately 20 latent dimensions. In contrast, SOM activity required only
6 dimensions. This disparity likely re�ects both the larger PV sample size and the broader
functional heterogeneity reported within PV populations. We then constrained DLAG models
such that the sum of within- and across-population dimensions matched these factor analysis
estimates. We selected the optimal partition via cross-validation over all valid combinations.

The selected model contained a striking asymmetry: only a single across-population dimen-
sion was required to capture the shared variance between PV and SOM neurons. Meanwhile,
19 dimensions remained private to PV and 5 to SOM (Figure 5.8A). This sparse connectivity
pattern was not an artifact of insuf�cient statistical power. Cross-validated log-likelihood clearly

90



April 15, 2026
DRAFT

favored the single-shared-dimension model over alternatives with greater across-population di-
mensionality. This indicates that additional shared dimensions failed to generalize to held-out
data. The result is consistent with anatomical and physiological evidence that PV and SOM in-
terneurons receive largely non-overlapping inputs. Speci�cally, PV neurons are preferentially
driven by thalamocortical afferents and local pyramidal cells. In contrast, SOM neurons receive
stronger input from long-range cortical feedback and neuromodulatory systems.

Inspection of the inferred latent time courses revealed smooth, temporally coherent trajecto-
ries for both within- and across-population variables (Figure 5.8B). The single shared dimension
exhibited slow �uctuations consistent with global state modulation. This modulation poten-
tially re�ects arousal, attention, or neuromodulatory tone rather than stimulus-locked transients.
Within-population dimensions, by contrast, displayed a richer variety of timescales, particularly
for PV neurons. This suggests that the private variability of each interneuron class captures
distinct aspects of ongoing cortical dynamics.

Biologically constrained simulations validate mDLAG and reveal network-wide synchro-
nization

Extending the analysis to three or more populations introduces combinatorial complexity. Latent
variables may be shared by any subset of populations. Additionally, the direction and magni-
tude of inter-population delays become ambiguous without additional constraints. The mDLAG
approach addresses these challenges through automatic relevance determination (ARD). ARD
infers the subset of populations associated with each latent dimension directly from the data.
Before applying mDLAG to experimental recordings, we validated its performance on simulated
data from a biologically constrained spiking network model.

The simulation comprised 50,000 neurons spanning four cell types: pyramidal, PV, SOM,
and VIP. Connectivity and synaptic parameters were drawn from anatomical and physiological
measurements. From this large population, we randomly sampled 20 pyramidal neurons, 4 PV
neurons, and 4 SOM neurons meeting a minimum �ring rate criterion (>4 Hz). This subsampling
mirrors the subsampling inherent in experimental recordings. We computed spike counts in
20 ms bins and organized them into 35 pseudo-trials of 400 ms duration each.

Fitting mDLAG to these simulated data revealed stable convergence of the variational infer-
ence procedure (Figure 5.9A). The evidence lower bound (ELBO) decreased rapidly over the
�rst 1,000 iterations before plateauing. Gaussian process timescales stabilized after approxi-
mately 2,000 iterations (Figure 5.9B). We observed no pathological behaviors. Speci�cally, the
ELBO did not decrease after initial convergence, and latent dimensions did not collapse. These
observations indicate that the optimization landscape was well-behaved for this dataset.

The inferred latent structure exposed a dominant role for globally shared activity. Among the
seven �tted latent dimensions, the dimension shared across all three neuron types (pyramidal,
PV, and SOM) exhibited the highest estimated variance. This substantially exceeded dimensions
private to individual populations or shared between population pairs (Figure 5.9C,D). This global
dimension likely re�ects network-wide oscillatory activity. Inspection of the raw spike rasters
(not shown) con�rmed prominent synchronous �uctuations across all cell types. Such dynamics
are commonly observed in cortical circuits under conditions of low external drive.

A more granular analysis of variance partitioning revealed cell-type-speci�c signatures that
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Figure 5.9: mDLAG recovers known circuit connectivity motifs from biologically con-
strained spiking network simulations: SOM neurons are dominated by network-wide
shared activity. (A) Evidence lower bound (ELBO) converges after �2000 EM iterations. This
con�rms stable model �tting. (B) Gaussian process timescales for each latent dimension stabilize
during optimization. They range from 5–40 ms. (C) Dimensionality by latent type. The glob-
ally shared latent (A-B-C, involving all three populations) exhibits the highest dimensionality
(�4). This suggests strong network-wide coordination, consistent with oscillatory dynamics in
the simulated circuit. (D) Fraction of shared variance explained by each latent type. The A-B-C
latent accounts for �30% of total shared variance. (E) Population-speci�c variance decomposi-
tion reveals a striking asymmetry. Pyramidal (A) and PV (B) neurons distribute variance across
multiple latent types. In contrast, SOM neurons (C) concentrate >80% of their shared variance in
the globally shared A-B-C latent. This signature suggests SOM interneurons preferentially track
network-wide �uctuations. (F) Estimated loading matrices showing how each neuron (columns)
weights each latent dimension (rows). Group labels: A = pyramidal, B = PV, C = SOM.

recapitulated known biology. For pyramidal and PV neurons, variance distributed across multiple
latent dimensions, including both private and shared components (Figure 5.9E, top and middle
panels). SOM neurons, by contrast, exhibited a strikingly different pro�le. The vast majority of
their shared variance was captured by the globally shared dimension. Contributions from SOM-
private or pairwise-shared latents were negligible (Figure 5.9E, bottom panel). This asymmetry
is consistent with the view that SOM neurons integrate inputs over longer timescales. SOM
neurons function as network synchronizers. Their activity is more tightly coupled to global state
than to the faster, stimulus-driven �uctuations that dominate pyramidal and PV responses.

Experimental calcium imaging con�rms the privileged role of SOM neurons in global co-
ordination

Having validated mDLAG on simulated data with known connectivity motifs, we returned to
experimental recordings. We tested whether the same principles govern inter-neuron-type com-
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